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Abstract
We use Medicare data from 2006-2012 and Florida malpractice claims to build
a predictive model of malpractice risk at the physician level and identify important
determinants of malpractice. We nd that a generalized regression model can
improve prediction of malpractice claim risk by 9 percentage points. As out-ofsample validation, we use aggregate Texas malpractice data and nd that the
model can predict dierences in a separate state context. This new measure of
malpractice risk will be useful for studying the impacts of institutional factors on
medical risks.
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Introduction

Medical malpractice occurs when a hospital, doctor or other health care professional,
through a negligent act or omission, causes an injury to a patient. In the United States,
patients who believe they have been the victims of medical malpractice can recover
damages by bringing lawsuits against the providers. In this project, we aim to explore
whether malpractice can be predicted by certain factors, including patient outcome,
payment information as well as demographic information of physicians. The goal is
to form a prediction of malpractice risk at the physician level and identify important
determinants of malpractice.
More specically, we aim to determine the most important factors that aect the
probability of malpractice of physicians. Features to explore include information from
their medical practice, prescription and procedures, demographic features of their patients, as well as their own characteristics.
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Our analysis demonstrates the feasibility of this approach. We report the results
of our prediction task, showing that we can predict malpractice risk in a held out test
sample. Moreover, the model can predict dierences across jurisdictions in a dierent
state (Texas) from where the data was trained.
In future work we will decompose the predictors into those describing the patient
population and those describing physician choices. This new measure of malpractice
risk will be useful for studying the impacts of institutional factors on medical risks.
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Related Work

Many studies have been done to explore the characteristics, causes, and eects of malpractice. Some focus on exploratory analysis of malpractice payments. Tehrani et al
(2013) provides a summary for U.S. malpractice claims for diagnostic errors. Mello et
al. (2010) measure the national cost of the medical liability system. A large part of
the literature is dedicated to the impact of tort reform on medical malpractice from the
perspective of practitioners, patients, and insurers. (Janet Currie et al, 2006; Ronan
Avraham, 2007; David A. Matsa, 2007; Patricia Born et al, 2009; Seabury et al, 2014;
Andrew I. Friedson, 2015).
Another signicant literature seeks the eects of malpractice. Malpractice can have
remarkable market responses (David Dranove et al, 2012) and welfare eects (Lakdawalla & Seabury, 2009). It changes the behavior of physicians (Ity Shurtz, 2012).
David Dranove and Anne Gron (2005) state that high malpractice risk may drive doctors away from high-risk procedures. Some specialties may be more heavily aected,
like obstetrics and gynecology (Jessica Wolpaw Reyes, 2010; Gilbert W. Gimm, 2010).
It can have further impact on the sorting of medical students across medical occupations ( Pascal Courty & Gerald R. Marschke, 2008). Fear of malpractice claims can
lead to defensive medicine which then induces rising cost of health care (Daniel Kessler
and Mark McClellan, 1996).
However, there isn't much empirical research on the factors underlying malpractice
risk. Bernard S. Black et al (2017) explore the association between malpractice risk
and patient safety indicators (PSI rates) aggregated at the hospital level. Michael
Greenberg et al (2011) examine malpractice risk and electronic technology used to
enhance clinical decision making. Malpractice can also be associated with specialties
of practitioners. Anupam B. Jena et al (2011) conduct exploratory analysis of the
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Table 1: Summary Statistics on Physician Characteristics by Year

proportion of physicians who had malpractice claims across 25 specialties and divided
the specialties into high and low risk groups. Sandeep Mangalmurti et al (2014) explore
malpractice liability among cardiologists and conclude it to be of signicantly high risk.
Bovbjerg & Petronis (1994) discuss whether past history of malpractice claim aect
future claims.
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Data

3.1

Physician Characteristics

The AMA master le provides demographic information of each practitioner across the
country. Features of interest include gender, year of birth, year of graduation, license
state, and specialty. The years will be used to calculate physician experience and age.
It can be linked with Medicare by NPI, which is a national unique identier for
practitioners.
Table 1 reports summary statistics on physician characteristics.
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3.2

Medicare Data

The Medicare dataset contains rich information about every beneciary and their associated claims. It includes date, payment amount, diagnosis and many other details
of Medicare claims from Medpar (inpatient claims), Part B Carrier claims and line le
(outpatient and clinic claims) and Part D Event (prescription and pharmacy claims).
It also lists the demographic features of every beneciary enrolled in Part AB including
gender, date of birth, race in Master Beneciary Summary File.
The demographic features of patients, including date of birth, race, gender, date
of death, can be obtained from one part of Medicare dataset. And nally, we would
like to include other medical information related to activities of physicians, including
amount of payments, amount of prescription, length of inpatient stay, number of ER
visit. These are aggregated at the physician level.
The Medicare data is huge and messy. For just Part D, after concatenating all the
data from 2006 to 2012, there are over 100 million records. The ve parts of Medicare
data that will be considered are linked by Beneciary ID, which means that each record
is associated with a beneciary. However, it is easy to see that it is not a unique key, so
if we are to combine these datasets, merging by ID is inecient, and will also cause the
data size to explode. So we write out a whole detailed plan for the whole process of data
cleaning. The basic idea here is to pick a unique cohort and pick features of interest
instead of merging directly, so that we can reduce data size and improve eciency quite
signicantly.
Within each part of Medicare dataset, there are separate les for each year from 2006
to 2012. Thus we begin by concatenating les from each year for each part, only keeping
columns that will be considered as features. Then Part D event (PDE) is merged with
AMA master le by NPI, and only records within Florida (or Texas, for testing) will
be kept. A list of unique physician ids is then extracted from this le, which forms the
basis of physician cohort. This cohort is then used to pick records from Part B base
claim le and Part B carrier line le. Based on the three les mentioned above, a list of
unique beneciary id is created, which forms the basis of the patient cohort. This list
is then combined with master beneciary le which contains demographic features of
all the patients. It will then be merged back to the 3 datasets mentioned above so that
they will contain information of race, gender and other features of patients as features.
Now we turn to Medpar data. This is dierent from the 3 datasets because it does
not contain any information about the physician. Alternatively, the year, month of
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service and id of the patient are selected as keys to match with Part B base claim data.
We choose not to match this with all of the 3 datasets to avoid repetition.
Finally, as all of the 3 main datasets are now set, they are then aggregated at the
physician level, which is by physician id and year. By doing this, we will get features
from the physician level, like the average payment of all his/her patients, total number
of patients treated by him/her in a given year. After the aggregation is done, each of
the 3 datasets will now have physician id and year as the unique keys, making it very
easy to merge them together.
The nalized FL dataset has 49 columns with 157860 records. Of all the records,
115968 rows, which is about 73% are labeled as zero. Of all the columns, 45 will be used
as features, with 2 being classication variables and others being numerical variables.
Note that for some columns with missing values, we ll it with 0. Table 2 reports
summary statistics from the Medicare dataset.
3.3

Florida Malpractice Data

We have malpractice data in Florida which is reported on a government web site.
The data contain 12,904 malpractice claims led between 2003 and 2015. Each record
provides details about the malpractice claim. It includes including but not limited to,
id of the practitioner, which is the Florida state license number, date and location of
injury occurred, lawsuits led and settled, and descriptions of court decisions and nal
disposition. It comes together with Health Care Practitioner Data Portal in FL which
provides more demographic information about each physician, like rst and last name,
address line, zip code and city. These two datasets are linked by FL license number.
One of the major issues we have with this dataset is that it only contains state
license number of each practitioner, however the prevailing identiers for physicians
and prescribers in both Medicare and AMA date are NPI. So the rst step should be
matching license number with NPI. Since license number varies across dierent states
and therefore comes in a messy format, it is intractable to search and map it with NPI
directly. To tackle this, we rst merge Malpractice with FL practitioner summary le
to get the rst and last names. And then we utilized the API for NPI lookup, which
is provided by CMS National Plan and Provider Enumeration System (NPPES) with
rst and last name as main search criteria and limit the state to be FL. When there are
multiple matches, we further validate by other information manually.

The matched

dataset contains around 11,000 records. As in our analysis, the malpractice data is only
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Table 2: Summary Statistics on Patient Characteristics and Outcomes
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used for labelling. The nalized malpractice data contains only NPI and year of injury
occurred. It is be merged with Medicare dataset by NPI.
For labeling, we assume that the past has an impact on the future, but not vice versa.
This is partly inspired by Sharan, U., & Neville, J. (2008), who incorporate temporalrelational features for prediction. So when the year of malpractice claim matches the
year of service for a given record, the label will be set to 1. And if the years do not
match, but within a 4-year time lag, the label will be set to be less than 1 but larger
than 0, decreasing exponentially. And after that time range, or if there is simply not a
match, the label will be set to 0.
3.4

Texas Malpractice

The last part is the Texas malpractice dataset. It contains all the closed claims, some
important timestamp, location, and other descriptions, but no information about the
physician. The Texas data is recorded yearly. Because it does not contain any information of the practitioner, to align with the Medicare dataset, we use the year and
county of the incident as the key. The data is rstly concatenated by the recorded year,
and aggregated to create count of each county in each year. The count is then used to
compare with the predicted value.

4

Models and Results

We have a real-valued (rather than binary) target variable  number of patients, or proportion of patients, with malpractice claim. Therefore our model should be supervised
learning by regression. Due to limitations of the version of SAS server, we trained 2
types of models for this preliminary analysis.
4.1

Regularized Linear Regression

We have many predictors, so regularizationis needed. Lasso regression is a natural way
to do feature selection and reduce dimensionality. We include all the variables and their
cross terms and perform stepwise regression. The stepwise regression stops at step 19.
The procedural output and selected features are reported in Table 3. We can see that
a variety of physician and patient characteristics, and their interactions, are included
in the model.
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Table 3: Output for Variable Selection
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Table 4: Model Performance for Predicting Malpractice Claims by County in Texas

(a) Regression Model

The table demonstrates a signicant improvement in prediction of malpractice risk
over a naive model, with a .09 increase in R2 . We hope to improve on this in future
work.
4.2

Regression Tree

As an altenative model, we also train and predict using SAS's regression tree model.
The tree is built with cross-validation and the splitting criterion is square error. Data is
randomly split into training and testing subset, with 70% and 30% of the original data
respectively. After the model is built on training data, we do predictions on the testing
dataset. Since SAS does not calculate explicitly the results and evaluation metrics of
this model, we are unable to recover the most important features of this model.
To tune hyper-parameters, we then calculate manually the sum of squared error
between the real value and the predicted value (equivalent to residual). The parameters
include tree depth and leaf size. Leaf size ranges from 2 to 1024, and max depth ranges
from 10 to 100. The model with the least square loss on testing dataset is when leaf
size is 2, and max depth is 20, with total square loss 8179.46.
4.3

Out-of-Sample Validationg using Texas Dataset

Next we apply the models trained on the Florida Medicare dataset and apply to Texas
Medicare dataset and get the predicted values for number of malpractice claims. To
match with the Texas malpractice records, we aggregate the predicted results at the
county-year level. Finally we calculate the percentage error of our predicted value with
the real count. The results for the 2 models are reported in Table 4.
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We can see that the performance of the 2 models are approximately the same. The
predicted values are larger than the true value, but the dierence is small relative to the
standard deviations across counties in the data set. Moreover, the prediction provides
a similar ranking of counties as the true malpractice data. This provides encouraging
early results that our model can be used to distinguish physicians by malpractice risk.
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Conclusion

In summary, we formed predictions of malpractice risk using medicare data paired with
malpractice records in Florida. The model predicts somewhat better than a naive model
in a held-out test sample. It also can form reasonably good predictions and reliable
rankings in a separate legal context.
Given more time, we would try to improve the performance of our model. We
would like to look deeper into the malpractice dataset. For simplicity we used whole
malpractice dataset, it is uncertain whether the practitioner actually did something
wrong even with a claim led. Also, we can include a richer set of features from
the Medicare dataset. In addition, we notice that in our current model, there are 188
specialties for practitioners. It could be better if we categorize them into smaller buckets
to reduce dimensionality, but that may require some institutional investigation.
In future work we will use the validated measure to study the impacts of tort reform
and other institutional changes on medical risks. To begin, we would like to replicate
Currie and MacLeod 2008) and Frakes (2013). These papers show impacts of tort
reforms on physician choices and outcomes, but they have to focus on relatively small
components of physician decision-making. Our measure provides a more holistic view
of how physician choices across patients result in medical risks.
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