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Abstract

The Hamilton method for estimating CPI bias is simple and intuitively appealing and has been
widely adopted. We show that the Hamilton method is internally inconsistent and conflates CPI bias
with variation in cost of living across income levels. We demonstrate a method by which these two
components can be disentangled. When applied to Hamilton’s data our method gives larger estimates of
CPI bias. Our approach can recover changes in cost of living for any income level and we exploit this to

study growth in the median income for the United States.
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1 Introduction

Measuring economic progress over time and assessing cross-country differences in living standards are central
concerns of researchers, international institutions, policy makers and the broader public. Such comparisons
require accurate measures of the cost of living with which to deflate nominal measures of economic activity
or economic resources. Price indices and PPP calculations, such as the Consumer Price Index (CPI) or the
purchasing power parities implicit in the Penn World Tables, are commonly employed to this end. However,
there are longstanding concerns regarding the many biases associated with traditional approaches to price
index construction. These include outlet bias, substitution bias, and biases associated with failing to deal
fully with quality changes and the introduction of new goods. See Diewert (1987, 1993, 1995), Reinsdorf
(1993), Boskin et al. (1998), Hausman (2003) and Hausman and Leibtag (2009) for biases in the CPI, and
Neary (2004), Hill (2004), Deaton and Heston (2010) and Alméas (2012) for corresponding concerns with
PPP calculations.

In this paper we reconsider a popular approach to this problem: the “Hamilton Method” (Hamilton, 1998,
2001a). Stagnant “real incomes” (i.e. income deflated by CPI) in the United States during the 1970s and
80s were of considerable concern to economists and policy makers. Nakamura (1995) noted that aggregate
food budget shares declined throughout the period. That the food budget share falls with income (Engel’s
“law” (Engel, 1857, 1895)) is among the best known empirical regularities in economics. This suggested
that perhaps incomes were growing, but standard methods had failed to capture this growth. An appealing
explanation was that the CPI overestimated increases in the cost of living over time, so that real income
growth had been underestimated. Hamilton formalized this intuition, proposing a way of using micro data
to estimate the correction to the CPI required for food budget shares to be stable over time. Among the
attractions of this method are that it is simple and intuitively appealing, it has modest data requirements
and it offers an omnibus approach to assessing the multitude of potential biases in previously available
indices like the CPI, rather than a piecemeal approach of assessing one bias at a time. Consequently, the
Hamilton method has been widely applied over the last fifteen years. Hamilton (2001a,b), Costa (2001),
Beatty and Larsen (2005), Brzozowski (2006), Larsen (2007), Gibson et al. (2008), Xu and Zeng (2009),
Barrett and Brzozowski (2010), Gibson and Scobie (2010), Chung et al. (2010), Clerc and Coudin (2011),
Olivia and Gibson (2012), de Carvalho Filho and Chamon (2012) and Nakamura et al. (2016) study temporal
price change indifferent countries. It has also recently been applied to spatial comparisons across countries.
Chattopadhyay (2010), Coondoo et al. (2011) and Alméas (2012) apply the method to spatial comparisons
across countries or regions. The method has has been cited, for example, as important complementary

evidence of upward CPI bias in reassessments of the time path of poverty in the U.S. (Meyer and Sullivan,



2009).

We begin by noting that the Hamilton method is internally inconsistent. On the one hand, the method
estimates a single price index and interprets that price index as the cost of living index for all households.
This interpretation implies that the cost of living index for an individual household does not depend on the
utility (and hence income) of the household. This can only be true if preferences are homothetic. On the
other hand, the method requires that preferences are not homothetic. Homotheticity implies that budget
shares are independent of income. In that case there is no translation (or scaling of nominal income) that
aligns the Engel curves, and the method can not be implemented. So, if preferences are such that the method
can be implemented, there is not a single cost of living index to identify, and if preferences are such that
there is a single cost of living index to identify, the method would not work.

As food shares do fall with income, preferences cannot be homothetic. Richer and poorer households have
different consumption baskets, and hence experience different changes in the cost of living. The Hamilton
method and the CPI each estimate changes in the cost of living at specific points in the income distribution.
However, they need not and in general will not, estimate changes in the cost of living at the same point in
the income distribution. Thus the Hamilton method conflates CPI bias with variation in inflation across
income levels.

We then develop a consistent method in the spirit of Hamilton. The first step is to apply a method due to
Muellbauer (1976)(see also Deaton (1998)) to determine the point in the income distribution where changes
in the cost of living are best approximated by the CPI. We next determine, theoretically, whose cost of living
is being measured by the Hamilton method and show how this can be recovered empirically. This allows to
separate genuine bias in the CPI from differences in the cost of living at the income levels corresponding to
the CPI and to the Hamilton method. Applying our method to Hamilton’s data leads to larger estimates of
the degree of CPI bias.

We also show, that with no further assumptions, the method recovers changes in the cost of living at any
point in the income distribution. We exploit this to study growth in median income in the United States.

The paper is organized as follows. Section 2 reviews the Hamilton method and demonstrates the fun-
damental inconsistency. Section 3 determines theoretically whose cost of living is being measured by the
Hamilton method. Section 4 shows how to recover this income level empirically, and separate genuine CPI
bias the consequences of nonhomothetic preferences. Section 5 applies our method to Hamilton’s data and

Section 6 concludes.



2 The Hamilton Method

2.1 Overview

The reasoning underpinning the Hamilton approach seems straightforward. If preferences are stable over
time and the CPI accurately measures costs of living then we would expect households at the same level
of CPI-deflated income to allocate the same share of their budgets to food. Controlling for other possible
influences on spending patterns, the food budget share at a given level of deflated income should be constant
through time. If households at the same levels of deflated-income appear to be spending different shares
of their budget on food over time, and this cannot be explained by other factors, it suggests that true
real income is changing, even when measured real income is not. The Hamilton method ascribes this to
mismeasurement of change in the cost of living.!

Most applications of the Hamilton method assume Almost Ideal Demand preferences (Deaton and Muell-

bauer, 1980) which implies Engel curves of the Working-Leser form. The food Engel curve is given by:
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where h indexes households?, r indexes regions, ¢ indexes time, zy, ..+ is nominal income (or total expenditure),
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In practice, with U.S. data, levels of food and nonfood prices are not observed but their inflation rates

are. These inflation rates are assumed to be measured with error. So we can write
k k k k
pr,t = pr,O(l + Hr,t)(l + Er,t) (2)

where Hffyt is the observed inflation rate in the price of good k to period ¢ in region r and Eﬁt captures the
difference between the true and observed inflation rates. Similarly, the overall price index P, ; can be written
as a function of the base period value of the price index, the observed CPI and a term E,; that captures

the difference between the growth of the CPI and the true growth in P, ;:

Py =P, oCPI (14 E,,). (3)

LA different critique of this approach emphasized by Blow (2003) and Logan (2009) is that it is a residual-based method.
Any time varying determinants of demand that are not accounted for will be attributed to CPI bias. See also Deaton and
Dupriez (2011) and Ravallion (2015).

2We use household as the unit of observation throughout because micro level expenditure data typically come at the household
level.

3This is a two-good demand system for food and nonfood as in Hamilton (2001a) or Costa (2001). Costa (2001) also considers
Recreation / Non Recreation but her main results focus on food/nonfood. The two good system implies either within group
homotheticity or fixed within group relative prices.
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mies. Hamilton makes two further assumptions. First, he assumes that Ef ‘s

E"t and F,; vary with
time only. Second, in Hamilton’s reported estimates, and in all the literature that follows, it is assumed

that the difference between the true and observed inflation rates are identical for food and nonfood, i.e.

In(1+ E/) —In(1 + E*) = 0. Thus:
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where D" are region dummies, D’ are time dummies, §” and § are coefficients, and in particular, §* =
—B71In(1 + E;). This equation can be taken to data.

Intuitively, E; is chosen to minimize the distance between the Engel curves in the base period and period
t. Equivalently, the Hamilton method estimates the price index, P, ; = P, oCPI, (1 + E}) as the translation
to nominal income that aligns the food Engel curves. This is summarized in Figure 1. The correction Ej
shifts the region/period r,¢ Engel curve back onto the region/period 0 Engel curve, as indicated by the
arrows.

Hamilton incorrectly identifies P, ; as the true cost of living index.5 F; is then interpreted as the bias in
the CPI relative to growth in the cost of living. In the next section, we show that while P, ; is a price index,

if relative prices vary, it is the true cost of living index at, at most, one point in the income distribution.

4In his development of the method, Hamilton allows that E{ and E* may differ. He suggests that his method will understate
the bias in the overall CPI as observed food inflation likely understates true food inflation by less than observed nonfood inflation
understates true nonfood inflation.

5Page 622, just above Equation 2.



Figure 1: The Hamilton Approach
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This means that E; can not be interpreted as the bias in the CPI relative to changes in the cost of living.

2.2 Lost in Translation

The Hamilton method is internally inconsistent. The method estimates a single price index and interprets
that price index as the cost of living index for all households. This interpretation implies that the cost
of living index for an individual household does not depend on the utility — and hence income — of the
household. This can only be true if preferences are homothetic. But if preferences are homothetic, the
Hamilton method cannot be implemented. Homotheticity implies that budget shares are flat with regard to
income, as illustrated in Figure 2 with the O coefficient on the logarithm of deflated income. In this case
there is no horizontal translation (or scaling of nominal income in region/period r,¢) that aligns the two
Engel curves, and the method cannot identify the cost of living index. To see this another way, note that
the Hamilton method estimates In(1 4+ F;) by B—‘ff; if preferences are homothetic, this involves dividing by
zZ€ero.

The evidence that preferences are not homothetic is overwhelming: that food shares fall with income is
Engel’s law and has been confirmed by a multitude of empirical studies of consumer demand . Thus the
Hamilton method can be implemented, but the true cost of living differs across households; poor and rich
households experience different changes in the cost of living because they consume different bundles (for

example, the poor spend a greater share of their budget on food).

6These differences might be small if the relative price of food was relative stable. But relative prices can and do change over



Figure 2: The Hamilton Approach with Homothetic Preferences
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Of course, the nonhomotheticity of preferences also implies that the CPI, which is single price index,
estimates the cost of living at one point in the income distribution — an observation made long ago by Prais
(1959) and Nicholson (1975). Therefore the implication of preferences being nonhomothetic is that the CPI
and P; each estimate a cost of living index for a specific level of income, but these two income levels need
not be the same. We refer to the virtual household at the level of income at which the CPI estimates the
cost of living as the CPI household. Correspondingly, we refer to the virtual household at the level of income
at which P; estimates the cost of living as the Hamilton household.

Therefore the Hamilton estimate of “bias”, F;, contains two elements:

1. CPI bias: the CPI differs from the true cost of living index of the CPI household due to substitution,

new goods, quality changes, etc.

2. Nonhomotheticity: The CPI household and Hamilton household have different levels of income, and

so experience different changes in their true cost of living.

Previous analyses using Hamilton’s method to assess CPI bias have conflated these two things. The rest of

the paper develops and implements a method that does not suffer from this flaw.

time. Moreover, if they did not, one would not need a price index to adjust nominal quantities. Any single price would do.



3 Whose cost of living?

3.1 The CPI household

To disentangle genuine CPI bias from the effect of nonhomotheticity, we first need to determine the locations
of the CPI household and the Hamilton household in the income distribution.

For the CPI there is a well-established method of doing this due to Muellbauer (1976). The CPI household
has expenditure shares which match the expenditure weights in the CPI. The expenditure weights in the
CPI are the aggregate expenditure shares (that is the share of each good in total household spending). The
aggregate expenditure share of good k is in turn a weighted mean of household expenditure shares for good

k, where each household is weighted by its share of total income.

Zzhrt (7)

Lh,rt

Given this, and the Working-Leser functional form for household-level shares assumed above, we can write

the aggregate share for food at time ¢, as:
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Thus the CPI household has income equal to ), %}(ﬁf‘t”)

We compute where the income of the CPI household iies in the household income distribution for each
year from 1974 to 1991 using the same PSID data as in Hamilton (2001a). These calculations are illustrated
in Figure 3. Over this period, the aggregate shares used in the CPI correspond most closely to a household
somewhere between the 68th and 77th percentile of the household income distribution.” The CPI is a
plutocratic index and so measures changes in the cost of living for a fairly affluent household. As noted

above, as a measure of this household’s true cost of living, the CPI may be biased because of substitution,

new goods, quality changes and other biases discussed in the literature.

"Deaton (1998) similarly finds that the U.S. CPI is usually around the 75th percentile of the household income distribution.



Figure 3: Income percentile of CPI household by Year
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3.2 The Hamilton Household

Turning to the Hamilton household, we begin with the general definition (in logarithms) of the true cost of
living index for a household h, in region r, and period ¢. We define reference utility for household h, uy o, to
be the utility of that household in the base region (r = 0) and base period (¢ = 0), where it faces the price

vector po(= Po,o):

InCOLI}, .y = InC(up,0,Prt) — InC(un o, Po). (9)

C (un,0,Prt) is the money cost of obtaining utility level uy ¢ at prices pyt = [pf)t,pf’t]. This measures the
resources necessary to maintain base-period utility at the new price vector p,+ for this household, and the
logarithm of the COLI measures the proportional change in required resources.

For AIDS preferences,

InC (un,0,Pt,r) = Ina(prt)+b(Prt)uno (10)
Ina(pre) = ao+ Y oxlnpf,+ > > yunpk,Inpl,
k=fn k=fmnl=fn
k
bprs) = ] )7,
k=fn

where Y7, ¢ ap =Tand Y, ¢ Vei = D i_pn Ykl = 2op—gp B° = 0. Thus, given Hamilton’s assumption



of AIDS preferences, the true COLI is log-linear in utility, and not independent of utility (or income) as

Hamilton asserts.

The food share is:

Thr
w,’;m = of + Z o lnP’ZtJrﬁf In bt (11)
}C:f’ﬂ a(pr,t)

=af + Z Y Inpk, + 8/ In (iﬁ”) in Hamilton’s notation
k=fn 7,

Note in particular that Ina(prt) = InP,;, which is the price index corresponding to the Hamilton
household.

In the base period and region, prices are 1 (and log prices are zero), so that, Ina(pe) = ag and b(pg) = 1.
As cost in period/region 0 must be equal to observed income in period/region 0, inverting gives utility in

the base period and region as a function of observed income () :

Upo = 1n$h’0—a0 (12)

The cost of obtaining base period/region utility facing prices py ¢ is then,

InC(prt;uno) = WPy +b(Prt)(nzpo— o) (13)

Equation 13 demonstrates that the Hamilton household has income level Inxy o = ag. P, is the true
cost of living index only at this level of income. The value of «g is not identified by the Hamilton method.

Apriori, there is no reason to think that o would also be the income level of the CPI household.

3.3 Decomposing the Hamilton Estimate

Solving Equation (13) for In P,; and taking changes give:
APy = AInC(prs, uno) — Ab(pPrt) (Inxp o — ap) (14)

Also recall from Section 2 that E; is defined by P, ; = P.oCPI, (1 + E;). Taking logs, and rearranging

this expression yields:

10



Aln P,,s’t =In CPIT’t + h’l(]. + Et) (15)

Combining Equations (14) and (15) and rearranging then gives:

In(1+ Ey) = [AlnC(prt, uno) —InCPI. ] — Ab(prt) (Inzpo — ap) - (16)

xCPI)

Evaluating this expression at the income level of the CPI household (zp,0 = gives a natural decom-

position of the Hamilton correction:

—In(1+ E) =WCPIL; — AlnP,; = InCPIL; — AnC(prg, w(zF,ppy))] + [Ab(Prt) (Inz“FT — ap)] .

(17)

Hamilton’s measure, — In(1+ E}), captures the difference between the CPI (In CPI, ;) and the price index

(AlnP,;), and this measure can be further decomposed into actual CPI bias, which is given by the first

term [InCPI,; — AlnC(prg,u(z“F!,p,))], and the part due to nonhomotheticity, which is given by the
second term [Ab(pyt)(Inz“"! — ag)] 8

This is illustrated in Figure 4. The four panels illustrate four possible cases. In each panel, the logarithm

of base period nominal income is on the horizontal axis and the CPI, changes in P; and changes in the true

cost of living (all in logarithms) are measured on the vertical axis . The change in the logarithm of the true

cost of living from period/region 0 to period/region ¢,r (AlnC) is given by the diagonal line. It varies with

the household’s income in the base period. The slope of this diagonal line is:

ﬁf 5f /Bf ﬁf
" Py Y Pro (L+117,)

Food is a necessity, so 8y < 0 . Thus, if the relative price of food is lower in region/period r,¢ than in
region/period 0, then Ab(py,) > 0 and the diagonal line slopes up (as in panels (a) and (b)). If the relative
price of food is higher in period/region r,¢ than in period/region 0 then Ab(p,t) < 0 and the diagonal line
slopes down (as in panel (¢)). Whatever the slope, the diagonal line for AlnC always passes through the
intersection of the vertical line at Inxzj, o = ap and the horizontal line at Aln P,;. This is because the
Hamilton method estimates the change in the cost of living at Inxy o = .

The composition above can be seen at the vertical line at Inxj, o = In xCP!. The difference between A ln C

and Aln P is the part due to nonhomotheticity (Ab(py+)(InzFT — ag)). In panel (a), this is positive, but

8Note that Hamilton’s assumption that E varies only with time can only be approximately correct as the two components
of E vary with both time and region.

11



Figure 4: Decomposing the Hamilton Correction
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less than Aln P.; —InCPI, ;. The remaining gap between AlnC and In CPI is then CPI bias (the extent
to which the CPI miss-measures the cost of living increase for the CPI household), and this is also positive.
In Panel (b), the difference between AlnC and Aln P (due to nonhomotheticity) is positive and ezceeds
AlnP,; —InCPI, ;. This implies that the actual CPI bias must be negative, as indicated in the figure. In
Panel (c), the difference between AlnC and Aln P (due to nonhomotheticity) is negative, so that actual
CPI bias is greater than Aln P, ; — InCPI, ;. Note that this does not depend only on the slope, as can
be seen by comparing Panel (¢) and Panel (d). Panel (d) shows an expenditure AlnC function the same
slope as in Panel (c) but with oy above Inz“F!. In this case the difference between AlnC and Aln P
(nonhomotheticity) is positive but but less than Aln P, —InCPI, 4, so that CPI bias is positive but less
than what the Hamilton Method would estimate. Of course, with the same slope, if apgwere sufficiently large
(far to the right) the effect of nonhomotheticity at In 2“*1 would exceed Aln P,.; —In CPI, ,, and CPI bias
would be negative.

To quantify true CPI bias we need to empirically implement this decomposition of Aln P.; —In CPI,; =

In(1 + E) into the part due to nonhomotheticity and true CPI bias. This means calculating

Ab(p, 1 CPI _ — 7,0 r,t ~1la CPI _ 19
(e — o) = (22 | (s (102" — aq) (19)

PI

where37 is the slope of the Engel curve and easily estimated. The calculation of In2¢F! was discussed

12



above. Thus for a given region, r, expression 19 contains two unobservable quantities: ay and the base

f §
period price ratio 21‘;0. Note that in the base region gf;o = 1. But the choice of base period is an arbitrary
r,0 r,0

normalization of prices. We can re-normalize prices so that, essentially, each region is the base region in
turn. This requires an adjustment to «g (because «q is the logarithm of the cost of base utility when prices
are 1), but this is straight forward.® This means that if ag could be identified, then the this decomposition of
AlnP,.; —InCPI,; = In(1+ E;) into the part due nonhomotheticity and true CPI bias could be quantified.

We take up identification of ag in the next section.

4 Identification

4.1 The Problem

The parameter o would in principle be identified if price levels were perfectly observed, but is not identified

given the available data. To see this, first rewrite the two good demand system.

Whrt = of + 'yff(lnpf’t —Inpy,) + B! Inxp ., — 67 1n P, (20)
InP.;=ay+ of 1npf7t +(1- af) Inp;, + %(—QIpr}t Inpy, + (lnpfyt)2 + (lnpf’t)z) (21)

using equation (20) to eliminate P; from the food share equation (19) and express the share as a function of

nominal income and additional price terms. Grouping terms gives:
whry = {0l = Blao + {37 = plal Y mpl, — (377 + 11— o) nply + B nanp (22)

pfytf
T {_2111297{,15 hlp?,t + (lnpf,t)z + (lnpf’t)2}
Note that aq is mot identified from income variation alone but is in principle, identified from the non-

linearity in price responses in this expanded form of the share equation.'®

9 Appendix A describes the calculations

10First, Af is identified by the nominal log income term and 7/ is identified by the square of the log prices term. Given f
and v/f | af is identified from the log relative price term, and then ag is identified from the constant (since we already know
af and Bf ). Such an estimate of ag is likely to be imprecise because its a nonlinear function of estimated (reduced form)
parameters in the share equation, and identification depends on the coefficient on the quadratic term in prices. These in turn
would not be precisely estimated unless there was a great deal of relative price variation. For this reason, demand modelers
often fix ap even though it is in principle identified. See for example Banks et al. (1997) who set ag just below smallest observed
value of log income in the base year. A normalization does not help us here, as the resulting decomposition of the difference
between the CPI and the Hamilton estimate would then be completely arbitrary.

13



However the Hamilton method is motivated by the observation that prices are not perfectly observed,
and the goal is to estimate changes in the cost of living using limited data. Recall from Section 2.1 that
there are two unobservables: base period price levels, and the error in observed inflation rates. The Hamilton
methods proceeds by capturing these unobservables with, respectively, region and time dummies. However in
the expanded form of the share equation (Equation (22)) the quadratic terms in price levels imply interactions
between the unobservables. To captures these would require a full of set of interactions between time and
region dummies. However, this would leave no variation in observed inflation rates with which to estimate
the parameters of the equation. Consequently o is not identified by this approach and data.

Too see this, recall from Section 2.1 that Hamilton assumes the following error structure:
InpF, =In(1+10F,) + Inpl, +In(1 + Ef) (23)

where H’,f,t is reported good specific inflation. Substituting this structure into Equation (22) above gives:

wnra = {af = 8lao} + {37 = Bfal} (1 +T0,) + npf, + (1 + BY)|
—{T+ 871 =)} In(1+117,) + Inplo + In(1+ EP)] + B/ In X s (24)
5f7ff

5 {-2 {ln(l + Hﬁt) + lnpf’o +1In(1+ Ef)} [ln(l +104) +Inpy o+ In(1 + E,?)] (25)

2
+ [ln(l +1I0,) + Inpfy + In(1 + Etf)} + [In(14+117,) + Inply + In(1 + E7)]*}

As in Section 2.1, base period price differences (In pf,o and Inpj! ) can be captured with region dummies, and
the time-specific errors captured by year dummies (In(1 + EF)). However in the two last lines of Equation
(25), the time-specific errors interact with unobserved regional base period prices so that time-by-region

interaction dummies are required.

4.2 Solutions

There are three ways to deal with non-identification of a parameter: bounding the parameter, bringing
additional data to bear, and adding additional structure to the model. We pursue all three possibilities.
4.2.1 Bounds

Note that budget shares are naturally bounded between zero and one. At base period prices, the food
budget share for household h is w£ o = ol + Bfuhmo =af — ,Bfozo + 5f Inxp 0. Thus to ensure that
budget shares are bounded between zero and one at zero utility requires 0 < of < 1 and to ensure that

budget shares are bounded between zero and one at all observed incomes (again at base period prices)
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requires 0 < al — ﬁfao + 8/ 1n Tho < 1 Vapo € [mﬁ"i",mgmﬂ where xg”" and x{'** are the minimum

and maximum nominal incomes observed in the data (in the base year). Combining these conditions gives

1
ﬂif.

the support of household income in the base period, and so not particularly informative. We nevertheless

Inzl + L < ap < InzPax — Food is a necessity so 3/ is negative and these are bounds are larger than
0 BF 0 & g

compute them for the Hamilton data and report them in our application below.

4.2.2 Better data

Since Hamilton conducted his study, information of regional price levels in the U.S. has become available
through the important work of Bettina Aten (Aten, 2008). With these data, lnpf’o and Inpy are observed
eliminating the need for regional dummies. Define the measured log price level as In lﬁffyt = ln(l—i—H’ﬁ’t)—&-ln pffyo.
so that from Equation (2) we have Inp¥, = InpF, + In(1 + Ef). With this, and maintaining the Hamilton

assumption that In(1 + EJ) — In(1 4+ EP) = 0, we can derive an estimable equation of the form:

wpee = {af —plag} + B ay .y + {4 — BFaf Y Inpl, — (477 + 87 (1 — of )} Inpi (26)

Pt 2
el {—21np;i§1np:f;+ [lnp:ﬂ + [lnpiﬁ]z}

2
- pg'm@+EY

The terms in the first two lines of this array are observables. The term in the third line of this array can
be captured just by time dummies. 37 is identified by the nominal log income term and /7 is identified by
the second order terms in log prices. Given $f and 47/ . of is identified from the log relative price terms,
and then «y is identified from the constant (since we already know of and 3/). We have implemented this
on Hamilton’s data augmented with Aten’s regional price levels. Unfortunately, the resulting estimate of
ap has a confidence interval which is as large as the theoretical bounds described above. This is because
identification rests on base-period regional variation in relative prices, which in this context is not large. In

other contexts, regional price level variation may be more helpful.

4.2.3 Preference Restriction

Finally, identification can be achieved in this setting by imposing restrictions on preferences. An obvious
candidate is to set 4/f = 0. These preferences rule out relative price effects on the budget shares if we

condition on P, 4:
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-t (22 o

ot
Some authors without access to regional price variation have estimated exactly this model when implementing
the Hamilton method (see e.g., Beatty and Larsen (2005)), and researchers — including Hamilton — estimating
the more general formulation often cannot reject the restriction that v// = 0 (see e.g., Hamilton (2001a)
where the coefficient estimate is small and insignificant or Costa (2001) where the effect is negative in one
period and positive in another.))

Combining this restriction with the error structure in Equation (2), the expanded form of the share

equation (Equation (22)), and Hamilton assumption that In(1 + EJ) — In(1 + EP) = 0, we get:

1+ 107,
whrt = {af 5fao}+5f1nirh,r,t+ﬁfafln<

) Bfn(1+107) — g/ In(1 + E})
1+11/

— [Bfa mply + A7 (1 = o mpr] (28)

1+ . 8
— f_ f f xh,r,t ff Tyt _ t Mt T T
={af —lap} +8 1n<1+th>+Ba 1n<1+Hfft> §t:5D +§T 5"D (29)

where the coefficients on the time dummies are 6 = 3/ In(1+ E?*) and the coefficients on the region dummies
are 0" = — {Bfaf Inply+B7(1-af) lnpf’o]
To implement the full decomposition described in Section 3.3, we first estimate Equation (6) (the speci-

fication that Hamilton and subsequent literature estimate) but impose the restriction that 4/ = 0,

CPI,,

_ f f h,r,t t Myt r T
= of +3 ln<CPIM>+Z(SD —i—ZéD

wl,, = o +8 I (5”’1t> — 8 (1 +E)+ Y 6D (30)

We recover an estimate of E; from §* = —37 In(1 4 E;). Then, estimate Equation (29) to get an estimate

of ag and following Section 3.3, calculate part of F; that is due to non-homotheticity as

pf Bf (1 n Hf ) Bf
A InzCPT — o) = [ 222 .t 1| (u2CPT 1
b<pt7l‘)( nx Oé()) <p;,}70 (1 i H;r},t) ( nx Oéo) (3 )
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In our application, in the next Section, we implement this procedure on the Hamilton data.

5 Application

In this section we apply the same PSID data as Hamilton (2001a) to estimate the log income level of the
Hamilton household as well as calculating the bounds on that level. This then allows us to calculate the
change in cost of living for the CPI household, and hence CPI bias, as described in the previous section.

Figure (5) displays our estimate of the log income level of the Hamilton household (that is, ), and the
CPI household, against the full distribution of log income.!! We find that the Hamilton household is much
poorer than the the CPI household, and indeed, has a log income level below the minimum log income in
the the sample. This means that this household will be much more sensitive to price changes in food than
the CPI household.

Figure (6) adds the theoretical bounds, and shows that the range of log income levels that the Hamilton
household could representis very wide. That the log income level of the Hamilton household can be outside
the observed log income distribution (as we find for Hamilton’s data) and indeed potentially very far below
or above the observed log income distribution (as the bounds illustrate), has important implications. In
response to an very early version of this paper (Beatty and Crossley, 2012), Nakamura et al. (2016) propose
to check the robustness of Engel Curve-based inflation estimates (using the Hamilton Method) by calculating
exact price indices for different parts of the observed income distribution. They employ Divisia indices from
Feenstra and Reinsdorf (2000) which are exact for the Almost Ideal Demand System (for one particular
path of prices). These indices require only data on initial and final period expenditure shares and prices
for the relevant group. Nakamura et al. (2016) argue that while inflation rates so calculated are different
for different income groups in China, the differences are not large. This is a very elegant way of assessing
slope of the change in cost of living (the line labeled AlnC in Figure 4). But, the problem is that this
proceedure is only informative about the slope of this line, and not its location. If the log income level of
the Hamilton household is very far below, or very far above, the log income level of the CPI household,

then even a modest slope can lead to significant differences between the Hamilton household and the CPI

HHere we use the 1985 New York income distribution and reference price vector, using the method for cycling through
reference price vectors described in Appendix A
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household in the change in cost of living. This means that calculations such as those reported by Nakamura,
Steinsson and Liu cannot rule out nonhomotheticity as an important component of the difference between
Engel Curve-based inflation estimates and other estimates. The role of non-homotheticiy can only be assessed
with information about both the slope of the change in cost of living and the location (in log-income space) of
the Hamilton household (again see figure 4). The slope of the change in cost of living depends on movements
in relative prices and the slope of the food Engel curve and it is fairly straightforward to calculate it directly
or to approximate it using methods such as those employed by Nakamura et al. (2016). Information about
location (in log-income space) of the Hamilton household is more difficult to obtain, but is equally important
to assessing the implications of nonhomotheticity.

Figure 7 displays, in the first column, estimates of national CPI bias using the Hamilton method on
Hamilton’s data. In the second column we report estimates of CPI bias using our method which corrects for
the effects of nonhomotheticity. In these data the log income level of the Hamilton Household is far below the
log income level of the CPI household. In this time period, food prices rose more quickly than non-food prices.
Together these facts imply the true change in cost-of-living that was larger for the Hamilton Household than
the for the CPI Household. This in turn implies that the difference between the Hamilton Household and
the CPI understates the bias in the CPI as a measure of the change in cost-of-living experienced by the CPI
household. The scenario that turns out to be relevant for these data and this period is captured by Panel
(c) in Figure 4. Our corrected estimates of CPI bias are therefore larger than Hamilton’s: by the end of the
period the estimate of cumulative CPI bias is 10 percentage points (or 21 percent) higher.

A limitation of these calculations is that ag (the location of the Hamilton household in log-income space)
is not precisely estimated (in contrast, the slope of the change in cost of living is quite precisely estimated).
Figure 8 illustrates the implications of the estimated confidence interval for cg. The top-left panel corresponds
to the point estimate of cy (and hence to the numbers in Figure 7). The bottom-left panel displays the lower
bound of the confidence interval for g, which places the Hamilton household even farther away from the
CPI household in log-income space. The upper bound of the confidence interval for oy places the Hamilton
household just below the CPI household in log-income space, and the consequences of this are displayed
in the bottom-right panel of Figure 8. In each panel, the red line tracks the effect of nonhomotheticity:
the difference between the true change in cost-of-living experienced by the Hamilton and CPI households.
The CPI household is more affluent than the Hamilton household, and food prices rose more quickly than
nonfood prices over this period, so the red line is everywhere below zero, though at the the upper bound of
the confidence interval g, where the Hamilton household is just below CPI household in log-income space,
the effect is very small. The blue line tracks the Hamilton estimate of CPI bias which, as described above,

is in fact the sum of genuine CPI bias and the effect of nonhomotheticity. The green line tracks genuine

18



CPI bias, having adjusted the Hamilton estimate for non-homotheticity using the method proposed in this
paper. As effect of nonhomotheticity, captured by the red line, is everywhere negative, the green line must
lie everywhere above the blue line. At the point estimate for aq, the green line is significantly above the
blue line (with a gap of 10 percentage points at the end of the period). At the lower bound of the confidence
interval for «y, the gap is much larger, suggesting that, in failing to account for nonhomotheticity, Hamilton
very significantly underestimated the degree of bias in the CPI. At the upper bound of the confidence interval
the gap our estimate is only slightly above Hamilton’s. Again, the location of the Hamilton household in
log-income space («p) is difficult to estimate precisely. However, there is sufficient information in these data
to say bias in the CPI in this period was at least as large as Hamilton’s estimates, and may have been
significantly larger.

These calculations are based on the idea that if we have Hamilton estimate of the change in cost-of-living
for the Hamilton household (Aln P), the location of the Hamilton household in log-income space («y), and
the slope of the cost-of-living function, we can calculate the change in the cost-of-living at the log-income
level of the CPI household. But of course the calculation can be made for any income level. So we’ve
actually shown that the assumptions typically made to use the Hamilton method are sufficient to recover
changes in the cost of living right across the income distribution. This means we can study how inflation
differs between rich and poor, or how real income has evolved at different points in the income distribution.
As an illustration, we consider the development of the median income over time. Concern with stagnant
real incomes was the original motivation for Nakamura (1995), and the lack of growth in median income
continues to receive considerable attention in the literature.

The results are striking. Figure (9) shows the trend in median income estimated by the different methods.
First, the CPI deflated median income (in blue) shows a rather modest increase from about $17,000 to about
$19,000 from 1974 to 1991. The CPI however, is the wrong deflator both because the CPI best captures a
household that is somewhat more affluent than the median income household, and because the CPI suffers
from price index problems such as substitution bias, new goods and quality change. The Hamilton corrected
CPI shows a much larger increase to about $26,000. This is the red line in Figure (9). However, this is
also the wrong deflator because it captures the true change in cost-of-living for a very poor household and
that household experienced a larger change in cost-of-living the the median income household. Finally, our
method, in green, calculates the true change in cost-of-living for the median income household and uses this
to deflate. This shows an even large real increase to about $27,000. The implied annual growth rates are

0.7%, 2.8% and 3.1%.
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Figure 5: Hamilton and CPI households
New York - 1985

N Hamilton Household CPI Household
° 8 9 10 11 12
Log(Income)
Figure 6: Bounds
New York - 1985
K Hamilton Household CPI Household
Lower Bound Upper Bound
°© 0 10 20
Log(Income)
Figure 7: Results

Year  Hamilton Revised
1975 54 55
1976 15.0 16.5
1977 12.6 14.2
1978 16.6 17.4
1979 22.4 23.8
1980 31.3 354
1981 28.5 33.7
1982 33.0 39.8
1983 37.7 46.7
1984 48.9 59.8
1985 42.4 53.8
1986 42.3 52.7
1987 449 55.6
1990 49.0 58.5
1991 47.9 57.9
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Figure 9: Median Income Growth
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6 Summary and Conclusion

Hamilton method as originally proposed and much used confounds genuine CPI bias with differences in
consumption baskets across the income distribution. We have shown that it is possible to disentangle these
two things, and to make the method internally consistent. For the data and period that Hamilton studies,
this leads to a larger estimate of CPI bias: and additional upward bias of 10 percentage points over the
period from 1974 to 1991. We have also shown that the usual assumptions of this method are actually
sufficient to recover changes in the cost of living at any income level. Our estimate of changes in the cost of
living at median income over this period imply significant median income growth from 1974 to 1991, where

deflating instead by the CPI implies none.
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Appendix A: Renormalizing Prices

The calculation of the nonhomotheticity bias is done for the reference region. However, we can choose any
of the R regions to make the reference price vector. To calculate the CPI bias at every region specific price
vector, we do not have to re-estimate R times because we can work out quickly from the one set of estimates
what the estimates would be if we left out a different region dummy.

If we leave out a region dummy, all that changes is the constant. This in turn changes our estimate of ay.
This makes sense because aq is the log cost of zero utility when prices are 1. If we redefine which region’s
prices are one (equivalently: redefine quantities) then we change «y.

Our “long form” is

w,{mt ={af —plal} +4 In (%ﬁ) + pfafn (ig?:) — 23:2 6! Dt + Zf:g 6T D"

with reduced form |

wh, = A+ Z,,0+ 3,67 D"

where A! is the constant and Z, ;0 contains the income, relative price and time terms. Note that we
are now indexing the the constant and «f, by the normalization (by which region is the ommitted region, or
equivalently, which region is the reference region and has prices set to 1 in the base period).

Note that af = —Alﬁ’far :

The intercept if we left out region r instead would just be

A" = At + 6"
S r_ _AT—a" __ _A1+5T70f _ _O‘f—ﬁfo‘(lr"‘sr_o‘r R 3
0 ap = B = B7 = BT =0y~ g7-

So the proceedure would be as follows:

1. Estimate the long form as before leaving out the Region 1 dummy and use the ratio of inflation rates to

0\
do the bias/non-homotheticity calculation for that region. Ab(p1.4))(Inz¢F1—a}) = [(Eiﬁito - 11 (Inz
1,t

a}).
2. Then do the calculation for each of other regions, again using just the inflation rates (so that each time

we are renormalizing prices to be one in that region in the base period) but noting that renormalization

of prices means we have to adjust «q for each region:

gl

1+ 117

(Eun;) — 1| (2" —a)
T

Ab(pr.¢))(Inz"" — ap)

Bl -
(1+H{,t) CPI 1 (5T
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3. We then average over the bias from the different regions. Note that structurally
6" = plaf lnpf’O + Bf(l — af) Inp; o

so that:

o =ap — (of lnpfio + B/ (1—af) Inp;g)

4. Finally, so see why this makes sense, note that a our identifying assumtipn is that 7;; = 0 so that

Ina(pet) = o + Z ay lnpf,t
k=f,n

g is the value of the price index when prices are one. If we renormalize prices we have to adjust «q

by Ek:f’n oy, 1npf7t.
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