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Abstract

How much of observed household sorting is due to restrictions in choice sets, aris-
ing from implicit and explicit forms of discrimination, versus household preferences?
What are the equilibrium and welfare consequences of restricting access for certain
groups? To answer these questions,webuild a two-sidedhousingmatchingmodel that
combines admission ruleswith traditional discrete choicemodels, allowing for hetero-
geneous choice sets across demographic groups. To estimate themodel, we construct a
novel dataset that links households and real-estate developments to the historic street
grid of the 1940 Minneapolis metro area. We jointly estimate heterogeneous choice
sets and preference parameters finding that different demographic groups faced sub-
stantially different choice sets, shaped by both explicit and implicit restrictions. On
average, non-White andWhite-ethnic households had access to 71% and 75% of neigh-
borhoods, respectively, while non-minority households did not face any restrictions.
In counterfactual simulations, removing these restrictions raises welfare for minority
households, but rising prices dampen these gains. Household preferences over neigh-
borhood demographic composition account for about three-quarters of the decline in
non-White segregation that results from removing both restrictions and homophily
preferences.
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1. Introduction
A key empirical challenge in studying residential choice is that we usually only observe

where households live, but not necessarily the set of neighborhoods available to them.

If a household does not live in a particular neighborhood, is it because it prefers to live

elsewhere, or because that neighborhood was not an available option? More broadly,

the spatial concentration of a demographic group may reflect preferences for co-location,

restrictions on residential choice sets, or both.

While most models of residential sorting typically assume that all neighborhoods are

available to all households, a substantial literature in industrial organization and market-

ing studies how unobserved choice and consideration sets affect preference estimation

(see surveys by Honka et al., 2019; Crawford et al., 2021). In housing markets, however,

restrictions on choice sets can naturally arise through a variety of mechanisms. Before the

1968 Fair Housing Act, explicit discriminatory restrictions excluded certain demographic

groups from particular neighborhoods (Aaronson et al., 2021; Sood and Ehrman-Solberg,

2026). Even today, landlordsmay discriminatewhen screening prospective tenants (Chris-

tensen and Timmins, 2023), while homebuyers may face screening and steering by real

estate brokers and selective sellers (Christensen and Timmins, 2022; Gold et al., 2025).

Financial, informational, or zoning regulations constraints can also restrict households’

residential options (Bergman et al., 2024; Gallagher et al., 2024).

In this paper, we extend traditional discrete choice models of location choice to al-

low for restrictions on households’ choice sets for two primary reasons. First, from a

methodological perspective, ignoring choice set restrictions can bias estimates and wel-

fare calculations (Christensen and Timmins, 2023). While the existence of this bias is a

well established result (Honka et al., 2019; Crawford et al., 2021), we also derive conditions

that determine the sign of this bias. Second, a significant yet unanswered question in ur-

ban and spatial economics is how making a portion of housing units off-limits to certain

population subgroups affects prices, location choices, segregation, and overall welfare.The

methodologies developed in this paper can be applied to other urban and spatial questions

where it is important to distinguish between preferences and access constraints, and the
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resulting equilibrium effects from choice constraints. Our historical setting is a practical

application of these methodologies, investigating how residential sorting and equilibrium

prices are shaped by both household preferences and restrictions on residential choice

sets, arising from either implicit discrimination or explicit, policy-driven exclusion. This

framework can be adapted to address contemporary issues of implicit discrimination and

the financial or informational barriers that limit housing and neighborhood choices.

Specifically, we examine how much restrictions on neighborhood choice sets versus

households’ preferences shape the spatial sorting of households in the 1940 Minneapo-

lis metro area. To do this, we construct a novel dataset that links households from the

1940 individual-count US census data and real-estate developments (neighborhoods) in

the 1940 Minneapolis metro area to the street grid of that time. To our knowledge, this

is the first dataset compiled at the development-household level in a historical context.

Additionally, we link these data to information on racial covenants, an explicit mech-

anism of housing discrimination in our historical setting. These covenants, added to

property deeds, explicitly prohibited certain racial and ethnic minorities from residing in

covenanted homes and served as the primary explicit tool of housing discrimination in

urban and suburban neighborhoods in the early to mid-20th century in the US.

The 1940 Minneapolis metro area offers two advantages for our analysis. First, the

city expanded rapidly during this period. Real estate developers converted farmland into

urban fringe and suburban developments with standardized housing and clearly defined

boundaries. As a result, developers, rather than sellers of individual houses, often deter-

mined who could access a neighborhood. Second, racial covenants give us a direct mea-

sure of how restrictions on neighborhood access were set. Studies of discrimination rarely

observe restrictions directly or have variables that proxy for them. Beyond covenants,

many restrictions were also implicit in our setting. To capture them, our model includes

variables that proxy for implicit restrictions, such as developers’ admission practices in

their other developments and financial constraints related to housing prices.

We show, theoretically and through Monte Carlo simulations, the importance of ac-

counting for restrictions on choice sets in residential choice models. Using a simplified

model, we show that wrongly assuming all households can access every option—a com-
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mon assumption in location choice models—can lead to biased preference estimates if

households face restricted choices in reality. Our theoretical findings indicate that the

sign of the bias depends on how the accessible neighborhoods differ from the full set.

Concretely, if the accessible neighborhoods have lower (higher) values of a characteristic

than the full set, a model that assumes full access underestimates (overestimates) the

taste for that characteristic. The misspecified model attributes the absence of choices in

inaccessible neighborhoods to preferences rather than to access. For example, if financial

constraints make expensive neighborhoods inaccessible, a model with full access over-

states households’ price sensitivity. Monte Carlo simulations show that the bias grows

with the share of neighborhoods removed from households’ choice sets and can even be

large enough to flip the sign of the estimated preferences.

To account for neighborhood choice-set restrictions, we propose a two-sided matching

model of the housing market in which choice sets differ across demographic groups, fol-

lowing the literature on selective admissions and latent choice sets (Goeree, 2008; Gandhi,

2026; Abaluck and Adams-Prassl, 2021; Agarwal and Somaini, 2025). Concretely, real-

estate developers “accept” households into their developments according to a reduced-

form admission rule. This rule depends on the household’s race or ethnicity, so each

demographic group faces a different probability that a given neighborhood enters its

choice set. While our admission rule accounts for observable discrimination, such as that

from racial covenants, it also includes variables that proxy for implicit restrictions, which

are harder to measure. Concretely, it also includes the developer’s propensity to admit

minority households in its other developments, which captures implicit barriers, as well

as housing prices, which capture financial constraints.

On the demand side, households from different demographic groups choose their

most preferred neighborhood from the set of neighborhoods to which they are admitted.

These choices depend on the household’s preferences over rents, the neighborhood’s

demographic composition, and other neighborhood and location characteristics, which

vary across demographic groups (Bayer et al., 2007).

We estimate the model by extending Goolsbee and Petrin (2004) and Bayer et al.

(2007) to allow for the estimation of latent choice sets. To define our groups, we follow
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the historical meaning of “minority,” which in 1940 was not based on race alone (Hoyt,

1933; Brigham, 1923). Following Hoyt (1933), we classify households into three groups:

Non-White households, who include all non-White households, regardless of birthplace;

White-ethnic households, who are White immigrants from Southern and Eastern Europe,

Asia, Africa, and Central and South America; and Non-minority households are U.S.-

born White households and White immigrants from Northern and Western Europe. We

validate this classification with reduced-form evidence on how racial covenants affected

each group. Living in a fully covenanted development lowers the probability of being

a non-White or an Eastern or Southern European household by 10 and 2.8 percentage

points, respectively, and raises the probability of being aWestern European household by

4.8 percentage points.

To estimate our model parameters, we face two identification challenges. First, we

need to separate choice sets from preferences using the observed choices in the data.

Under our model’s assumptions, such as i.i.d. Type I extreme value demand shocks,

functional form alone can, in principle, deliver identification. However, this argument

attributes any departure from logit substitution patterns to the formation of choice sets.

To rely less on our functional form assumptions, we follow Goeree (2008); Agarwal and

Somaini (2025) and use an excluded shifter that affects the formation of choice sets but

not household utility. Specifically, we assume that a developer’s propensity to admit

minority households in their other developments affects this development’s admission

rule but does not differentially enter utility across demographic groups, conditional on

other covariates. The rationale is that developers may have preferences over who lives

in their developments, beyond monetary incentives. Developers could then shape a

development’s demographic composition through whom they admit.

Second, we face two endogeneity concerns when estimating demand parameters, as

both house rents and demographic composition within a neighborhood are equilibrium

outcomes and can thus be functions of unobservable demand shocks. To address these

endogeneity concerns, we construct two instruments: one based on steep land slopes

that affect construction costs and, therefore, house rents (Saiz, 2010); and another using a

shift-share migration instrument to instrument for the share of non-minority households
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within a neighborhood (Card, 2001; Tabellini, 2020).

Our results show that access to neighborhoods differed sharply across demographic

groups. Non-minority households were admitted everywhere, while White-ethnic and

non-White households could access 75% and 71% of neighborhoods on average. Weighted

by households, non-White access falls to 46%. Racial covenants reduced admission for

both minority groups, and especially so for non-White, but restrictions extended beyond

covenants. Developers who admitted more minority households in their other develop-

ments were more likely to admit them here as well. The pattern of access also differed

between the two groups. Higher prices and larger developments reduced non-White

admission but had no significant effect on White-ethnic admission.

On the demand side, the estimated price coefficients are negative for all three groups.

Minority households are more price-sensitive, especially non-White households. We also

find evidence that households preferred to live near others with similar demographic

backgrounds. Accounting for restricted access matters for these conclusions. A model

that uses racial covenants as the only source of neighborhood restriction, and amodel that

assumes every neighborhood is available, both yield misleading preference estimates.

Wedevelop three equilibriumcounterfactual scenarios. These remove racial covenants,

all neighborhood choice-set restrictions, and both choice-set restrictions and preferences

over neighborhood demographic composition. In all simulations, rents adjust to clear a

housing market with inelastic supply.1

In the first counterfactual, we remove covenants. Covenants had small aggregate

effects as segregation falls by 0.3% for non-White households and by 1.1% for White-

ethnic households. By contrast, their local effects were larger. In neighborhoods with

covenants, removing them raises the minority share by 13.3%. The reason for this local

vs. aggregated contrast is that covenants were concentrated in a few areas, covering 9%

of neighborhoods and 3% of lots in the metro area.

In the second scenario, we eliminate all choice-set restrictions and allow for full access.

Relaxing these constraints increases housing demand, and rents rise by 9.4% on average.

1This is not a full spatial equilibrium counterfactual with endogenous demographic composition. Impos-
ing such an equilibrium condition may amplify the role of preferences, as preferences over neighborhood
demographics function like an agglomeration force.
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Despite the rent increase, the number of minority households in the metro area rises

by 22%, reflecting that the original restrictions disproportionately limited their mobility.

Welfare rises by 13.5% and 12.4% of baseline rent for non-White households and White-

ethnic households, respectively. Segregation, as measured by the adjusted dissimilarity

index (Carrington and Troske, 1997), falls by 16% for non-White households and by 11%

for White-ethnic households.

In the third scenario, we remove preferences over neighborhood demographic com-

position in addition to eliminating choice-set restrictions. Rents fall by 1.6% on average,

but rent changes vary widely across neighborhoods. Rents rise in neighborhoods with

high baseline minority shares and fall elsewhere. This pattern is driven by non-minority

households. Without preferences over demographic composition, they move into neigh-

borhoods they previously avoided. Because their demand responds little to prices and

housing supply is fixed, rents in thoseneighborhoods rise sharply. Thenumber ofminority

households in the metro area rises by 2.5%, less than the 22% increase under open access

alone. Segregation falls by 66% for non-White households and by 97% for White-ethnic

households. These findings suggest that preferences over neighborhood demographic

composition play a larger role in sustaining segregation than choice-set restrictions. Re-

moving restrictions accounts for about one-quarter of the decline in non-White segregation

obtained when both mechanisms are removed. For White-ethnic households, it accounts

for about one-tenth.

Literature review: Our paper contributes to the literature on screening and restricted

choice sets in discrete choice models, neighborhood segregation, and the role of policy

instruments in shaping the distribution of households across space in several ways.

First, non-price rationing and screening are widespread yet rarely modeled in choice

models, particularly in urban and spatial economics (e.g., Waldinger, 2021; Cook et al.,

2023). Our two-sided matching model of the housing market relates to recent advances

in estimating preferences under unobserved heterogeneity in choice sets, developed pri-

marily in industrial organization and marketing (Goeree, 2008; Conlon and Mortimer,

2013; Gaynor et al., 2016; Gandhi, 2026; Abaluck and Adams-Prassl, 2021; Agarwal and
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Somaini, 2025).2 Most studies of residential sorting instead assume that every house-

hold can choose every neighborhood. The closest papers to ours incorporate restricted

choice sets into models of residential choice, measuring restrictions directly from a single

mechanism: correspondence experiments on steering and discrimination (Christensen

and Timmins, 2022, 2023) or observed mortgage approval rates (Ouazad and Rancière,

2019). We instead treat choice sets as latent, sincewe partially observe restrictions through

racial covenants. We estimate them from observed choices and let several channels be-

yond covenants shape them: developers’ admission practices, prices, and development

size. Understanding these restrictions is essential to determine how much of observed

sorting stems from constraints rather than from preferences over prices or neighborhood

demographic composition.

In addition, the industrial organization literature on latent choice sets does not model

how equilibrium characteristics respond to these restrictions (Conlon andMortimer, 2013;

Gandhi, 2026; Agarwal and Somaini, 2025). By contrast, our counterfactuals let equilib-

rium prices respond to changes in access. This allows us to measure the trade-off between

gains from wider access and losses from price adjustments when evaluating welfare.

Second, we contribute to the residential choice literature by distinguishing between

preferences and choice-set restrictions as drivers of household sorting. Understanding the

causes of segregation matters for children’s outcomes, upward mobility, and inequality

in access to local public goods (Collins and Margo, 2000; Durlauf, 2004; Chetty et al.,

2016; Trounstine, 2018; Chyn and Katz, 2021; Couture et al., 2024). Much of the existing

research attributes racial and ethnic segregation to preferences for living near households

of the same race or ethnicity, or to neighborhood design policies (Schelling, 1969; Fischel,

2001; ?; Bayer et al., 2007; Card et al., 2008; Caetano and Maheshri, 2025; Bayer et al.,

2025; Diamond, 2016). Historical evidence instead points to collective exclusion and

discrimination (Cutler et al., 1999; Boustan, 2010; Shertzer and Walsh, 2019; Sood and

Ehrman-Solberg, 2026; Akbar et al., 2025). Recent studies show that discrimination, as

well as financial and informational barriers, also shapes neighborhood sorting today

(Christensen and Timmins, 2022; Bergman et al., 2024). A key challenge in this literature

2See Honka et al. (2019) and Crawford et al. (2021) for surveys of this literature.
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is to separate the effects of choice-set restrictions from those of household preferences,

since both affect segregation. We quantify how much each shapes equilibrium outcomes,

such as the spatial distribution of households and prices.3

Third, our paper contributes to the literature on how policy design shapes spatial

sorting and housing prices. Much of this literature estimates localized effects with quasi-

experimental and historical methods (Myers Jr, 1995; Shertzer et al., 2016; Rothstein, 2017;

Trounstine, 2018; Fishback et al., 2023; Aaronson et al., 2021; Song, 2025; Hynsjö and

Perdoni, 2022; Sood and Ehrman-Solberg, 2026). We instead study the entire metro area,

which allows us to assess the aggregate effects of the factors behind sorting and price

differences across space. Two exceptions are Bagagli (2025) andWeiwu (2025), who study

segregation resulting from the US Interstate Highway System in a spatial equilibrium

model. We advance this literature by incorporating choice-set restrictions that differ

across demographic groups, using our new data and a two-sided matching model. We

quantify the role of an explicit discrimination instrument, racial covenants, as well as that

of implicit restrictions, which are harder tomeasure andwhich themodel captures through

group-specific admission rules. Separating the two matters for policy evaluation. In our

setting, racial covenants account for under 2% of the effect of restrictions on non-White

segregation, while restrictions as a whole account for about one-quarter of the decline

obtained when preferences over neighborhood composition are also removed.

2. Background, Data, and Empirical Evidence
Our focus on the 1940 Minneapolis metro area is based on two key reasons. This period

was characterized by rapid urban expansion, during which developers, rather than indi-

vidual sellers, often admitted households into neighborhoods. This allows us to construct

housing restrictions for entire neighborhoods that will later shape choice sets. Addi-

tionally, 1940 marked the peak use of racial covenants, providing a measure of explicit

restrictions, in addition to the implicit restrictions on households’ choices.

3Related work by Li (2023) examines choice-set restrictions assuming no selection in their formation. By
contrast, we model and estimate admission rules in which a household’s demographics and neighborhood
characteristics determine its probability of being admitted to a neighborhood.
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2.1 Historical Background on Housing Restrictions
In 1940, various subgroupswithin populations faced both implicit and explicit restrictions

in the housing market, which restricted their choices of neighborhoods. Implicit restric-

tions could take the form of uncoordinated actions by developers, real estate agents, and

house sellers, which likely steered households away from certain neighborhoods (Massey,

1990; Rothstein, 2017; Christensen and Timmins, 2022). There were also instances of col-

lective group action, such as threats of violence (Albright et al., 2021), that made some

developments unwelcoming to racial and ethnic minorities during that time.

In addition to the implicit restrictions, the first half of the 20th century in the US also

saw explicit restrictions in housing markets through racial covenants, which were used

to limit the presence of minority households and shape neighborhood demographics.

These private agreements, between real estate developers, homeowners, and neighbors,

prohibited racial, ethnic, and religious minorities from living in certain areas across urban

and suburban America (see Appendix Figure F.1). In US metro areas that were largely

urbanizing during the first half of the twentieth century, including theMinneapolis metro

area, developers added almost all racial covenants at the subdivision stage of new devel-

opments and widely advertised the presence of racial covenants in their developments

(see Appendix Figure F.2 for an example of such an advertisement). The enforcement

of these covenants depended on "injured parties" (usually neighbors) suing those who

violated them, along with real estate agents and developers discouraging minorities from

moving into covenanted neighborhoods.4

Four key historical events established racial covenants as a primary tool for neighbor-

hood design in the US during the early 20th century making them increasingly popular

over time. First, the 1917 Buchanan v. WarleyUS Supreme Court ruling prohibited racially

segregated neighborhoods through zoning, making private racial covenants more ap-

pealing. Second, the National Association of Real Estate Boards amended its charter in

1924 to promote the use of these covenants. Third, the Supreme Court reaffirmed their

legal enforceability in the 1926 Corrigan v. Buckley case, leading to widespread adoption.

Finally, the 1938 Federal Housing Administration’s underwriting manual favored mort-

4See Sood and Ehrman-Solberg (2026) for a list of court cases related to racial covenants in the US.
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gages linked with racial covenants. However, the 1948 Shelley v. Kraemer ruling declared

these covenants unenforceable, effectively ending the use of racial covenants to design

segregated neighborhoods.

2.2 Data
We combine data on historic real estate developments, developers, the historical street

grid, racial covenants, the 1940 US individual count decennial census, and housing char-

acteristics with other geographic data, which allows us to map households and racial

covenants to the real estate developments and geography of the 1940 Minneapolis metro

area. More detailed information about how we construct our dataset can be found in

Appendix A.

Data on Historic Real-Estate Developments: Data on historic developments that have

survived is available from theHennepinCountyAssessor’s Office inMinnesota, where the

Minneapolis metro area is located. However, relying solely on available data for existing

developments ignores those thatweredemolishedor alteredbetween1940 and thepresent,

leaving some 1940 households in the sample unmatched to any development. To address

this issue, we gather information from historical city atlases for the municipalities of

Minneapolis (1940), St. Louis Park (1939), Edina (1940), Richfield (1941), Hopkins (1954),

and Robbinsdale (1941). These atlases contain to-scale maps of each development within

these municipalities (see Figure F.3 for an example page). We then digitize and geocode

the historical atlases to create a geo-located map of each missing development from the

1940s. There are a total of 3,158 developments in the Minneapolis metro area in 1940. For

each development, we also digitize the number of lots as well as the average lot size.

Data on Developers and Subdivision Years: We digitize development plat maps (see

Appendix Figure F.4 for an example), which record the developer or development firm

associated with each development and the year in which the development was first sub-

divided. We standardize developer and firm names across records to link developments

associatedwith the same developer, including cases inwhich an individual appears under

a firm name. See Appendix A.3 for details on liking developers to developments.

Historic Street Grids and Enumeration District Boundaries: Linking households, devel-

opments, and covenants to the present-day street grid results in fewer than 41% successful
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matches. This low match rate is largely due to changes in the historic street grid over the

past 80 years, driven by highway construction and new residential and non-residential de-

velopments. To overcome this problem, we digitize and geocode the 1940 street grids for

Minneapolis and five neighboring suburban municipalities—St. Louis Park, Edina, Rich-

field, Hopkins, andRobbinsdale—using city atlases and the Sanborn Insurancemaps from

around 1940. Together, these six municipalities form a contiguous part of the Minneapo-

lis metro area and represent approximately 93% of Hennepin County’s 1940 population.

Additionally, we geocode and digitize the 1910-1940 enumeration district (ED), a larger

than census tract geographic area assigned to a single census enumerator, boundaries for

Hennepin County.

Data on Racial Covenants: The data on racial covenants comes from the Mapping Preju-

dice Project, which provides a complete census of all covenanted sales deeds and devel-

opment maps in Hennepin County. We combine data from sales deeds and development

maps to determine the share of real estate development that was covenanted. In addition

to the location of 24,642 racial covenants, Mapping Prejudice also provides information

on the date of covenant execution.5

Individual-Count US Census Data: We use the individual count data from the 1940 US

decennial census for the six municipalities in the Minneapolis metro area in our sample.

The data include information on an individual’s address and enumeration district. It

also includes a list of demographic variables such as race, country of birth (to determine

ethnicity), occupation, marital and ownership status, number of household members,

head of household. Since we conduct our analysis at the household-development level,

we assume that the race and ethnicity of the head of household represents the entire

household. We believe this assumption is reasonable, given that endogamy (marriage

within the same race or ethnicity) was common in 1940. We also confirm this trend using

the individual count data.6 There are 164,674 households in the six Minneapolis metro

area municipalities in 1940.

5Mapping Prejudice Project analyzed roughly three million pages of sales deeds and development maps
in Hennepin County, covering the period 1900-1960. Five people double-checked the existence and date of
the covenant execution for each deed and map, limiting the scope of error in data collection.

699.8% of households in our sample marry within their own race or ethnicity.
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From these data, we also obtain the household’s tenure status—owner-occupied,

renter-occupied, or group quarters. We observe monthly rental prices and housing values

for renter-occupied and owner-occupied households, respectively; however, no housing

price data are available for households in group quarters. To enable a comparison be-

tween rents and housing values, we impute the monthly rental value of owner-occupied

housingusing themethodology followingKatz (2017). The imputed rental value of owner-

occupied housing, combined with rental price data, yields the mean monthly rental value

for 98.2% of the developments in our sample.7

Data on Housing Characteristics: We use lot size to measure housing quality and build

year to assess the newness of a development. For extant houses, we obtain lot sizes from

the county’s assessor’s office. For historical developments or destroyed houses, we refer

to scaled city atlases, which provide detailed information on lot shape and size (see Figure

F.3).8 Build years are also sourced from the county assessor for the extant houses to date.9

Other Geographic Data: We digitize an 1899 map of Hennepin County to highlight

wetlands and semi-submerged areas, enabling us to assess the underlying land quality in

the region’s lakegeography. Additionally,weobtain slopedata from theNaturalResources

Conservation Service’s comprehensive survey ofHennepinCounty conducted in 1953. We

also digitize a 1933 map highlighting the locations of heavy and light industries zoned

areas, as well as commercial zoned areas in the city of Minneapolis. Last, we digitize the

1913 streetcar map of the Minneapolis metro area. See Appendix Table A.3 for summary

statistics at the household, development, and enumeration district level.

2.3 Construction of the Household–Neighborhood Dataset
For our analysis, we need to link households, racial covenants, and other data on de-

velopment characteristics to geolocated developments in 1940. In the 1940 census, we

have complete addresses for 75.1% of households. For the 24.9% of households with

incomplete addresses, we impute missing street names and house numbers based on the

7See Appendix Section A.2 and Appendix Figure A.1 for details on this imputation process.
8For 5 developments lacking lot size data, we impute the missing values using the mean log lot size from

their respective EDs.
9For 1,079 developments with missing build years and 19,185 households, we impute missing years with

the mean build year of their ED. If that is also missing, we use the municipality’s mean build year.

12



Figure 1: Expansion of Housing Construction and Racial Covenants over Time

Note: Subfigures (a)- (c) plot the percentage of a decade’s overall housing construction which took place in each development in red. The
blue circles, triangles, and squares indicate where a racial covenant is present in a development from the 1910s, 1920s, and 1930s respectively.
Subfigures (d)- (f) plot the share of non-minority, non-White, and White-ethnic households within a development in 1940. See Section 2.4
for the demographic categories. The city boundary of Minneapolis, St. Louis Park, Edina, Robbinsdale, Richfield, and Hopkins is marked in
black. Grey areas represent developments with no housing construction by 1940. The black star is the location of the central business district
(CBD). Lakes and rivers are marked in blue.
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enumeration order, as enumerators collected the census data on the same side of the street

in order (Logan and Parman, 2017). Since this order is preserved in the census, we are

largely able to impute missing house numbers and street names (see Appendix Table A.2),

giving us complete addresses for 96.1% of the 1940 households in the Minneapolis metro

area. We match these households with complete addresses to the geolocated historical

developments. For the remaining 3.9% of households with missing addresses, we ran-

domly assign these unmatched households across developments within their respective

EDs.10 Additionally, we link racial covenants, developers, and other geographic data to

the historical developments. Further details on the geo-linking across datasets used to

construct the final household-development dataset can be found in Appendix A.

Figure 1 a)–c) plot the distribution of new housing construction by development in

three different periods–1910-19, 1920-29, 1930-40. The percentage of new construction

within a development by decade is color-coded in green; the darker the color, the higher

the construction. As the figure shows, the construction is expanding radially outwards

over time from the central business district (CBD), indicatedby the black star. Additionally,

the figure shows the introduction of racial covenants by decade. As demonstrated, the

use of racial covenants began to spread continuously after 1910, the year when the first

racial covenant was established, with a notable increase after 1930.

Neighborhoods: Our definition of neighborhoods is based on EDs and historic real es-

tate development. We focus on the development level because it is at this level that

developers constructed groups of similar houses and made decisions about whether to

include racial covenants and which households would be admitted into the development.

Development size varies: the 25th-percentile development contains 4 households, the

75th-percentile development contains 48, and themean contains 52.2 (see Appendix Table

A.3). We begin with developments as the fundamental building block of a neighbor-

hood but adjust our definitions at ED boundaries when necessary. Approximately 500

developments cross ED boundaries, typically spanning two EDs and rarely more. This

results in development–ED intersections that maintain developments as the relevant unit

10In Appendix B, we show that our findings are not determined by the random placement of these 3.9%
of households.
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for household location choices and admission rules while allowing characteristics to vary

across EDs. For broader spatial fixed effects, we combine 4 to 12 contiguous EDs into

“cluster EDs” that have broadly comparable populations; a cluster ED contains roughly

a median of 9,000 residents.11 Therefore, our final definition of a neighborhood is the

development–ED intersection. Further details can be found in Appendix Section A.11.

2.4 Historical Minority Groups and Evidence from Racial Covenants
In 1940, the demographic groups that could have faced neighborhood-choice restrictions

were not defined solely by race, as it is often measured today. Following the work of

real estate economist Homer Hoyt, who ranked neighbors based on racial and ethnic

groups in 1933 (Hoyt, 1933), we categorize demographics into three groups: non-White

households (regardless of birthplace), White-ethnic households (comprising White first-

generation immigrants from Southern and Eastern Europe, Asia, Africa, and Central

and South America), and White non-minority households (consisting of U.S.-born White

households and White immigrant households from Western and Northern Europe) (see

Appendix Figure B.1).12 Historical accounts indicate Scandinavians’ extended influence in

the economy and politics of the Minneapolis metro area (Anderson and Blanck, eds, 2001;

Bergman, 2017). In our 1940 sample, the first two groups—non-White and White-ethnic

households—account for 7.6% of households.

We corroborate this categorization by examining whether racial covenants targeted

the racial and ethnic minorities identified by Hoyt. We employ an instrumental variable

strategy because developers did not choose where to add covenants randomly. We create

an instrument for covenanted neighborhoods called the urbanization frontier index, which

measures the share of nearby buildable lots that had already been developed toward the

city center by 1930. This index reflects the outward expansion of development in the

metro area during a time when the adoption of covenants was increasing.

The relevance condition relies on the correlation between this outward expansion into

11Since EDs were created primarily for administrative purposes rather than for economically or socially
meaningful neighborhoods and varied significantly in population (Potter, 2012), the number of EDs com-
bined for cluster EDs varies accordingly.

12Similar ethnic hierarchies appeared in contemporary eugenic writing. Brigham’s (Brigham, 1923)
purported intelligence rankings broadly favored Northern and Western European origins over Southern
and Eastern European origins (see Appendix Figure B.2).
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virgin and agricultural land and the rising trend of developers adding racial covenants to

new real estate projects that peaked during the 1930s. Consequently, developments closer

to the urbanized frontier of the metro area were more likely to include racial covenants in

1940 than those closer to the city center. The exclusion restriction assumes that, conditional

on building along the frontier, the exact location of development was effectively random.

In this context, as farmlandwas converted into urban areas, land available for development

often arose from farm turnover and projects influenced by unpredictable financial changes

experienced by developers. Further details about the instrument and empirical strategy

can be found in Appendix Section B.1.

Using this instrumental variable approach, we find that residing in a fully covenanted

neighborhood decreases the likelihood of a non-White household by 10 percentage points

(Appendix Table B.1). Additionally, we show that these covenants also affected White

ethnic minorities. Specifically, living in a fully covenanted neighborhood reduced the

probability of aWhite Eastern or Southern European immigrant household residing there

by 2.8 percentage points. Figure 1d–f shows the spatial distribution of the three groups;

Appendix Figure B.5 shows the distribution of minority shares across developments.

These findings show how explicit discrimination impacted household sorting in 1940,

thereby limiting neighborhood choices for both non-White and White ethnic households,

which we collectively refer to as minority households. The sorting results are consistent

with the idea that unequal access affected non-White and someWhite-ethnic households;

however, they cannot, on their own, distinguish restrictions from household preferences

or the effects of prices or other location characteristics. The model discussed in Section 3

distinguishes these channels and also allows for unobserved implicit neighborhood choice

set restrictions. This evidence motivates demographically differentiated admission rules

in the model.

3. Model
We build a two-sided matching model of selective admissions, following Gandhi (2026)

and Agarwal and Somaini (2025). The model has two parts. On the demand side, house-

holds choose a neighborhood according to a random utility model. On the supply side,
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a reduced-form admission rule determines which neighborhoods admit each household,

based on the household’s demographic group. Themodel departs from standard location

choice models in two ways. First, choice sets differ across demographic groups. Second,

choice sets are unobserved, or latent, and we estimate them from the data. Observed

sorting therefore reflects both who wants to live in a neighborhood and who is permitted

to live there.

3.1 A Two-Sided Matching Model of the Housing Market
3.1.1 Demand

Household 8 of demographic group :(8) chooses among the neighborhoods in its choice set

O8 ⊆ J . Households belong to one of three groups, :(8) ∈ {=<, F4, =F}: non-minority,

White-ethnic, and non-White households (Section 2.4). The indirect utility of household

8 in neighborhood 9 is

*8 9 = � 9 + Δ�:(8)-3
9 + &8 9 , &8 9 ∼ Type I extreme value. (1)

The term Δ�:(8)-3
9
is the utility difference of group :(8) relative to non-minority house-

holds, the reference group, so that Δ�=< = 0.13 The vector of demand covariates is

-3
9 =

[
log price9 , non-minority share9-ring, log lot size per household9

]
.

Wemeasure the non-minority share over the nearest neighborhoods, by centroid distance,

that together hold at least 500 households, including neighborhood 9 itself. The term

� 9 is the component of utility common to all groups, and &8 9 is an idiosyncratic shock,

i.i.d. across households and neighborhoods. The non-minority valuation of the covariates

enters through � 9 :

� 9 = �=<-3
9 +, ′9 � + �9 ,

where ,9 collects characteristics that all groups value equally: distances to the central

business district, streetcar lines, heavy industry, commercial areas, and the nearest lake,

13This reference-group parameterization is without loss. The total coefficient of group : is �: ≡ �=<+Δ�: ,
which Table 1 reports.
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log development size, and area fixed effects. The term �9 is a neighborhood-level demand

shock that households observe but the econometrician does not.

Each household can also choose an outside option, 9 = 0, which represents living

elsewhere in Minnesota and has utility *80 = &80. We assume that the outside option

belongs to every choice set. Conditional on her choice set, the probability that household

8 chooses neighborhood 9 ∈ O8 is

P8 9(Δ�, � | O8) =
exp

(
� 9 + Δ�:(8)-3

9

)
1 +∑

9′∈O8 exp
(
� 9′ + Δ�:(8)-3

9′
) , P8 9 = 0 if 9 ∉ O8 . (2)

3.1.2 Admission Rule

Neighborhood 9 admits household 8 of group :(8) if and only if


:(8)- B
9 ≥ �8 , �8 ∼ N(0, 1), (3)

where 
:(8) are group-specific admission parameters and �8 is an idiosyncratic household

draw, common across all neighborhoods, that is unknown to the econometrician, such as

8’s accumulated wealth. The admission probability is therefore

P
(
9 ∈ O8

)
= Φ

(

:(8)- B

9

)
.

The vector of admission covariates is

- B
9 =

[
developer’s leniency9 , covenant share9 , log price9 , log development size9

]
,

together with a group-: constant, capturing a common component of group-: that affects

the admissions to all neighborhoods.14 Developer’s leniency is an indicator for whether

the neighborhood’s developer has an above-median minority share in its other devel-

14Covenants are primarily added by the developer at the time of registering or subdividing the develop-
ment and may be a response to the preferences of the households that form demand. In this paper, we take
the covenant share of each development as an exogenously determined outside our model.
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opments.15 These covariates proxy for four potential channels of restriction: developer-

specific screening through leniency, explicit discrimination through covenants, financial

constraints through prices, and differences in admission related to scale through develop-

ment size.

Because the draw �8 is common across neighborhoods, choice sets are nested. Order

the neighborhoods by their admission index for group :, so that 
:- B
(1) ≥ · · · ≥ 
:- B

(�).

A household admitted to neighborhood (=) is also admitted to every neighborhood with

a higher index. Therefore, each household’s choice set is therefore one of the � + 1 sets

O= ≡ {(1), . . . , (=)}, = = 0, . . . , �, with probability

P
(
O8 = O=

)
= Φ

(

:(8)- B

(=)
)
−Φ

(

:(8)- B

(=+1)
)
,

whereΦ(
:- B
(0)) ≡ 1 andΦ(
:- B

(�+1)) ≡ 0.16 A household with the empty choice set, = = 0,

is admitted nowhere and chooses the outside option. The model with a common draw �8

is convenient for computational reasons. It reduces the match probability to a sum over

� + 1 nested choice sets with closed-form weights. This avoids both numerical integration

and a sum over all 2� subsets of J . Appendix C.1 extends the model to admission draws

that vary across neighborhoods, �8 9 .

3.2 Ignoring Access Restrictions
If the econometrician ignores admission and assumes O8 = J for every household, the

model collapses to the unrestricted logit

P̃8 9(Δ�, �) =
exp

(
� 9 + Δ�:(8)-3

9

)
1 +∑

9′∈J exp
(
� 9′ + Δ�:(8)-3

9′
) . (4)

This specification is misspecified whenever choice sets do not expand the full set of

neighborhoods. It attributes lowdemand for hard-to-access neighborhoods to preferences

15Developer leniency is missing for 59% of locations and 40% of households for two reasons. First, many
developers built a single development, so they have no other developments fromwhich tomeasure leniency.
These account for 25% of developments and 25% of households. Second, we cannot identify the developer
of 36% of developments. We include a separate indicator for those locations with missing leniency in the
admission rule.

16See Appendix C.1 for details.
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rather than to admission restrictions, and therefore confounds tastes with access. This

is the same latent selection logic emphasized by Dubé et al. (2021): a latent indicator

switches an alternative into or out of the effective choice set.

3.2.1 A Toy Model of Restricted Access

To isolate the source of the bias, we consider a simplified environment. Household 8 gets

utility from neighborhood 9 ∈ J

*8 9 = �0-9 + &8 9 , &8 9
iid∼ Type I extreme value,

where -9 is a neighborhood characteristic, such as price or lot size, and �0 is the true taste

for -9 . Let O8 ⊆ J be the set of neighborhoods that admit household 8. Suppose that the

econometrician ignores the restrictions and fits a logit on the full set J , and let �̃ be the

probability limit of her estimate. For any choice set S, define the logit-weighted average

of the characteristic - as

<S(�) ≡
∑
9∈S -9 4

�-9∑
9∈S 4

�-9
.

Define the selection gap as

Γ ≡ E8
[
<O8 (�0)

]︸        ︷︷        ︸
average chosen - under actual access

− <J (�0)︸  ︷︷  ︸
average chosen - with full access

.

Theorem 1 (Ignoring restrictions biases preference estimates). The pseudo-true coefficient �̃

uniquely solves <J (�̃) = E8
[
<O8 (�0)

]
, and

�̃ − �0 =
Γ

VarF(-9)
=⇒ sign

(
�̃ − �0

)
= sign(Γ),

where VarF(-9) is the variance of -9 under logit weights on J , evaluated at a coefficient between

�̃ and �0.

The proof is in Appendix C.2. The misspecified logit matches one moment: the average -

of chosen neighborhoods. It cannot separate access from taste, so it attributes the selection

gap Γ to taste.
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Corollary 1. Restrictions that remove high--9 (low--9) neighborhoods from households’ choice

sets bias the estimated taste downward (upward).

This result maps naturally to financial constraints in housing markets. For example,

if -9 is the price of a home, or a neighborhood characteristic strongly correlated with

price, then a down-payment constraint can make all homes above a household’s liquidity

threshold infeasible.17 Ahouseholdwith liquidwealth 18 can only purchase homeswhose

required down payment 3 9 satisfies 3 9 ≤ 18 . If 3 9 is increasing in-9 , the household’s choice
set has the form O8 = { 9 : -9 ≤ 28}. A model that treats high down-payment homes as

available then mistakes the absence of choices from those homes for weaker demand,

rather than for lack of access. In Monte Carlo simulations, the bias can be large enough to

flip the sign of the estimated taste (Appendix C.3).

3.2.2 From the Toy Model to the Full Model

In the full model, an unrestricted demand model still tries to rationalize the observed

distribution of chosen neighborhoods using only preferences. When the econometrician

assumes O8 = J for every household, choices generated by both preferences and admis-

sion are explained only through � 9 and the demand coefficients. If admission probabilities

are systematically related to prices, neighborhood demographic composition, covenants,

or other neighborhood characteristics, a model without admission absorbs this relation

into the estimated demand parameters.

The toymodel gives a clean sign prediction because there is only one characteristic and

one coefficient. With several demand characteristics, the sign of any individual coefficient

can also depend on how the characteristics covary with one another. Appendix C.2 states

the corresponding multivariate result. Two further features of the full model can change

the size and the sign of the bias. First, the mean utilities � 9 are shared across groups and

estimated jointlywith thedemandcoefficients. The restriction thendoesnotdisappear into

� 9 . It distorts the estimated � 9 as well. Second, the outside option belongs to every choice

set. A household admitted nowhere chooses the outside option, so restrictions also reduce

the share of each group that lives inside the metro area. Amodel without admissionmust

rationalize this lower inside share through preferences, which can move the estimated

17Note that typical down-payments in Minneapolis were in the range of 40% to 50% in 1940.
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coefficients in the direction opposite to the toy model. Section 4.4 compares the estimates

of the full model with those of models that ignore or simplify access restrictions.

4. EstimationandResults of theTwo-SidedMatchingModel
This section describes how we estimate the model of Section 3. It then discusses identifi-

cation and presents the estimates.

4.1 Match Probabilities
We observe where each household lives but not its choice set. The probability of an

observed match therefore integrates over admission and choice:

P
(
H8 9 = 1 | :(8); 
,Δ�, �

)
=

∑
O
P
(
O8 = O; 


)︸          ︷︷          ︸
admission

×P8 9
(
Δ�, � | O

)︸           ︷︷           ︸
demand

, (5)

where H8 9 = 1 if household 8 lives in neighborhood 9. Let 0:
9
≡ 
:- B

9
denote the admission

index of neighborhood 9 for group :. Let E 9(:) ≡ exp
(
� 9 + Δ�:-3

9

)
denote its demand

index. With nested choice sets, only the sets O= that contain 9 contribute to the sum. Let

rank:(9) be the position of 9 when we order neighborhoods by 0:
9
from highest to lowest.

Then

P
(
H8 9 = 1 | :

)
=

∑
=≥rank:(9)

[
Φ

(
0:(=)

)
−Φ

(
0:(=+1)

) ] E 9(:)
1 +∑

ℓ≤= E(ℓ )(:)
. (6)

The probability of the outside option is P(H80 = 1 | :) = 1 −∑
9∈J P(H8 9 = 1 | :). It includes

households admitted nowhere.

4.2 Estimation Procedure
We estimate the model in two steps, extending Goolsbee and Petrin (2004) and Bayer et al.

(2007) to latent choice sets. The first step recovers (
,Δ�) by maximum likelihood. It also

recovers the mean utilities � 9 through a contraction mapping. The second step projects

� 9 on neighborhood characteristics with instrumental variables. This step recovers the

preferences of non-minority households, �=< , and the coefficients �.

First step. For given (
,Δ�), we evaluate the likelihood as follows:

1. For each group : with an admission rule, compute 0:
9
and order neighborhoods by

it. This ordering gives the nested choice sets O= and their probabilities Φ(0:(=)) −
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Φ(0:(=+1)).

2. Recover �with amodified version of the contractionmapping in Berry et al. (1995).18

Let B 9 be the observed share of households in the market who live in 9. Let # : be the

number of group-: households in the market and # =
∑
: #

: . Start from a guess �0.

At iteration C:

(a) Compute P(H8 9 = 1 | :; �C) from (6) for every group.

(b) Compute the predicted share ( 9(�C) =
∑
:
# :

# P(H8 9 = 1 | :; �C).

(c) Update �C+1
9

= �C
9
+ log B 9 − log ( 9(�C).

Repeat until convergence. Denote the result by �(
,Δ�).

3. Compute the log-likelihood

ℒ(
,Δ�) =
∑
:

∑
9∈J∪{0}

# :
9 logP

(
H8 9 = 1 | :; 
,Δ�, �(
,Δ�)

)
,

where# :
9
is the number of group-: households in neighborhood 9. # :

0 is the number

of group-: households elsewhere in Minnesota.

Wemaximizeℒ with a Nelder–Mead search followed by aNewton trust-region step, from

several starting values. The contraction matches the total share of each neighborhood.

The variation in group composition across neighborhoods, together with each group’s

share in the metro area, identifies 
 and Δ�.

Second step. The first step delivers �̂ 9 = � 9(
̂, Δ̂�). We then estimate

�̂ 9 = �=<-3
9 +, ′9 � + �9 (7)

by two-stage least squares. Observations are locations, weighted by their number of

households. ,9 includes coarse ED fixed effects. Section 4.3.3 describes the instruments.

18Berry et al. (1995) show that this mapping is a contraction in the standard logit. We do not have a proof
for the model with admission. We therefore check convergence at every evaluation of the likelihood.
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4.3 Identification
The first step identifies the admission parameters 
, the group differences in preferences

Δ�, and the mean utilities � 9 . The second step identifies the non-minority preferences �=<

and �. We first describe how we choose which groups face selective admissions. We then

discuss each step.

4.3.1 Testing for Selective Admissions

Before estimating the model, we determine which demographic groups face selective

admissions. Under our admission rule, the draw �8 has unbounded support. Hence, for

any finite admission index,

P
(
9 ∈ O8 | :(8) = :

)
= Φ

(

:- B

9

)
< 1.

Full admission is therefore a limit and requires the admission index to diverge for every

neighborhood. Consequently, if a group faces no admission barriers, an estimated admis-

sion rule pushes its parameters toward this limit and the optimizer may not converge and

behave poorly.

Therefore, before running the full model, we test for selected admissions as follows.

For each group :, we compare full admission with a model that estimates its admission

rule while holding the treatment of the other groups fixed:

�0 : P
(
9 ∈ O8 | :(8) = :

)
= 1 for all 9 , �1 : 
: estimated, !' = 2(ℓ1 − ℓ0),

where ℓ0 and ℓ1 are the maximized log-likelihoods under the two specifications. Because

the null lies on the boundary of the parameter space, namely 
: → ±∞, the !' statistic

therefore does not follow its usual "2 distribution. We compute ?-values by parametric

bootstrap under the fitted null.

We begin with full admission for all three groups. At each step, we consider adding an

admission rule for each remaining group. We test the group with the largest likelihood

gain. If we reject full admission for that group at the 5% level, we keep its admission rule

and repeat. Otherwise, we stop.
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The procedure first selects selective admissions for the two minority groups, non-

White and White-ethnic households. For non-minority households, the test delivers that

they are admissible everywhere. When every group has an estimated admission rule,

no group anchors the level of admission, and this level is not identified. We therefore

impose full admission for non-minority households. Two facts support this choice. First,

non-minority households live in 98.6% of neighborhoods, against 49.5% for White-ethnic

and 8.5% for non-White households. Second, the likelihood gain from an admission rule

is at least five times smaller for non-minority households than for either minority group.

4.3.2 First Step: Admission Rules versus Preferences

We first need several normalizations. The level of utility is not identified, so we normalize

theutility of the outsideoption to*80 = &80 (Train, 2009). The scale of utility is not identified

either, so &8 9 follows a standard Type I extreme value distribution. On the admission side,

we normalize �8 to have mean zero and unit variance. The group constants in - B
9
absorb

the level of each group’s admission index. Full admission for non-minority households

anchors the overall level of admission.

A household lives in a neighborhood only if it wants to live there and the neighbor-

hood admits it. Observed choices mix these two channels. Under our functional-form

assumptions, logit errors and a normal admission draw, the model is identified without

exclusion restrictions (Appendix D.2). This argument is fragile, as it attributes any depar-

ture from logit substitution patterns to the formation of choice sets. We therefore also rely

on an excluded shifter (Goeree, 2008; Agarwal and Somaini, 2025). This variable shifts the

formation of choice sets but not household utility, conditional on the other covariates.

Our excluded shifter is developer leniency, an indicator forwhether theneighborhood’s

developer has an above-median minority share in its other developments.19 We assume

that developer leniency does not differentially enter utility across demographic groups,

conditional on the demand covariates: price, the non-minority share, and lot size per

household. The mean utility � 9 is specific to each neighborhood. Any valuation of

leniency that all groups share is therefore part of � 9 and does not violate the exclusion. The

rationale is that developers may have preferences over who lives in their developments,

19Appendix D.1 describes the construction of this variable and reports balance tests.
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beyond monetary incentives and can shape a development’s demographic composition

throughwhom they admit. This shifter follows the logic of judge-leniency designs (Kling,

2006; Dahl et al., 2014; Dobbie et al., 2018). In those designs, a decision maker’s choices

in other cases predict the decision in the current case. Here, a developer’s admission of

minority households in its other developments predicts its admission decisions in this

development. As in those designs, we leave out the development itself, so the measure

does not mechanically reflect its own residents. Unlike in those designs, developers are

not randomly assigned to locations. The balance tests in Appendix D.1 therefore stand in

for the random-assignment checks of that literature. 20

The covenant share also enters the admission rule but not the group-specific terms of

utility. We do not base our argument on this exclusion. Minority households may have

avoided covenanted neighborhoods for reasons other than admission, and developers did

not place covenants at random (Section 2.4).

Appendix D.2 shows how the excluded shifter separates the two channels. The argu-

ment comparesminoritywith non-minority households in the same neighborhood, which

removes � 9 . A change in leniency moves the minority match probability only through ad-

mission. A change in price moves it through both admission and utility. The response to

leniency reveals how strongly admission responds. Subtracting this admission response

from the price response leaves the preference for price.

4.3.3 Second Step

The second step projects �̂ 9 on -3
9
and,9 in (7). The demand shock �9 enters � 9 additively.

Two covariates in -3
9
are equilibrium outcomes and can depend on �9 : the log price and

the non-minority share. Ordinary least squares would then give biased estimates. We

instrument both.

First, we instrument the log price with terrain slope, following Saiz (2010). Steeper

slopes raise construction costs and reduce housing supply. The identifying assumption is

that slope affects prices through construction costs but does not affect housing demand

directly. This assumption is more plausible in the relatively flat lake geography of the

20Lot size per household and the non-minority share enter group-specific utility but not the admission
rule.
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Minneapolis metro area.

Second, we instrument the non-minority share with a shift-share instrument following

Card (2001) and Tabellini (2020). For each ED 4, we construct

/4 ,1940 =
"4 ,1930 +

∑
A F4A(1930)$&

A,1930−38

%̂4 ,1940
, (8)

where F4A(1930) is the share of households from foreign country A who lived in 4 in 1930.

"4 ,1930 is the 1930 stock of minority households in 4. $&

A,1930−38 is the yearly immigration

quota for country A under the US Immigration Act of 1924, multiplied by 9 to cover

1930–1938. The quotas provide national variation in the inflow of households from each

country.21 %̂4 ,1940 is the predicted 1940 population of 4. Appendix D.3.1 describes the

construction in detail.

The shift-share instrument relies on two assumptions. First, the 1930 settlement shares

are not correlated with unobserved demand shocks in 1940. All EDs belong to the same

metro area, so similar local economic trends are likely to affect them. Second, the national

quotas are exogenous to local shocks, as argued by Tabellini (2020).

Appendix Table D.2 reports the first-stage regressions. Terrain slope is positively

correlated with log rents, consistent with steeper slopes raising construction costs. The

shift-share instrument is negatively correlated with the non-minority share. The instru-

ments are jointly weak by conventional standards. The Kleibergen–Paap � statistic is 5.94.

The Lewis–Mertens statistic is 19.40, below its critical value of 45.38. We therefore treat

the reported standard errors of the second-step coefficients as a lower bound on their

uncertainty.

4.4 Results
Admission probabilities differ substantially across demographic groups (Figure 2). Non-

minority households are admitted everywhere by assumption (Section 4.3.1). On average

across developments, White-ethnic households can access 75% of neighborhoods and

non-White households 71%. Non-White access varies widely, from near-full in some

21At least 87% of households in the minority groups are White-ethnic, and hence foreign-born. We
therefore use a shifter that affects the foreign-born population rather than the US-born population.
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Figure 2: Estimated Admission Probabilities by Demographic Group

Note: This figure plots the distribution of estimated admission probabilities forWhite-ethnic and non-White
households. The left panel weights each development equally. The right panel weights developments by
their number of households. Vertical lines mark the group means. Non-minority households have full
admission in the model.

developments to heavily restricted in others. Non-White households have greater access

to smaller developments. Weighted by households, mean non-White access falls from

71% to 46%. The corresponding White-ethnic figure is 77%.

Table 1 presents the admission parameters 
: from Equation (3) and the demand

coefficients �: ≡ �=< +Δ�: from Equation (1). Standard errors are in parentheses. Neither

minority group had access to every neighborhood in the metro area, but the pattern of

restricted access differs between the two groups. A higher share of racial covenants lowers

the admission probability for both groups. Developer leniency raises admission for both

groups. Price anddevelopment sizematter only for non-White households. Higher-priced

and larger developments are less likely to admit non-White households. For White-ethnic

households, neither coefficient is statistically different from zero. Restrictions therefore

extend beyond those recorded in racial covenants. A focus on explicit restrictions alone

would miss important differences in access.

Turning to demand, the price coefficients are negative for all three groups. The mi-

nority coefficients are larger in magnitude than the non-minority coefficient, so minority
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Table 1: Estimation Results

Panel A. Demand

Two-sided
matching model

Only covenants
for exclusion

Standard model
without restrictions

(1) (2) (3)

Non-minority �nm

Rent −0.236 (0.165) −0.323∗ (0.167) −0.323∗ (0.167)
Non-min. share 0.380∗∗ (0.148) 0.392∗∗∗ (0.141) 0.392∗∗∗ (0.141)
Lot size per HH −0.031 (0.038) −0.008 (0.038) −0.008 (0.038)

White-ethnic �we

Rent −0.369∗∗ (0.168) −0.398∗∗ (0.168) −0.425∗∗ (0.168)
Non-min. share −0.268∗ (0.148) −0.162 (0.141) −0.168 (0.141)
Lot size per HH 0.061 (0.042) 0.144∗∗∗ (0.042) 0.148∗∗∗ (0.041)

Non-White �nw

Rent −1.125∗∗∗ (0.176) −1.099∗∗∗ (0.171) −1.131∗∗∗ (0.171)
Non-min. share −0.443∗∗∗ (0.149) −0.198 (0.142) −0.197 (0.142)
Lot size per HH −0.286∗∗∗ (0.049) −0.142∗∗∗ (0.050) −0.126∗∗ (0.049)

Locations in second step 3,937 3,883 3,883
?: all coefficients equal to two-sided — <0.001 <0.001

Panel B. Admission rule

Non-minority White-ethnic Non-White

Rent — −0.009 (0.064) −0.637∗∗∗ (0.108)
Covenant share — −0.131∗∗∗ (0.028) −0.331∗∗ (0.131)
Developer leniency — 0.193∗∗∗ (0.027) 0.288∗∗∗ (0.036)
Development size — 0.057 (0.036) −1.088∗∗∗ (0.082)

Panel C. Elasticities

Non-minority White-ethnic Non-White

Elasticity, demand only −0.244 −0.382 −1.159
Elasticity, demand + admission −0.244 −0.385 −1.527

Locations (households) 3,937 (164,669)

Notes: Standard errors in parentheses. ∗? < 0.10, ∗∗? < 0.05, ∗∗∗? < 0.01. Bold estimates in columns
(2)–(3) differ from the corresponding two-sided estimate at the 5% level. Demand coefficients are group-
specific totals; their standard errors combine the level and gap variances, assuming zero covariance between
steps. Standard errors for imposed choice sets are conditional on the estimated location effects. Non-
minority share is measured over the nearest locations, by centroid distance, that together hold at least 500
households, including the location itself. Covariates are standardized. The two-sided model uses 164,669
households in 3,937 locations. Positive admission coefficients increase admission probabilities. Admission
intercepts and the indicator for a missing developer propensity are estimated but not reported.
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households are more price-sensitive. This finding aligns with previous research (Bayer

et al., 2007; Almagro et al., 2026). The non-minority coefficient is not statistically differ-

ent from zero. The estimates also show homophily. Non-minority households prefer

developments surrounded by a higher share of non-minority residents. Both non-White

and White-ethnic households prefer developments with a lower share. The White-ethnic

coefficient is significant at the 10% level. Non-White households also have a negative

coefficient on lot size per household. This preference for smaller houses does not stem

from differences in housing costs or from the access restrictions in the model.

Price affects location choices through both demand and admission. For White-ethnic

households, the admission coefficient on price is close to zero. Their combined price elas-

ticity is therefore almost equal to the demand-only elasticity (−0.385 against −0.382). For

non-White households, higher prices lower both utility and admission. Their combined

elasticity is more negative than the demand-only elasticity (−1.527 against −1.159). The

elasticity for non-minority households is −0.244, because this group has full admission.

Table 1 also reports two alternativemodels. The first treats covenants as the only source

of restrictions. The second assumes unrestricted access. Neither recovers the demand

estimates of the two-sided matching model. In both, the non-minority price coefficient

is more negative, although the difference is not statistically significant. The alternative

models also imply that White-ethnic households prefer larger lots, with positive and

significant coefficients. Once we account for choice-set restrictions, this coefficient cannot

be distinguished fromzero. The alternativemodels alsoweakenWhite-ethnic households’

preference for living near other minority households.

For non-White households, the price coefficients in the alternative models are close

to the two-sided estimate. These models, however, understate non-White households’

preference for living near other minority households. They also weaken the negative

coefficient on lot size. Considering only covenants, or ignoring restrictions altogether,

leaves variation in access unmodeled. This unmodeled variation distorts the estimated

preferences.
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Figure 3: Model Fit
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Top: household counts per location, log scale. The contraction pins the total, so the panels test the split across groups. Maroon is a fitted line, standard errors in parentheses.

Bottom: shares at the 500m ring, at observed prices and demographics with no equilibrium solve, each share over its own total. Statistics household-weighted. Mean relative error on the total 3.4e-15.

Note: The top row compares observed and fitted household counts by location for each group, on a log scale.
The bottom row compares observed and predicted group shares over each location’s 500-household ring,
at observed prices and composition. The estimation does not target these shares. Maroon lines are fitted
lines, with standard errors in parentheses. Statistics are household-weighted.

4.5 Model Fit
Figure 3 compares observed andmodel-predictedhousehold counts across neighborhoods

for each demographic group. The estimation does not require an exact match of each

group’s count in every neighborhood. The model fits non-minority and White-ethnic

counts closely, with '2 values of 0.997 and 0.852. Fit is weaker for non-White households

('2 = 0.509), particularly where observed counts are low. This is the smallest group, and

91% of neighborhoods have no non-White households. This leaves little variation with

which to fit its neighborhood-level counts. The bottom row of Figure 3 reports group

shares over each location’s ring, which the estimation does not target. The '2 values are

0.933, 0.820, and 0.652 for non-minority, White-ethnic, and non-White households.
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5. Counterfactual Analysis

Table 2: Counterfactual Outcomes

No recorded
covenants

Open
access

Open access &
no homophily

(1) (2) (3)

Housing prices

Mean change (geometric) +0.3% +9.4% −1.6%

SD of change in log price 0.011 0.068 0.975

Segregation (adjusted dissimilarity), change

Non-White −0.3% −16.4% −66.3%

White-ethnic −1.1% −10.8% −96.5%

Households in the metro area, change

Non-minority 0.0% −1.8% −0.2%

White-ethnic +0.5% +19.4% +1.1%

Non-White +0.4% +39.3% +11.6%

All minority +0.5% +22.0% +2.5%

Welfare (compensating variation, % of price)

Non-minority 0.0% −1.9% −0.2%

White-ethnic +0.3% +12.4% −1.0%

Non-White +0.1% +13.5% +2.5%

Note: This table reports changes relative to themodel baseline under three counterfactual scenarios.
Column (1) sets the covenant share of every development to zero. Column (2) admits every group
to every development. Column (3) also removes preferences over neighborhood demographic
composition. Rents clear each location against its observed housing stock. Neighborhood com-
position in demand is held at its observed level. Rent changes are geometric means. Segregation
is the adjusted dissimilarity index of Carrington and Troske (1997), computed at the ED level for
each group against all other households. Welfare is the compensating variation as a percentage of
each group’s baseline rent.

This section quantifies the contribution of different mechanisms to the observed segre-

gation patterns. We simulate three equilibrium scenarios. In the first, we remove racial

covenants by setting the covenant share of every development to zero. In the second,
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we remove all choice-set restrictions, so every group is admitted to every development.

In the third, we also remove preferences over neighborhood demographic composition.

In all three scenarios, rents adjust to clear the market. We assume a fixed and perfectly

inelastic housing supply. Neighborhood demographic composition in the demand model

stays at its observed level. We report the geometric mean of rent changes. We measure

segregation with the dissimilarity index adjusted for small units (Carrington and Troske,

1997). We compute it at the ED level for eachminority group against all other households.

In the model baseline, the adjusted index is 0.481 for non-White households and 0.287 for

White-ethnic households. The corresponding values in the data are 0.691 and 0.379. Table

2 summarizes the results.

Figure 4: Counterfactual 1: No Recorded Covenants

Note: This figuremaps the change in the number of households of each group and the change in rents across
developments when the covenant share of every development is set to zero. The bottom-right panel reports
the average rent change, the change in segregation for each minority group against all other households,
and the change in population and welfare for each group. The star marks the central business district.

In the first counterfactual, we remove racial covenants. This would be equivalent to
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Table 3: Explicit versus Implicit Restrictions

Baseline
No recorded
covenants

No admission
restrictions

Covenants’ share
of the total

Adjusted index of dissimilarity

Non-White 0.481 0.480 0.402 1.8%

White-ethnic 0.287 0.283 0.256 10.2%

Households in the metro area

Non-White 1,646 1,652 2,293 0.9%

White-ethnic 10,898 10,949 13,013 2.4%

Housing prices

Mean change — +0.25% +9.40% 2.7%

Note: This table compares the model baseline with two counterfactuals. “No recorded covenants”
sets the covenant share of every development to zero. “No admission restrictions” admits every
group to everydevelopment. The last column reports the changeunder “No recorded covenants” as
a share of the change under “No admission restrictions”. Segregation is the adjusted dissimilarity
index at the ED level, for each group against all other households.

Figure 5: Local Effects of Removing Covenants
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Note: This figure plots the distribution of the change in the minority share (left) and in rents (right) across
locations when the covenant share of every development is set to zero. Locations with covenants (367) and
without covenants (3,570) are plotted separately, on separate density axes. Dashed lines mark the means.

racial covenants being hypothetically outlawed in 1940. The aggregate effects are small

(Figure 4). Segregation falls by 0.3% for non-White households and by 1.1% for White-
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ethnic households. The non-White change is close to its simulation standard error of

0.25%. Rents rise by 0.3% on average. Table 3 compares these changes with those from

removing all admission restrictions. Covenants account for 1.8% of the resulting decline

in non-White segregation and for 10.2% of the decline in White-ethnic segregation. The

local effects are larger (Figure 5). In the 367 locations with covenants, the minority share

rises by 13.3% relative to the baseline, and rents rise by 1.5%. In the other 3,570 locations,

both changes are close to zero.

Figure 6: Counterfactual 2: Open Access

Note: This figuremaps the change in the number of households of each group and the change in rents across
developments when every group is admitted to every development. The bottom-right panel reports the
average rent change, the change in segregation for each minority group against all other households, and
the change in population and welfare for each group. The star marks the central business district.

In the second counterfactual, we remove all neighborhood choice-set restrictions. Re-

moving selective admissions increases demand, and rents rise by 9.4%. Despite the higher

rents, theminority share of households in themetro area rises from7.6% to 9.3%. Thenum-

ber of non-White households rises by 39%, and the number ofWhite-ethnic households by
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Table 4: Open Access: Admission and Rent Channels

Segregation Welfare (CV)

Prices Non-White White-ethnic
Minority

households Non-minority White-ethnic Non-White

(1) Open admission, baseline prices +0.0% +0.5% −0.7% +33.3% +0.0% +19.5% +29.0%

(2) Prices clear +9.4% −16.9% −10.1% −8.5% −1.9% −5.9% −12.0%

Net effect +9.4% −16.4% −10.8% +22.0% −1.9% +12.4% +13.5%

Note: This table decomposes the open-access counterfactual into two steps. Step (1) admits every
group to every development at baseline rents. This state is off equilibrium. Step (2) lets rents
clear each location. Segregation is the adjusted dissimilarity index at the ED level, for each group
against all other households. Changes in segregation add across steps. Changes in households
and welfare compound across steps. Welfare is the compensating variation as a percentage of each
group’s baseline rent.

19% (Table 2). These changes indicate that the choice-set restrictions disproportionately

limited the entry of minority households into the metro area. Segregation falls by 16%

for non-White households and by 11% for White-ethnic households. Figure 6 maps these

changes across developments.

Table 4 separates the admission and rent channels. We first open admission at baseline

rents. We then let rents clear the market. Opening admission alone raises the number of

minority households in the metro area by 33%. It leaves segregation almost unchanged.

Rents then rise most where minority demand increases, which moves some minority

households out of those places. This rent step lowers the number of minority households

by 8.5% and non-White segregation by 17%. Open access raises welfare by 13.5% of

baseline rent for non-White households and by 12.4% for White-ethnic households. Non-

minority households lose 1.9%, because they face higher rents without any change in

access. Figure 7 maps the two channels.

In the third scenario, we eliminate households’ preferences over neighborhood demo-

graphic composition in addition to all selective admissions. Rents fall by 1.6% on average,

but rent changes are very dispersed. The standard deviation of the change in log rent is

0.975, against 0.068 under open access. We therefore read the rent results of this scenario

with caution. The number of minority households in the metro area rises by 2.5%, less

than the 22% increase under open access alone. Segregation falls by 66% for non-White
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Figure 7: Open Access: Change in Households by Channel

Note: This figure maps the change in the number of households of each group under open access. The top
row opens admission at baseline rents. The middle row shows the additional change when rents clear the
market. The bottom row shows the total. The star marks the central business district.

households and by 97% for White-ethnic households (Figure 8).

These findings suggest that preferences over neighborhood demographic composition

are a more important driver of segregation than the instrument of racial covenants or

choice set restrictions. The removal of all choice set restrictions explains about one-

quarter of the decline in non-White segregation achievedwhen both choice set restrictions

and preferences over neighborhood demographic composition are eliminated: a decline of

16.4% against 66.3%. ForWhite-ethnic households, the share is about one-tenth: a decline

of 10.8% against 96.5%. Note that the estimated distaste for minority households in 1940
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Figure 8: Counterfactual 3: Open Access and No Homophily

Note: This figuremaps the change in the number of households of each group and the change in rents across
developments when every group is admitted to every development and preferences over neighborhood
demographic composition are removed. The bottom-right panel reports the average rent change, the
change in segregation for each minority group against all other households, and the change in population
and welfare for each group. The star marks the central business district.

could be shaped by past policy or people’s worldviews, independent of those factors. We

are unable to separate these influences. Additionally, these preferences reflect not only

prejudice but also homophily from cultural and linguistic similarities. Again, we cannot

differentiate between these two aspects.

6. Conclusion
In this paper, we study how both household preferences and restrictions on households’

choice sets—whether implicit or policy-driven, explicit discrimination—affect the observed

prices and sorting of households across space. To do this, we have created a novel dataset

that links households from the 1940 individual-count US census data to real estate devel-

opments in the 1940 Minneapolis metro area, and to the racial covenants and street grid
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of that time. We propose a two-sided version of the traditional discrete-choice models of

residential choice, where we model restrictions arising from both implicit and explicit dis-

crimination as selective admissions of households on the supply side. We use our newly

collected data to estimate our model, finding that minority households had lower admis-

sion probabilities into developments unlike the White non-minority households. We also

find that ignoring restrictions on choice results in biased estimates for minority house-

holds, a result that aligns with our theoretical predictions. Our counterfactuals suggest

that removing restrictions on households’ neighborhood choice sets accounts for about

one-quarter of the decline in non-White segregation achieved when both restrictions and

preferences over neighborhood composition are removed. For White-ethnic households,

it accounts for about one-tenth. The remaining decrease in segregation is attributed to the

removal of distaste for minority neighbors.
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Choices or Constraints? Disentangling Preferences from Restrictions in

Housing Markets

by Milena Almagro and Aradhya Sood

ONLINE APPENDIX

A. Data Appendix

A.1 1940 Individual Count US Census Data
We use the 1940 individual count census data for the state of Minnesota from Integrated

Public Use Microdata Series (IPUMS). Using the county identifier, we arrive at 570,044

individual records in Hennepin County in 1940. Aggregating up to the head of household

level, there are 179,923 households across thewhole ofHennepinCounty,whichwe restrict

to 164,674 households when we focus only on the six municipalities in the sample of the

Minneapolis metro area.

A.2 Housing Tenure and Monthly Rental Value Data and Imputation

Table A.1: Housing Tenure Shares by Minority Status

Group Owner-Occupied Renter-Occupied Group Quarters
Non-Minority 0.39 0.54 0.07
Minority (Combined) 0.48 0.47 0.05
Minority (Non-White) 0.19 0.73 0.07
Minority (White Ethnic) 0.52 0.43 0.05

Note: This table shows housing tenure shares for owner-occupied, renter-occupied, and group
quarter-occupied homes for non-minority and minority households. We also break down the
housing tenure shares within the two minority household subgroups: non-White and White
ethnic groups.
Table A.1 provides the housing tenure shares for owner-occupied, renter-occupied, and

group quarter-occupied homes for non-minority andminority households. We also break

down the housing tenure shares within the two minority household subgroups: non-

White and White ethnic groups. As can be seen from the table, there is variation in home

ownership rates across different demographic groups.

As noted in Section 2.2, we only observe monthly rental prices and housing values for

renter-occupied and owner-occupied households, respectively. To enable a comparison
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Figure A.1: House Value, Rental Price, and Imputed Rental Value Distributions

Note: This figure plots the log of house values for owner-occupied housing (in black) and the log of monthly
rents for renter-occupied housing (in green) for the households in the analysis sample. In purple, it plots the
combined log monthly rents for renter-occupied housing and the imputed monthly owner cost of housing
for owner-occupied housing.

between monthly rents and housing values, we impute monthly rental values for owner-

occupied housing units. Following Katz (2017), we use a gamma distribution with shape

parameter 0.8 and scale parameter 1 to impute annual rental values, which we divide

by 12 to obtain monthly rental values. The imputed rental value of owner-occupied

housing, combined with rental price data, yields the mean development-level monthly

rental value for 98.2% of the developments in our sample. Figure A.1 plots the log of

house values for owner-occupied housing (in black) and the log of monthly rents for

renter-occupied housing (in green) for the households in the analysis sample. In purple,

it plots the combined log monthly rents for renter-occupied housing and the imputed

monthly owner cost of housing for owner-occupied housing.

Figure A.2 plots the residuals from a regression of the log of monthly rental values

on development fixed effects interacted with housing tenure fixed effects, capturing the

variation in rental value within developments. As noted in Section 3.1.2, we do not

account for the differences in rental values paid by various demographic groups. This

is because the figure illustrates that the rents paid by non-White minority households
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Figure A.2: Distribution of Monthly Rental Value Residuals

Note: This figure plots the residuals from a regression of the log of monthly rental values on development
fixed effects interacted with housing tenure fixed effects.

are only slightly lower within developments. In contrast, the rents paid by White ethnic

minority households exhibit a distribution similar to that of non-minority households.

A.3 Data on Developers
Weidentifydevelopers fromhistorical developmentmapsobtained fromHennepinCounty’s

land records (see Figure F.4 for an example). We record up to five individual developers or

platters and any developer or developer firm and combine manual transcriptions of these

maps with AI-assisted visual readings, using two independent AI agent readings and a

third AI agent reader to adjudicate disagreements, supplemented by manual review. For

developments absent from current parcel records, we locate historical developments using

development names and historical maps. Racial covenant grantor records from Mapping

Prejudice also supply developer companies for three additional developments. We retain

developer identities where the associated development subdivision year is observed and

no later than 1940. In total, we are able to identify developers for 2,008 developments out

of 3,158 developments.

We then link developers across developments by standardizing names and matching

spelling variants, initials and firm names alongside manual review. Each original de-

A3



velopment is assigned to the recorded firm, where available, and otherwise to the first

recorded developer. For developments combining several original developments, we use

the most frequent linked identity, giving priority to a firm in a tie. Figure A.3 plots the

distribution of developers across the number of developments. Most identified developers

(793 of 1,123, or 71%) are linked to just one development, while a small number are linked

to many developments.

Figure A.3: Distribution of Developments per Developer

Note: This figure reports the number of developments associatedwith each identified developer. Each devel-
oper is counted once. The sample contains 1,123 identified developers associated with 2,008 developments.
Developments without an identified developer are excluded.

A.4 Data on Historic Real Estate Developments
To construct the geography of historic real estate developments, we begin with Hennepin

County assessor parcel data and group parcels by development ID. This yields 5,843

present day development polygons in the Minneapolis metro area once we clean bound-

aries and split multipart geometries into contiguous pieces. We then add and revise

geometries using digitised historical city atlases with development maps (see Figure F.3

for an example page from the city atlas) for places where current parcels are missing,

destroyed, or inconsistent with historical development boundaries. After incorporating
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these historical supplements and replacements, the map contains 6,561 contiguous poly-

gons. This process also includes grouping polygons with identical development names

that are within 500 meters of each other. The 6,561 contiguous polygons collapse to 3,160

unique developments that contain at least one household in the 1940 census.

We obtain platting dates from historical plat maps. For unplatted tracts identified by

section, township and range, we supplement these dates with tract cards. We retain dates

no later than 1940.

A.5 Data on Racial Covenants
The Mapping Prejudice Project searched every sales deed and development map from

1900 to 1960 in Hennepin County to identify those with racial covenants. There are 25,818

racial covenants at the lot level in Hennepin County, of whichwe identify 24,642 as unique

covenant observations based on the following attributes: language used on covenants,

development name, city, block, lot, grantor and grantee name, date of deed, and date of

execution. Of those, there are 19,668 unique observations in the sixmunicipalities towhich

we restrict our attention. We use the historical development-level dataset and Hennepin

County assessor data to match racial covenants to developments. We match covenant

information to parcels within each development to determine the share of covenants in

each development. In addition, we also keep track of the date of the covenant execution.

A.6 Historic Street Grids
We use historic street network data to geocode addresses and developments. For the city

of Minneapolis, our primary source is the Map USA Database from Brown University

(Logan, 2017). To enhance this data, we also collect information from city atlas maps

and Sanborn insurance maps for Minneapolis, as well as for five other municipalities:

St. Louis Park, Edina, Richfield, Hopkins, and Robbinsdale, in and around 1940. The

street grid files have been collected, digitized, geocoded, and cleaned to extract details

such as street names, types (e.g., street, avenue, boulevard), and directional prefixes or

suffixes. Additionally, these files include interpolated address number ranges for accurate

geocoding.
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A.7 Data on Enumeration District and Municipality Boundaries
To define broader neighborhoods within a municipality, we digitized and geocoded the

1940 census enumerationdistrict (ED) boundaryfiles forHennepinCounty. Weperformed

extensive data cleaning to standardize the ED numbering system and align the bound-

aries with other geographic datasets. These boundary files enable us to map the census

household data accurately within each ED. Additionally, we use municipality boundary

shapefiles to fill in any missing municipalities in household addresses. Because there

is a direct association between an ED identifier and a municipality, there is no risk of

mistakenly assigning a household to the wrong municipality.

For the ED-level shift-share instruments, we express 1930 population counts on 1940

ED boundaries. We intersect the two sets of ED polygons and allocate each 1930 ED’s

counts across 1940 EDs in proportion to the area of overlap. This effectively assumes that

each group’s population is uniformly distributed within a 1930 ED. The method follows

the same area weighting principle used by Shertzer and Walsh (2019) and Lee and Lin

(2018).

A.8 Housing Characteristics and Other Geographic Data
The baseline lot size and build year data, as mentioned in Section 2.2, are obtained from

the Hennepin County Assessor’s Office. If either of these data points is missing, we

supplement it with Zillow data. Please note that while Zillow’s data was freely available

under an academic license in 2019, it is no longer offered for free.

For Minneapolis developments without a usable building year, we supplement these

sources with digitised historical building permit cards from Hennepin County Library.1

We match these records by address or addition name, using streets, blocks and lots

from the 1940 city atlas to resolve additional matches. We infer building completion as the

year of the first dated A or B construction permit plus one, and retain recovered building

years no later than 1940.

The slope data come from the Natural Resources Conservation Service. We use the

mean elevation and slope at the development level. We digitize and geocode a 1899map of

1The digitised records are available here.
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Hennepin County to highlight wetlands and semi-submerged areas, and use this to create

the share of development with wetlands measure. To assess proximity to commercial and

industrial zones, we create a shapefile based on the 1940 Minneapolis city atlas (plate

84B), reflecting the 1923 zoning ordinance for the city of Minneapolis. We calculate the

Euclidean distance from each development’s edge to heavy industrial and commercial

areas. We acknowledge that, while we don’t consider commercial and industrial zones in

five other suburbanmunicipalities, Minneapoliswas themetro area’s primary commercial

and industrial hub. We also assume that activities occur within their designated zones,

as land use is generally adhered to in the US, including in the mid-20th century (Shertzer

et al., 2016). We also digitize the 1913 streetcar map of the Minneapolis metro area and

calculate the Euclidean distance from the edge of a development to the nearest point on

the streetcar path. Lastly, we also calculate the Euclidean distance from each development

to its nearest lake and to the central business district (CBD) of the metro area, St. Anthony

Falls, where the commercial and industrial hub of the area resided in themid-20th century.

A.9 Imputation of Missing Household Addresses
To enable household-development level analysis, we cleaned, geocoded, and matched a

total of 164,674 households from sixmunicipalities included in our sample. The initial step

involved using raw addresses obtained from the census, which we meticulously cleaned

to extract house numbers, directional prefixes, street names, and street types. Before any

processing, we found that 95.6% of the addresses contained a usable street name, 78.1%

included a house number, and 75.1% had both components (see Table A.2, Panel A). It is

important to note that every household in the census is assigned an enumeration district

(ED) ID, which also provides a link to the municipality. Following the methodology

outlined by Logan and Parman (2017) as well as using string parsing, pattern matching,

and fuzzy text matching with reference street-name files, we filled missing components

using adjacent records. As a result of this multi-step cleaning and imputation process,

coverage improved to 96.9% for street names, 98.3% for house numbers, and 96.1% for

complete addresses (Table A.2 Panel B).

The cleaned addresses were then geolocated by matching them to Hennepin County

parcel and street grid files. This matching process utilized the ED, house number, street
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Table A.2: House Address Imputation

Address Information Count %

Panel A: Raw

Street Name 157,452 95.61

House Number 128,596 78.09

Full Addresses 123,721 75.13

Total 164,674 100.00

Panel B: After Imputation

Street Name 159,536 96.88

House Number 161,911 98.32

Full Addresses 158,265 96.11

Total 164,674 100.00

Note: PanelsA andB in the table display the counts andpercentages (%) of householdswith address
information in the raw 1940 census data and after the imputation process, respectively, in the six
municipalities in the sample. “Street Name" indicates the availability of the street name, “House
Number" indicates the presence of a house number, and “Full Addresses" indicates households
with both street name and house number.

name, street type, and directional information, resulting in 40.6% of addresses being suc-

cessfully matched. The remaining addresses were matched manually using historical de-

velopment shapefiles and the street grid. Of the 164,674 households, 96.1%were matched

exactly to a development, while the remaining households were assigned randomly to a

development within the same ED.

A.10 Combining Datasets
The final step in the data construction process involved spatially matching the various

datasets together. The output is a household-development level dataset for the Min-

neapolis metro area. Table A.3 provides summary statistics for the analysis sample at the

household, development, and enumeration district levels. %25, %50, and %75 refer to the

25th, 50th, and 75th percentile, respectively.

A.11 Development–Enumeration District Correspondence
As highlighted in Section 2.3, the developments do not perfectly coincide with the enu-

meration districts (EDs) in the Census. Around 500 developments contain households
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belonging to different EDs, usually 2 different EDs. We, therefore, perform the analysis at

the unit of the intersection of developments and EDs, of which there are around 4000. In

this section, we show that our estimates are unbiased and efficient if we do so. In simple

household-level model,

H8 = ��9(8) + �-9(8) + �4(8) + D8 ,

8 indexes households, 9(8) denotes the development containing household 8, and 4(8)
denotes the ED containing household 8. The treatment �9 and covariates -9 vary at the

development level, while �4 is an ED fixed effect.

As long as treatment and covariates vary only at the development level, the model can

be aggregated without loss of information to the intersection of developments and EDs.

Let #94 denote the number of households in the intersection of development 9 and ED 4,

and define the mean outcome at this level as:

H̄ 94 ≡
1
#94

∑
8∈ 9∩4

H8 .

Taking the mean of the household equation over all households in 9 ∩ 4 yields

H̄ 94 = ��9 + �-9 + �4 + D̄94 ,

where

D̄94 =
1
#94

∑
8∈ 9∩4

D8 .

This expression shows that the household model aggregates exactly to the development–

ED intersection level. The right-hand side variables remain unchanged because they are

constant within each cell: �9 and -9 vary only by development, while �4 varies only by

ED.

To estimate this equation we can run a weighted regression at the (9 , 4) level with

weights #94 . This aggregation is lossless in the sense that the weighted least squares

objective function is identical to the household-levelOLS objective. Specifically, household
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OLS minimizes ∑
8

(
H8 − ��9(8) − �-9(8) − �4(8)

)2
.

Grouping households by (9 , 4) cells, this objective can be written as∑
9 ,4

∑
8∈ 9∩4

(
H8 − ��9 − �-9 − �4

)2
.

Using the standard decomposition of squared deviations,∑
8∈ 9∩4
(H8 − �)2 =

∑
8∈ 9∩4
(H8 − H̄ 94)2 + #94(H̄ 94 − �)2,

the first term does not depend on the parameters (�, �,�4). The second term implies that

minimizing the household objective is equivalent to minimizing∑
9 ,4

#94

(
H̄ 94 − ��9 − �-9 − �4

)2
.

This is exactly the weighted least squares problem obtained by estimating the aggre-

gated equation at the (9 , 4) levelwithweights#94 . Therefore, the coefficient estimates from

the two regressions coincide, implying that aggregation fromhouseholds to development–

ED cells is lossless.

This equivalence also implies that the estimate of � obtained from the aggregated re-

gression is unbiased and efficient under the same conditions as the household regression.

Unbiasedness follows because

�[D̄94 | �9 , -9 ,�4] = 0

whenever the household disturbances satisfy

�[D8 | �9(8), -9(8),�4(8)] = 0.

Efficiency follows because weighted least squares with weights #94 reproduces the same
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normal equations as household OLS, and therefore, uses all available information in the

sample. Operationally, each development–ED intersection is treated as an observation

weighted by the number of households in that cell, ensuring that estimation exactly

replicates the household-level regression with ED fixed effects.
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Table A.3: Statistics at the Household, Development, and Enumeration District Level

Variables %25 %50 %75 Mean SD N

Panel A: Enumeration District Level

Number of Developments 4.00 7.00 10.00 8.42 7.48 468

Size (km2) 1.71 2.40 4.54 6.18 22.01 468

Panel B: Development Level

Number of Households 4.00 14.00 48.00 52.15 128.70 3,158

Size (km2) 0.02 0.11 0.39 0.92 8.44 3,158

Panel C: Development–ED Level

Number of Households 4.00 15.00 47.00 41.78 72.12 3,941

Size (km2) 0.02 0.12 0.37 0.73 7.41 3,941

Minority Share 0.00 0.01 0.07 0.08 0.17 3,941

Share Covenanted 0.00 0.00 0.00 0.05 0.21 3,941

Mean Build Year 1908 1917 1926 1917 11 3,941

Mean Log Lot Size 8.63 8.90 9.64 9.36 1.16 3,941

Distance to Commercial Area (m) 1 69 345 510 1137 3,941

Distance to CBD (m) 3196 4958 8001 5744 3279 3,941

Distance to Heavy Industry (m) 144 525 1367 1052 1401 3,941

Distance to Nearest Lake (m) 468 1044 1769 1235 957 3,941

Distance to Streetcar (m) 121 286 760 684 985 3,941

Percent Wetlands 0.00 0.00 0.00 3.59 14.90 3,941

House Rental Values (USD Monthly) 43.62 110.20 208.84 182.55 319.93 3,937

Urbanization Index 0.00 0.26 0.71 0.36 0.36 3,941

Log Slope 0.71 1.06 1.20 1.01 0.60 3,941

Shift-Share Instrument 0.0004 0.0005 0.0006 0.0005 0.0003 3,941

Panel D: Household Level

No. of Household Members 2.00 3.00 4.00 3.17 2.00 164,674

No. of Working Household Members 2.00 2.00 2.00 1.79 0.41 164,674

Home Ownership Dummy 0.00 0.00 1.00 0.40 0.49 164,674

Married Dummy 0.00 1.00 1.00 0.71 0.45 164,674

Note: This table provides summary statistics at household level, development level, and enumera-
tion district level. %25, %50, and %75 refer to the 25th, 50th, and 75th percentile, respectively. Size is
measured in square kilometers (km2), while distance is measured in meters (m). CBD stands for
cental business district.
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B. Additional Empirical Evidence
As highlighted in Section 2.4, we group White immigrant households into two categories

based on their listed birthplace from “most favorable” to “least favorable” following the

ranking by Hoyt (1933). Figure B.1 shows these rankings. Below we describe which

country we place in which of the two White immigrant categories:

Figure B.1: Homer Hoyt’s Ranking of Households Based on Race and Ethnicity

Note: This figure is from “One hundred years of land values in Chicago: The relationship of the growth of
Chicago to the rise of its land values, 1830-1933” by Homer Hoyt (1933).

Northern & Western Europe: Denmark, Finland, Iceland, Norway, Sweden, the Nether-

lands, England, Scotland, Wales, the United Kingdom, and Ireland, as well as the British

Commonwealth countries including Canada, Australia, New Zealand, Belgium, France,

Liechtenstein, Luxembourg, Monaco, Switzerland, and Italy.

Eastern&Southern Europe andOtherRegions: Albania, Portugal, Spain, Bulgaria, Hun-

gary, Yugoslavia, Central Europe, Estonia, Latvia, Austria, Germany, Poland, Romania,

Czechoslovakia, Other USSR/Russia, Turkey, Greece, Syria, Israel/Palestine, Lebanon,

China, Japan, Korea, Indonesia, Philippines, India, Asia Minor, Asia (unspecified), Africa

(unspecified), Puerto Rico, Mexico, Central America, Cuba, West Indies, South America,

Unspecified.
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Figure B.2: Brigham’s Historical Eugenic Comparisons of Immigrant Origins

Notes: Reproduced from Brigham (1923, pp. 124–125). The left panel reproduces Figure 36, which ranks
groups by country of birth and racial classification using Army test scores. The right panel contains
Brigham’s explanation of the figure, including the scales and qualifications concerning the reliability of
group differences. We reproduce these pages as evidence of the contemporary eugenic racial and ethnic
hierarchies.
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B.1 Reduced-FormModel
To study the effects of racial covenants on neighborhood demographics, we estimate the

following model, where 8 indicates a household and 9 indicates a development in 1940:

H8 9 = �0 + �1Cov-Share9(8) + �2-9 + �:(8) + &8 9 (B.1)

In this model, H is an indicator for a household’s race or ethnicity in development 9.

Cov-Share9(8) is the share of the development 9 that had racial covenants.2 -9 represents

development level quality variables including the mean log of lot size, mean build year,

the proportion with wetlands and the log of distance to each of a heavy industry zoned

area, a commercially zoned area, the nearest lake, the streetcar, and themetro area’s CBD.3

�:(8) indicates the enumeration district : fixed effects within which household 8 is located.

Given that the decision to add covenants is strategic, it is important to account for the

non-random placement of racial covenants across space. Moreover, Sood and Ehrman-

Solberg (2026) show that racial covenants were more prevalent in lower-middle and

middle-income neighborhoods, serving as a marginal dissuasive factor in areas more

likely to undergo demographic transitions in the future. Whilewe control for enumeration

district fixed effects, the placement of covenants may still be correlated with unobservable

factors even within an enumeration district. To address this concern, we construct an

instrument for the share of covenanted development.

To construct the instrument,wenote three key facts: First, there is a clear radial outward

expansion of new development away from the central business district (CBD), as shown

in Figure 1 a-c. Second, racial covenants gained popularity nationwide between 1910

and 1940, as discussed in Section 2.1. Third, 94% of the racial covenants were added by

developers on new housing and developments. Together, these imply that developments

closer to themetro area’s urbanizing frontier, or further from the CBD, weremore likely to

2As illustrated in Appendix Figure B.4, usually, developments either have no covenants—of which there
are many—or all houses within a development have covenants. However, there are a few developments
that fall within the 1% to 99% range for covenant share. This variation is why the key independent variable
is a share rather than a binary indicator.

3Racial covenant clauses may be correlated with unobserved other types of covenants or housing char-
acteristics. Thus, controlling for the lot size helps control for building quality, while controlling for the
building year controls for the development’s “newness."
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Figure B.3: Urbanization Frontier Index and Residual Patterns

Note: The left panel displays the urbanization frontier index across the ten radian sectors of 36° radiating
from the central business district (CBD), which is displayed with a red diamond. The right panel shows
the residuals from regressing the urbanization frontier index on the set of controls from Equation B.2 and
enumeration district (ED) fixed effects. To highlight the spatial variation, we provide a zoomed-in image of
an ED in Robbinsdale.

include racial covenants. Therefore, our instrument leverages the notion that developers

between 1930 and 1940 were both likely to build along the 1930 urban frontier and also

more inclined to use racial covenants.

We construct the instrument using the share of built-up area from previous periods

in neighboring developments nearer to the city center. This instrument, urbanization

frontier index denoted as 59 , captures the direction and momentum of urban expansion.

To construct the index in 1940, we first divide the city from the CBD into A radian sectors

of equal size. Within a sector A, we define 59 ≡
BuiltA,1930(I 9)
LotsA,1930(I 9) , where BuiltA,1930(I 9) is the

number of houses built by 1930, and LotsA,1930(I 9) is the total number of buildable lots by

1930 within a given buffer zone I 9 . Our preferred specification uses A = 10 and a buffer

size of I 9 = 1000 meters. Note that 59 ranges from 0 to 1. Figure B.3 (left panel) plots

the urbanization frontier index as well as the radian sectors for all developments in the

Minneapolis metro area for 1940, where the pre-period is 1930.4

The relevance condition is based on the radial outward expansion of construction seen

4The ten-year interval (1930-40) allows for sufficient time for housing construction to occur.
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in Figure 1. As racial covenants became more widespread in the first half of the 20th

century, our hypothesis posits that areas closer to this 1930 urbanized frontier were more

likely to include them. In other words, our frontier index is a predictor of new housing

construction during times when racial covenants are popular. Importantly, because we

control for build year, the instrument does not simply capture new construction; rather, it

predicts construction occurs during a decade when racial covenants were at the height of

their popularity.

The exclusion restriction requires that, conditional on enumeration district fixed effects

and development and location controls, the share of land developed by 1930 was as

good as random. In this context, both land availability as well as idiosyncratic changes

in the fortunes of developers and builders who had purchased land from farmers and

other landowners provide the underlying source of quasi-random variation.5 To see the

variation that our identification strategy is capturing, weplot the residuals from regressing

the urbanization frontier index instrument, 59 , on development and location controls as

well as enumeration district fixed effects. Figure B.3 (right panel) plots the residuals for all

developments, providing a closer viewof the variationwithin a specificED inRobbinsdale.

As can be seen from thefigure, there is randomvariation across developments, evenwithin

an ED. This variation shows that, conditional on the segment of the urban frontier, the

exact location of real-estate development was random.

The first stage is given by the following model:

Cov-Share9(8) = 
0 + 
1 59 + 
2-9 + �:(8) + �9(8). (B.2)

Observe that the instrument exploits temporal variation in the addition of covenants and

ensures that development demographic differenceswithin an enumerationdistrict operate

only through the addition of racial covenants at the frontier of the new development.

5Until the mid-1910s, theMinneapolis metro area concentrated commercial and residential development
near the CBD. However, as the milling district declined in the early 1920s, development shifted outward
(Danbom, 2003). This periodwas also difficult for U.S. farmers, who faced rising debt and falling commodity
prices following World War I, leading to financial distress and farmland sales (Irwin, 2011). Using survey
data from the 1960s and 1970s in neighboring Olmsted County, Minnesota, Pyle (1985) finds that the most
common reason for farm sales for housing development was idiosyncratic personal shocks related to health
and finances.
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B.1.1 Racial Covenants and Sorting

Table B.1: Racial Covenants and Sorting in the Housing Market

First
Stage

Non-
White

White
Northern
European
Imm.

White
Western
European
Imm.

White
Eastern &
Southern
European
Imm.

White
Other
Imm.

(1) (2) (3) (4) (5) (6)

Panel A: First Stage
Urbanization Index 0.164∗∗∗

(0.017)
Panel B: OLS
Share Covenanted −0.006∗∗∗ 0.022∗ −0.002 −0.001 −0.012∗∗

(0.001) (0.011) (0.002) (0.001) (0.005)
Panel C: IV 2SLS
Share Covenanted −0.100∗∗∗ −0.051 0.048∗∗ −0.028∗∗ −0.004

(0.034) (0.149) (0.023) (0.013) (0.083)

Location controls
ED FEs
Mean log lot size
Mean build year

Observations 164,673 164,673 164,673 164,673 164,673 164,673
Mean dependent variable 0.012 0.010 0.151 0.005 0.003 0.064
First-Stage F-Stat 89.9 89.9 89.9 89.9 89.9 89.9

Note: This table plot the first stage, OLS, and instrumental variable (IV 2SLS) parameter estimates
from Equations B.1 and B.2. Non-White refers to households identified as Black, Asian, or Native
American, regardless of their country of birth. White Northern European, Western European,
Eastern and Southern European, and Other Immigrants (Imm.) denotes households identified as
White and birthplace in these regions. Refer to Appendix B to see which countries are in each
of these four categories. Panel A reports the first-stage parameter estimate of the urbanization
frontier index (instrument) on share covenanted, where share covenanted is the fraction of lots
in a development with racial covenants. Panels B and C show the OLS and IV 2SLS parameter
estimates, respectively. Robust standard errors in parentheses. Location controls include log
slope, wetlands share, and log distances to the central business district, heavy-industry zoning,
commercial zoning, the nearest lake, and the streetcar. ED FEs are enumeration-district (ED) fixed
effects. Mean log lot size and build year control for the development-levelmeans of these variables.
* ? < 0.1, ** ? < 0.05, *** ? < 0.01.
Table B.1 reports the parameter estimates 
1 and �1 from Equations B.2 and B.1 with

Panels B and C showing OLS and instrumental variable (IV 2SLS) estimates, respectively.

The first-stage estimates in Panel A indicate that the instrument functions as intended; as
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the urbanized built-up area increases, the likelihood of adding covenants in development

9 also rises. Specifically, moving from the minimum to the maximum value of the urban-

ization index (0 to 1) is associated with a 16.4 percentage point increase in the share of the

development being covenanted. The first-stage F-Stat is 89.9.

In a fully covenanted development, an increase in Cov-Share9(8) from 0 to 1 results in

a 10 percentage point decrease in the probability of a non-White household (column 2,

Panel C).6 This finding holds true after controlling for development characteristics, such

as build year and lot size, as well as ED fixed effects that capture broader neighborhood

factors like racial and immigrant concentration, housing quality, and local amenities at

the ED level.

UsingHoyt’s categories (Hoyt, 1933), our analysis shows that fully covenanteddevelop-

ments increased the likelihood of Western European White households by 4.8 percentage

points (column 4, Panel C), indicating they were preferred residents and faced no discrim-

ination. We did not find any statistically significant effects for White households from

Northern Europe. In contrast, covenants reduced the likelihood of Eastern and Southern

European households by 2.8 percentage points (column 5, Panel C), highlighting that these

covenants were a tool for discrimination not only against racial minorities but also against

specific White ethnic groups during the early-to-mid 20th century.

The IV estimates (Panel C) are larger in absolute terms than the OLS estimates (Panel

B), which may reflect two sources of bias in the OLS estimates. First, unobserved neigh-

borhood characteristics may be positively correlated with both the adoption of covenants

and the presence of households that did not face neighborhood restrictions, biasing the

OLS coefficients toward zero. Second, endogenous residential sorting may also attenuate

the OLS estimates if households with stronger preferences for segregated neighborhoods

disproportionately select neighborhoods more likely to adopt covenants, even if those

neighborhoods ultimately did not adopt these covenants.

Robustness: The baseline results in Table B.1 use radian sectors of A = 10, I 9 = 1000

meters, and the number of houses built by 1930 as a measure of the 1940 urbanization

6Non-White households includeBlack, Asian, andNativeAmericanhouseholds, as definedby the census,
regardless of their country of birth.
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Figure B.4: Distribution of Covenant Shares across Developments

Note: This figure illustrates the distribution of covenants shares across developments, presented as counts
on the left and on a logarithmic scale on the right.

index. These findings remain robust when considering a longer time period (houses

built by 1910; Appendix Table B.2, Panel A) and a varying buffer zone that decreases

as the distance from the CBD increases (I 9 = 500 − 2000 meters; see Appendix Table

B.2, Panel B). There is also a concern that our findings might be influenced by the Home

Owners’ LoanCorporation (HOLC) redlining (Aaronson et al., 2021). However, we believe

this is unlikely because the covenants predate HOLC, and HOLC only covered parts of

Minneapolis, not the entire metro area. To ensure that HOLC redlining does not affect

our results, we control for the share of D-graded areas in developments, and the baseline

results remain unchanged (Appendix Table B.2, Panel C). Furthermore, there may be a

concern that our results are driven by the 3.89% of households we could not match to

specific developments. When we make alternative assumptions about matching these

households to different developments, the estimated results remain consistent with the

baseline findings (see Appendix Table B.2, Panel D). Finally, in the baseline analysis, we do

not control for household characteristics because they could be endogenously correlated

with racial covenants. However, controlling for the head of household’s occupation,

ownership status (owner, renter, or living in group quarters), marital status, or the number

of total and working members in the household, does not alter the baseline effects of

covenants on racial and ethnic sorting (see Appendix Table B.2, Panel E).7

7We do not control for housing prices or rents in our reduced-form specifications because these prices
are themselves influenced by racial covenants and neighborhood composition making them an endogenous
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Figure B.5: Distribution of Minority Shares across Developments

(a) Non-White (b) Non-White, logarithmic scale

(c) White-ethnic (d) White-ethnic, logarithmic scale

Note: This figure illustrates the distribution of non-White and White-ethnic household shares across de-
velopments, presented as counts on the left and on a logarithmic count scale on the right. White-ethnic
includes White Eastern and Southern European immigrants and White immigrants in the Other category.
Shares are calculated over all households within each development. Each of the 3,158 developments is
counted once, including developments with zero group share.

Figure B.4 plots the distribution of covenants shares across developments, presented as

counts on the left and on a logarithmic scale on the right. Figure B.5 plots the distribution

of non-White and White-ethnic shares across developments, presented as counts on the

left and on a logarithmic scale on the right.

control; controlling for them could introduce bias. Additionally, since census only collected income data
from a 5% sample, we use the occupation indicator as a proxy for household income andwealth. For further
details, see Appendix ??.
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Table B.2: Racial Covenants and Sorting: Robustness

Non-
White

White NE
Imm.

White WE
Imm.

White EE/SE
Imm.

White Other
Imm.

Panel A: 1910 - 1940 Timeframe

Share Covenanted -1.149*** 0.065 0.419** -0.092 -0.556
(0.353) (0.768) (0.180) (0.109) (0.507)

Observations 164,673 164,673 164,673 164,673 164,673
First-Stage F-Stat 22.73 22.73 22.73 22.73 22.73
Panel B: Instrument with Shrinking Buffer Zone

Share Covenanted -0.133*** -0.087 0.066** -0.026* -0.046
(0.041) (0.165) (0.027) (0.015) (0.093)

Observations 164,673 164,673 164,673 164,673 164,673
First-Stage F-Stat 94.44 94.44 94.44 94.44 94.44
Panel C: Baseline + Additional Control for Share with D-Grade Rating in HOLC

Share Covenanted -0.101*** -0.050 0.047** -0.028** -0.005
(0.034) (0.148) (0.023) (0.013) (0.083)

Observations 164,673 164,673 164,673 164,673 164,673
First-Stage F-Stat 90.08 90.08 90.08 90.08 90.08
Panel D: Alternative Household to Development Matching

Share Covenanted -0.099*** -0.030 0.048** -0.026** -0.003
(0.034) (0.146) (0.023) (0.013) (0.082)

Observations 164,673 164,673 164,673 164,673 164,673
First-Stage F-Stat 92.59 92.59 92.59 92.59 92.59
Panel E: Baseline + Additional Household-Level Controls

Share Covenanted -0.102*** -0.082 0.046** -0.031** -0.044
(0.036) (0.144) (0.024) (0.013) (0.083)

Observations 164,670 164,670 164,670 164,670 164,670
First-Stage F-Stat 90.64 90.64 90.64 90.64 90.64

Mean Dep. Variable 0.010 0.151 0.005 0.003 0.064
Location controls Yes Yes Yes Yes Yes
ED FEs Yes Yes Yes Yes Yes

Note: This table plots the instrumental variable (IV 2SLS) parameter estimates from Equation B.1.
Non-White includes households identified as Black, Asian, or Native American, regardless of birth
country. White Northern European (NE), Western European (WE), Eastern and Southern European
(EE/SE), andOther Immigrants (Imm.) refer toWhite households from these regions (see Appendix
B for details). Robust standard errors in parentheses. All panels control for location variables such as
log slope, and logdistances to the central businessdistrict (CBD), heavy-industry zoning, commercial
zoning, the nearest lake, and the streetcar. Additionally, they control for development-level mean
log lot size and mean build year. ED FEs are enumeration-district (ED) fixed effects. Panel A
employs a longer pre-period (1910-1940) for the urban frontier instrument. Panel B constructs the
instrument with a shrinking buffer zone based on distance to the CBD (from 2000 to 500 meters).
Panel C adds a control for the share of development with D-grade rating in HOLC redlining.
Panel D uses an alternative household-to-development matching for 3.89% of households. Panel E
adds household controls of ownership tenure, occupation indicator, marital status, and number of
household members and working members to the baseline specification. ∗ < 0.1, ∗∗ < 0.05, ∗∗∗ < 0.01.
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C. Model Details

C.1 Choice Sets under Common and Match-Specific Admission Draws
This appendix shows that the nested choice sets of Section 3.1.2 are a special case of a

general admission rule. It then extends the model to admission draws that vary across

neighborhoods and shows how to compute match probabilities in that case.

C.1.1 A General Admission Rule

For a household of group :, define the admission index of neighborhood 9 as 0:
9
≡ 
:- B

9

and its demand index as E 9(:) ≡ exp
(
� 9 + Δ�:-3

9

)
. Suppose that neighborhood 9 admits

household 8 if and only if

0
:(8)
9
≥ �8 9 ,

where the vector of draws (8 = (�81, . . . , �8�) has joint distribution �(. Themodel of Section

3.1.2 is the special case in which the draw is common across neighborhoods, �8 9 = �8 for

all 9. Each realization ( generates a choice set

O((; :) ≡ { 9 ∈ J : 0:9 ≥ � 9}.

For any choice set O ⊆ J , let

! 9(O; :) ≡
E 9(:)1{ 9 ∈ O}
1 +∑

ℓ∈O Eℓ (:)
, !0(O; :) ≡ 1

1 +∑
ℓ∈O Eℓ (:)

denote the logit probabilities of choosing neighborhood 9 and the outside option when

the choice set is fixed at O. These are the conditional choice probabilities in (2). Thematch

probability integrates over the admission draws:

P(H8 9 = 1 | :) =
∫

! 9
(
O((; :); :

)
3�((() =

∑
O⊆J

@O(:) ! 9(O; :), (C.1)

where @O(:) ≡ P
(
O((8 ; :) = O

)
is the probability that the choice set is exactly O. The

second equality holds because the sets {( : O((; :) = O} partition the support of (, and

the integrand equals ! 9(O; :) on each of them. The outside-option probability replaces ! 9
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with !0. Expression (C.1) is the match probability (5): households draw a latent choice

set, then choose by logit within it.

C.1.2 Common Draw: Nested Choice Sets

Proposition 1 (Common admission draw). Suppose �8 9 = �8 ∼ N(0, 1) for all 9. Order

neighborhoods so that 0:(1) ≥ · · · ≥ 0:(�), and let O= ≡ {(1), . . . , (=)} for = = 0, . . . , �. Then

@O(:) > 0 only for the � + 1 nested sets O= , with

@O= (:) = Φ
(
0:(=)

)
−Φ

(
0:(=+1)

)
, Φ

(
0:(0)

)
≡ 1, Φ

(
0:(�+1)

)
≡ 0,

and the match probability is

P(H8 9 = 1 | :) =
�∑

==0

[
Φ

(
0:(=)

)
−Φ

(
0:(=+1)

) ]
! 9

(
O= ; :

)
. (C.2)

Proof. A household with draw � is admitted to neighborhood (=) if and only if � ≤
0:(=). Because the indices are ordered, a household admitted to (=) is admitted to every

neighborhoodwith a higher index. A draw in the interval
(
0:(=+1), 0

:
(=)

]
therefore generates

exactly the choice set O= , and this interval has probability Φ(0:(=)) −Φ(0
:
(=+1)). These � + 1

intervals partition the real line, so every other subset has probability zero. Substituting

into (C.1) gives (C.2). �

Let rank:(9) denote the position of neighborhood 9 in this ordering. Because ! 9(O= ; :) = 0

for = < rank:(9), the sum in (C.2) runs over the sets that contain 9. Sorting the neighbor-

hoods once per group and accumulating
∑
ℓ≤= E(ℓ )(:) evaluates all match probabilities in

$(� log �) operations. The empty set, = = 0, has probability 1 − Φ(0:(1)). Households who

draw it are admitted nowhere and choose the outside option.

C.1.3 Extension: Match-Specific Draws

Acommondraw restricts choice sets to be nested. Ahousehold admitted to a hard-to-enter

neighborhood is admitted to every neighborhood that is easier to enter. Match-specific

draws relax this restriction. They allow, for example, a developer-specific component of

screening that a common household draw cannot capture.
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Proposition 2 (Match-specific admission draws). Suppose (8 has joint distribution �(. Then

every subset O ⊆ J can have positive probability, with

@O(:) =
∫
'O(:)

3�(((), 'O(:) ≡
{
( : � 9 ≤ 0:9 for 9 ∈ O , � 9 > 0:9 for 9 ∉ O

}
,

and the match probability is (C.1), a mixture over all 2� choice sets. If the draws are independent,

�8 9
iid∼ N(0, 1), then

@O(:) =
∏
9∈O

Φ
(
0:9

) ∏
9∉O

[
1 −Φ

(
0:9

) ]
.

Proof. The regions 'O(:) are exactly the sets of draws that generate choice set O, and they

partition the support of (. The first expression follows from (C.1). Under independence,

each neighborhood admits the household with probability Φ(0:
9
), independently of the

others, which gives the product form. �

With � in the thousands, summing over 2� choice sets is infeasible. Under independent

draws, the match probability reduces to a one-dimensional integral. Write ? 9 ≡ Φ(0:9 ) and
use the identity 1/� =

∫ ∞
0 4−B� 3B for � > 0. Taking expectations over the independent

admission indicators,

P(H8 9 = 1 | :) =
∫ ∞

0
4−B E 9(:) ? 9 4−B E 9(:)

∏
ℓ≠9

[
1 − ?ℓ + ?ℓ 4−B Eℓ (:)

]
3B,

P(H80 = 1 | :) =
∫ ∞

0
4−B

∏
ℓ∈J

[
1 − ?ℓ + ?ℓ 4−B Eℓ (:)

]
3B.

Each integral is one-dimensional and smooth, so standard quadrature evaluates it with

$(�) operations per node. The likelihood and the contraction for � 9 then carry over

unchanged, with these probabilities in place of (C.2). Correlated draws, for instance

a household component plus a match-specific component, nest both cases. They can

be handled by simulating the household component and applying the integral above

conditional on it.
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C.2 Ignoring Access Restrictions: Proofs and Covariance Representa-

tions
This appendix proves Theorem 1 and Corollary 1, and states two related representations.

As in the toy model of Section 3, utility is *8 9 = �0-9 + &8 9 , choice sets O8 are nonempty

and drawn independently of the taste shocks, the outside option is suppressed, and -9
is not constant on J . For any �, define the full-set logit weights and the corresponding

moments

F 9(�) ≡
4�-9∑
ℓ∈J 4

�-ℓ
, EF(�)[69] ≡

∑
9∈J

F 9(�) 69 , VarF(�)(-9) ≡ EF(�)[-2
9 ]−

(
EF(�)[-9]

)2
,

so that <J (�) = EF(�)[-9]. Let � 9 ≡ E8
[
4�0-91{ 9 ∈ O8}/

∑
ℓ∈O8 4

�0-ℓ
]
be the true probability

that a household chooses 9. Then
∑
9 � 9-9 = E8

[
<O8 (�0)

]
.

Proof of Theorem 1. The population objective of the misspecified logit is

&(�) =
∑
9∈J

� 9 logF 9(�).

Differentiating,

&′(�) =
∑
9∈J

� 9-9−<J (�) = E8
[
<O8 (�0)

]
−<J (�), &′′(�) = −

3 <J (�)
3�

= −VarF(�)(-9) < 0.

The objective is strictly concave, so the pseudo-true coefficient �̃, whenever it is finite, is

the unique solution of <J (�̃) = E8[<O8 (�0)]. A finite solution exists whenever E8[<O8 (�0)]
lies strictly between min9 -9 and max9 -9 , because <J (�) is continuous and approaches

these bounds as �→ −∞ and �→∞. Subtracting <J (�0) from both sides,

<J (�̃) − <J (�0) = Γ.

By the mean value theorem, the left-hand side equals VarF(�∗)(-9) (�̃ − �0) for some �∗

between �̃ and �0. Dividing by the variance, which is strictly positive, gives the expression

A28



for �̃ − �0 and the sign result. �

Proof of Corollary 1. Say that restrictions remove high--9 neighborhoods if every choice set

has the form O8 = { 9 ∈ J : -9 ≤ 28}, with O8 ≠ J with positive probability. For any such

set O ≠ J , let �O ≡
∑
9∈O F 9(�0) ∈ (0, 1). Then

<J (�0) = �O <O(�0) + (1 − �O)<J\O(�0).

Every neighborhood outside O has a value of -9 above every neighborhood inside it, so

<J\O(�0) > <O(�0) and hence <O(�0) < <J (�0). For O = J , the two are equal. Taking

expectations over choice sets gives Γ < 0, and Theorem 1 implies �̃ < �0. If restrictions

instead remove low--9 neighborhoods, O8 = { 9 : -9 ≥ 28}, the same argument gives Γ > 0

and �̃ > �0. �

The corollary requires only that the excluded neighborhoods have higher (lower) values

of -9 than the accessible ones. It does not require that households agree on the cutoff.

The down-payment example in Section 3 satisfies this condition, with household-specific

cutoffs 28 .

Remark 1 (Common choice set: covariance representation). Suppose every household faces

the same choice set, O8 = � ( J , and let A 9 ≡ 1{ 9 ∈ �}. Then<�(�0) = EF(�0)[-9A 9]/EF(�0)[A 9],
so the selection gap and the bias are

Γ =
CovF(�0)(-9 , A9)
EF(�0)[A 9]

, �̃ − �0 =
CovF(�0)(-9 , A9)

EF(�0)[A 9] VarF(�∗)(-9)
.

The sign of the bias is the sign of the logit-weighted covariance between the characteristic and access.

The weights emphasize the neighborhoods that matter most in the unrestricted market.

Proposition 3 (Multivariate representation). Suppose utility is*8 9 = -
′
9
�0+&8 9 with-9 ∈ R ,

and define<S(�) as the vector of logit-weightedmeans of-9 overS. Let Γ ≡ E8[<O8 (�0)]−<J (�0)
and

Σ(�) ≡
∑
9∈J

F 9(�)
(
-9 − <J (�)

) (
-9 − <J (�)

)′
.
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If Σ̄ ≡
∫ 1

0 Σ
(
�0 + C(�̃ − �0)

)
3C is nonsingular, then

�̃ − �0 = Σ̄
−1 Γ.

With a common choice set �, Γ = CovF(�0)(-9 , A9)/EF(�0)[A 9].

Proof. The gradient of the population objective is ∇&(�) = E8[<O8 (�0)] − <J (�), and its

Hessian is −Σ(�). At the pseudo-true coefficient, ∇&(�̃) = 0. The integral form of the

mean value theorem gives 0 = ∇&(�0) − Σ̄ (�̃ − �0), and ∇&(�0) = Γ. Rearranging yields

the result. �

With several characteristics, the sign of a given component of �̃ − �0 need not equal the

sign of the corresponding component of Γ, because Σ̄−1 mixes regressors.

Remark 2 (Selection on unobservables). The results above concern observed characteristics. A

direct analogue of selection on unobservables in Dubé et al. (2021) arises if the admission rule is

enriched to 
:(8)- B
9
+ $ 9 ≥ �8 , where $ 9 is an unobserved access shifter. Then Cov($ 9 , �9) ≠ 0

means that access is selected on unobserved demand.

C.3 Monte Carlo Illustration
Figure C.1 illustrates Theorem 1 and Corollary 1. There are � = 200 neighborhoods with

-9 ∼ N(0, 1), drawn once and held fixed, and # = 50,000 households with �0 = 1. A share

� of neighborhoods is removed from every household’s choice set. In the left panel, the

removed neighborhoods are those with the highest -9 . In the right panel, they are those

with the lowest -9 . Households choose by logit within the accessible set, and we vary

� from 0 to 0.8 with 100 replications each. For each �, we estimate a correctly specified

logit on the accessible set and a misspecified logit on the full set. The solid line is the

pseudo-true coefficient from Theorem 1, computed without simulation.

The correctly specified estimator recovers �0 at every �. The misspecified estimator

tracks the pseudo-true coefficient. When restrictions remove high--9 neighborhoods, the

estimated taste falls below �0 and becomes negative once about a quarter of neighborhoods

is removed. When restrictions remove low--9 neighborhoods, the estimated taste rises

above �0.
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Figure C.1: Monte Carlo: Estimated Taste When Choice Sets Are Ignored

Note: The horizontal axis is the share of neighborhoods removed from every household’s choice set. Dots
and bands show the mean and 95% band of the misspecified estimates across 100 replications. Diamonds
show the correctly specified estimates. The solid line is the pseudo-true coefficient and the dashed line is
the true coefficient, �0 = 1.
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D. Identification and Estimation Details

D.1 Excluded Shifter: Developer Leniency
We construct developer leniency in three steps. First, for each development, we compute

the minority household share across the developer’s other developments. This leave-one-

out share excludes the development itself. Second, we require at least five households in

those other developments. Third, we code leniency as one if this share is above its median

across locations with an observed share, and zero otherwise.

Leniency is missing in three cases: the developer is unknown, the developer built a

single development, or the other developments hold fewer than five households. In these

cases, we set leniency to zero and include a separate missing indicator in the admission

rule.

TableD.1 reports balance tests. We regress each characteristic on logprice, the covenant

share, and log development size, and report household-weighted mean residuals. The

left panel compares developments whose developer is above the median with those at or

below it. The right panel compares developers with a single development with those with

several. Of the 24 differences, none is significant at the 5% level. Three are significant at

the 10% level: the 1910 immigrant share and the distance to the nearest lake in the left

panel, and the 1910 Black share in the right panel.

D.2 Identification Intuition
This appendix shows how the excluded shifter separates admission from preferences. The

argument uses derivatives of the log match probability.

Removing the mean utility. Consider a minority group :. Non-minority households are

admitted everywhere, so their match probability is the standard logit,

logP
(
H8 9 = 1 | =<

)
= � 9 − log

(
1 +

∑
ℓ∈J

4�ℓ
)
.
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Table D.1: Developer Balance Tests

Propensity to admit
Single- versus multiple-
addition developers

Characteristic

At or
below
median

Above
median C-stat.

Single
addition

Multiple
additions C-stat.

1910 ED Black household
share residual (pp)

−0.15 0.13 0.87 −0.18 0.07 1.95*

1910 ED immigrant household
share residual (pp)

−2.1 1.8 1.66* −0.5 0.2 0.42

1910 ED occupational score residual 0.12 −0.10 −0.53 −0.19 0.08 0.94
1910 ED homeownership
share residual (pp)

0.1 −0.1 −0.07 0.1 0.0 −0.04

Lot size residual (sq ft) −2,692 2,296 1.31 −2,699 1,096 1.48
East–west location residual
(km; positive = east)

−0.11 0.09 0.58 −0.18 0.07 1.11

North–south location residual
(km; positive = north)

−0.27 0.23 1.35 0.17 −0.07 −0.78

Plat year residual (years) 0 0 0.39 0 0 −0.41
Build year residual (years) 0 0 0.37 1 0 −1.18
Share platted after 1910 residual (pp) 0.2 −0.2 −0.11 0.9 −0.4 −0.50
Distance to lake residual (km) −0.12 0.10 1.69* −0.04 0.02 0.65
Distance to streetcar residual (km) 0.00 0.00 0.09 −0.01 0.01 0.64

Addition–EDs 811 865 – 969 1,676 –
Distinct additions 607 607 – 793 1,214 –

Notes: Entries are household-weighted mean residuals after controlling for log price, covenant
share, and log development size. In the left panel, the C-statistic tests above-median minus at-
or-below-median developers. In the right panel, it tests multiple-development minus single-
developmentdevelopers. Testsusehousehold-count analyticweights and standarderrors clustered
by developer. Population-share residuals are in percentage points. Year residuals are deviations
in years. ∗? < 0.10, ∗∗? < 0.05, ∗∗∗? < 0.01.
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For group :, Equation (6) gives

logP
(
H8 9 = 1 | :

)
= � 9 + Δ�:-3

9 + log�:
9 , �:

9 ≡
∑

=≥rank:(9)

Φ
(
0:(=)

)
−Φ

(
0:(=+1)

)
1 +∑

ℓ≤= E(ℓ )(:)
.

Define the log ratio of the two match probabilities, A:
9
≡ logP(H8 9 = 1 | :) − logP(H8 9 = 1 |

=<). Then
A:9 = Δ�

:-3
9 + log�:

9 + 2,

where 2 does not vary across neighborhoods. The mean utility � 9 cancels, and so does the

demand shock �9 . Any characteristic that all groups value equally drops out, including a

common valuation of leniency or covenants.

A single admission index. The term �:
9
depends on neighborhood 9 in two ways. It

depends on the admission index 0:
9
through the choice-set probabilities. It also depends on

the demand index E 9(:) through the denominators. Hold the other neighborhoods fixed,

and consider changes in 9’s covariates that leave the ordering unchanged. Summation by

parts gives

�:
9 =

Φ
(
0:
9

)
1 + (:A

+
∑
=>A

Φ
(
0:(=)

) [ 1
1 + (:=

− 1
1 + (:

=−1

]
, (:= ≡

∑
ℓ≤=

E(ℓ )(:),

with A = rank:(9). Suppose that E 9(:) is small relative to 1 + (:= for every set that contains

9. This holds when each neighborhood is a small part of every choice set that contains

it. The denominators then do not depend on 9’s covariates. �:
9
then depends on these

covariates only through 0:
9
. We can write

A:9 ≈ Δ�:-3
9︸ ︷︷ ︸

preferences

+ !:
9

(
0:9

)︸ ︷︷ ︸
choice sets

+2, !:
9 (0) ≡ log

(
Φ(0)

1 + (:A
+ �:9

)
,

where �:
9
collects the second sum above.

Derivatives. To fix ideas, let F 9 be the excluded shifter and ? 9 the log price. The shifter

enters the admission index but not Δ�:-3
9
. The price enters both. The relevant terms are
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0:
9
= 
FF 9 + 
?? 9 + · · · and Δ�:-3

9
= Δ�?? 9 + · · · , where we drop the superscript : on the

coefficients. Differentiating A:
9
gives

%A:
9

%F 9
= !′
F ,

%2A:
9

%F2
9

= !′′
2
F ,

%A:
9

%? 9
= Δ�? + !′
? ,

%2A:
9

%? 9 %F 9
= !′′
?
F .

The ratio of the two second derivatives gives the relative weight of price in the admission

index:

?


F
=
%2A:

9
/%? 9 %F 9

%2A:
9
/%F2

9

.

Subtracting the admission response from the price response gives the preference for price:

Δ�? =
%A:

9

%? 9
−

?


F

%A:
9

%F 9
.

The second step then recovers �=<? , so �:? = �=<? + Δ�? .
What each assumption does. The argument uses five assumptions.

1. The common draw �8 makes admission a function of a single index, !:
9
(0:
9
).

2. The index has no interaction between ? 9 and F 9 . The ratio 
?/
F is then a constant

that does not depend on !:
9
.

3. The function !:
9
is nonlinear, !′′ ≠ 0. Otherwise, both second derivatives are zero

and the ratio is not defined.

4. The shifter F 9 does not enter Δ�:-3
9
. Otherwise, %A:

9
/%F 9 = Δ�F + !′
F , and the

last step recovers Δ�? − (
?/
F)Δ�F instead of Δ�? .

5. The shifter varies enough to compute both derivatives in F 9 .

The argument does not use the shape of !:
9
. It also does not require utility to be linear in

? 9 .

Limitations. The argument is local. It holds the rest of the market fixed and uses a

small-neighborhood approximation. In the data, we compare different neighborhoods,
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and !:
9
differs across them through (:A and �:9 . The maximum likelihood estimator uses

the full structure of (6) rather than these derivatives. In addition, developer leniency is

binary in our baseline specification. The derivatives in F 9 then become a comparison

of neighborhoods with and without a lenient developer at the same price. This discrete

comparison relies more on the functional form of !:
9
.

Match-specificdraws. The same argument applieswith independent draws�8 9 (Appendix

C.1). When E 9(:) is small, the integral in Proposition 2 gives P(H8 9 = 1 | :) ≈ E 9(:)Φ(0:9 )� : ,

where � : does not depend on 9’s covariates. Then !:
9
(0) = logΦ(0), which is the same for

every neighborhood and strictly concave.

Without the excluded shifter. Without an excluded shifter, the logit and normal func-

tional forms still identify the parameters. A model with full admission and logit errors

satisfies the independence of irrelevant alternatives. Departures from it in the data then

reveal the formation of choice sets, as in Abaluck and Adams-Prassl (2021). Identification

then rests entirely on these functional forms. The excluded shifter reduces this reliance.

D.3 Instruments
Table D.2 presents the first-stage regressions for the second step of the estimation. Each

endogenous variable is regressed on both instruments.

D.3.1 Shift-Share Instrument Construction

To address the potential endogeneity in minority household location decisions, we con-

struct a shift-share instrument similar to Card (2001) and Tabellini (2020). The instrument

combines three key components: growth rates from non-Minnesota metropolitan areas,

historical migrant settlement patterns across enumeration districts (EDs), and immigra-

tion quotas from the US Immigration Act of 1924. We use the 1930 and 1940 IPUMS

censuses to construct the instrument. We first apportion 1930 household counts to 1940

ED boundaries using land-area overlap weights. We then calculate the predicted 1940

number of households for each ED, 4, using the average growth rate of non-Minnesota

metropolitan areas between 1930 and 1940:

�̂4 ,1940 = �4 ,1930(1 + 61930−1940) (D.1)
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Table D.2: First Stage for the Second Step of Estimation

(A) Log rent (B) Non-minority share

Terrain slope 0.070∗∗ (0.033) 0.119∗∗∗ (0.036)
Shift–share 0.172∗∗∗ (0.038) −0.124∗∗∗ (0.030)

Cragg–Donald � 43.71

Kleibergen–Paap � 5.94

Lewis–Mertens 19.40

critical value (� = 0.10, 
 = 0.05) 45.38

Coarse ED fixed effects

Location controls

Locations 3,937

Notes: This table shows the first-stage regressions for the instruments used in the second step of
the two-sidedmatchingmodel’s estimation. Observations are locations, weighted by their number
of households. Standard errors in parentheses. All specifications include coarse ED fixed effects
and controls for log distances to the central business district, streetcar, heavy industry, commercial
areas, and the nearest lake, mean log lot size per household, and log development size. The Lewis–
Mertens critical value corresponds to a 10% worst-case bias threshold at the 5% level. Significance
levels: *? < 0.10, **? < 0.05, ***? < 0.01.
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where �4 ,1930 is the apportioned 1930 household count and 61930−1940 represents the aver-

age growth rate across non-Minnesota metropolitan areas.

For each sending international region A ∈ ', immigrant group : ∈  , and ED 4, we

calculate historical settlement patterns using 1930 data:

$4A: =
"4A:,1930∑

9∈�
∑
ℓ∈ " 9Aℓ ,1930

(D.2)

where"4A:,1930 represents the apportionednumber of householdswith awhite immigrant

head from region A in group : in ED 4 in 1930, and � denotes the set of 1940 EDs covered

by the crosswalk. The denominator pools immigrant groups within each sending region.

We then predict the number of new immigrant households in each ED by combining

these settlement patterns with immigration quotas:

"̂4:,1940 =
∑
A

$4A: · &A · 9 (D.3)

where &A represents the annual quota for region A under the US Immigration Act of 1924,

multiplied by 9 to cover each year of the 1930–1938 period. We carry out this calculation

separately for white minority immigrants and other white immigrants. We then construct

the ED-level instrument as:

/4:,1940 =
"4:,1930 + "̂4:,1940

�̂4 ,1940
(D.4)

where "4:,1930 represents the existing immigrant household stock in ED 4 in 1930 for

group :. The instrument for all white immigrants is the sum of the instruments for the

two groups.

For development-level analysis, we merge this ED-level instrument to development–

ED observations within ED 4:

/04:,1940 = /4:,1940. (D.5)

The instrument is constant across developments within an ED. This instrument satisfies

the exclusion restriction insofar as national immigration quotaswere set without reference
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to local neighborhood ormetro area economic and social conditions, and pre-period settle-

ment patterns from1930 are uncorrelatedwith subsequent unobserveddevelopment-level

changes once development and location characteristics are controlled for.
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E. Additional Results
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F. Additional Figures

Figure F.1: Examples of Racial Covenants

Note: This figure provides three examples of racial covenants in sales deeds inHennepinCounty,Minnesota.
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Figure F.2: Newspaper Advertisement of Racial Covenants in a New Development

Note: This figure provides an example of newspaper advertisement of racial covenants in the ’Walton Hills’
development, Minneapolis Morning Tribune, January 12, 1919.
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Figure F.3: Example Page from the 1940 Minneapolis City Atlas

Note: This figure provides an example page from the 1940 Minneapolis City Atlas, showing to-scale real
estate development boundaries and development names.
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Figure F.4: Example Development Plat Map

Note: This figure reproduces the plat map for Auditor’s Subdivision No. 277 in the Minneapolis metro area. Development plat maps record
subdivision boundaries and lots, the subdivision year, and the developer or development firm. We digitize these records to construct
subdivision years and link developers across developments.
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