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Abstract

This paper proposes a tractable model of “complexity aversion.” The key ingredient is

first-order complexity aversion: when people know they are making a mistake because

the situation is complex, they experience dread—a utility loss proportional to the ex-

pected size of the error in their action. This adds a new complexity-aversion term

to the traditional utility function, governed by a single parameter that appears to be

portable across contexts. This simple enrichment has a range of implications, which I

illustrate: (i) Whereas the traditional model predicts that contracts should be indexed

to aggregate factors (e.g., inflation), with sufficient complexity aversion contracts be-

come non-indexed. (ii) If complexity aversion is high enough, the price of a good will

be constant over time—even when marginal cost varies—to avoid burdening consumers

with a complex pricing system. (iii) Traditional economics often recommends tax sys-

tems far more complex than what we observe. With complexity aversion, the optimal

tax system is simpler—e.g. has uniform taxes or a few tax brackets. (iv) Complexity

leads to no, or very delayed, decisions, and choice overload. Models based only on in-

formation costs yield a muted but nonzero response to incentives; in contrast, when it

is large enough, first-order complexity aversion generates no response at all, “full sim-

plicity”. Finally, I discuss how this model of complexity aversion can underpin a useful

“behavioral mechanism design,” leading to more realistic—and simpler—mechanisms.
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1 Introduction

I propose a tractable notion of “complexity aversion” and explore its implications for “sim-

ple mechanisms” in several settings: simple (non-indexed) contracts, simple price systems,

simple taxes.1

Actual economic systems are typically much “simpler” than a frictionless rational model

would predict. For instance, basic economic theory suggests that most contracts should

be indexed to aggregate risks—such as inflation, GDP, or the stock market—because this

reduces the risk faced by consumers. But that is typically not the case in practice. Intuitively,

this is because doing so would be “too complicated.” The model formalizes this and, sensibly,

implies that contracts will generally not be indexed unless the risk-reduction effects are large

enough.

Likewise, prices for Whole Foods delivery are the same across hours and days of the week,

even though they “should” vary in a frictionless world, as the marginal cost of deliveries

changes over the day.2 A barber typically charges prices that do not depend on the time of

day, even though the 5pm slot is much more popular than the 2pm slot, so (generically, at

least) their prices should differ.

The core contribution is a broadly applicable model of “complexity aversion.” I attend

to the psychology while ensuring the model is sufficiently general to be portable across

contexts. I also show that other devices, such as information costs, or smooth ambiguity

aversion, cannot generate “full simplicity”: for example, they predict some indexation rather

than none.

Two key properties of “first-order complexity aversion” yield full simplicity. The

model is essentially a half-equation: a complexity aversion cost which is subtracted from the

traditional utility function:

CCA = ξ
∑
i

∣∣arxi∣∣σxi (1−mi) (1)

Let me explain its main features. An agent has a problem which rationally would be

maxa u(a, x), where x is a vector of disturbances with mean 0. I call arxi the rational slope:

a fully rational agent would react to xi by an amount arxixi, to the leading order for a small

xi. As σxi is the typical size (standard deviation) of xi,
∣∣arxi∣∣σxi gives the typical size of the

1A companion paper explores the complexity cost of inflation and the business cycle, and the resulting
optimal monetary policy.

2In the spring 2024, this was $9.99 for 2-hour slots, e.g. 6-8am, 8-10am, etc. There are also 1-hour slots
(6-7am, 7-8am etc.), that all cost $14.99.
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impact of xi on the action—it is the importance of xi for a rational agent.

However, the agent does not fully understand xi, or how to react to it. I call (and

microfound) mi ∈ [0, 1] the degree of understanding or attention to xi. Here mi = 1 means

that the agent fully understands xi, and reacts to it rationally; conversely mi = 0 means

the agent does not understand xi, and xi is entirely not paid attention to. Hence, ei :=∣∣arxi∣∣σxi (1−mi) is the typical size of the mistake, in action space.

The complexity aversion cost (1) is first order in the size of the mistake ei—rather than

second order, as the traditional utility consequences are. This “first-order complexity aver-

sion” has a worthy psychological motivation: it is a close cousin, or perhaps indeed an

offspring, of the “first-order risk aversion” found necessary to explain the behavior under

risk (Kahneman and Tversky, 1979; Rabin, 2000). It is Kahneman and Tversky (1979)’s

first-order risk aversion, but for the risks of making a mistake “in the inner world” of the

agent, rather than (as Kahneman and Tversky) for the risks in the outside world.

The agent experiences a complexity “dread”, the sense that she is making a mistake,

which directly lowers her utility (above the traditional cost from lowering one’s utility because

of a mistake). Unlike, say, cognition or information costs, this “dread” cost is paid even when

attention is 0 (whereas with zero attention, no cognition cost is paid). Hence, even for a

very behavioral consumer who pays zero thinking costs, lower complexity (and the scope

for mistake) will be useful to lower her dread. So cognitive costs and complexity dread

are distinct: cognitive costs generate mistakes, which in turn generate complexity aversion.

Paying higher mental effort (increasing mi) decreases the CA cost, but increases cognition

costs.

This first-order complexity aversion has sharp consequences, forcing simplicity in eco-

nomic outcomes. Pure information economics would not lead to full simplicity, because it

would lead to a second-order penalty for small mistakes (proportional to e2i ). To clarify the

discussion, I submit criteria that, I think, a complexity aversion cost should satisfy. I find

that all the formulations satisfying them are (1), or a very minor variant of it, replacing

1 −mi by a general function h(mi), which basically would not change the core economics,

and would be less tractable. So not only does (1) have good psychological motivation, it also

satisfies a few criteria that I think are reasonable.

The main virtue of (1) is not only its psychological motivation, its general applicability,

and its good properties with respect to those criteria: it is also its ability to tractably

generate simple economic outcomes. I turn to those.
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Complexity aversion, when high enough, leads to very simple optimal mecha-

nisms

Contracts are not indexed. I start with non-indexed contracts. Indexing reduces risk, but

also (if the index pays off at some point in the future) creates extra complexity, as a consumer

should keep track of the value of the index. Hence, if complexity aversion is high enough, no

indexation is better. To illustrate this, I take the simplest contract — the choice of buying

a hedge, or not. This is just a solo decision problem (against nature), and this way I eschew

all complications of strategic interactions.

Price schemes are more rigid. When complexity is high enough, the price of a good (e.g.

Whole Foods deliveries) will be constant across time-periods, even though the marginal cost

might be variable. Intuitively, this is to avoid annoying the consumer with a very complex

price system.

A price system is optimally simpler when complexity aversion is higher, when the com-

plexity of thinking about the price is higher, when the marginal cost is less variable, and

when the price elasticity is lower (which often means that competition is lower). So Whole

Foods deliveries will have a constant price (low elasticity of demand), while the price of

strawberries will be more variable (as the marginal cost is more variable, and the price elas-

ticity is higher). This result of a fully simple price system may seem intuitive, but it does

require some care in the modeling of complexity aversion.

Optimal tax systems are much “simpler” than in the traditional model, e.g. with one

or a few tax brackets, rather than a different tax for each good and state of the world. I

revisit the (Ramsey) theory of optimal goods taxation, with now complexity-averse agents.

In the traditional Ramsey model, the optimal tax on each good is (generically) different for

each good (as it is inversely proportional to the elasticity of demand for the good). This is

ridiculously complex—with ten thousand different goods, rational theory wants ten thousand

different tax rates. This is probably one of the reasons why those strict recommendations

of optimal taxation theory are scarcely followed in practice. With complexity-averse agents,

things are much more sensible. Indeed, if complexity aversion is high enough, the optimal

tax system is “simple”, e.g. just features a uniform tax rate, and with milder complexity

aversion, we sensibly obtain say a few tax brackets.3

Complexity aversion creates “aversion to deciding” and “choice overload”. If an “active

decision” (e.g., rebalance one’s portfolio) entails complexity aversion, while a “passive course”

3Generating simple taxes is non-trivial. One of our original hopes, when working on Farhi and Gabaix
(2020), was that optimal taxes with behavioral agents would be simple—but, to our disappointment, they
were not: optimal taxes in the Ramsey problem were changed by limited attention, but were not simple, e.g.
uniform. The new ingredient of first-order complexity aversion is what allows the present paper to obtain
simple taxes.
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(e.g. do nothing) does not, then when complexity aversion is high enough, and the decision is

hard enough, people will stay passive.4 Likewise, under conditions detailed below, the model

delivers “choice overload”: faced with many confusing options, people will often choose the

simple option.

The advantage of a unified framework. I found it useful to have several applications, for

two reasons. First, to verify that the theory is expressive enough, and simple enough, that

it can be used in a number of situations. Second, for a given situation, there could be a

number of explanations: for instance, the rigidity of prices might come from fairness (Eyster

et al., 2020). But fairness, presumably, cannot explain why consumers do not wish to index

contracts. Likewise, the lack of indexation might be due to the fact that the bank, say, knows

more than the consumer (Spier (1992), Hartman-Glaser and Hébert (2020)), but that does

not explain why Whole Foods would have uniform delivery prices across time windows. So

it is useful to show how complexity sheds light on outcomes across a domain of situations.

I view these results as potentially useful since they give the hope that one can explain

existing institutions (and their degree of “simplicity”). The underlying model yields a prin-

cipled way to do “behavioral mechanism design”, i.e. design optimal institutions (e.g. price

or tax systems) that aim both at high allocative efficiency and not too high complexity. This

will augment the power of mechanism design, which is often hampered by the fact that it

generates too complex recommendations to be used in practice.

Related literature There is relatively little work on explaining why contracts are simple.

One is Tirole (2009), which offers a cognitive interpretation of the incomplete contracts with

renegotiation à la Hart (1995), but not why simple, static contracts are “simple”. Another

literature, on the lack of indexation, grounds it on asymmetric information: the person

who proposes to index the contract may have more information than the one who has to

accept or reject the indexation (Spier (1992), Hartman-Glaser and Hébert (2020)).5 The

present mechanism is very different, and centered on complexity, rather than asymmetric

information: the model presented here predicts that even without asymmetric information,

there will still be a lack of indexation. Carroll (2015) proposes conditions under which

optimal contracts are linear, using robustness under the worst-case behavior, which is a form

of infinite risk aversion. In contrast, this paper uses “smoother” preferences, and emphasizes

4Years ago, I described this to Robert Lucas. He told me that indeed he never rebalanced his retirement
portfolio, and just let it drift. In his worldly life, the great theorist of rational behavior acted like the simple
complexity averse agent modeled here.

5Those asymmetric information theories predict “stickiness of institutions” rather than simplicity per
se. For instance, if the social norm was, for some reason, to index contracts by 2/3 of inflation, then any
deviation from that would be “suspicious”: that arrangement would be hard to get away from, and society
would be stuck with indexing at 2/3 of inflation.
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complexity aversion.

On the theoretical side, this work relates to a number of attacks on complexity. Some

are conceptually interesting, but sadly not very tractable, e.g. using discrete automata

(Rubinstein, 1998), or sequences of discrete decisions (Gabaix et al., 2006). This paper

is closer to the literature on limited attention, and crucially it adds a new, “complexity

aversion” cost to the psychological description of the economic agent. I draw on earlier

work (Gabaix, 2014), whose emphasis on “sparsity” I share — but the technology in that

paper does not generally generate simple contracts. This sort of model is meant to be a

reasonable compromise between naive bounded rationality and fully Bayesian information

processing. Other models of attention or skewed perception of the world include Bordalo

et al. (2027), Gagnon-Bartsch et al. (2026), Schwartzstein and Sunderam (2021). At the

opposite end, a fully Bayesian processing approach is developed in a series of papers by Sims

(2003), Matějka and McKay (2015), Caplin et al. (2020), Khaw et al. (2021). The analysis I

propose here could be applied to those styles of models. A cumulative body of papers shows

that inattention (in particular in its behavioral flavor) is a good candidate for one unifying

force in behavioral economics (see Gabaix (2019) for a survey/manifesto, and Enke et al.

(forthcoming) for recent systematic evidence).

de Clippel et al. (2025) provide evidence supportive of the cost I model here. In three large

experiments, people assign a lower dollar value to an option because they find it complex.

In their setup, if a person held any posterior and maximized expected utility, she could not

value both of two complementary bets below a 50/50 lottery. So they show a distaste for

the complexity itself. They suggest that a model subtracting a first-order complexity cost

from expected utility would fit their evidence, and point to Gabaix and Graeber (2024).6

The present paper develops such a model and puts it to work.

This paper belongs to the “behavioral theory” tradition, but it has some connection

with the “decision theory” line, in particular with its emphasis on complexity. It relies on

a continuous measure of complexity, different from the 0/1 measure in Li (2017) and the

integer measure in Nagel and Saitto (2027). It relates to Puri (2025)’s axiomatic analysis

of complexity, in the context of lotteries.7 The setups are extremely different: I focus on

continuous actions and continuous variables, while those papers focus on choice over lotteries,

or discrete actions in games. One may hope that the two lines of research can be unified,

but I do not pursue that here. Fudenberg and Mudekereza (2026) propose a model where

“complexity” is the entropy of the beliefs of the agent, again in a setup with discrete actions.8

6Gabaix and Graeber (2024) actually explores a different point, the impact of compositional complexity,
its measurement, and its consequences for the cost of cognition.

7That influential paper started in Puri (2018).
8They also show how to make their framework flexible enough to import the first-order penalty advocated
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Within decision theory, complexity has been studied through preferences over menus. Or-

toleva (2013) takes preferences over lotteries of menus as primitive and axiomatizes “thinking

aversion,” representing the agent as an affine evaluation of a menu’s content net of an antici-

pated cost of choosing from it; relatedly, Ergin and Sarver (2010) model costly contemplation,

and Sarver (2008) anticipated regret. The present paper differs in its primitive and its target:

I model an agent facing a decision problem maxa u(a, x) and price the complexity of the pol-

icy a (·), which allows me to take the model to standard economic environments (indexation,

price schedules, Ramsey taxation). Those papers however do not trace this phenomenon to

some “mistake aversion”. It would be interesting to revisit them with that angle, especially

as “complexity aversion” and mistake aversion might be (in part) a way to generate risk

aversion.

There is a recent line of work on complexity, which is largely empirical. A growing body of

work measures how “intuitively complex” setups lead to more “mistakes”, or more precisely,

deviations from a baseline simple economic model (Mart́ınez-Marquina et al., 2019; Oprea,

2020). Huck and Weizsäcker (1999), Fudenberg and Puri (2022), Enke and Shubatt (2023),

Goodman and Puri (2025) find lotteries are less tempting when they have more outcomes

(so are more “complex”). Colliard and Georg (2025) measures the complexity of rules via

text analysis.

In law and economics, contracts tend to be “simple”, standardized and sticky (Hart

(1995), Bar-Gill (2012), Gulati and Scott (2012), Dari-Mattiacci and Marotta-Wurgler (2022)).9

This is true for the “shape” of the contracts, but also for some important economic features.

For instance, many contracts are “rigid in percentage space”: historically, most hedge funds

have charged “2 and 20”— 2% of the assets under management, plus 20% of the upside, in

a rigid manner. Likewise, sharecropping contracts tend to have a rigid split (often, 50%)

between landlord and tenants (Young and Burke, 2001). In finance, firms and analysts often

use simple, quite rigid rules of thumb to assess cost of capital, and valuations (Graham,

2022; Gormsen and Huber, 2025; Ben-David and Chinco, 2024).

Outline The paper first lays out the basic model, then explores successively: aversion

to indexation, simple price schemes, simple tax systems, and choice aversion and choice

overload. The first three applications are ordered by who chooses the degree of complexity:

a person deciding for herself (indexation), then the market mechanism making a firm decide

for its customers (pricing), then a planner deciding for everyone (Ramsey taxes). The paper

then illustrates complexity aversion in a discrete-choice setting, for two well-documented

in the present work—offering some hope of unification.
9This literature emphasizes the “legal certainty” of using a conventional “boilerplate” contract—prior

litigation has stabilized its interpretation; and the transaction costs of simply using an existing template.
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phenomena: inertia and choice overload. Many proofs are in the appendix.

2 Complexity aversion: the core model

2.1 Background material: A model of imperfect thinking

I first review a model that does not feature complexity aversion yet (it is laid out in Gabaix

(2014) and Gabaix and Graeber (2024), with an easy review in Gabaix (2019), but the

presentation here is self-contained). The task is to maximize over a continuous action a an

objective function u (a, x), where u is smooth (twice continuously differentiable) and concave

in a. The vector of disturbances x is drawn from a distribution with mean normalized to 0,10

and its components are perceived by the agent to be uncorrelated. Action a is just a scalar

for now, but it is easy to extend to a multidimensional a. I call ar (x) = argmaxa u (a, x)

the rational action. I call default action ad = ar (0) the optimal action “at the default”, i.e.

when all x are equal to 0, and I normalize it to 0; arxi is the partial derivative at a default.

The rational answer is thus (after linearization, so up to second-order terms in xi, assuming

that the deviations xi are “small”)

ar =
∑
i

arxixi (2)

The agent’s objective is to cognitively construct those yi := arxixi, which indicates by how

much dimension i of the problem should change the rational action.

The agents does not perceive xi exactly, but rather has a subject, imperfect perception

of it xsi :
11.

xsi = mixi + ηi (3)

where mi ∈ [0, 1] is the precision of the signal, and σ2
ηi
= mi (1−mi) σ

2
xi
.12 If all the shocks

are jointly Gaussian, with ηi mean-zero and uncorrelated with xi, we have E [xi|xsi ] = xsi .

The rational case corresponds to mi = 1, and the extremely inattentive case, to mi = 0.13

The s signifies “using subjective perceptions”, or sometimes “as a sparsity-seeking agent”

10Otherwise, the same reasoning applies to xi − xdi , where x
d
i is a default value.

11Another interpretation is that the agent does not know well how to react to xi, i.e. does not know arxi
12This comes from a more conventional “signal = truth + noise” framework, but here I reason directly with

a post-shrinkage signal (so “signal = mi×truth + noise”) which gives the functional form for σ2
ηi . Section

A.1 gives the derivation.
13I do not assume that agents are Bayesian (as traditional information economics)—instead, I simply use

that benchmark as an inspiration for the model (as e.g. in Gabaix, 2014, Woodford, 2020). For instance,
when y1 and y2 are correlated, a Bayesian agent would use E [y1|ys1, ys2] to infer y1, but instead I model the
agent as being a “limited Bayesian”, who simply performs E [y1|ys1].
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(who economizes on attention m). Accordingly, I posit that if the decision maker sees xs,

the subjectively perceived value of x, she takes the decision ar (xs). Linearizing:

as =
∑
i

arxix
s
i .

The traditional utility losses from an imperfect decision are then, to second order and

assuming uncorrelated innovations to all variables:

E [u (ar, x)]− E [u (as, x)] =
1

2

∣∣u′′ (ad)∣∣∑
i

(
arxiσxi

)2
(1−mi) (4)

Attention m is easy to endogenize, with a cognition cost CCognition, but most of the

economics in this paper obtains with exogenous attention.

2.2 Complexity aversion: The innovation in this paper

The consumer’s full utility, given attention policy m, is:

V (m) = E [u (as, x)]− CCognition (m)− CCA (m) (5)

where as = ar (xs (x,m)) is the action given the perceived x (with ar (x) the rational action

given x) and where CCognition (m) is a cognitive cost.

The key new term in this paper is the “complexity aversion” term (1), and more fully

specified here:

CCA = ξ |sauaa|
∑
i

∣∣arxi∣∣σxi (1−mi) (6)

I call ξ ≥ 0 the parameter of complexity aversion, which is unitless. This makes it potentially

portable across settings, something I explore in Section 7.1.

Motivation for the formulation of complexity aversion (6) Let me motivate it slowly,

starting with a simple, intuitive version. I start with one disturbance, x. The agent feels she

is making an error of size e (in absolute value): this is an error in action space, i.e. a sense

of the distance between her action and the optimal action. Then, the CA is

CCA,1 = ξ̄e
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for some parameter ξ̄ that I will detail shortly. This is “first-order mistake aversion” (hence

complexity aversion), because the penalty is proportional to e, rather than e2.

The rational answer is, to the leading order, ar = arxx; while the actual action is as = arxx
s.

So the average error is:

aδ := E [ar − as|x] = ar (1−m)

and the typical error size is14

e := σaδ = |arx| σx (1−m)

Now, let us turn to the units. In (5), CCA is in utils, [u] (where brackets mean “units

of”) while the error is in units of action, [a]. So, to keep the formulation as invariant as

possible, I set ξ̄ = ξκua, where ξ is a unitless parameter that can be the same across problems,

and κua fixes the units: it has the units of utils over action. To proceed at a high level of

generality, there are not many choices. I take κua = sa |uaa|, where sa is the “natural scale”

of a. Typically, it will be the typical “magnitude” of the action—e.g. the typical size of

consumption of the good. In the analysis below, the specific value of sa will play almost no

role, except to fix the orders of magnitude.

Hence, we arrive at the specification CCA = ξ̄e = ξκuaσaδ , hence:

CCA = ξ |sauaa| |arx| σx (1−m) (7)

The “degree of complexity aversion” ξ is unitless. Later I will propose to calibrate it to

ξ ≃ 2/3. Importantly for portability, CCA is invariant if we change the units of a or x, and

scales correctly if we change the units of u.15 In that sense, we achieve a formulation that

gives a reasonable degree of invariance.

To build the key intuition, consider a very boundedly rational agent that has m = 0.

Then, the cognition cost is 0 (CCognition (m) = 0 in (5)), but the complexity aversion cost

CCA is strictly positive (see (7)), as the agent is aware enough that she is making a mistake—

though not analytical enough to know how to act rationally.16 Hence, there is an incentive

for the planner to create a “simple scheme”, that will not create too much “dread”, i.e.

14I use “typical error size” with some mild abuse of language. Another measure would be the root-mean-

square error,
(
E
[
(ar − as)

2
])1/2

= |arx|σx
√
1−m. This is still linear in the stakes |arx|σx, which is the

important part, though the last term is
√
1−m rather than 1 − m. That square root makes things less

tractable, but the important economics would not change. Section A.4 discusses such small variants.
15For instance, if we change x from units of meters to units of centimeters, then x is multiplied by 100,

but |arx| is divided by 100, so that |arx|σx is invariant by the change in units of x.
16See Enke and Graeber (2023) for evidence that people have a good sense of their cognitive uncertainty,

and Section A.9 for a simple formulation with partial awareness.
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complexity aversion. Indeed, adding complexity will not guide the very boundedly rational

agent towards greater allocative efficiency (as m = 0, so she does not respond to incentives),

but it diminishes her utility, via the dread term. Adding complexity just adds deadweight

loss.

On the other hand, when the consumer understands fully the situation (so mi = 1),

complexity aversion becomes 0 in (7): we recover the rational case, at least for “easy”

decisions.

To go from a one-dimensional to a multidimensional x, we take (6): the complexity

aversion is simply the sum over each dimension xi.
17

Psychological foundation: Complexity aversion as a form of loss aversion for risk

in the inner world of the mind, rather than in the outside world Complexity lowers

utility via two channels in (5). First, it requires extra thinking (or in other language, more

information). Second, if the agent makes a mistake (or can fear she is making a mistake),

complexity leads to first-order “mistake aversion cost”.

One can have the first without the second: suppose that entering the decision requires

each time filling a long form; this is a transaction cost akin to cognition cost. But, if the task

is straightforward enough (though burdensome), there will be no mistake, and no complexity

aversion cost.

This first-order mistake aversion, for the risk of a mistake in the inner world of the

decision maker, is best seen as the mirror of Kahneman and Tversky (1979)’s first-order risk

aversion for gambles in the outside world. Recall that in decision-making, people tend to

reject a gamble yielding with equal probability +$10 or −$9. More generally, they reject a

gamble with standard deviation σ when the risk premium is less than λσ, for some λ around

0.2 to 0.6 (Kahneman and Tversky, 1979). This “first-order risk aversion” (where the risk

penalty is proportional to the standard deviation) has been found many times to describe

people better than the rational model’s prediction of second-order risk aversion (where the

risk penalty is proportional to the squared standard deviation); see e.g. Rabin (2000). This

idea motivates a calibration, in Section 7.1.

17The complexity measure hence depends on the “frame” of the problem—e.g. which x or, rotation
of the x vector is presented to the agent. This is realistic: when the problem is presented with useful
summary statistics, rather than as a unedited deluge of numbers; or when it is in nominal vs real terms
(plus inflation), in this model, as surely in the real world, agents’ decision, and feeling of complexity, will
vary. More technically, Section A.2 offers a way to recover the frame that agents use—so the frame is not
purely based on intuition, but also could be elicited. An interesting extension would be to allow the planner
to choose the frame (as in Li, 2017, Gonczarowski et al., 2023).
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Should this complexity aversion term be used in welfare? At first, this is not

obvious, as many behavioral deviations are arguably just “mistakes”, and would not count

in welfare. I think that a fair delineation is the following.18

1. If there are cognition costs, or emotional costs while making a decision, they are welfare-

relevant. The dread cost is a form of emotional cost, so it is welfare-relevant.

2. If the agent misperceives the future utility E [u (a)] (i.e. forgets that smoking is bad

for her) the welfare-relevant utility is the expected utility under the correct beliefs.19

Hence, I will take here dread to be welfare-relevant.

I note that in some cases it does not matter, because there is no “planner”, and we are

just computing the agent’s decision, which involves a subjective utility. For instance, in solo

decision-making problems (Sections 3 and 6.1), the agent wants to optimize her perceived

welfare (including dread), so taking dread into account is necessary for the positive analysis.

In the baguette example of Section 4, the consumer chooses the best bakery “all inclusive”

(including low price and low complexity cost), so to see her decision, calculating total surplus,

inclusive of dread, is necessary. The only delicate case might be the Ramsey planning case

of Section 5. There, however, it is plain, I think, that planners should take into account

the complexity costs associated with the tax systems—both normatively, and positively, as

they might be pressured by complexity-averse voters. In conclusion, I take the CA to be

welfare-relevant.

Why this formulation? (preview) The formulation has some advantages, beyond the

psychological connection with prospect theory. It is invariant to the units of action, variables

xi, and the units of utility, which makes it potentially portable. It also generates simple

mechanisms—as we shall see, but keeps the CA penalty finite and moderate in all situations,

including when there is a myriad of small elements that rationally should matter a bit. This

is formally discussed in Section 7.2-7.3, and it makes more explicit why CA, as formulated

here, has good properties, and in some sense is the unique model with those properties.

Link with the Lasso The complexity cost (6) is a Lasso-like (Tibshirani, 1996) regu-

larization penalty, that guides towards a simple optimal policy for the agent: this is the

term
∣∣arxi∣∣.20 The term (1−mi) ensures that obvious or familiar features do not exhibit

18For more discussions of welfare in behavioral economics, see Bernheim and Taubinsky (2018) and Farhi
and Gabaix (2020).

19With “anticipatory” utility, this is less clean—one would like to take into account the anticipatory utility
at time 0, and, mostly, the rational utility at time 1.

20Indeed, in the applications, the agent, or a planner, will de facto choose arxi
.
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a complexity-aversion (they have mi = 1). This is quite different from a Lasso penalty in

information space (as opposed to action space), which would look like
∑

i |mi|, without the
crucial term

∣∣arxi∣∣.21
Extensions and other alternative formulations The online appendix develops CA for

multidimensional actions and problems with budget constraints (Section A.3) and for discrete

choice (Section A.5), where (87) shows how the discrete-choice penalty maps back into the

continuous-action one. Section 7.3 contrasts the basic formulation with other formulations,

e.g. that do not generate full simplicity.

But first I present a few applications, which will give a good feel for the working of the

model.

3 Aversion to indexation

I present the application of the general model to a simple situation: the aversion to indexa-

tion. It provides some key economics of complexity aversion, valid in later applications.

When a risk-averse agent deals with a risk-neutral firm, in basic rational economic theory,

contracts should be indexed, to remove some extraneous risk from the consumer: for instance,

debt or mortgage contracts should be indexed on inflation, or on other macroeconomic

variables. However, the stylized facts on indexation are arguably the following. (i) Most

consumer contracts are not indexed, contradicting the rational prediction. (ii) On the other

hand, in extreme cases, e.g. hyperinflations, contracts become indexed again.

Intuitively, the reason for the lack of indexation is that an indexed contract would be too

“complicated”, compared to the traditional gains (lower risks). I formalize that now.

3.1 Basic analysis

There are three periods, t = 0, 1, 2. Consumption happens at times 1, 2, and utility is

V = v (c1) + v (c2) , v (c) =

(
c− Γ

2
c2
)
/Γ (8)

The consumer receives income at time 1 only, which is Y1 = 2 (ȳ + ŷ), where ŷ is a mean 0

random variable. The real interest rate is 0.

At time 0, the consumer can choose to “index”, i.e. to enter into a contract adding −2bx,

which is received at time 2, where b is the consumer’s choice of indexation, and x is a random

21That penalty
∑
i |mi| was however important in Gabaix (2014).
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variable, with mean 0 and variance 1, positively correlated with ŷ. So, her full intertemporal

income is

Y (b) = Y1 − 2bx = 2 (ȳ + ŷ − bx)

The action a is the time-1 consumption. So full utility is

u (a, b) = v (a) + v (Y (b)− a) (9)

The value of ŷ and x is announced at time 1. The rational decision at time 1 is ar = Y
2
, i.e.

ar = ȳ + ŷ − bx (10)

The expected utility is

ur = E0 [u (a)] = 2v (ȳ)− var (ŷ − bx) (11)

Hence, to maximize utility E [u (a, b)] from the point of view of time 0, a rational consumer

would minimize the variance of income, i.e. choose the rationally optimal indexation level:

br = argminb var (ŷ − bx), i.e.22

br = cov (ŷ, x) ≥ 0 (12)

But intuitively, a behavioral consumer will dislike the additional complexity of having to

think through bx at time 1 (the values of ŷ, x are realized at time 1). To model this, let us

say that at time 1, her time-1 income y1 is visible at no cost; but anticipating the value of

the hedge (−2bx) is effortful and mistake-prone: it is knowable at time 1, but received at

time 2.23 The perceived value of the hedge at time 1 is xs = mx + ε (with ε uncorrelated

with x and ŷ, and σ2
ε = m (1−m)σ2

x, see (3)). Hence the consumer chooses the time-1

consumption:

as = ȳ + ŷ − bxs

So, her utility is

V (b) = E [u (as, b)]− CCA (13)

This leads to the following explicit utility. To simplify the expressions, I normalize sa = 1—

the reader can otherwise replace all the ξ by ξsa.

Proposition 1. (Indexation example: Consumer’s utility with complexity aversion) The

22Indeed: var (ŷ − bx) = σ2
y − 2 cov (ŷ, x) b+ b2σ2

x. Optimizing over b, using σx = 1, gives the announced
result, br = cov (ŷ, x).

23One could expand to the case where ŷ also is hard to see, without changing the conclusions.

14



expected utility of the consumer choosing indexation level b is:

V (b) = V (0) + (2brb− b2)︸ ︷︷ ︸
Allocative gains
from indexation

− (1−m)b2︸ ︷︷ ︸
2nd order losses
from mistakes

− 2ξ|b|(1−m)︸ ︷︷ ︸
1st order losses

from CA

(14)

where V (0) = 2v (ȳ) − σ2
y is the utility without indexation, br = cov (ŷ, x) is the optimal

hedge for a rational consumer, and m is the consumer’s attention to the future income from

the hedge.

The term 2brb − b2 is the rational benefit of indexation for a rational consumer, and it

is maximized for b = br: more generally, this represents the traditional allocative gains from

having a more complex scheme. The term − (1−m) b2 is the loss coming from the fact

that the consumer does not understand the hedge well at time 1, hence does not choose the

optimal consumption. The term 2ξ |b| (1−m) is the complexity aversion penalty.

Proof. I derive it slowly for clarity. The full consumption utility is in (13), which can also

be written as:

V (b) = ur +
1

2
uaaE

[
(axx)

2] (1−m)− CCA (15)

i.e. the full rational utility, minus the misoptimization costs due to limited attention m,

minus the complexity aversion dread. We calculate them in turn. The rational utility (11)

is:

ur = 2v (ȳ)− var (ŷ − bx) = 2v (ȳ)−
(
σ2
y − 2b cov (ŷ, x) + b2

)
= V 0 + 2bbr − b2

where V 0 = 2v (ȳ)− σ2
y is the utility with no hedge.

The misallocation term is (given that ax = −b, and uaa = 2v′′ (c) = −2):

1

2
uaaE

[
(axx)

2] (1−m) = −b2 (1−m) (16)

The complexity aversion term is (6) with just one variable x :24

CCA = ξ |sauaa| |arx| σx (1−m) = 2ξ |b| (1−m) (17)

Hence, the full utility obtains by adding the three terms in (15).

24The factor of 2 here is specific to this example, and comes from |uaa| = 2 (as uaa = 2v′′ (c) = −2),
|arx| = |b|, and σx = 1. In the pricing application of Section 4, the same general formula (6) instead yields
CCA = ξsaσx |b| (1−m) (see (26)), without the factor of 2, because there |sauaaarx| = sa |b|. The unitless
coefficient ξ is the same across the two settings; only the problem-specific scaling differs.
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We move on to the optimal indexation level b.

Proposition 2 (How complexity dampens or annuls the incentive to index). Suppose first-

order complexity aversion, and exogenous attention m. The optimal indexation level is

b =
max (br − ξ (1−m) , 0)

2−m
(18)

Hence, the consumer chooses not to index (b = 0) iff

br ≤ ξ (1−m) (19)

i.e. iff the traditional allocative benefits of indexation (br = cov (ŷ, x)) are less than the

complexity aversion costs of indexation ( ξ (1−m)).

Put simply, the consumer does not index iff complexity aversion ξ is large enough, and

m < 1.

Proof. Maximizing utility (14) with respect to b gives:

0 =
1

2
Vb = br − (2−m) b− ξ sign (b) (1−m)

where I use sign (b) = d
db
|b|, which is the generalized derivative of the function |b|. So it is 1

if b > 0, −1 if b < 0, and some number between −1 and 1 if b = 0.25 Hence, if b > 0

b =
br − ξ (1−m)

2−m

But this requires br > ξ (1−m). If that inequality fails, then Vb < 0 for b > 0. As Vb > 0

for b < 0, the optimal b is then b = 0. So the solution is (18).

Proposition 2 is qualitatively consistent with the main facts mentioned earlier, and indeed

may explain why most contracts (e.g. debt contracts) are not indexed. When the traditional

allocative benefits of indexation (cov (ŷ, x)) are small, and complexity aversion ξ is large

enough, there is no indexation. However, when stakes increase (e.g. in hyperinflations),

then there is some indexation.

Pure “information economics” does not yield full simplicity, and we need first-

order complexity aversion Proposition 2 has the following consequence.

25The machinery of subgradients gives the general framework for this.
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Proposition 3. (Pure information costs do not create Full Simplicity) If there is no com-

plexity aversion (ξ = 0), the optimal index is (via (18)):

b =
br

2−m
∈
[
br

2
, br
]
, b > 0 (20)

So, importantly, there is always some indexation, b > 0. As a result, a pure “information

cost” model always generates some indexation, b > 0.

This means that a pure “information cost” model (with exogenous or endogenous m)

cannot generate “full simplicity” (i.e. b = 0): It only creates dampening compared to the

rational case, 0 < b ≤ br (indeed, any value of m creates this).26

I now show why second-order complexity aversion does not generate full simplicity.

Proposition 4. (Second-order complexity aversion does not generate full simplicity). Sup-

pose that instead of CCA = K |b|, we have a complexity aversion penalty equal to k |b|β for

some k > 0. If β > 1, there is always a positive amount of indexation, b > 0. On the

other hand, a β ∈ [0+, 1] (where β = 0+ is a dread cost paid iff b ̸= 0) does generate zero

indexation (b = 0) when k is large enough.

Proof. In the consumer’s value function (14), replace the term 2ξ|b|(1 − m) in CCA with

k|b|β(1 −m). For no indexation to be optimal, we need V (b) ≤ V (0) for small b’s. Given

the allocative gains are positive for a small b > 0, and proportional to b, we need the CA

term to be large enough to offset the allocative gains, so we need (with m ∈ (0, 1)): β ≤ 1.

It is then easy to verify that if k > 0 is large enough, and β ∈ [0+, 1], then b = 0 is optimal

globally, not just locally around b = 0.

This example made the point that complexity-averse agents will not want to index,

under a wide range of parameters. More generally, they will not want to contract on some

observables, which might be a way to generate incomplete contracts, in the spirit of Hart

(1995) and Segal (1999), but with a more explicit cognitive structure, which would lend itself

to measurement.

3.2 Extension: Endogenous attention

We can extend the model to endogenous attention. Then, the problem is to maximize the

same utility (13)-(14), minus cognition costs CCognition (m). So, the value function is (using

26The hedge still helps stabilize her income, so is useful even when m = 0: in period 2, when she receives
the payoff of the hedge, the agent must react to it, consume the remainder of a stabilized income.
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(14)):

max
b,m

V (b,m) = 2brb− (2−m) b2 − 2ξ |b| (1−m)− CCognition (m) (21)

The following proposition gives a necessary and sufficient condition for b = 0 to be optimum,

with endogenous attention.27

Proposition 5. (Indexation problem, with endogenous attention). The jointly optimal

choice of indexation and attention m is to take b (m), the value in (18), and m to maximize

V (m) := V (b (m) ,m), which is:

V (m) = b (m)2 (2−m)− CCognition (m) (22)

Hence, if cognition costs are high enough, in the sense that for all m,

CCognition (m) ≥ b (m)2 (2−m)

then the optimal indexation is 0.

This means that we have zero indexation, with endogenous attention, if the cognition

costs are large enough. Again, complexity aversion is crucial. Without it, when m = 0, some

indexation is better than none.28

This indexation example illustrated the core economics, with a minimum of math. I now

turn to a richer, market setting.

4 Simple pricing schemes

I apply the general model to a slightly richer situation: the pricing of one good—which, to

make things concrete, I will call a baguette, sold by a bakery. This will show how complexity

aversion interacts with market behavior, and deliver a few simple comparative statics.

The motivation is that many pricing schemes look “simple”, compared to a frictionless

benchmark. For instance, prices for Whole Foods delivery are the same for all hours and

days of the week, even though they “should” vary in the frictionless world, as the marginal

cost to Whole Foods must be different across the slots. Why does Whole Foods adopt this

very simple pricing scheme? Most likely, this is because of some form of complexity aversion

27The online appendix (Section A.6) adds explicit closed form solutions.
28To see why, consider the completely naive consumer with m = 0. The index will not help her at time

1, as she does not take the index into account. But it will help her at time 2: the index will decrease the
volatility of her final consumption.
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by the consumer.29 This sort of situation is extremely prevalent: for instance, restaurants

typically charge the same price for meals at different hours of the evening; bars do not

implement “congestion pricing”, etc.

4.1 Setup and basic analysis

A competitive bakery (maximizing social welfare) sells baguettes to a behavioral consumer,

who can buy a continuous quantity of them.30 The bakery’s marginal cost is an exogenous

c (x) = 1 + x where x is a random variable with mean 0 and variance σ2
x. The endogenous

price per baguette is p (x) = 1 + bx, where b is chosen by the benevolent bakery, i.e. the

planner. If consumers were rational, the efficient value would be to have the price equal

marginal cost, i.e. b = 1, but with behavioral consumers the bakery might choose another b.

For instance, if b = 0, the price of the baguette is constant over time, which “simplifies” the

consumer’s choice.

The consumer chooses to buy a (continuous) quantity C = 1 + a of baguettes, where a

is the deviation of consumption from its average amount, which is 1. Her total utility, net

of the cost of the baguettes, is:

u (a, x) = U (1 + a)− p (x) (1 + a) (23)

where the gross utility from consuming a quantity 1+a of baguettes is U (1 + a) = 1+a− 1
2ψ
a2,

where ψ > 0 is the elasticity of demand (when the price is centered at 1). The rational action

is ar = argmaxa u (a, x) i.e.

ar = −ψbx (24)

4.1.1 The behavioral consumer’s utility

The consumer perceives the price as ps = 1+ bxs with xs = mx+ ε with σ2
ε = m (1−m)σ2

x

and m ∈ [0, 1] is the precision of the perception (exo- or endogenous). She takes the action

29This could also logically be a form of complexity aversion by the producer—i.e. some employee at Whole
Foods—who does not know all the marginal costs. The modeling would be similar to the one proposed here,
and might apply to the situations documented in DellaVigna and Gentzkow (2019). It could not plausibly
be a monetary “menu cost” for Whole Foods—their sales are so enormous that any cost of changing the web
site should be comparatively trivial.

30Here, I take the benchmark of firms forced to maximize social welfare by competitive forces, hence to be
“benevolent”. Section A.7 gives a microfoundation. This is the opposite tack of the literature where firms
exploit the naive consumers’ bounded rationality (Gabaix and Laibson (2006), Heidhues and Kőszegi (2018)),
because there is a “shrouded attribute” (e.g. the spare part to be bought later) in addition to a “visible base
good” (the car). As those issues are now well-understood, I focus on complexity with a benevolent firm, and
discuss the case of exploitation in Section A.9.
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a = −ψbxs, see (24). Her utility gains from taking the right action (ar = −ψbx) are:31

−1
2
uaaE

[
(arxx)

2] = 1
2
ψσ2

xb
2. Traditional consumption utility is increasing in attention:32

U cons = E [u (a, x)] =
1

2
ψσ2

xb
2m.

The complexity aversion term (6) is:

CCA = ξsa |uaa| |arx| σx (1−m) = ξsa
1

ψ
ψ |b| σx (1−m)

hence

CCA = ξsaσx |b| (1−m) (26)

The consumer’s full utility is, from (5):

V cons (m) =
1

2
ψσ2

xb
2m− CCognition (m)− CCA (m) . (27)

With endogenous attention, I posit that the consumer optimizes cognition, i.e. chooses m

to maximize V cons (m).

4.1.2 Social welfare

Social welfare is:

W = V cons (m) + E [(p (x)− c (x)) (1 + a (xs))] (28)

i.e. the consumer’s full utility (including dread and cognition cost), plus profits from con-

sumption 1 + a (xs), which reflects that the social cost of a baguette is c, not p.33

So, the social planner (or benevolent bakery) wants to maximize total social surplus,

while taking into account that the variability of prices (indexed by b) affects the endogenous

attention m. Mathematically: maxbW (m (b) , b). In the exogenous attention case, m (b) is

31It may be surprising that a more volatile price makes the consumer better off, even though the consumer
is risk-averse. This is always true with quasi-linear utility u (c0, . . . , cn) = c0+U (c1, . . . , cn), with U concave,
which is the case here. This is not true for general utilities, as can be seen for the one-good case: the indirect

utility is u
(
w
p

)
, which shows the tension between the convex 1

p and the concave u in determining whether

indirect utility is locally convex or concave in p.
32The derivation is, with χ := 1

2ψσ
2
xb

2

E [u (a, x)] = E [u (ar, x)] +
1

2
uaaE

[
(arxx)

2
]
(1−m) = χ− χ (1−m) = χm (25)

33Adding (p(x) − c(x))(1 + a(xs)) to (23) makes the baguette evaluated at its social cost of production,
which is the relevant welfare criterion.
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just constant; with endogenous attention, m optimizes V cons (m) in (27). We next calculate

that social welfare.

Proposition 6. Social welfare is

W (m, b) = (b− b2

2
)ψσ2

xm︸ ︷︷ ︸
Allocative gains from pricing

closer to marginal cost

− ξsaσx|b|(1−m)︸ ︷︷ ︸
1st order losses

from CA

−CCognition (m) (29)

The first term verifies that, with a rational consumer, social welfare is maximized when

b = 1, i.e. when price equals marginal cost.34

4.2 When is the optimal price system “simple”?

Proposition 7. (Optimal price simplicity, first-order complexity aversion) Suppose that

consumers have first-order complexity aversion. Then, the optimal sensitivity of price to

marginal cost is:

b = max

(
1−

ξsaσx (1−m)−Wm
dm
db

ψσ2
xm

, 0

)
(30)

With endogenous attention this is a first-order condition rather than a global characterization,

and it presumes m > 0; Section A.8 gives sufficient conditions for a global optimum. So,

with exogenous attention (dm
db

= 0), the optimum entails rigid prices if and only if:

ξsaσx (1−m) ≥ ψσ2
xm (31)

i.e. if marginal complexity aversion cost, ξsaσx (1−m), exceeds the marginal increase in

allocative benefits, ψσ2
xm.

Proof. The total derivative of W (m (b) , b) in (29) is:

d

db
W = (1− b)ψσ2

xm− ξsaσx sign (b) (1−m) +Wm
dm

db

Solving for b gives the announced expression (30).

Let us take the simplest case of exogenous attention, so that dm
db

= 0, and use Proposition

7, especially (31).

Contracts are more likely to be “simpler” (weakly lower b) when

34In particular, there is no motive for the bakery to “insure” the consumer. The consumer has quasilinear
utility, so is risk-neutral to income shocks.
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1. complexity aversion ξ is high;

2. the degree of understanding m is low—we want “Simple contracts for simple people”

3. the neoclassical gains from variable pricing (ψσ2
x/2) are low. This is why Uber has

variable prices—the neoclassical gains of variable prices are high, as high prices direct

the cabs to key destinations (which vary over the day), and lessen waiting times;

4. the elasticity of demand ψ is low—hence, if competition is low (in many models, higher

competition leads to a higher elasticity of demand ψ, see e.g. Atkeson and Burstein

(2008), Gabaix et al. (2016)).

The important point is that we get a simple price system if the complexity aversion

parameter is large enough. We see why Whole Foods has a uniform pricing system for

delivery, but variable prices between goods: the demand for delivery is reasonably inelastic,

while the demand for an individual good is much more elastic (e.g. raspberries vs blueberries,

or raspberries at Whole Foods vs another store), and the marginal cost of perishable goods

(σx) is very variable (e.g. depending on harvests). Likewise, in very competitive markets (e.g.

airlines), the elasticity of demand is very high, and as a result the schemes are “complex”.

The necessity of having a complexity aversion cost The next proposition shows that

the CA is essential to obtain simple mechanisms.

Proposition 8. (We need complexity aversion to explain full simplicity) Suppose that there

is no complexity aversion (ξ = 0), and there is either exogenous or endogenous attention.

Then social welfare is optimized for b = 1, so that prices are not rigid at the optimum.35

Proof. First, with exogenous attention m, we can see (29): it is maximized at b = 1, regard-

less of m. But for endogenous attention, the problem is more delicate, as the planner might

wish to manipulate b to distort the consumer’s attention. Actually, this is not the case, as

the complement to the proof in the online appendix shows.

We conclude that, with first-order CA, a high CA parameter ξ generates simplicity, b = 0,

with exogenous attention. Section A.8 shows how this is also true with endogenous attention,

provided the cost of cognition is high enough.

35Strictly so, unless attention is 0 for all b, in which case welfare does not depend on b at all, and a fringe
of rational consumers restores strictness (see the proof).
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5 Simple tax systems: Ramsey problem with complexity-

averse taxpayers

The Ramsey (1927) problem is the prototypical optimal taxation problem, and it leads to

very complex taxes: with 10,000 goods, there are 10,000 different tax rates.36 This complexity

explosion is true of all optimal tax problems, where generically the tax scheme depends on

each good, history, and state of the world.

It should by now be obvious qualitatively that with high enough complexity aversion,

the optimal tax system should be simple. But it is instructive to see how to set this up, and

how to compute the optimal tax system.

5.1 The Ramsey problem with rational agents

I start with the traditional framework for goods taxation. There are G+1 goods indexed by

g. The agent has utility U (c) =
∑G

g=1 u
g (cg)+ c0 where u

g (cg) = cg− 1
2ψg

(cg − 1)2 and c0 is

a residual good with price 1 (which is utility from residual income), untaxed. The rational

demand is cg = 1−ψg (pg − 1), so that ψg is the sensitivity of demand of good g to its price.

Each good g is taxed at a rate of τg, so the price paid by the consumer is p̃g := pg (1 + τg).

The pre-tax price pg is independent of taxes, e.g. fixed by a linear production technology,

and it is normalized to be pg = 1.

The government has a social welfare function W = U (c) + (1 + λ)
∑

g τgcg where λ > 0

is the excess marginal value of public funds, which are the collected taxes,
∑

g τgcg.

Following the tradition, I take the limit of a small λ, so that taxes are small. Taking a

Taylor expansion up to second-order terms, social welfare is

W = W 0 +
∑
g

(
−1

2
ψgτ

2
g + λτg

)

whereW 0 is the welfare with 0 taxes. Optimizing over τg gives the traditional Ramsey (1927)

result:

τg =
λ

ψg
(32)

Each good has a different tax: the tax system is very “complex”.37

36This is true even when agents are behavioral, in the sense that they misperceive the tax, but are not
complexity averse (Farhi and Gabaix (2020), Rees-Jones and Taubinsky (2020)).

37This is generically true, even if the government knows only imperfectly the elasticity of each good.
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5.2 The Ramsey problem with complexity averse agents

The government sets up an endogenous number n of tax brackets Gk, for k = 1 . . . n. The

tax in bracket k is τGk = τ̄ + τ̂Gk , where τ̄ is the average tax and τ̂Gk is a deviation.

I assume that the consumer sees a tax38

τ sGk = τ̄ + τ̂ sGk (33)

where the subjective perception τ̂ sGk is an inattentive version of the true τ̂Gk :
39 the consumer

sees average tax τ̄ perfectly, but sees the deviation τ̂g only partially. The consumer also sees

for free the bracket k (g) of a good g.

The consumer’s demand is:

cg = 1− ψgτ
s
g (34)

Calling mGk the attention to the special tax τ̂Gk of bracket k, the (first-order) complexity

aversion cost associated with a good in bracket k is as in (26):40

CCA
Gk

= ξ |τ̂Gk | (1−mGk) (35)

38This model applies directly to the US, where it is customary for firms to show the pre-tax price pg,
but not the price inclusive of the tax, p̃g := pg (1 + τg). However, it also applies to other countries, where
the price inclusive of taxes is shown: simply then, the cognitive difficulty is on the side of firms. Indeed,
consider a world where what is shown is the price p̃g inclusive of the tax, as in European countries; and
where, as in all sensible systems, intermediate production is not distorted, so that firms do not pay the VAT
on intermediate inputs. Suppose that firms see the price p̃g but the price they pay is

p̃g
1+τg

, as the VAT that

a firm pays is rebated to it. Then, a firm h’s problem is to maximize over the intermediate inputs Xh
g of

good g, maxX phF
h
(
Xh
g

)
−
∑
g

p̃g
1+τg

Xh
g . So, it is the firm that now faces the complexity cost of knowing

each τg. As decision-makers in firms are people, if prices inclusive of taxes are shown, those people will pay
the complexity cost instead of the consumer. Their attention may be higher than that of consumers, but
(at least for non-giant firms) it is likely to be imperfect. In either case, the qualitative mechanism carries
over, though the relevant elasticities and welfare incidence differ, and a production-side reduction would be
needed to transport the formulas literally.

39It is intuitive that it is hard to react to the varying tax rates. Chetty et al. (2009), Taubinsky and
Rees-Jones (2017) and Rees-Jones and Taubinsky (2020) provide experimental evidence that people do not
fully rationally react to taxes, and indeed typically under-react to them, consistent with limited attention.
Glaeser and Shleifer (2001) propose that quantities rather than prices are sometimes regulated (e.g., no
alcohol should be sold on Sundays), when quantities are easier to observe, a form of simplicity. Aghion et
al. (2024) find significant frictions to optimal reaction to taxes, consistent with complexity costs.

40Strictly speaking, in (35), the right-hand side should be multiplied by sc, which is the size modulus for
the variation in consumption of the goods in the group—assumed to be independent of k, but that could be
relaxed. As usual, it will play no role except giving the correct units. Hence, to streamline expressions, I
normalize it to sc = 1—the reader can recover the un-normalized expressions by replacing below ξ by ξsc.
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Social welfare is:

W = E [U (c)]− CCA − CCognition + (1 + λ)
∑
g

τgcg (36)

i.e. the consumer’s utility (inclusive of the complexity-aversion cost and the cognition cost),

plus the government revenues (with weight 1 + λ, where λ ≥ 0). As in the rational case, it

is useful to study the limit of small taxes.

Lemma 1. (Welfare in the Ramsey problem with CA agents: Taylor expansion) In the limit

of small taste for government funds λ, hence small taxes, social welfare is, up to higher order

terms:

W =
∑
k;g∈Gk

[
−1

2
ψgE

[(
τ̄ + τ̂ sGk

)2]− ξ |τ̂Gk | (1−mGk) + λ (τ̄ + τ̂Gk)]− CCognition +W 0 (37)

where W 0 is the social welfare when all taxes are zero. Also, E
[
(τ̄ + τ̂ sG)

2 |τ̂G
]
= τ̄ 2 +

mG (2τ̄ τ̂G + τ̂ 2G).

The government problem is to maximize social welfare W , subject to the average tax

being τ̄ , i.e.
∑

Gk
sGk τ̂Gk = 0, so that τ̄ is truly the average tax.

I will use the thresholding function

T (y, κ) = sign (y)max (|y| − κ, 0) (38)

which shrinks the argument y towards 0, by an amount that depends on the threshold κ.

In this subsection, I will take the simple case where all brackets receive the same exogenous

attention, mGk = m.41

For simplicity, I consider the case with a mass 1 continuum of goods, whose elasticities

are uniformly distributed in [ψmin, ψmax].
42 I call ψ̄ := ψmin+ψmax

2
the average elasticity, and

vψ := ψmax−ψ̄
ψ̄

the half-width of the range of elasticities. I take a Taylor expansion in the limit

of small vψ.

Proposition 9. (Optimal tax rate with complexity aversion) The optimal tax for bracket

Gk is, to leading order in vψ:

τGk = τ̄ + T
(
τRGk − τ̄ , τ̄ ξ̄

)
, (39)

41This is less restrictive that it may appear. In Section B.2, where attention is endogenous and chosen
bracket by bracket, all the brackets with non-zero tax deviation will indeed, endogenously, receive the same
attention.

42Proposition 27 works out a case with a finite number of goods, and with a general distribution of
elasticities, but it is less tractable.

25



10.0 12.5 15.0 17.5 20.0 22.5 25.0 27.5 30.0
Optimal tax with rational agents

10.0

12.5

15.0

17.5

20.0

22.5

25.0

27.5

30.0

Op
tim

al
 ta

x 
wi

th
 c

om
pl

ex
ity

-a
ve

rs
e 

ag
en

ts

Optimal tax with complexity-averse agents
Rational case
Medium complexity aversion
High complexity aversion

Figure 1: Optimal tax system for three levels of complexity aversion. With rational agents,
the optimal tax is just the Ramsey tax τR: there are generically as many tax brackets as
goods. With very high complexity aversion, there is a uniform tax: there is just one tax
bracket. For an intermediate complexity aversion, there are three tax brackets.

where τRGk =
λ

ψGk
is the traditional Ramsey tax for bracket Gk, with ψGk the average elasticity

of the goods in bracket Gk; T is the thresholding function (38), and ξ̄ := ξ
λ
(1−m)
m

. Hence, if

for all tax brackets,

∣∣∣∣ τRGkτ̄ − 1

∣∣∣∣ ≤ ξ̄, then the optimal tax is uniform: τGk = τ̄ .

In each tax bracket, the tax is given by (39). In particular, the taxes are always more

compressed (towards τ̄) than under a Ramsey model with the same tax brackets, but no

complexity aversion.43 I now calculate welfare.

Proposition 10. (Welfare gain from n tax brackets, with complexity-averse consumers)

Consider the Ramsey problem with a continuum of goods, and complexity averse consumers.

Suppose that the government implements n tax brackets, chosen optimally and with optimal

taxes, and that attention is positive, m > 0. When moving from 1 to n brackets, welfare

increases by, to leading order in vψ:

V (m,n) =
1

6
λτ̄v2ψmmax

(
1− ξ

λvψ

1−m

m
, 0

)3(
1− 1

n2

)
(40)

43The proof of the proposition (in Section C) describes the shape of the tax brackets. The central bracket,
around the average elasticity, has a width 2b∗vψ with b∗ given in (124); and otherwise the other tax brackets
have equal size.
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To interpret this result, let us consider the case of endogenous attention, with two cases:

the simple case of an attention budget constraint, and the richer case of costly attention.

Optimal number of taxes with an attention budget constraint. I first explore the

case where attention is subject to a simple “budget constraint” but otherwise free. To fix

ideas, the constraint could be mn ≤ M for some constant M, so that m (n) = min(M
n
, 1).

Then, the optimal number of brackets is as follows.

Proposition 11 (Optimal number of tax brackets). If agents are complexity averse: (i) With

exogenous attention m < 1, and ξ large enough, the optimum is just to have a uniform tax;

(ii) With endogenous attention m (n), the optimum number of brackets (weakly) decreases

with the degree of complexity aversion, and becomes 1 with large complexity aversion.

If agents are not complexity averse, one never gets a simple tax system with just one

tax bracket, provided attention is positive—if attention to the deviations is 0, extra brackets

bring no allocative gain, and every number of brackets is equally good. Indeed, (iii) with

exogenous attention m > 0, there are as many tax brackets as goods; (iv) with endogenous

attention m (n) such that m (2) > 0, there must be at least two tax brackets.

The situation is shown in Figure 1. With rational agents, the optimal tax is just the

Ramsey tax τRg = λ
ψg
. With very high complexity aversion, there is a uniform tax: there is

just one tax bracket. For an intermediate complexity aversion, there are three tax brackets

in this example.

The biggest step here was to find the conditions (namely, first-order complexity aversion)

that generate full simplicity. This is not trivial. Indeed, without complexity aversion, if

there is a fringe of rational, zero-cost agents, then again the planner wants a different tax

for every good.

Optimal number of taxes with a smooth cost of attention. I consider the case

where attention is costly, with a smooth cost of attention. I take the cost to be linear in the

attention level: CCognition (m) = κm, but with the constraint that m ≤ m̄ for some positive

constant m̄ < 1. This captures the idea that attention is costly, and that there is a limit

to how much attention can be paid to the tax code, at least for some agents. Hence, the

consumer chooses a separate attention mGk for each bracket deviation:

CCognition = κ
∑
k

mGk , mGk ∈ [0, m̄] , 0 < m̄ < 1. (41)

The planner is free to optimize over all tax bracket structures, and he takes into account the

endogeneity of the attention level mGk for each bracket k. This structure is convenient, as
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it allows the planner to solve the problem in closed form.

Proposition 12. Suppose the linear cost of attention, and suppose that ξ ≥ λm̄. Then, the

planner’s problem with endogenous attention has the same solution as the previous problem

with exogenous attention (Propositions 9-10), with m = m̄: every bracket with a non-zero

tax deviation receives attention m̄. In addition, the optimal number of brackets solves

max
n

V (m̄, n)− κm̄(n− 1) (42)

where V (m,n) is the welfare gain of (40).

The cost is κm̄(n − 1) because only n − 1 brackets exhibit a tax deviation, hence non-

zero attention. There is a subtlety in the problem (42). In general, the problem would be

more complex, as when the planner changes taxes, this changes attention (a sort of “fiscal

externality”). However, with the cost function above, attention is stuck at m̄, which simplifies

the problem.

Proposition 13 (Optimal number of tax brackets with a linear cost of attention). Under

the assumptions of Proposition 12, the optimal number of tax brackets with a smooth cost of

attention is:

n∗ = max

((
1− ξ (1− m̄)

λm̄vψ

)+(λτ̄v2ψ
3κ

)1/3

, 1

)
(43)

This is the optimum of the continuous relaxation; the integer optimum is the better of the

two neighboring integers.

Hence, we obtain a simple formula for the optimal number of tax brackets. As expected,

the optimal number of tax brackets is lower with: high complexity aversion, high cost of

attention κ, low maximum attention level m̄; and is higher with a strong incentive to differ-

entiate taxes, namely a high dispersion of elasticities vψ, and a high taste for public funds

λ.44

The online appendix (Section B) contains a more general treatment, and the proofs.

There are some subtleties when complexity aversion ξ is small, but this is only advanced

material. As always, the most useful case is that of high complexity aversion.

44One might worry that Proposition 12 requires the cost of attention κ to be small: if attention is very
costly, why would the consumer pay any? The number of brackets adjusts, and takes care of this. A higher κ
gives fewer and wider brackets, hence larger tax deviations, so the consumer’s stake in a bracket rises exactly
as fast as the cost of attending to it: at the optimum (43), the stake in each bracket is at least 6κ, whatever
the value of κ. And when κ is so large that (43) gives n∗ = 1, the tax is uniform, and there is nothing to
pay attention to.
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Other potential ways to derive a uniform tax, or a small number of tax brackets.

Let me discuss other ways to potentially derive the result.

Cost for the sheer number of taxes. I discuss the counting measure G (n) in Section 7.3.2,

and do not adopt it: in the real world there are always thousands of small disturbances, so

the counting measure would counterfactually predict almost infinite angst.

Administrative costs. They would work, and would be a form of cost G (n). I do not

pursue them here, because the conceptually interesting reason here is the limited processing

power of the people, not of the government. Still, complexity aversion for the planner would

be interesting to explore more.

Purely limited attention, without complexity aversion. This would not work, as suggested

in Proposition 11 and formalized in Proposition 32: the number of brackets is always at least

two.

Let me conclude this analysis of the Ramsey problem. It is meant to be a prototype

for much more, e.g. Ramsey taxes with redistributive motives, Pigouvian taxes, a Mirrlees

problem. More generally, this approach suggests a way to do “behavioral mechanism design”,

i.e. design optimal institutions (e.g. price or tax systems) that aim both at high allocative

efficiency and not too high complexity.

6 Choice aversion and choice overload

I close by returning to individual decisions, and to two phenomena that are well documented:

inertia, the tendency not to decide at all, and choice overload, the tendency to fall back on

the simple option when there are many options. This is also the occasion to show the model

in a discrete choice setting, as all the previous applications used a continuous action. In

both cases complexity aversion delivers sharp and testable comparative statics.

6.1 Choice aversion and inertia in decision-making

Very often, people prefer not to decide at all. For instance, they do not rebalance their

portfolio. Complexity aversion offers a natural hypothesis for this: thinking is aversive,

especially if one dreads taking the wrong decision.

Suppose that the active decision yields the traditional utility, compared to the default

action of “doing nothing”—that is, sticking to ad:

Uactive = E [u (as (xs) , x)]− E
[
u
(
ad, x

)]
− CCognition (m)− CCA (m) (44)

where as is the noisy decision given the imperfect perception xs. The passive decision is eval-
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uated at Upassive = 0. Here I assume that the passive decision does not bear any complexity

aversion. This is in line with the psychology of commission (the active decision) versus omis-

sion (the passive decision). The omission feels like “nothing”, whereas the commission feels

like “utility consequences from deviating from the default”, and so carries some complexity

aversion.

To complete this simple psychology, we can add “motivated cognition” with45

Ũactive = Uactive + µ
∑
i

uxix
s
i

where µ > 0 is the weight on motivated attention. This means that reacting to “bad news”

(news xi with uxix
s
i < 0, i.e. that lowers utility) is penalized, an “ostrich effect” (Karlsson

et al., 2009).46

To see the effects, take the model u (a, x) = −1
2
(a− x)2+vx. The agent takes the passive

course of action if and only if Upassive ≥ maxm Ũ
active (m). To get a closed-form solution, I

analyze the case CCognition (m) = κm, and the behavior of the median agent (i.e. the agent

receiving the median signal xs).

Proposition 14. (When the agent fails to act, and passively follows the default) The median

agent takes the passive course of action if and only if:

min

(
ξsaσx, κ− σ2

x

2
− µvx

)
≥ 1

2

(
ad
)2

(45)

Condition (45) means that people are more likely to be passive if: complexity aversion

ξ is high, cognition cost κ is high, the news is “bad news” (vx is very negative), and the

passive allocation is not too far from the optimum (
∣∣ad∣∣ small). If there is no complexity

aversion, people are never passive.

Take the lack of rebalancing of one’s portfolio. The active decision involves thinking

about the correct determinants of portfolio choice, a complicated vector x, involving e.g.

the expected returns of U.S. versus international stocks, or long- versus short-term bonds.47

Hence, many people just choose not to rebalance at all (Giglio et al., 2021; Gabaix et al.,

2024). They will do so only when the portfolio is very off, and when they have low complexity

aversion.
45This modeling of motivated cognition is in Gabaix (2019), Section 4.3.2.
46Sensibly, real ostriches do not exhibit that effect—Pliny the Elder spread the myth.
47There could be other explanations. The thinking cost is paid now and the benefits are received later, so a

hyperbolic discounter will fail to act (Laibson, 1997). The act of choosing itself could be aversive (Bernheim
et al., forthcoming), or entail some adjustment cost (see the models reviewed in Gabaix (2019)). Choice could
activate loss aversion, as looking up information can reveal bad news (Kőszegi and Rabin, 2006; Andriès and
Haddad, 2020). Still, complexity aversion and the dread of mistakes seem like a plausible alternative route.
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6.2 Choice overload

Suppose that we have a simple option and n complex options. The complex options suffer

the CA penalty, but the simple option does not. Hence, the simple option is more likely to

be chosen. This accounts, qualitatively, for the findings in the “choice overload” literature

(e.g. Iyengar and Lepper, 2000, Iyengar and Kamenica, 2010): as people face more options,

they more often choose the simple option—with nuances I discuss soon.

I illustrate how the model of CA quite naturally delivers choice overload. This also lets me

show the model in a discrete choice setting: all the previous examples used the continuous

action setting of the model. I use the discrete-choice machinery of Section A.5, but this

exposition here is self-contained.

There are n + 1 options, indexed by k ∈ {0, . . . , n}. Option 0 is the “simple” one, with

value 0. The other options k ∈ {1, . . . , n} have value Xk = xk,1+ · · ·+xk,p, i.e. are “complex”

as made of p parts, which are drawn independently—across components and across options—

from a standard normal distribution. To go to the core economics, I assume that attention

is m for all components. When thinking about a complex option k, the agent sees each of

the p components fuzzily, as xsk,i, as in the general model. Hence the total CA penalty for

the option is:

CCA,k = ξp (1−m) (46)

So, the option is valued as:

vk = Xs
k − ξp (1−m) , Xs

k = xsk,1 + · · ·+ xsk,p (47)

where Xs
k is the perceived value of the raw payoff of option k (before the CA penalty). The

agent chooses the option with the highest valuation. This leads to the following result.48

Proposition 15. The probability of choosing the simple option, rather than any of the n

complex options, is

P0 =

[
Φ
(ξ√p (1−m)

√
m

)]n
(48)

where Φ(x) is the CDF of the standard normal distribution. In particular, it increases with

complexity aversion ξ and the number of components p in each option, and decreases with

attention m.

Proof. As in the basic model (3), var(xsk,i) = m; the perceived payoff of a complex option

k, Xs
k = xsk,1 + · · · + xsk,p, has variance pm. So we can represent it as Xs

k =
√
pmϵk, where

48I imagine a very large dataset, with many draws of all variables and choices.
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Figure 2: This figure shows the probability of choosing the simple option as a function of the
number n of complex options (Proposition 15). When complexity aversion is high enough,
the probability of choosing the simple option increases with the number of complex options.

ϵk is a standard normal random variable. The probability that each vk is less than 0 is

q = Φ
( ξp(1−m)√

pm

)
. Hence, the probability of choosing the simple option is P0 = qn.

I now assume an “attention” function m = f(n) that decreases with n, which may come

from an attention budget. Then, there are two effects in (48), as the number of complex

options n increases. First, the attention m to any option decreases, so the CA penalty

increases, which makes the simple option more attractive: P0 goes up. Second, for a given

attention m, more options decrease the probability of choosing the simple option, as it has

more competitors: P0 goes down. The first and main effect requires complexity aversion,

ξ > 0.49

Figure 2 conveys the effects.50 When ξ is at the typical value used in this paper, as the

number of complex options n increases, the probability of choosing the simple option P0

increases: this is the choice overload effect. However, without complexity aversion (ξ = 0),

the probability falls: as more options are available, the simple option is less likely to be

chosen.

One can show a number of general results. First, the probability of choosing the simple

option goes to 1 in the large n limit, at least if attention m(n) decays to 0 at a faster than

glacially slow rate, as it surely does in practice.

49With 0 complexity aversion or 0 inattention (i.e. if ξ = 0 or m = 1), P0 = 2−n falls with n.
50I take ξ = 2/3, p = 4 components, and m(n) = 1/n.
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Proposition 16 (Choice overload: simple asymptotics). The probability of choosing the

simple option P0 goes to 1 when ξ becomes large with m < 1 and n fixed; or, for a given ξ > 0,

as n becomes large and m(n) goes to 0 fast enough, in the sense that limn→∞m(n) lnn = 0.

The trade-off between the two forces identified above can be pinned down precisely.

Proposition 17 (Choice overload, small increase in number of complex options). Assume

m(1) = 1. There is “local choice overload” (the simple option is chosen more often with two

complex options than with one, i.e. P0(2) > P0(1)) if and only if the complexity aversion

parameter ξ and the number of components p are large enough, namely

ξ
√
p
1−m(2)√

m(2)
> Φ−1

(
2−1/2

)
≃ 0.54. (49)

With m(n) = 1/n, this reads ξ
√
p >

√
2Φ−1(2−1/2) ≃ 0.77.

Those propositions explain transparently some controversies in the psychology literature,

namely that sometimes choice overload does not happen (Scheibehenne et al., 2010), but it

happens more frequently when the decision is very “complex”, and the decision makers have

little time (Chernev et al., 2015). Indeed, Proposition 17 shows that there is “local choice

overload” (the simple option is chosen more often when the number of complex options

slightly increases away from 1) iff the choice is complex enough (ξ
√
p high enough) and

“attention pressure” is strong enough (m(2) sufficiently low). More generally, when things

are very easy, m = 1, there is no choice overload—this is like the curve for no complexity

aversion in Figure 2, and also like in Proposition 15. However, when choice is hard, m is low,

and the advantage of the simple option grows with more options (under the simple condition

of Proposition 16)—this is like the curve for high complexity aversion in Figure 2.

In conclusion, complexity aversion gives a natural explanation for the choice overload

effect: complexity is penalized; and as more options are available, attention to any option

decreases, which increases the CA penalty, making the simple option more attractive.

Link with the literature We see how the “first-order complexity aversion” advocated in

this paper is useful: it ensured here that the model was scale-independent, i.e. independent

of the standard deviation of the components.51 A penalty that is not homogeneous of degree

one in the scale of the components would break that scale-independence, very likely coun-

terfactually; the sharper identification of (6) comes from the criteria of Theorem 1, not from

scale-independence alone. Hence, it supports the conjecture in de Clippel et al. (2025) that

behavior is best described by first-order complexity aversion.

51Proposition 15 would still hold if all the noises were multiplied by some σx.
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There are now a number of explanations of choice overload, based on anticipated regret

(Sarver, 2008; Buturak and Evren, 2017), on inference from the seller’s product line (Ka-

menica, 2008), and on search and evaluation costs (Caplin et al., 2011). Models of limited

consideration (Manzini and Mariotti, 2014) are related, but their consideration structure is

menu-independent, so it does not by itself generate overload. I do not claim that complexity

aversion is a “better” mechanism than those. The point is rather that choice overload need

not have a new mechanism of its own: it comes out of the same model, with the same ξ,

that delivers the absence of indexation, rigid prices, and few tax brackets in the preceding

sections. Hence, we are closer to a unified account of behavior across domains.

7 Discussion

7.1 A very simple calibration of complexity aversion

I propose a simple calibration of the complexity aversion parameter ξ, around

ξ ≃ 2

3
(50)

A baseline based on simple gambles Suppose a very simple gamble, with equal

probabilities of payoffs µ + σ, µ − σ, with σ > µ > 0. A prospect-theoretic agent with loss

aversion λ attributes to it a value v with 2v = µ + σ + λ (µ− σ) = (1 + λ)µ − (λ− 1) σ.

So, to be indifferent between accepting the gamble or not (v = 0), she will require a Sharpe

ratio: S = µ
σ
= λ−1

λ+1
. With the typical calibration λ ≃ 2 (Brown et al., 2024), this gives

µ
σ
= 1

3
.

The complexity interpretation52 is that the certainty equivalent is µ−ξσ (1−m), so that

people require a Sharpe ratio S = µ
σ
= ξ (1−m).53 We are led to ξ (1−m) = λ−1

λ+1
≃ 1

3
.

With m ≃ 1
2
(so that people understand the situation only partially), that leads to ξ ≃ 2

3
.

Now, I will examine the earlier examples, and we shall see that this value of ξ ≃ 2
3
broadly

calibrates well. In most examples, I will take m = 1
2
, a sort of prior over m ∈ [0, 1].54

52This interpretation is not uncontroversial (Oprea, 2024; Banki et al., 2025; Oprea, 2025), but in fine
seems to be indeed part of the psychology of the aversion to gambles (Puri, 2025; Enke and Shubatt, 2023;
Shubatt and Yang, 2024).

53Note that this theory predicts that there will be more “effective loss aversion” in complex gambles, and
under cognitive load. This is qualitatively true in Iyengar and Kamenica (2010) (in their experiment, when
there are more lotteries to choose from, the simple, lower expected value lottery is chosen more). A variant
is that the CA parameter ξ could be higher when in an adversarial relationship, i.e. when the agent knows
that there is the possibility for an Akerlof lemons effect.

54For the “scale of the decision” parameter sa, I take the average level of consumption in the applications
where the decision is about consumption, and a natural scale, specified in each case, elsewhere—the average
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Lack of indexation We have seen that there is no indexation if and only if (Proposition

2)
brσx
sa

=
s.d. of income risk removable by the index

average consumption
≤ ξ (1−m) ≃ 1

3
. (51)

For instance, suppose the income risk is ŷ = brx+ ϵy, where b
rx is the hedgeable part of

the risk, and ϵy is the non-hedgeable part. The criterion says that there is no indexation if

and only if the volatility of the hedgeable income risk (say, inflation) is less than 1
3
of average

consumption. Hence, roughly speaking, for someone whose nominal income is reset just once

a year, hedging occurs iff inflation volatility is above about 30% per year.55 This is in line

with the empirical evidence.56

Price rigidity Prices are rigid if and only if

ψCV(mc) ≤ ξ
1−m

m
≃ 2

3
, (52)

where CV(mc) is the coefficient of variation of marginal cost, i.e. its standard deviation

divided by its average. For a typical good, one could imagine that the coefficient of variation

is around 0.1, and the short-run elasticity of demand is ψ ≃ 2. Hence, the price is typically

rigid: 0.2 < 2/3. But say for fresh produce, which spoils, and is easy to substitute (one

substitutes easily from strawberries to raspberries), one can imagine ψ ≃ 5, and CV ≃ 0.3.

Hence, the price is flexible: 1.5 > 2/3. The point is that this is the right order of magnitude.

Ramsey The tax is uniform if and only if (by Proposition 9) for all tax categories k:57

ψ̄|τRGk − τ̄ | ≤ ξ
1−m

m
≃ 2

3
(53)

With the same value ψ̄ = 2 as just above, the planner will keep the tax system uniform,

unless he wants to tax or subsidize a particular category by more than 33%. This is a

reasonable order of magnitude.58 It explains why, with complexity aversion but without

redistribution motives, the tax system should be kept uniform. In a richer model, one might

add redistribution motives, which could lead to a somewhat less uniform tax system.59

equity share in the inaction application.
55I assume that income and consumption have the same average.
56In the US and euro area, inflation volatility has been 1 to 3 percentage points, an order of magnitude

below the threshold, and contracts are not indexed; in the Brazilian, Israeli and Chilean inflations it was far
above, and indexation was pervasive.

57I express it in terms of the Ramsey desired tax, which might make the model more portable when
calibrating to tax data, as it might include other motives, e.g. redistribution. Also, using τ̄ = λ/ψ̄ (to
leading order in vψ), the value of public funds parameter λ drops out.

58Observed VAT systems have between one and four rates, against the thousands the traditional Ramsey
formula prescribes.

59One could also calibrate the optimal number of brackets, which requires calibrating the cost of thinking
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Inaction Let us apply the inaction model to the rebalancing of the equity share, so that

ad represents how much the equity share deviates from the rational optimal equity share.

The agent stays passive within the band (Proposition 14)
∣∣ad∣∣ ≤ √

2ξsaσx. With sa ≃ 0.6

(a typical equity share) and σx ≃ 0.1 (a typical volatility of the equity share if one lets

it drift passively), this means that the agent will stay passive if the equity share drifts by

less than about 28 percentage points. This is in the right range. For instance, Ameriks and

Zeldes (2004) track TIAA-CREF participants over a ten-year period and find that 44% made

“no changes whatsoever to either their flow or asset allocations” across the entire decade;

73% never once altered the allocation of their accumulated assets. Conditional on an asset

transfer occurring, the mean absolute transfer is 23.5% of assets. Agnew et al. (2003) find

the same in a large 401(k) plan: no trade occurs in 87.6% of participant-years, and 35% of

pre-sample entrants remain entirely in the guaranteed-income fund, never trading over the

full 52-month panel. Brunnermeier and Nagel (2008) report that 41% of PSID stock market

participants over 1984–1999, and 43% over 1999–2003, undertook no purchase or sale of risky

assets at all.

Choice overload I calibrated Figure 2 with ξ = 2/3, and 4 components, which gives

reasonable-looking values. One can also tease this out more finely. There is local choice

overload (Proposition 17) if and only if ξ
√
p > 0.77 i.e. with m(2) = 1/2, this is if and

only if the number of components p is greater than 1.3. The calibrated model thus predicts

overload when options have strictly more than one attribute to weigh, and none otherwise.

The “complexity of the options” p is a moderator isolated by Chernev et al. (2015), and the

reason why Scheibehenne et al. (2010) find a null when pooling simple and complex tasks.

Assessment of the calibration Let me conclude. The strong version of this exercise

is that a single value ξ ≃ 2
3
works well across lots of domains. Now, those are just rough

orders of magnitude, and it would be interesting to calibrate more finely. The parameters

in economics (e.g. intertemporal elasticity of substitution, coefficient of loss aversion, etc.)

typically take many papers to measure, and they often seem a bit unstable, as a variety

of factors (e.g. distractions, here m) make the estimate difficult. I still think that it is

encouraging that the theory delivers a unitless parameter, potentially “portable” across

domains, and that it appears to give reasonable orders of magnitude in a broad range of

domains.

κ, which I defer to another paper.
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7.2 Why this formulation?

I now propose some desirable criteria for a model of complexity aversion. They motivated

the model proposed here. I prefer the “psychological” route to lead to the model, but for

the discussions of the merit of other models, the language of criteria may be useful.

7.2.1 Some proposed criteria for complexity aversion

Suppose a generic decision maxa u(a, x), and assume that the CA cost has the form:

CCA = G
((

|arxi |, σxi ,mi

)
i∈I

)
(54)

where G is some function with values in [0,∞]. Here I assume that it depends only on

the “germ” of the decision around x = 0, i.e. the rational slope arxi (and I assume that it

does not depend on its sign), and the magnitude of the typical innovation, σxi . The idea is

that the agent uses her “local” (around x = 0) knowledge to assess the situation, including

complexity aversion.60 The most generic criterion is the following.

“Unit invariance” criterion: The CA cost should be invariant in the units of xi (i.e.

are they in dollars or in cents). This means that it is invariant when changing
(
|arxi |, σxi

)
into

(
|arxi |λi,

σxi
λi

)
, for any λi > 0.

Immediately, then, that forces the function to be (indeed, apply this to λi = σxi):

CCA = G
(
(bi,mi)i∈I

)
(55)

where bi is the total impact of the variable xi in action space:

bi := |arxi|σxi (56)

I now propose two criteria specific to complexity aversion.

“Generation of full simplicity” criterion: The CA cost yields full simplicity for

small incentives. Mathematically,

∂CCA

∂bi

∣∣∣∣
bi=0+

> 0 (possibly infinite) when mi < 1. (57)

Indeed, as we saw, we need a first-order penalty for small incentives that are poorly un-

derstood (mi < 1).61 As we see lots of “perfect simplicity” in practice (rigid prices, no

60This is the tack taken generally in the sparse max (Gabaix, 2014); it leads to much tractability, and
arguably to psychological realism.

61To fight the first-order traditional efficiency gains of going from 0 incentive to a small incentive, one
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indexation, fairly uniform tax systems, etc.), and want to explain it with CA, we need this

criterion.

“Finiteness” criterion. The CA cost is finite when the error is finite (i.e.
∑

i bi is

finite). ∑
i

bi <∞ implies CCA <∞. (58)

Indeed, in most situations (for instance, when watching say a room, with its objects,

shades of color, luminosity, etc.), the number of variables is essentially infinite, but the

CA cost is finite. We do not want a measure that would predict infinite CA costs in such

situations. To capture that the true importance of the variables is finite, I impose
∑

i bi <∞.

This says that, even if all variables were higher or lower by one standard deviation—by one

“modulus”, or “order of magnitude”, of each deviation—the rational action would still change

by a finite amount. Hence, the CA should also be finite.

The above three criteria are the most substantive ones. Now, I will impose one more

criterion, solely for tractability.

“Separable homogeneity” criterion: The CA cost is homogeneous of degree 1 in b,

i.e. for all λ > 0, CCA (λb,m) = λCCA (b,m), and it is quasi-separable in the variables, i.e.

has the form

CCA = g

(∑
i

f (bi,mi)

)
(59)

where f (·,m) and g are C2 on (0,∞), g can take infinite values, and f (0,m) is finite.

Finally, I will sometimes impose one last criterion, which is useful to pin down the

“prefactor” ξ in (1).

“Unit invariance” for utility and actions criterion: the CA cost is invariant when

changing the units of actions, and choices are invariant to affine transformations of the utility

function. Mathematically, when we change the units of actions from a to λa, and utility from

u to µu + ν, where λ > 0 and µ > 0 are positive scalars (these are changes of units) and ν

is any real number, then the CA cost is simply multiplied by µ. In addition, the CA cost

depends only on the “germ” at x = 0, i.e. depends on u(ad, 0), uaa(a
d, 0) and sa, which

expresses the “modulus” (typical size) of the action:62

CCA
(
µu(a) + ν, µλ−2uaa, λsa, λb, m

)
= µCCA(u(a), uaa, sa, b, m) . (60)

needs a penalty that is first order or larger. See e.g. Proposition 4.
62This comes from basic dimensional analysis: a change of units that multiplies a by a factor λ will divide

uaa by a factor λ2.
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7.2.2 Unique representation result

Then, we have the following proposition:

Theorem 1. Suppose there are at least two variables. A CA cost satisfies the criteria of

Unit invariance, Generation of full simplicity, Finiteness, and Separable homogeneity if and

only if it has the form

CCA (b,m) =
∑
i

bih̄(mi) (61)

where bi := |arxi |σxi, and h̄ is a bounded function such that h̄(m) > 0 for all m < 1. If in

addition we impose the Unit invariance for utility and actions criterion, this becomes

CCA (b,m) = |uaasa|
∑
i

bih(mi) (62)

for a function h with the same properties, that does not depend on u.

In light of Theorem 1, I took h(m) = ξ(1 − m) for tractability, which led to the main

proposal, (6). But in general, h can be any bounded function with h(m) > 0 for m < 1 and

h(1) = 0: perfect understanding leads to no complexity aversion.

7.3 Discussion of alternative formulations

7.3.1 Some variants of complexity aversion that satisfy the main criteria

Given Theorem 1, I took h(m) = ξ(1 −m) for tractability. One variant is a step function,

h(m) = ξ1m<1. Then, we are in a dichotomous world where “obvious things” (mi = 1) have

no penalty, and not completely obvious things (mi < 1) incur a full penalty. This leads to a

somewhat simpler model, where one may take

CCA = ξ
∑
i

∣∣arxi∣∣σxi1i∈IComplex (63)

where IComplex = {i : mi < 1} is a set of “complex” features, and the remaining features are

“simple” (mi = 1).

The separable homogeneity criterion is mostly for tractability—it is conceptually the

least essential of all the criteria. Indeed, one could also admit any transformation CCA′ :=

|uaa|s2aΦ
(∑

i
bih(mi)
sa

)
for some function Φ with strictly positive derivative. Then, essentially

all the economics would still hold.
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7.3.2 Some formulations that do not satisfy the criteria

Here I list some formulations that, though appealing in some respects, do not satisfy the two

key criteria of “Generation of full simplicity” and “Finiteness”.

Non-linear scalings One could have:

C̃CA = ξ
∣∣s2−βa uaa

∣∣∑
i

(∣∣arxi∣∣σxi)β h(mi) (64)

The criteria imposed β = 1 (Theorem 1), and it is worth seeing more directly why. Any

β ∈ [0, 1] would deliver the “Generation of full simplicity” criterion. However, a β < 1 would

violate the “Finiteness” criterion.63 Likewise, a β > 1 would violate the “Generation of full

simplicity” criterion, as it would generate a smaller than first-order penalty for small slopes

bi. However, it would satisfy the “Finiteness” criterion.

Information cost This approach does not satisfy the “Generation of full simplicity” cri-

terion, as we saw (e.g. Propositions 3 and 8). This also includes the Fixed cost of thinking,

paid optionally, without complexity aversion, which is just a variant of the information cost.

Counting measure of number of parameters This would be CCA,counting = G (n),

where n is the number of variables, and G is some weakly increasing convex function. It

does not satisfy the “Finiteness” criterion. Indeed, generically, a situation has a myriad of

small elements, so n→ ∞. Of course, a counting measure is a useful proxy in some cases.

Second-order complexity aversion: Traditional regret theory A variant would be

“second-order complexity aversion”, which is proportional to the expected loss from mis-

optimization:

CCA,2 = ξE [u (ar, x)− u (as, x)] = ξ
∑
i

E
[
−1

2
uaa
(
arxixi

)2]
(1−mi) (65)

It is in the tradition of regret, e.g. Loomes and Sugden (1982), Sarver (2008). The problem

is that it violates the “Generation of full simplicity” criterion.

It may be useful to record the main differences between “complexity aversion” (proposed

here) and “regret aversion” (from the tradition):

63The proof gives a rigorous argument, but here is a clear example of the problem with β < 1. Take
σxi = 1 and bi = 1/n for i = 1, . . . , n, and bi = 0 otherwise. So

∑
i bi = 1: the decision has bounded stakes.

But the CA cost goes to infinity as n grows whenever β < 1 (as
∑n
i=1

(
1
n

)β
= n1−β → ∞).
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1. CA is first order (the loss is proportional to the error e, not e2): otherwise, second-

order losses will not robustly lead to full simplicity (e.g. no indexation); while regret

aversion is second order. This is crucial, as second-order regret aversion violates the

“Generation of full simplicity” criterion.

2. CA applies to the mistakes made by the agents in their mind, not in nature. It does

not apply to ex post regret over nature’s moves. Hence, CA does not change the utility

of a rational agent (who makes no mistakes), unlike ambiguity aversion.

3. CA applies feature by feature: if there are several features (e.g. the decision entails

looking at a tax rate, and an expected return, and a price), each of them is subject

to CA, and the penalties add up. To see why this matters, consider the “square root”

variant to regret aversion, e.g. having CCA,2′ = ξ̄
√∑

i

(
arxi
)2
σ2
xi
(1−mi). This will

still violate the “Generation of full simplicity” criterion. Indeed, as soon as at least

two terms under the square root are non-zero, the incremental penalty from each arxi is

proportional to
(
arxi
)2
, not

∣∣arxi∣∣: so de facto we have second-order complexity aversion

at the feature level, and we will not get full simplicity.

7.3.3 Some other formulations

Finally, here are two proposals that can satisfy the criteria, but that I do not use for reasons

of psychological applicability. Then, my CA proposal is just an alternative, applying more

naturally perhaps than those proposals.

Maximin and taste for robustness. That has been a productive enterprise (Gilboa and

Schmeidler, 1989; Hansen and Sargent, 2008; Cerreia-Vioglio et al., 2015; Carroll, 2015; Ilut

and Schneider, 2023; Fudenberg and Mudekereza, 2026). Its psychology is more one of “pes-

simism” than of “taste for simplicity”. Also, though mathematically possible, application

to robustness seems, in a number of situations, awkward. For instance, in the context of

Section 4, if the price of bread varies a bit, is there a great rational loss in some terrible

scenario? In the Whole Foods example, should I be worried if the cost of delivery at 10am

is one dollar lower? The complexity aversion I present here seems more plausible than a

maximin behavior. In any case, the present model is clearly different from this robustness

model; its tractability makes it possible to handle new applications; and it is good for the

ecosystem to have different proposals for complexity.

Loss aversion for risk in the world. I am closest to it, as first-order complexity aversion

is “loss aversion for randomness in one’s mind”, rather than randomness in the objective

world. First, it might work for some cases, e.g. to buy a good with an expected price, as

in Section 4. However, it does not seem to apply well to the other examples, e.g. lack of
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indexation: to use loss aversion, one would need to segregate the two variables (ŷ and x), and

apply loss aversion to them (Kőszegi and Rabin, 2006). Also, it seems awkward to apply

to the Whole Foods case, where many prices are visible with full information—arguably

the consumer seems not to like that because of complexity aversion, not because there is a

loss. In any case, it is again useful to have a materially different model, and defer to future

research some empirical assessment of the merit of the models.

8 Conclusion

This paper proposed a tractable theory of complexity aversion. It explains fairly easily a

number of “obvious” features of the real world (that contracts and prices are “simple”, e.g.

not indexed)—obvious to common sense, but puzzling to the traditional economic model

with no complexity costs. Because the penalty scales with the incentives of the problem, it

is governed by a single unitless parameter ξ, and the same value ξ ≃ 2
3
gives sensible orders

of magnitude across contexts, such as indexation, price rigidity, taxes, inertia and choice

overload.

Along the way, the model shed light on a number of issues of basic modeling. One,

cognition costs or information costs per se are not enough to generate simplicity: one needs

to have a form of “complexity aversion” that is non-zero even when the agent pays no

cognition cost. Another, we saw that first-order complexity aversion is the robust way to

generate simplicity, much more than second-order complexity aversion (or regret from regret

theory).

Many interesting issues seem now within reach. In particular, designing optimal mech-

anisms, taking into account the complexity costs borne by consumers, seems particularly

useful from a practical point of view. The present paper’s analysis of simple tax systems for

the taxation of goods is a beginning, and much more can be done.
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Notation. In the proofs, I abbreviate the cognition cost CCognition as CCog.

A Theory complements

A.1 Some simple cognitive microfoundations

Derivation of (3) One derivation of (3), and the functional form for the noise, is the

following. People receive noisy “raw” signals x̃si about xi: x̃si = xi + η̃i, where η̃i is a

mean-zero noise uncorrelated with xi. Then, if xi and η̃i are jointly Gaussian, we have

E [xi|x̃si ] = xsi := mix̃
s
i , with mi =

σ2
xi

σ2
xi
+σ2

η̃i

. If noises are not Gaussian, then xsi = mix̃
s
i is still

the linear least-squares projection of xi onto x̃
s
i , i.e. mi = argminmi E

[
(xi −mix̃

s
i )

2], which
yields mi =

E[xix̃si ]
E
[
(x̃si)

2
] =

σ2
xi

σ2
xi
+σ2

η̃i

. We then define the “processed” signal as xsi := mix̃
s
i , and set

ηi = miη̃i, which is uncorrelated with xi. This yields (3), with:

σ2
ηi
= m2

iσ
2
η̃i
= m2

iσ
2
xi

(
1

mi

− 1

)
= σ2

xi
mi (1−mi)

Cost functions Typically, in calculations, we will assume a production function of thought

(or precision), which leads to a cost function as follows:

Ci (mi) = cim
1

1−α
i , 0 < α < 1 (66)

where the cost ci can be endogenized, as in Gabaix and Graeber (2024).

Why is it hard to handle tasks that require juggling numbers, and relatively

“easy” to drive—does the model see that? We conclude with a remark on complexity
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across domains (linked to Moravec’s Paradox: what’s hard for computers is often easy for

people and vice-versa). Why is it hard to handle tasks that require juggling numbers, and

relatively “easy” to drive (at least, after two dozen hours of lessons)—does the model see

that? Intuitively, this is because processing actual numbers is hard, while processing visual

information is much easier. In the model, this is because the cost of processing parameter ci in

(66) is high when dealing with mathematical operations on numbers, and low when processing

visual information: e.g., there is a fork on the road, and I should turn right. Hence, inside

the model, when driving, the imprecision 1 − mi is very small, and the complexity dread

term (6) is very low. In heavy rain, so that seeing the road is harder, imprecision is higher,

and driving is harder.

When people do not understand that they are making a mistake In this model,

people are completely aware that they are making a mistake. This is clearly just a benchmark,

probably right for most decisions. However, it is useful to keep in mind that there are

some problems where a “tempting” answer seems “obvious”, and is actually wrong. A

famous one is the Monty Hall three-door problem64, and behavioral economics has provided

others (Frederick, 2005; Enke and Zimmermann, 2019). Those people are not “aware” of

the mistake. This matters for economics: for instance, firms can exploit consumers’ näıveté

(Gabaix and Laibson, 2006; Heidhues and Kőszegi, 2018), as those consumers are not aware

that they are making a mistake. Appendix A.9 builds a bridge with partial awareness:

complexity aversion makes it hard for firms to exploit consumers.

A.2 How to recover frames, attention and default from data

In this research, the “attention”, the “default”, and the “frame” are taken as knowable.

Here, I discuss how to elicit them from data.65 In practice, there is often an “obvious” frame

(e.g. prices of apples and bananas are processed separately), though sometimes the choice

is a bit delicate (e.g. do people use nominal or inflation-adjusted prices).66

First, let us define terms. We consider problems maxa u (a, x), where a ∈ RA and x ∈ RN .

Linearizing, and normalizing the default a to be 0, the rational action is:

ar = arxx

64Amazingly, the great mathematician Erdős got it wrong initially, and he was convinced only after several
days (Vazsonyi, 1999)

65I already discussed how to elicit attention in Gabaix (2014) and Gabaix (2019); but here I discuss how
to elicit the frame.

66One could also endogenize them, e.g. by using the “most useful” frame for instance.
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where arx is an A × N matrix. Here 0 is only the origin for the expansion of the rational

policy; the cognitive default xd introduced next is a distinct object, and the associated default

action ad = arxx
d is generally non-zero. With inattention, we get, for the average action, an

attention matrix M , which we take to be diagonal, and the default vector xd:

as = arxx
s, xs =Mx+ (I −M) xd

But one could imagine that people use a transformation x̃ = Fx, where F = ∂x̃
∂x

= x̃x is

an N ×N matrix (we keep the transformation to be linear; or F could be the derivative for

small x of a non-linear transformation). For instance, the frame could be nominal, or real,

assuming the inflation is somewhere in x. We can call the choice of F (or equivalently, the

representation x 7→ x̃) the “frame”. Under that frame

x̃s =Mx̃+ (I −M) x̃d =MFx+ (I −M)Fxd

and the action is as = arx̃x̃
s = arxx

s with arx̃ = arxF
−1 and xs = F−1x̃s, so

as = arxx
s, xs = F−1MFx+

(
I − F−1MF

)
xd (67)

Suppose that we have data on x, as (x), where as (x) is the average choice of the behav-

ioral agent (with s meaning subjective, or sparse), and perhaps xs (x)—where we elicit the

perceived value of a variable (say, after the choice). Can we recover attention M and the

frame F? Throughout, we suppose that we know arx—perhaps, this is elicited under clear

and distinct conditions, with the help of a guide.

Proposition 18. (Recovery of attention, and the frame) Suppose that M ’s eigenvalues are

all different, and that we know arx. Suppose that we know Dx = Gaa
s
x+Gxx

s
x ∈ RdD×N , where

the selection matrices Ga and Gx have dimensions dD ×A and dD ×N , and that Gaa
r
x+Gx

has rank N ; a sufficient condition, directly checkable in the data, is that Dx have rank N .

For instance we know xsx, or we know asx and arx has rank N (which requires A ≥ N). Then,

up to reordering and rescaling, we can recover the attention M and the frame F . That is, we

can recover some M0 and F0 that account for the data; and all the other solutions have the

form M = ΠM0Π
−1 and F = ΠSF0, where Π is a permutation matrix, and S is a diagonal

invertible “scaling” matrix. If we know the frame F , the requirement is much weaker than

rank N : attention mi is recovered if and only if the i-th column of (Gaa
r
x +Gx)F

−1 is non-

zero, i.e. if and only if dimension i moves the observed data. Hence M is recovered if and

only if that matrix has no zero column—which a matrix of rank 1 can satisfy.

Proof. Let us start with a special case, where we have xsx from data. In the model, this is
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xsx = F−1MF . Hence, given M is diagonal, xsx must be diagonalizable, and M is (up to

permutation) the matrix of its eigenvalues. The rest is well-known diagonalization algebra:

any solution for the diagonal has the form M = ΠM0Π
−1, where Π is a permutation matrix

(there are N ! of them). Also, a solution can be rescaled, as in F = ΠSF0 where S is a

diagonal invertible “scaling” matrix. Indeed F−1MF = F−1
0 M0F0 = xsx, and this describes

fully the set of solutions.

In the more general case, we have the data Dx = Gaa
s
x +Gxx

s
x = (Gaa

r
x +Gx)F

−1MF ,

for some (selection) matrices Ga and Gx. The proposition assumes that Gaa
r
x+Gx has rank

N . Hence, we can left-invert it and recover xsx = F−1MF from data, and we apply the

special case we start with.

If we know the frame F (for instance, it is the identity matrix, a sort of natural frame),

we no longer need to recover F−1MF in full. Write B := Gaa
r
x +Gx, and post-multiply the

data by F−1: as M is diagonal, DxF
−1 = (BF−1)M , which reads, column by column,

(
DxF

−1
)
·i = mi

(
BF−1

)
·i .

Hence mi is identified if and only if the i-th column of BF−1 is non-zero, andM is identified

if and only if BF−1 has no zero column. This is much weaker than rank N : a rank 1 matrix,

e.g. BF−1 = (1, . . . , 1), will do. But Dx ̸= 0 does not suffice: if a column of BF−1 vanishes,

the corresponding dimension never moves the observed data, and its attention cannot be

recovered.67

Economically, the “up to reordering and rescaling” makes sense: we do not care about the

order of the perception vector (i.e., does the agent order the price vector as (papple, pbanana, pcherries)

or with another order), or scale (i.e. does the agent count in grams or kilograms). The hard

data requirement is that to recover the frame we need enough data on actions, or on per-

ceptions: we need N2 pieces of independent data, enough to pin down the whole matrix

F−1MF .68

It is comparatively easier to recover the default xd, as I record here.

Proposition 19. (Recovery of the default) Suppose that we observe Dd = Gaa
d + Gxx

d,

some transform of the default action and default parameter, where Gaa
r
x + Gx has rank N .

Then, we can recover the default xd.
67For instance, take N = 2, F = I, and data on the action only, with arx = (1, 0). Then Dx = (m1, 0) ̸= 0,

but the action never responds to x2, so m2 is not identified.
68The special case where we only have asx is also interesting. We can recover asx = arxx

s
x = arxF

−1MF .
This is an A×N matrix. However, the unknowns live in a manifold of dimension N2: N forM ; plus N2−N
for F , up to the diagonal scaling matrix S. Hence, a necessary condition is A×N ≥ N2, i.e. A ≥ N . That
count is not sufficient by itself: as in the proposition, arx must have rank N , so that it can be inverted on
the left—which requires A ≥ N , and holds for a generic arx.
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Proof. We observe Dd = (Gaa
r
x +Gx) x

d. Then, as Gaa
r
x+Gx has rank N , we recover xd.

In conclusion, we can in principle recover all the essential elements: the attention, the

default, and the frame.

A.3 Extensions to multidimensional actions and problems with

budget constraints

Here are natural extensions of the basic model. Suppose that the action is multidimensional,

a = (a1, . . . , aK). Then, the complexity aversion is:

CCA = ξ
∑
k

∑
i

|uakak |sak |ark,xi |σxi
(
1−mk

i

)
(68)

where mk
i is the attention to the i-th dimension when taking the k-th action; ark,xi is the

derivative of the action ak with respect to the information xi; all derivatives being evaluated

at the default action ad and the default information xd = 0. This specification sums own-

curvature terms |uakak |, so it is valid when the local curvature is (approximately) diagonal,

or when the action components are behaviorally primitive; the general case would require

the full Hessian.

If we have a budget constraint, then one can proceed in the same way, using the La-

grangian L (utility + Lagrange multiplier times constraints), replacing uaa by Laa. To

obtain a value that is invariant to non-linear transformations of the utility function, one can

use the “compensated” derivative āx, defined exactly as in Gabaix (2014), Section V.D of

the main text and Section X of the online appendix.

A.4 Slightly different specifications for the basic penalty

In the main paper, I took the specification:

aδ := E [ar − as | x] = ar (1−m) (69)

and for the error: e := σaδ , which led to the core CA penalty:

e = |arx| σx (1−m) (70)

The charm is that the penalty is affine inm. Given traditional losses from imperfect cognition

are also proportional to 1−m (see e.g. (4)), this leads to lots of tractability.
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But of course, one could imagine lots of small variants, that would lead to slightly different

penalty: as in Theorem 1, one could conceive of any h(m), not just h(m) = 1 − m.69 In

particular, a tempting formulation might be:

e2 :=
(
E
[
(ar − as)2

])1/2
= |arx| σx (1−m)1/2 (71)

The problem is that this is nonlinear in m. Conceptually, this is innocuous—essentially

nothing very important would change, but it would make the analysis messier. Hence, I did

not use it.

If someone absolutely wanted a measure based on the expected squared loss, they might

take:

e3 :=
E
[
(ar − as)2

](
E
[
(ar − ad)2

])1/2 =
|arx|

2 σ2
x (1−m)(

|arx|
2 σ2

x

)1/2 = |arx| σx (1−m) = e (72)

so that it is identical to the basic penalty e in (70) that I use in the main paper. There, the

penalty is first order in the stakes (|arx| σx), which is what matters.

Nonlinear expressions for the CA penalty One could also have a nonlinear expression

for the CA penalty, such as the following (where ar(xi, 0) means that all the entries other

than xi are set to their default value of 0):

CCA,nonlin := ξ̄
∑
i

E[|E[ar(xi, 0)− ar(xsi , 0)|xi]|] (73)

Then, by Taylor expansion, for small σxi , we recover the expression in the main text, as

E[|E[ar(xi, 0)− ar(xsi , 0)|xi]|] =
∣∣arxi∣∣σxi (1−m) +O(σ2

xi
)

A.5 Complexity aversion in discrete choice

Most of this paper is for a continuous action (perhaps multidimensional). Here I show a way

to handle discrete choice.

69The main economics is that h(m) is (weakly) decreasing in m, and h(1) = 0: more confusion (lower m)
leads to more dread.
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A.5.1 Prior results on discrete choice, without complexity aversion

I draw from Gabaix and Graeber (2024), which I first summarize here. We consider the

discrete choice

max
k:k∈K⊆N

v (k, x) (74)

where the choice k is in a discrete set K, and yields rational utility v (k, x), where for each

k, v (k, x) is twice continuously differentiable in x.

We define as a (k) the probability of playing action k, so
∑

k a (k) = 1, a ∈ ∆(K). We

then define the extended utility function, concave in a, as

u (a, x) :=
∑
k

a (k) v (k, x)− βD
(
a, ad

)
, (75)

where D
(
a, ad

)
is a divergence measure that is convex in a, ad ∈ ∆(K) is a default action

probability, and β > 0 is discussed later. We shall take the Kullback-Leibler divergence

between a and ad:

D
(
a, ad

)
= 1 +

∑
k

a (k)

(
ln

a (k)

ad (k)
− 1

)
(76)

The main analytical results are the following. The solution of maxa u (a, x) is a =

aF
(
ad, v (x) , β

)
, where the probability of playing action k is:

aF,k
(
ad, v (x) , β

)
=

ak,de
vk

β∑
k′ a

k′,de
vk

′
β

(77)

A change in information dxi creates a change in the probability of choosing action k equal

to

dak =
1

β
ak
∑
i

(
vkxi − v̄xi

)
dxi (78)

where v̄xi is the average value of valuation changes created by the change in variable xi,

evaluated at the default, where a = ad:

v̄xi =
∑
k

ak,dvkxi . (79)

In addition, uaa = −βDiag
(

1
ak

)
.

Hence, the expected utility after acquiring precision mi is, up to higher order terms in

σ2
xi
:

U (m) = U (0) +
∑
i

Vimi, U (0) =
∑
k

ad,kµk (80)
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where Vi is the value of information in dimension i, with:

Vi =
V 0
i

2β
, V 0

i (a) =
∑
k

ak
(
vkxi − v̄xi

)2
σ2
xi

(81)

If information in dimension i only affects an option k (i) (i.e., if vk
′
xi

= 0 for k′ ̸= k), V 0
i

reduces to:

V 0
i (a) = ak(i)

(
1− ak(i)

) (
vk(i)xi

)2
σ2
xi

(82)

Finally, we set ad and β in the following manner. First, we define ad,0 (k) := 1
|K| the

“ignorance prior” on the actions, assigning equal probability to all actions; and compute an

initial value of β, β0 := βF
(
ad,0
)
,

βF
(
ad
)
:= β̄(

∑
i

V 0
i

(
ad
)
)1/2, (83)

where β̄ is a unitless parameter and V 0
i is in (81). Then, we obtain the default action

probability, ad = aF
(
ad,0, v

(
xd
)
, β0
)
, where aF is the function in (77), and its associated

β = βF
(
ad
)
.

A.5.2 Complexity aversion in discrete choice

The agent adds a complexity penalty to each option k:

ṽ (k, x) := v (k, x)− CCA,k (84)

CCA,k = ξ
∑
i

|vkxi |σxi (1−mi) (85)

Hence, the CA penalty for option k is the sum of the “errors” |vkxi |σxi (1−mi), times the

unitless CA parameter ξ.70

70Here, I choose a complexity penalty proportional to |vkxi
|. Hence, an option with zero features has no

complexity penalty. The alternative would have been to use |vkxi
− v̄xi

| rather than |vkxi
|, where v̄xi

is the
average impact of xi on valuations, as in (79). This might have been more in line with the information-
theoretic perspective of (81), but, I think, psychologically implausible, as it would give the 0 option a
non-zero complexity penalty. In this inductive step of mathematizing the psychology, it is better to follow
the paths suggested by psychology, rather than the most obvious paths suggested by mathematics. There
could be advantages to this path, e.g. it simplifies decision-making (at a meta-cognitive level, as in Gabaix
and Graeber (2024), Section 6 on imperfect metacognition), but I will not explore that extra microfoundation
layer here.
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Total complexity aversion is

CCA =
∑
k

ak,dCCA,k (86)

Otherwise, the model is the same. The optimization of attention does take into account the

CA term. So, the full utility is:

U (m) = U r −
∑
i

Vi (1−mi)− CCA

As a side note, we can expand total CA as:

CCA =
∑
k

ak,dCCA,k = ξ
∑
i

(∑
k

ak,d
∣∣vkxi∣∣

)
σxi (1−mi) = ξ

∑
i

Du
xi
σxi (1−mi) (87)

Du
xi
≡
∑
k

ak,d
∣∣vkxi∣∣ (88)

This Du
xi

is the discrete-action counterpart of what we had in the basic continuous action

case: Du
xi

=
∣∣∣sauaa ∂ar∂xi

∣∣∣. It captures how much xi changes the action, times the utility

consequences of that.

I developed this machinery for general applicability. It is applied in Section 6.2 to analyze

choice overload.

A.6 A closed form for endogenous attention in the indexation

problem

Solving for the optimum m can be a bit ugly. One closed form obtains with

CCognition (m) = κ
(
m−md

)+
(89)

for some “default” attention md ∈ [0, 1). This captures that there is a “free” minimum of

attention md, but that paying higher attention is effortful.

Proposition 20. (Optimal attention and indexation with linear cognitive cost function).

Suppose the cognition cost (89). Then, the full utility function of the consumer (22) is

maximized at either m = md or m = 1. We have m = 1 iff V (1) ≥ V
(
md
)
, i.e. iff:

b (1)2 − b
(
md
)2 (

2−md
)
≥ κ

(
1−md

)
(90)
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and otherwise m = md and b = b
(
md
)
.

In particular, when b
(
md
)
= 0, the optimum indexation level is either no indexation (

b = 0), or full indexation (b = b (1) = br).

Proof. Using (21) and the envelope theorem, with V (m) := V (b (m) ,m)

V ′ (m) =
d

dm
V (b (m) ,m) =

∂V (b,m)

∂m
= b2 + 2ξ |b| − κ

Observe that b (m) is weakly increasing. So, if for some m0 ∈
[
md, 1

]
, V ′ (m0) ≥ 0, then for

allm ≥ m0, we will have V ′ (m) ≥ V ′ (m0) ≥ 0 hence V (1) ≥ V (m). Likewise, if V ′ (m0) ≤ 0,

V
(
md
)
≥ V (m) . Hence, the two candidate solutions are m = md or m = 1. Hence, we have

m = 1 iff V (1) ≥ V
(
md
)
. This is true if the cognition costs κ are not too large. In the case

md = 0, we have m = 1 iff V (1) ≥ V (0), i.e., as b (1) = br, iff (br)2 − 2b (0)2 ≥ κ. This

simplifies to (br)2 ≥ κ when b (0) = 0, i.e. when br ≤ ξ, so that the consumer does not index

at zero attention.

This “extremal property” (that the optimal attention is either md or 1) works also for

“nice” cost functions in a range [md, 1]. Indeed, observe that (calling CCognition (m) simply

CCog (m)):

V ′ (m) = c̄ (m)− CCog′ (m) , c̄ (m) := b2 + 2ξ |b| (91)

So, if CCog′ (m) ≤ c̄ (m) for all m, then V ′ (m) ≥ 0 for all m, and the optimum is m = 1. If

CCog′ (m) ≥ c̄ (m) for all m, then V ′ (m) ≤ 0 for all m, and the optimum is m = md.

A.7 A microfoundation for the fact that competitive firms want

to maximize social surplus

Section 4 assumes that the firm is “benevolent” —wants to maximize social surplus. Here

is a specific microfoundation. It is quite traditional: as in Adam Smith and Arrow-Debreu,

competitive firms, by their actions, maximize social surplus (at least, when consumers ap-

preciate enough their expected utility). Still, for completeness, it is useful to fill in the

details.

There are at least 2 firms, and N consumers. On day t, the marginal cost is 1 + xt, the

same across firms (this is not essential). At time 0 (at the beginning of the year), each firm f

proposes a pricing scheme pf (xt) = p̄f + bfxt (where it chooses the average price p̄f and the

slope bf ) and also a “membership fee” that the consumer has to pay, a lump-sum payment

Ff (this is not essential either, but makes the analysis more general, and simpler).71

71I assume that the firm can commit to the scheme. This is obviously easy to do when the outcome is a
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At the beginning of the year, each consumer sees the menus offered by the firms, and

chooses which firm to sign up with—which firms to go to every day t = 1, . . . , T in that

year. For instance, the consumer chooses which bakery to go to every day, in a way that

maximizes her utility over the year. Formally, the firm gets an exclusive contract within the

year (but has committed to the pricing scheme above).72

The consumer is fully conscious of her expected utility, including cognition and complexity

aversion costs.73 She chooses a firm f that maximizes her expected utility surplus, from this

pricing scheme, i.e.

Vf = −Ff + TV cons
f (92)

The first part is the lump-sum payment. The second part is the expected utility of the

consumer, net of the cost. The consumption is chosen as in the main body of the paper, as

1 + af (x
s) = argmax1+a U (1 + a)− pf (x

s) (1 + a), based on the perceived price pf (x
s).

The firm’s profit is

Πf = Nf (Ff + TE [(pf (x)− c (x)) (1 + af (x
s))])

where Nf is the number of consumers choosing the firm, and the last term is the average

profit per consumer.

The timing is: each firm f proposes simultaneously (Ff , p̄f , bf ), to maximize its expected

profit Πf ; then each consumer decides which firm to choose. Firms play Nash.

Lemma 2. In the competition game above, the only Nash equilibrium is: p̄f = 1, bf as

in the paper, maximizing total welfare, and the fee Ff set to rebate the operating margin,

Ff = −Tψbf (1− bf )mσ
2
x. Firms’ profits are zero.

Proof. The reasoning is completely conventional. Because we allow for fixed payments

Ff , firms have zero profits, and offer the maximum consumer’s surplus given zero profits—

hence, they maximize total social surplus. Given that, the average price should be the

average marginal cost, so p̄f = 1. Then, the derivation of the optimal bf is the one that

maximizes social surplus (which is the consumer’s utility, as equilibrium profits are zero) as

in the main body of this paper. Finally, at p̄f = 1 the expected operating profit per consumer

constant price p̄f .
72This is important, to prevent arbitrage: otherwise, take the case where the outcome is a constant price

equal to 1. Then, on a day with a negative xt, a deviating firm could undercut its competitors (which offer
a price of 1), by offering a price of 1 + 1

2xt < 1, explaining to consumers that they save money by coming to
this deviating firm, and make a profit.

73This is where the paper deviates from the literature on shrouded attributes and firms exploiting naive
consumers (see footnote 30): in that benchmark, the consumer is not conscious of all the future elements of
the situations, for instance does not take into account “surprise” fees.
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per period is E [(p− c) (1 + a)] = ψbf (1− bf )mσ
2
x by (136), which is strictly positive for an

interior slope bf ∈ (0, 1); so competition drives the fee down to the announced rebate, and

Ff = 0 only in the corner cases bf ∈ {0, 1} or m = 0.

A.8 Complements on the role of thinking with endogenous atten-

tion

The following gives sufficient conditions for full simplicity, in the context of the model of

section 4.

Proposition 21. (Optimal price simplicity, first-order complexity aversion, endogenous at-

tention) Suppose first-order complexity aversion, and endogenous attention m, with atten-

tion strictly costly beyond its free default, CCognition′ (md+
)
> 0. A perfectly simple contract

(b = 0) is locally optimal (i.e. the social welfare W (b) has a local optimum at 0) if and

only if (31) holds. For a perfectly simple contract to be globally optimal, the following are

sufficient conditions: CCognition (1) > ψσ2
x (reaching full precision is very costly), and the

complexity aversion cost ξ is large enough: ξ ≥ ξ∗, with:

ξ∗ := max
m<1

ψσ2
x − CCognition (m)

saσx (1−m)
(93)

The intuition is the following: if it is mentally costly enough to fully understand the

situation, people will have a limited understanding of it, so m < 1. But then, if b > 0 and

the complexity aversion ξ is high enough, the “dread” term (26) is high enough to wipe out

the allocative benefits, 1
2
ψσ2

x.

The cutoff ξ∗ is higher when cognition is cheaper (CCognition is lower), and when the

traditional benefits from a rational allocation (1
2
ψσ2

x) are higher (when the rational elasticity

of demand ψ and the volatility of prices σx are higher).

To complete the picture, let us consider a case where we need not have perfect simplicity:

intuitively, this is the case when the marginal cost of thinking is low enough, compared to

the social surplus gains of having a complex contract.

Proposition 22. (When full rationality is easy enough, contracts should not be maximally

simple) Suppose that CCognition is convex and differentiable with CCognition (0) = 0, and that
dCCognition

dm
(1) < 1

2
ψσ2

x. Then, perfect simplicity (b = 0) is non-optimal (and indeed, less

desirable than b = 1, the optimum slope with traditional agents), even with a high complexity

aversion parameter ξ.

The economic interpretation of the condition is that the (marginal) cost of thinking
dCCognition

dm
(1) is less than the surplus generated at the optimum, which is 1

2
ψσ2

x. So, some
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complexity is important if the task is “easy”, or “very important” (it yields a high social

surplus 1
2
ψσ2

x). Hence, we have complexity when the cost of getting it exactly right is not

too large.

This concludes the analysis of first-order complexity aversion. We see that when it is

large enough (ξ large enough), it generates full simplicity, at least if it is hard enough for the

agents to completely understand the situation (Propositions 7 and 21). At the same time,

complexity aversion is necessary to account for full simplicity (Proposition 8).

A.9 Shrouded attributes with complexity averse consumers: Com-

plexity aversion as a partial force for consumer protection

How does complexity aversion modify firms’ ability to manipulate consumers? Complexity

(adding features) has a new effect, (i) a source of suspicion: it lowers utility by making the

product feel more “suspicious”—in addition to two effects already understood, (ii) a source

of profit: the pitfall for naive consumers, and (iii) a source of inefficiency: the effort required

of rational consumers. To see how they balance, I revisit Gabaix and Laibson (2006), but

with complexity averse consumers. We will see that complexity aversion helps make it less

likely that the market is shrouded, see mostly (97) and Proposition 24.

A.9.1 Environment

I revisit Gabaix and Laibson (2006), henceforth GL, with complexity-averse naive consumers.

The environment is theirs, with one change, isolated in Assumption A.9.1 below.

Assumptions.

(A1) A continuum of identical firms competes with free entry. Each posts a contract (p, p̂): a

visible base price p ∈ R and an add-on price p̂ ∈ [0, p̄], where p̄ is a legal cap. Marginal

costs are zero. Consumers observe the menu of posted contracts and each buys one

unit of the base good from one firm.

(A2) A fraction α ∈ (0, 1) of consumers is naive and 1− α is rational. Rational consumers

see p̂ and may avoid the add-on at effort cost e, so

U r (p, p̂) = −p−min (p̂, e) .

(A3) 0 < e < p̄. (If e ≥ p̄, avoidance never binds and the shrouding problem is trivial.)
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(A4) Naive consumers do not see p̂ and pay it, but feel complexity aversion in proportion to

it. Writing

ξ̄ :=Mξ (94)

for the awareness-adjusted complexity aversion, where M ∈ [0, 1] is the naives’ aware-

ness of the shrouded attribute, their perceived surplus is

V n (p, p̂) = −p− ξ̄p̂,

while their true surplus is −p− p̂. Choices are made on V n. GL is the case ξ̄ = 0, and

I focus on ξ̄ ∈ (0, 1).

Profit per customer is πn = p + p̂ on a naive, and πr = p + p̂1p̂≤e on a rational, since a

rational buys the add-on exactly when p̂ ≤ e. Where indifferent, I adopt the convention that

a rational buys the add-on; all statements below are otherwise the ε→ 0 limits of contracts

with p̂ = e− ε.

A.9.2 The sorting wedge

The new term −ξ̄p̂ makes the two types value the add-on price differently, and so creates a

screening instrument absent from GL. Define the sorting wedge

w (p̂) := min (p̂, e)− ξ̄p̂, (95)

the amount by which a rational’s disutility from the add-on exceeds a naive’s. It is tent-

shaped: increasing at rate 1 − ξ̄ on [0, e], decreasing at rate ξ̄ on [e, p̄], with peak w (e) =

e
(
1− ξ̄

)
.

Lemma 3. (Cream-skimming) Let a market configuration deliver equilibrium utilities Un

(perceived) to naives and U r to rationals. A contract attracting naives but not rationals

exists if and only if w (p̂) ≥ Un − U r for some p̂, and the largest profit any such contract

earns, per naive, is

sup
{
p̂
(
1− ξ̄

)
− Un : w (p̂) ≥ Un − U r

}
. (96)

Proof. A contract (p, p̂) attracts naives and repels rationals iff −p − ξ̄p̂ ≥ Un and −p −
min (p̂, e) ≤ U r, i.e. −U r−min (p̂, e) ≤ p ≤ −Un− ξ̄p̂. This interval is non-empty iff w (p̂) ≥
Un−U r. Profit per naive is p+ p̂, maximized at the upper limit, giving p̂

(
1− ξ̄

)
−Un.

Lemma 3 already isolates the role of complexity aversion. In the GL shrouded configura-

tion (p, p̂) = (−αp̄, p̄) we have Un = p̄
(
α− ξ̄

)
and U r = αp̄−e, so Un−U r = e− ξ̄p̄ = w (p̄):
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the wedge binds exactly at the incumbent contract. When ξ̄ = 0 the wedge is flat on [e, p̄]

and there is no slack anywhere, which is why GL’s equilibrium cannot be skimmed. When

ξ̄ > 0 the wedge is strictly decreasing there, so every p̂ < p̄ has slack ξ̄ (p̄− p̂) > 0, and (96)

approaches p̄ (1− α) > 0 as p̂ ↑ p̄.

A.9.3 The threshold

Lemma 4. The transparent contract T := (−e, e) breaks even on both types, gives U r = 0

and Un = e
(
1− ξ̄

)
, and admits no profitable cream-skimming deviation.

Proof. Both types buy the add-on at p̂ = e, so revenue per customer is p + p̂ = 0. Then

Un−U r = e
(
1− ξ̄

)
= maxp̂w (p̂), attained only at p̂ = e. By Lemma 3 the only admissible

skim is p̂ = e itself, whose profit is e
(
1− ξ̄

)
− Un = 0.

The economics: at transparent contract T the firm recovers its base-price subsidy through

a fee set just low enough that rationals pay it rather than avoid it. No type cross-subsidizes

the other, so there is nothing to skim.

Proposition 23. (Shrouding threshold with complexity averse naive consumers) Define

α∗ :=
e

p̄
+ ξ̄

(
1− e

p̄

)
. (97)

Both types strictly prefer the shrouded contract S := (−αp̄, p̄) to the transparent contract

T = (−e, e) if and only if the proportion of naive consumers is α > α∗.

Proof. U r (S)−U r (T ) = αp̄−e, positive iff α > e/p̄. Un (S)−Un (T ) = p̄
(
α− ξ̄

)
−e
(
1− ξ̄

)
,

positive iff α > α∗. Since α∗ is a convex combination of 1 and e/p̄, it exceeds e/p̄, so the

naive constraint is the binding one.

Note that α∗ > max
(
ξ̄, e/p̄

)
strictly whenever ξ̄ ∈ (0, 1) and e ∈ (0, p̄). The relevant

outside option for a naive consumer is not the marginal-cost offer (0, 0)—which gives her

zero—but the break-even low-add-on offer T , which gives her e
(
1− ξ̄

)
> 0 because she

discounts by ξ̄ a fee she only half-perceives. Shrouding is therefore harder to sustain than a

comparison against marginal-cost entry would suggest.

A.9.4 Anticipatory equilibrium

Under the standard Nash concept, no equilibrium exists above the threshold: the shrouded

contract is vulnerable to the cream-skimming deviation of Lemma 3. I therefore use the
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following anticipatory concept, under which an equilibrium does exist.74

Definition 1. (Wilson, 1977) A menu is an anticipatory equilibrium if no firm can add a

contract that earns positive profit after those existing contracts that become unprofitable in

its presence are withdrawn, and consumers re-optimize over what remains.

Proposition 24. (Complexity aversion makes shrouding less likely) Under Definition 1, and

with the pivotal value for the fraction of naive consumers α∗ in (97):

1. If α ≥ α∗, the shrouded contract S = (−αp̄, p̄) is an equilibrium.

2. If α ≤ α∗, the transparent contract T = (−e, e) is an equilibrium.

The shrouding region shrinks as complexity aversion rises: ∂α∗/∂ξ̄ = 1− e/p̄ > 0. With

no complexity aversion (ξ̄ = 0) the condition is simply α ≥ e/p̄, as in GL. Hence complexity

aversion helps make it less likely that the market is shrouded. The reason is that the naives

“feel bad” about the product (via complexity aversion), as they sense that there is a snag,

and defect to the simpler scheme, with a smaller shrouded attribute. Hence complexity

aversion is a partial force for consumer protection from firms’ complexity.

A.9.5 Welfare

I next calculate welfare. As in the rest of the paper, I count CA as a welfare loss.

Proposition 25. Aggregate true surplus, relative to the frictionless benchmark, is

WS = −e (1− α)− αξ̄p̄

under the shrouded equilibrium S = (−αp̄, p̄), and

WT = −αξ̄e

under the transparent equilibrium T = (−e, e). The transparent equilibrium dominates at

every parameter value,

WT −WS = e (1− α) + αξ̄ (p̄− e) > 0,

both because no effort is wasted avoiding the add-on and because the fee that naives dread is

smaller. Moreover, under the shrouded equilibrium naives lose p̄ (1− α) in material terms

74The anticipatory concept is the natural one here because the skimmer’s profit is parasitic: it depends on
the continued presence of the contract it is skimming, which is precisely the case Definition 1 was designed
for.
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and rationals gain αp̄− e, whereas under the transparent equilibrium both types obtain zero

material surplus: complexity aversion removes the cross-subsidy from naive to sophisticated

consumers, and not merely the inefficiency.

A.9.6 Proofs for shrouded attributes with complexity averse naive consumers

Proof of Proposition 24. Part 1. Consider deviations against S, at which U r = αp̄− e

and Un = p̄
(
α− ξ̄

)
. A pooling deviation (p, p̂) must satisfy p ≤ −U r − min (p̂, e) and

p ≤ −Un − ξ̄p̂. If p̂ ≤ e, its profit is p + p̂ ≤ −U r = e − αp̄ < 0, since α > e/p̄. If p̂ > e,

the first constraint gives p ≤ −αp̄, and it binds because −Un − ξ̄p̂ + αp̄ = ξ̄ (p̄− p̂) ≥ 0, so

the profit is p + αp̂ ≤ α (p̂− p̄) ≤ 0. Rational-only deviations require p < −U r −min (p̂, e)

and so lose money. There remains the cream-skim D at p̂ = p̄ − ε: by Lemma 3 it earns

≈ p̄ (1− α) > 0 while S remains. But once D takes the naives, S retains only rationals and

earns −αp̄ < 0 per customer, so S is withdrawn. The rationals then move to D, whose profit

becomes

pD + αp̂D =
(
−αp̄+ ξ̄ε

)
+ α (p̄− ε) = ε

(
ξ̄ − α

)
< 0,

since α ≥ α∗ > ξ̄. So D is not profitable in the anticipatory sense.

Part 2. At T we have U r = 0 and Un = e
(
1− ξ̄

)
. Cream-skims are blocked by Lemma

4, and rational-only deviations lose money as above. A pooling deviation with p̂ ≤ e earns

at most min
(
0,
(
1− ξ̄

)
(p̂− e)

)
≤ 0. One with p̂ > e faces p ≤ −e− ξ̄ (p̂− e), and so earns

at most −e (1− α) + (p̂− e)
(
α− ξ̄

)
, maximized at p̂ = p̄, which is non-positive precisely

when α ≤ α∗. Since Definition 1 admits a subset of these deviations, T is an anticipatory

equilibrium.

Proof of Proposition 25. Under S the add-on price is p̂ = p̄ > e, so rational consumers

avoid it at cost e each while naives pay it. With p = −αp̄, a rational’s material surplus is

αp̄ − e and a naive’s is αp̄ − p̄ = −p̄ (1− α); the transfers cancel in the aggregate, leaving

(1− α) (αp̄− e) + α (αp̄− p̄) = −e (1− α), the avoidance effort. Each naive additionally

bears dread ξ̄p̄, giving WS.

Under T the add-on price is p̂ = e, so no consumer avoids it and both types pay p+ p̂ = 0

in total: material surplus is zero for everyone. Each naive bears dread ξ̄e, giving WT .

Subtracting gives WT −WS, positive since p̄ > e.
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A.10 Fixed price vs Cost plus contract: why the slope in a con-

tract is often exactly 0 or 1

To build a house, most contracts are fixed price: the buyer pays a pre-determined price p̄ to

the seller; but otherwise, they tend to be “cost plus” (C+).75 So the slope of the payment is

either b = 0 or b = 1, rather than some intermediate solution. How to explain that? A key

model (Bajari and Tadelis, 2001) models whether people will choose Fixed or Cost+, but

they need to posit that those are the only two possibilities; they acknowledge that, logically,

intermediate values of b ∈ (0, 1) would be optimal, and they exclude them by fiat (adding

some intuitive reasons why that might be possible).

Here I show how complexity aversion can be a natural force that can be added to their

analysis, and make natural the fact that (often) people will use only b = 0 or b = 1. To

show that, I take the “chemically pure” case where complexity-sharing and risk-sharing are

the only forces, without incentives or incomplete contracts.

Suppose that the cost is

c = c̄+ x

where x is random with mean 0. The buyer pays

p = p̄+ bx

to the seller, for some p̄ and the slope b to be determined. The utilities of the buyer and

seller are:

vB = uB (−p) vS = uS (p− c)

Assume linear-quadratic utility, absolute risk aversion ΓB, ΓS. The full utilities are, removing

the constants:

VB = −p̄− 1

2
ΓBb

2σ2
x − ξB |b| σx, VS = p̄− c̄− 1

2
ΓS (1− b)2 σ2

x − ξS |1− b| σx

where ξB = ξκ (1−m) is the effective complexity aversion of the buyer, with κ the unit

converter (and symmetrically for the seller). So, the optimal contract will maximize (Nash

bargaining would yield something very similar):

max
b
V, V = VB + VS

First, without complexity aversion (or first-order risk aversion), we get an interior so-

75The “plus” refers to e.g. a fixed cost, or some extra incentive e.g. on-time performance, or an extra 10%
“administrative” cost, which I fold into the total cost.
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lution, b = ΓS
ΓB+ΓS

, so it is typically strictly interior — contradicting the empirical facts —

except for a risk-neutral firm, which does lead to b = 0.

Next, with complexity aversion, we have the following result:76

Proposition 26. (Optimality of Fixed vs Cost+ contracts) We have b = 0 iff ξB − ξS ≥
ΓSσx. We have b = 1 iff ξB − ξS ≤ −ΓBσx. In between, if ξB − ξS ∈ (−ΓBσx,ΓSσx) we have

b =
ΓS−

ξB−ξS
σx

ΓB+ΓS
∈ (0, 1).

When risk aversions become negligible (ΓB,ΓS → 0), only b = 0 and b = 1 are possible.

More generally, in an open zone of parameters, we have b = 0 or b = 1. In most cases with a

“small” buyer and a large firm, ξB ≫ ξS, so b = 0 and we have a fixed contract. In contrast,

when the “government” is large, perhaps ξB ≪ ξS, and b = 1.

So, we find that complexity aversion, or its elder cousin first-order risk aversion, explains

easily why contracts will have a slope of 0 or 1. This means that complexity aversion is

an ingredient that can be added to previous analysis (e.g. Bajari and Tadelis, 2001), which

helps guide the analysis towards simpler schemes.

We have “complexity sharing”—rather than “risk sharing”. But very often, in “complex-

ity sharing”, just one party bears all the complexity.

B Complements to the Ramsey problem

This section contains complements to the Ramsey problem of Section 5. I will use the

following transform of ξ:

ξ̄ :=
ξ

λ

(1−m)

m
, m > 0. (98)

B.1 More on simple taxes

I ask when there is a fully uniform tax system with a finite number of goods.

Proposition 27. (Optimal tax simplicity) Suppose exogenous attention. Define the average

elasticity ψ̄ = 1
G

∑
g ψg. Suppose that for all goods, the average attention to the tax is

imperfect, mg < 1. Then, if complexity aversion ξ > 0 is large enough, the optimum entails

a simple tax system: the tax rate is the same for all goods, τg = τ̄ = λ
ψ̄
. More specifically,

a necessary and sufficient condition for this simple tax system is that ξ is large enough to

satisfy:

max
g

[
λmg

ψg
ψ̄

− ξσcg (1−mg)

]
≤ min

g

[
λmg

ψg
ψ̄

+ ξσcg (1−mg)

]
(99)

76The proof involves simply taking the derivative. E.g., taking the case σx = 1, Vb|b=0 = −ξB sign (b) +
ΓS + ξS , so b = 0 is optimal iff ξB ≥ ΓS + ξS .
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When mg and σcg are the same across goods, this necessary and sufficient condition becomes:

λ
maxg ψg −ming ψg

ψ̄
≤ 2ξσc

1−m

m
(100)

In particular, in the case of uniformly distributed elasticities, a uniform tax system is optimal

if σcξ̄ ≥ vψ, where ξ̄ is defined in (98) and vψ is the half-width of the range of elasticities.

This is ξ̄ ≥ vψ under the normalization σc = 1 of the main text, which this section relaxes.

Condition (100) means that there is a simple tax system if complexity aversion ξ is large

enough compared to the relative dispersion of elasticities (maxg ψg−ming ψg
ψ̄

), and if attention

m is low enough. Condition (99) has the same message, in a more general way.77

Proof of Proposition 27 First, observe that if at the optimum all the τ̂g = 0, then the

optimum τ̄ = λ
ψ̄
.

Next, I examine the optimum τ̂g. I maximize W , subject to the constraint that the

average deviation τ̂g is 0, so the Lagrangian is L = W + µ
∑

g τ̂g. The FOC for τ̂g is:

0 = Lτ̂g = −ψgmg (τ̄ + τ̂g)− ξσcg (1−mg) sign (τ̂g) + λ+ µ

So τ̂g = 0 iff:

v−g := ψgmg τ̄ − ξσcg (1−mg) ≤ λ+ µ ≤ ψgmg τ̄ + ξσcg (1−mg) =: v
+
g

So all τ̂g = 0 iff one can find a µ for which this inequality holds for all g, i.e. iff:

max
g
v−g ≤ min

g
v+g

This is the expression in (99), as τ̄ = λ
ψ̄
.

B.2 Optimal tax system with costly endogenous attention

I complement the picture with a study of the optimal tax system for intermediate values of

the complexity aversion parameter ξ, as opposed to large values of ξ in the main text (which

I think should remain the leading case).

Assumptions and notation. As in the proof of Proposition 10, write tGk :=
τGk−τ̄
τ̄

for the

tax deviation of bracket Gk, and sGk for its mass of goods. Two objects recur in the results:

77There is a value ξ∗ ≥ 0 such that (99) holds if and only if ξ ≥ ξ∗. Indeed, observe that the difference
between the right-hand side of (99) and its left-hand side increases in ξ, and goes to +∞ as ξ → ∞.
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the shrinkage parameter (98), evaluated at an attention level m, and the compression factor

it induces,

ξ̄ (m) :=
ξ (1−m)

λm
, M (m) := max

(
1− ξ̄ (m)

vψ
, 0

)
. (101)

So the factor multiplying
(
λτ̄v2ψ
3κ

)1/3
in (43) is M (m̄).

The consumer chooses a separate attention mGk for each bracket deviation, with a free

floor and a hard ceiling:

mGk ∈ [m, m̄] , CCognition = κ
∑
k

(mGk −m) , 0 ≤ m < m̄ < 1. (102)

The floor m is a free, default minimum of attention (the specification (89), used for the

indexation problem): every line item of the tax code is at least dimly perceived. The ceiling

m̄ < 1 caps precision: even unbounded effort does not fully decode a tax system. Raising

attention on an item from the floor to mGk costs κ (mGk −m).

The consumer’s surplus is separable across brackets and linear in each mGk : attention to

bracket k avoids the misoptimization loss and relieves the dread on the bracket’s goods, so

its marginal value is, to the leading order,78

θGk := sGk τ̄

(
λ

2
t2Gk + ξ |tGk |

)
. (103)

Against the linear cost κ, attention is bang-bang between the corners:

mGk = m̄ if θGk ≥ κ, mGk = m otherwise. (104)

A bracket is paid attention to only if it is large enough (mass sGk) and its tax distinctive

enough (|tGk |). A bracket with tGk = 0 has θGk = 0: there is nothing to learn, so it stays at

the floor, at no cost. The planner sets the brackets and each deviation, anticipating the rule

(104)—so, when optimizing each tax, he takes the consumer’s cognition into account.

The no-stealth condition. The new possibility, relative to exogenous attention, is that

the planner may want to tax through inattention: place a surcharge on a bracket left at the

floor, which is only dimly seen (at rate m), hence barely distorts demand. The temptation

is real: relative to raising the transparent average tax, a floor surcharge saves the distortion

margin (m̄−m)λ per unit; but it inflicts dread ξ (1−m) per unit, because first-order com-

78Per good, attention avoids the misoptimization loss
ψg

2 τ̂
2
G (1−m) (the analogue of (4)) and relieves the

dread ξ |τ̂G| (1−m); both are linear in m, so the marginal value of attention is independent of its level.
Averaging over the bracket, and using τ̂G = τ̄ tG and ψ̄τ̄2 = λτ̄ , gives (103).
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plexity aversion is felt however dimly the tax is seen. Hence the condition for “no stealth

taxation”:

ξ ≥ (m̄−m)λ

1−m
. (105)

The floor itself protects: the right-hand side decreases in m, and vanishes as m→ m̄—there

is nothing to hide from a consumer whose free attention already matches her maximal one.

Proposition 28. (Optimal tax system with costly endogenous attention) Suppose (102),

and the no-stealth condition (105) strengthened by an O (vψ) margin:

ξ ≥ λ (m̄−m+mvψ)

1−m
. (106)

Then, to the leading order, the optimal tax system is as follows, with the shrinkage ξ̄ (·) and
the compression factor M (·) as defined in (101).

(i) (Attention) The central band of goods is taxed at exactly τ̄ , and rests at the free floor

of attention; every outer bracket is studied at the ceiling, mGk = m̄.

(ii) (Taxes) The outer brackets carry the soft-thresholded taxes of Proposition 9 evaluated

at attention m̄: tGk = −T
(
ψ̂Gk , ξ̄ (m̄)

)
; and the bracket geometry (the central band b∗ of

(124), read with ξ̃ = ξ̄ (m̄) /vψ, and equal-sized outer brackets) is as with exogenous attention

m̄.

Proof. Attention enters welfare bracket by bracket. For a bracket at the floor, the Lagrangian

terms are those of (117) evaluated at m = m: per unit mass,

−1

2

(
1 + ψ̂G

) (
1 + 2mt+mt2

)
−mξ̄ (m) |t|+ 1 + µt.

The subgradient condition for t = 0 to be optimal is
∣∣∣µ−m

(
1 + ψ̂G

)∣∣∣ ≤ mξ̄ (m) = ξ(1−m)
λ

.

The multiplier is pinned by the studied brackets, whose first-order conditions are those of

the proof of Proposition 10 with m = m̄; averaging them as in (119) gives µ = m̄+ O
(
v2ψ
)
.

Hence floor brackets are optimally null if and only if m̄−m+m
∣∣∣ψ̂G∣∣∣ ≤ ξ(1−m)

λ
for the relevant

goods, which the no-stealth condition with margin guarantees for all
∣∣∣ψ̂G∣∣∣ ≤ vψ. Null floor

brackets pool into the central band. The studied brackets all share mGk = m̄, so their taxes

and geometry solve the same problem as with exogenous attention m̄—the cognition cost

κ (m̄−m) per studied bracket depends only on their number—giving (ii). The consumer’s

rule (104) then implements (i): the central band has θ = 0, so it stays at the floor for free,

and the outer brackets clear the attention threshold, θGk ≥ κ (Proposition 29 quantifies the

slack).
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The number of brackets. Since the central band rests at the free floor, cognition costs

are paid only on the n − 1 studied brackets, at κ (m̄−m) each. Using the welfare gain of

Proposition 10 evaluated at m = m̄, and writing Ω :=
λτ̄v2ψM(m̄)3

6
, the planner solves

max
n

W (n)−W (1) = m̄Ω

(
1− 1

n2

)
− κ (m̄−m) (n− 1) . (107)

A remark on why this maximization is the naive one. In general, endogenous attention

drives a wedge into the planner’s calculus: the consumer picks attention to maximize her

own surplus, ignoring that it moves demand, hence tax revenue—so that dW
dn

acquires an

uninternalized fiscal externality term, Rm
dm
dn
, which complexity aversion makes non-zero.

Here that term vanishes, because attention sits at a corner: every studied bracket is at the

ceiling m̄ and every other at the floor m, so a marginal change in n moves no attention level,
dmGk
dn

= 0. The wedge exists in potential—Rm > 0 still—but is inoperative, and (107) may

be differentiated holding m̄ fixed. This requires only that the attention constraints be slack,

so that a small change in n does not flip a bracket’s attention decision; the next proposition

verifies that they are, and identifies the exception.

Proposition 29. (Optimal number of brackets) With ξ̄ (·) andM (·) as in (101), the optimal

(continuous) number of brackets is

n∗ = max

(
M (m̄)

(
λτ̄v2ψ
3κ

· m̄

m̄−m

)1/3

, 1

)
, (108)

and the welfare gain from bracketing is

W (n∗)−W (1) = m̄Ω
(n∗ − 1)2 (n∗ + 2)

n∗3 ≥ 0 : (109)

bracketing (weakly) always pays, and n∗ falls to 1 continuously as the cognition cost κ rises.

Moreover, each studied bracket clears its attention threshold with slack
θGk
κ

≥ 6 m̄−m
m̄

(
1 + ξn∗

λvψM(m̄)

)
,

which exceeds 1 whenever m < 5
6
m̄; for a floor closer to the ceiling, the attention threshold,

rather than the upgrade cost, caps the number of brackets.

Proof. Attention is at the corner mGk = m̄ on every studied bracket, independently of n, so

(107) is differentiated at fixed m̄, with no attention-response term. Its first-order condition

is 2m̄Ω
n3 = κ (m̄−m), giving (108) when the solution exceeds 1, and n∗ = 1 otherwise,

continuously. Substituting back, 1 − 1
n2 − 2(n−1)

n3 = n3−3n+2
n3 = (n−1)2(n+2)

n3 , giving (109). For

the slack: the innermost studied bracket has mass M
n

and deviation |t1| = 2vψM

n
(from the

geometry of the proof of Proposition 10: width δu = 2M
n
, midpoint at distance δu from ξ̃),
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so θ1 =
2λτ̄v2ψM

3

n3

(
1 + zξn

M

)
with z = 1

λvψ
, while κ =

λτ̄v2ψM
3

3n∗3 · m̄
m̄−m at an interior optimum.

In sum, the optimal tax system with costly endogenous attention reads: post the average

tax τ̄ ; keep a central band of goods exactly at τ̄ , resting at the consumer’s free attention;

partition the tail goods into n∗ − 1 equal brackets, each large and distinctive enough to

earn the consumer’s scrutiny, and tax each at its shrunk Ramsey level. Complexity aversion

shapes the system thrice: it compresses the taxes within brackets, it limits the number

of brackets, and—when strong enough—it forecloses the taxation-through-inattention that

would otherwise be the planner’s temptation. Section B.3 studies that last regime, when

complexity aversion is too weak to foreclose it.

B.3 Ramsey problem: the regime with low complexity aversion,

and “stealth taxes”

What if complexity aversion is weak—below the no-stealth condition (105) that Section B.2

assumed? Throughout this subsection the cognition cost is (102), the no-stealth condition

fails, and I adopt the tie-breaking convention that an indifferent consumer does not upgrade

her attention.

Proposition 30. (Taxes in the stealth regime) Suppose (102) and that the no-stealth con-

dition fails outright:

ξ <
(m̄−m)λ

1−m
. (110)

Then, to the leading order:

(i) (The stealth surcharge) An unattended bracket of mass s carries the surcharge τ̄ tstealth (s),

with

tstealth (s) = min
{
tint, t (s)

}
, tint :=

(m̄−m)λ− ξ (1−m)

λm
, (111)

where the attention bound t (s) is the positive root of sτ̄
(
λ
2
t2 + ξt

)
= κ:

t (s) =
ξ

λ

(√
1 +

2λκ

sτ̄ξ2
− 1

)
, (112)

valid for ξ > 0; at ξ = 0 the positive-root definition still gives the continuous extension

t (s) =
√
2κ/ (λsτ̄). This is the largest surcharge that leaves the consumer’s stake at her

attention threshold. For small items the interior cap tint binds: fragmenting a stealth set

strictly raises revenue only down to the scale s† at which t
(
s†
)
= tint, and is neutral beyond—

the planner’s problem attains its maximum, even with a continuum of goods.
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(ii) (The optimal system) Goods with
∣∣∣ψ̂g∣∣∣ ≤ ρ∗ are floor items carrying the common

surcharge tint (in items of size at most s†); goods with
∣∣∣ψ̂g∣∣∣ > ρ∗ sit in studied brackets,

taxed tGk = c− T
(
ψ̂Gk , ξ̄ (m̄)

)
with the uniform shading c = − sS

1−sS
tint < 0 (where sS is the

stealth mass): the advertised structure is shaded down, and the revenue is recouped through

the dimly seen surcharges—as with loss leaders and shrouded add-ons (Gabaix and Laibson,

2006). The cutoff equalizes the two uses of the marginal good:

ρ∗ = ξ̄ (m̄) +

√
m

m̄
tint. (113)

(iii) (Caps) The aggregate take is capped by the shading feedback: with µ = m̄ (1 + c),

surcharges pay only while µ > m
(
1 + ξ̄ (m)

)
, i.e. while |c| < 1− m+ξ(1−m)/λ

m̄
.

Proof. (i) A floor bracket’s objective, per unit mass, is −1
2

(
1 + ψ̂G

)
(1 + 2mt+mt2) −

mξ̄ (m) |t| + 1 + µt: strictly concave in t, as the demand response operates at rate m. Its

unconstrained maximum, from the first-order condition −
(
1 + ψ̂G

)
m (1 + t)−mξ̄ (m)+µ =

0 with µ = m̄ (1 + c), is tint as announced, to the leading order (the formula is otherwise

exact in t: with linear demand, welfare is exactly quadratic in the taxes). The item must

also stay below the consumer’s attention threshold, θ ≤ κ, whence the bound t (s), binding

for s > s† and slack below; implicit differentiation gives t′ (s) < 0, so splitting items below

the scale s† leaves all surcharges at tint, and revenue unchanged. The value of a floor item

at the interior surcharge is m
2
tint2 per unit mass, in the units of (117).

(ii) Per unit mass, a good contributes m̄
2
max

(∣∣∣ψ̂g∣∣∣− ξ̄ (m̄) , 0
)2

in a studied bracket, and

m
2
tint2 as a floor item; the latter is flat in

∣∣∣ψ̂g∣∣∣ and the former increasing, whence the cutoff

(113). The shading: deviations average to zero, sSt
int + (1− sS) c = 0 (the thresholded

terms average to zero by the symmetry of the studied set); the studied brackets’ first-order

conditions then hold with multiplier µ = m̄ (1 + c).

(iii) Surcharges pay while the floor first-order condition gives t > 0: µ > m
(
1 + ξ̄ (m)

)
.

The economics deserve note. First, rearranged, the floor item’s tax satisfies 1 + t =
µ−mξ̄(m)

m(1+ψ̂G)
: it is the same tax rule as any bracket, evaluated at attention m. To the planner,

a dimly seen good is simply a good with a low perceived elasticity mψg, and the “stealth

tax” is ordinary Ramsey pricing on the attention-deflated elasticity, net of dread; it is finite

precisely because the floor keeps the perceived elasticity positive. Second, the regime predicts

a recognizable pathology: a shaded advertised structure, plus a proliferation of small opaque

line items—“junk fees”—each individually not worth the consumer’s scrutiny. Without
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complexity aversion (ξ = 0), this exploitation of inattention would be the dominant use of

tax complexity; it is the dread term—paid however dimly the tax is seen—that makes hidden

taxes unprofitable when (105) holds. As with shrouded attributes (Section A.9), complexity

aversion acts as a form of taxpayer protection.

One might worry that stealth taxes contradict the requirement that deviations aver-

age to zero: hidden surcharges seem to raise the average tax. They do not: τ̄ is defined

as the average tax, and is assumed perfectly seen (a salience assumption), so there is no

stealth on the aggregate margin. A stealth tax is a cross-sectional reshuffle at a fixed, vis-

ible average: surcharges on floor items, financed by shading the studied brackets’ taxes.

The consumer is not fooled about the average burden, which she sees exactly; what she

partly misses is the incidence—which goods carry the load. A direct perturbation dis-

plays the logic: raising the actual tax of a floor bracket of mass s0 by dτ changes welfare

by s0 (1− s0) [(m̄−m)λ− ξ (1−m)] dτ : only the deviation component (1− s0) dτ is (par-

tially) hidden, and at s0 = 1, a “stealth surcharge” is just a visible increase in the average

tax, with no gain.79

In between: a fringe of stealth. Conditions (106) and (110) leave a window of width
2λmvψ
1−m in ξ unaccounted for. Nothing dramatic happens there: the two regimes are the ends

of a continuous interpolation, which a single statistic organizes.

Proposition 31. (Partial stealth: the intermediate regime) Suppose (102). Keeping the

dependence on the good’s elasticity gap that Propositions 28 and 30 treat as higher order, a

floor good at gap ψ̂ carries, to the leading order, the surcharge

t
(
ψ̂
)
= max

(
tint − ψ̂, 0

)
, tint =

(m̄−m)λ− ξ (1−m)

λm
, (114)

another soft threshold: as ψ̂ ranges over [−vψ, vψ], the stealth set is
{
ψ̂ < tint

}
. Everything

turns on the position of tint relative to ±vψ, i.e. on ξ:
(i) tint ≤ −vψ, which is exactly (106): no good is surcharged—Proposition 28.

(ii) tint ≥ vψ: every floor good is surcharged, and as tint grows beyond vψ the surcharge

becomes common across them—Proposition 30, whose condition (110) (tint > 0) marks where

stealth first appears, and whose uniform-surcharge description is exact for tint ≫ vψ.

(iii) −vψ < tint < vψ, the intermediate window: partial stealth. Only the goods more

inelastic than the cutoff, ψ̂ < tint, carry a surcharge—sensibly, since these are the ones the

79If part of the average itself could be shrouded, the planner would command a form of hidden lump-sum
taxation—a much stronger force; the salience of the average is what disciplines stealth to this cross-sectional
form.
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Ramsey rule wants taxed most—and the surcharges are O (vψ), of the same order as ordinary

tax deviations.

Proof. For a floor good at gap ψ̂, the first-order condition in the proof of Proposition 30

reads (1 + t)
(
1 + ψ̂

)
= µ−mξ̄(m)

m
= 1 + tint, with µ = m̄ to the leading order. Hence

t =
(
1 + tint

) (
1− ψ̂

)
− 1 + O

(
v2ψ
)
= tint − ψ̂ + O

(
v2ψ
)
in the window where tint = O (vψ);

and the subgradient condition at t = 0 (proof of Proposition 28) truncates it at zero, giving

(114). Case (i) restates that subgradient condition at the worst good ψ̂ = −vψ, which is

(106). In case (ii), t
(
ψ̂
)
> 0 for all ψ̂ ≤ vψ, and

t(ψ̂)
tint

= 1+O
( vψ
tint

)
is common across goods

when tint ≫ vψ.

So the intermediate case is a mild one: a fringe of the least elastic central goods is taxed

slightly above the average, with no “junk fee” proliferation—that pathology needs tint ≫ vψ,

i.e. ξ well below the threshold. The stealth mass and the surcharges both shrink continuously

to zero as ξ rises to (106). Two caveats. The cutoff is determined jointly with the shading:

tint depends on the multiplier µ = m̄ (1 + c), and c on the stealth mass and surcharges, so

(114) is a fixed point in this window (where c = O (vψ) shifts tint within the window, but

does not move it out). Helpfully, the feedback is self-limiting: more stealth means more

shading, hence a lower µ, hence a lower tint and less stealth.

Orders of magnitude. In terms of the maintained small parameter ξ̄ (m̄), the no-stealth

condition (105) reads ξ̄ (m̄) ≥ (1−m̄)(m̄−m)
m̄(1−m)

. It is thus compatible with the several-brackets

regime ξ̄ (m̄) = O (vψ) if and only if (1− m̄) (m̄−m) = O (vψ): a high ceiling (1− m̄ small),

or a high floor (m̄−m small). Away from those, with weak complexity aversion, the stealth

motive is first order—each unattended category is worth up to κ (m̄−m)λ−ξ(1−m)
ξ

, and the

planner multiplies such items. In calibrations, however, the sensible corner is the protected

one: with ξ ≃ 2
3
(Section 7.1) and a modest value of public funds λ, condition (105) holds

easily—and then ξ̄ (m̄) is sizable, so the optimal system has one or very few brackets: strong

complexity aversion delivers the simplicity and the taxpayer protection jointly.

B.4 In the Ramsey problem, cognition costs alone (without com-

plexity aversion) do not yield full simplicity

I finally show how with zero complexity aversion, the optimal tax system is always complex:

it has strictly more than one tax bracket. To prevent indeterminacies, I suppose that a small

fraction ϵ ∈ (0, 1) of the agents are rational: they see the taxes perfectly, at no cognition

cost, and have no complexity aversion. The remaining 1 − ϵ are as above. Their presence

gives an incentive for the planner to have complex tax systems.
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Proposition 32 (Complexity aversion is necessary to obtain a simple tax system). Consider

the tax problem above, with a fraction ϵ ∈ (0, 1) of rational agents.

(i) Suppose there is no complexity aversion (ξ = 0). Then the optimum has strictly more

than one tax bracket. This holds for any cognition cost function CCog (m).

(ii) Suppose complexity aversion ξ is high enough. Then the optimum is a uniform tax,

with just one bracket.

Part (i) is the counterpart, with endogenous attention, of the fact that pure information

costs do not generate full simplicity (Proposition 3). Without complexity aversion, the cost of

a complex tax system is a cost that the information-theoretic consumer (but not complexity-

averse) can decline to pay: she sets mGk = 0, pays nothing, and the rational agents still react

to the brackets, so starting from full simplicity, a bit of extra complexity always gives a first-

order gain in welfare. This is true for any cognition cost function CCog (m), including the

case where cognition is infinitely costly. In contrast, the complexity-averse consumer will

always suffer (provided m < 1 and ξ > 0) from any extra complexity.

B.5 Proof of Proposition 10

I call ψ̄ the average elasticity (so ψ̄ = ψmin+ψmax

2
); vψ = ψmax−ψ̄

ψ̄
the normalized half-width

of the range of elasticities; and ψ̂g := ψg−ψ̄
ψ̄

, so that ψ̂g
vψ

is uniformly distributed in [−1, 1].

Likewise, for a bracket G with tax τG, I call tG := τG−τ̄
τ̄

the (multiplicative) special tax for

τG, so that τG = τ̄ (1 + tG) and the additive deviation is τ̂G = τ̄ tG. The proof works mostly

with tG.

Recall the thresholding function T defined in (38).

As said in the main text, I take the limit where vψ is “small”, and of the same order of

magnitude as ξ̄ defined in (98). I look for an odd number of brackets, n = 2N + 1 for an

integer N . This is without loss of generality, as the central bracket could have a mass of 0.

The shape of the boundaries of the optimal tax brackets, before computing the

optimal taxes. I start with a simple result on the shape of optimal tax brackets, which

is useful to compute the optimal taxes numerically.

Lemma 5. The tax brackets, expressed in terms of ψ̂g
vψ
, are of the form: a central one in

[−b, b] for some b ∈ (0, 1]; and otherwise, 2N equal-sized brackets partitioning [−1, 1] \ [−b, b]
into 2N intervals of size δψ̂ := 1−b

N
, so intervals Ik = (b+(k − 1) δψ̂, b+kδψ̂] for k = 1, . . . , N

and symmetrically in the negatives.

Proof. This proof is mostly mathematical, and the reader is encouraged to skip it, and go

to the derivation of the actual taxes. Write ug := ψ̂g/vψ ∈ [−1, 1] (uniformly distributed)
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and ξ̃ := ξ̄/vψ. A “simple” tax system is a partition of the goods into n brackets together

with one common tax per bracket. The proof rests on the fact, established below, that the

problem is one of optimal piecewise-constant approximation: the welfare contributed by a

bracket depends on it only through a convex function of its mean elasticity gap.

Step 1 (a bracket’s value depends only on its mass and mean gap, via a convex even

function). Take an arbitrary bracket G (a measurable set of goods) of mass sG and mean

gap ψ̂G := 1
sG

∫
G
ψ̂g, on which the planner sets a common tax t. Per unit mass, a good’s

contribution to the Lagrangian is the summand of (117) with ψ̂g in place of ψ̂Gk ; it is exactly

affine in the good’s characteristic ψ̂g, which enters only through −1
2
ψ̂g (1 + 2mt+mt2).

Averaging over G therefore replaces ψ̂g by ψ̂G exactly, and the bracket contributes (dropping

t-independent constants, and the third-order term ψ̂Gt
2)

sG

[
− m

2
t2 +

(
µ−m−mψ̂G

)
t−mξ̄ |t|

]
.

Optimizing over the common tax t gives the soft-thresholded value tG = T
(
−ψ̂G, ξ̄

)
(using

that the multiplier satisfies µ−m = O(v2ψ), of higher order, as derived below in (119)) and

the maximized per-unit value

g
(
ψ̂G

)
:= 1

2
mt2G = m

2
max

(∣∣∣ψ̂G∣∣∣− ξ̄, 0
)2
, (115)

so the bracket contributes sG g
(
ψ̂G

)
. The function g is even and convex; it vanishes on{∣∣∣ψ̂∣∣∣ ≤ ξ̄

}
and is a shifted quadratic on

{∣∣∣ψ̂∣∣∣ ≥ ξ̄
}
.

Step 2 (brackets are intervals). Total welfare is
∑

G sGg
(
ψ̂G

)
. Take an optimal partition

and move an infinitesimal mass of goods located at gap ψ̂ into a bracket G. Adding mass

ϵ at ψ̂ to G changes sGg
(
ψ̂G

)
by ϵ

[
g
(
ψ̂G

)
+ g′

(
ψ̂G

)(
ψ̂ − ψ̂G

) ]
, so the marginal value of

assigning a good at ψ̂ to G is the value at ψ̂ of the tangent to g at ψ̂G,

LG

(
ψ̂
)
= g

(
ψ̂G

)
+ g′

(
ψ̂G

)(
ψ̂ − ψ̂G

)
.

At the optimum each good must lie in the bracket with the highest LG

(
ψ̂
)
(otherwise a

profitable move exists). Because g is convex, the LG are its tangent lines, with slopes g′
(
ψ̂G

)
increasing in ψ̂G; their upper envelope maxG LG is convex and piecewise linear, and the set

of ψ̂ on which a given LG is highest is an interval. Hence every bracket is an interval in ψ̂,

equivalently in u.

Step 3 (a symmetric central band). Since the density of u is symmetric and g is even,
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the reflection about 0 of an optimal partition is optimal; so there is an optimal partition

symmetric about 0. By the tangent-line argument of Step 2, a good at ψ̂ with
∣∣∣ψ̂∣∣∣ < ξ̄ has

LG

(
ψ̂
)
≤ g

(
ψ̂
)
= 0 for every bracket G (convexity places the tangent below g), so it is

weakly better placed in a zero-tax bracket; all such goods can be pooled into a single central

bracket, which by Step 2 is an interval [−b, b] with b ≥ ξ̃. The remaining 2N brackets tile

[−1,−b] ∪ [b, 1] and, by symmetry, come in mirror pairs.

Step 4 (the outer brackets are equal-sized). Consider the N outer brackets in [b, 1], of

lengths ℓ1, . . . , ℓN with
∑

k ℓk = 1 − b. There, by (115), g (u) = m
2
v2ψ

(
u− ξ̃

)2
is quadratic,

so for an interval I with (mid-point) mean ūI , under the uniform measure ν,

sI g (ūI) =
m
2
v2ψ

[ ∫
I

(
u− ξ̃

)2
dν −

∫
I

(u− ūI)
2 dν

]
.

Summed over the outer intervals, the first term equals
∫ 1

b

(
u− ξ̃

)2
dν and is independent

of the partition, so maximizing welfare is equivalent to minimizing the total within-interval

dispersion
∑

k

∫
Ik
(u− ūIk)

2 dν = 1
24

∑
k ℓ

3
k. Since t 7→ t3 is convex,

∑
k ℓ

3
k subject to

∑
k ℓk =

1 − b is minimized when all ℓk are equal, i.e. ℓk = δψ̂ = 1−b
N

. By symmetry the same holds

on [−1,−b], which yields the stated intervals Ik.

Next, I determine the optimal tax for bracket Gk. I call ψ̂Gk the average elasticity

gap in bracket k, so
ψ̂Gk
vψ

= b+

(
k − 1

2

)
δ, (116)

where δ := δψ̂ = 1−b
N

is the common width of the outer brackets from the Lemma above.

The average welfare coming from bracket k (with special tax tGk) is:

VGk :=
−1

2
ψ̄
(
1 + ψ̂Gk

)
E
[
τ̄ 2
(
1 + 2mtGk +mt2Gk

)]
− ξτ̄ |tGk | (1−mGk) + λτ̄ (1 + tGk)

The planner’s problem (given attentions, for now taken as exogenous) is (where sGk is the

mass in each bracket k ̸= 0)

max
tGk

∑
k

sGkVGk s.t.
∑
k

sGktGk = 0

The last condition means that the average tax deviation is 0. I call µ− 1 the multiplier for
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that last condition. Note that τ̄ = λ
ψ̄
, so the Lagrangian is

L

λτ̄
=

1

λτ̄

(∑
k

sGkVGk

)
+ (µ− 1)

∑
k

sGktGk

So, with ξ̄ defined in (98), the Lagrangian is

L

λτ̄
=
∑
k

[
−1

2

(
1 + ψ̂Gk

) (
1 + 2mtGk +mt2Gk

)
−mξ̄ |tGk |+ 1 + µtGk

]
sGk (117)

Orders of magnitude. Before solving, I make the bookkeeping explicit. There are two

small parameters, λ and vψ. Taxes are small because λ is: τ̄ = λ
ψ̄

(
1 +O(v2ψ)

)
= O(λ),80 and

the Lagrangian (117) is written in units of λτ̄ = O(λ2), the scale of welfare. In this model

the Lagrangian is moreover exact in λ: demand is linear, so welfare is exactly quadratic in

the taxes—there is no O(λ3) truncation, unlike for a general non-quadratic demand. Within

a bracket the deviations are small because vψ is: ψ̂Gk = O(vψ), tGk = O(vψ), and I take ξ̄ of

the same order, ξ̄ = O(vψ)—the interesting regime, since ξ̄ ≫ vψ forces a uniform tax and

ξ̄ ≪ vψ makes complexity aversion negligible. I therefore solve the FOC to first order in vψ,

carrying the remainder explicitly.

The FOC of (117) is exact:

−
(
1 + ψ̂Gk

)
m (1 + tGk)−mξ̄ sign (tGk) + µ = 0.

Assuming an interior solution with tGk ̸= 0,

1 + tGk =
µ−mξ̄ sign (tGk)

m
(
1 + ψ̂Gk

) . (118)

The multiplier. Averaging the exact relation (118) over the non-central brackets (mass-

weighted), with ⟨tGk⟩ = 0: the left side is 1; on the right,
〈

1

1+ψ̂Gk

〉
= 1 + O(v2ψ) and

ξ̄

〈
sign(tGk)
1+ψ̂Gk

〉
= ξ̄

〈∣∣∣ψ̂Gk∣∣∣〉 + O(v3ψ) = O(v2ψ) (using ⟨sign (tGk)⟩ = 0 by the symmetry of the

construction, and sign (tGk) = − sign
(
ψ̂Gk

)
). Hence

µ = m+O(v2ψ). (119)

Its precise second-order value is immaterial for what follows, as µ enters only through µ
m
−1 =

80The correction is O(v2ψ) because ⟨1/ψg⟩ = 1
ψ̄

〈
1− ψ̂g + ψ̂2

g − · · ·
〉
= 1

ψ̄

(
1 +O(v2ψ)

)
.
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O(v2ψ).

The tax. Expanding (118) in vψ, with
1

1+ψ̂Gk
= 1 − ψ̂Gk + O(v2ψ),

µ
m

= 1 + O(v2ψ), and

ξ̄ sign (tGk) ψ̂Gk = O(v2ψ):

tGk =
( µ
m

− ξ̄ sign (tGk)
)(

1− ψ̂Gk

)
− 1 +O(v2ψ)

= −ψ̂Gk − ξ̄ sign (tGk) +O(v2ψ).

I record this. The optimal tax deviation for a bracket k is, to first order in vψ:

tGk = T
(
−ψ̂Gk , ξ̄

)
+O(v2ψ) = −T

(
ψ̂Gk , ξ̄

)
+O(v2ψ) (120)

So, when tGk is not zero, it is

tGk = −
(
ψ̂Gk − ξ̄ sign

(
ψ̂Gk

))
+O(v2ψ). (121)

I next express it in terms of tax rates, which gives Proposition 9.

There is a dampening by the term ξ̄, which signifies that there is a Lasso-like shrinkage

towards 0, to mitigate complexity aversion.

I next calculate welfare, given the optimized tax rate for each bracket. Let me

next calculate the gain VGk from moving tGk from zero to its optimal value. Observe that

in the problem maxx−1
2
Ax2 + Bx, the maximum is at x = B

A
, and the value is B2

2A
= A

2
x2.

Applying this to (117), with x = tGk , A =
(
1 + ψ̂Gk

)
m = m (1 +O(vψ)), and t

2
Gk

= O(v2ψ),

this gives (the O(vψ) relative error absorbing the factor 1 + ψ̂Gk):

1

λτ̄
VGk =

1

2
m (tGk)

2 sGk (1 +O(vψ)) (122)

This is, summing over the 2N outer brackets (the factor 2 from symmetry; each outer

bracket has mass sGk =
δ
2
, as the density of u on [−1, 1] is 1

2
),

1

λτ̄
V = 2 · 1

2
m

N∑
k=1

(tGk)
2 δ

2
=
mδ

2

N∑
k=1

(
vψ

(
b+

(
k − 1

2

)
δ

)
− ξ̄

)2

with δ = 1−b
N

. Normalizing vψ = 1, the last sum is a composite midpoint rule for
∫ 1

b

(
x− ξ̄

)2
dx =

(1−ξ̄)3−(b−ξ̄)3
3

: the N outer brackets have equal width δ and midpoints b +
(
k − 1

2

)
δ, with

b+Nδ = 1. As the integrand is quadratic (constant second derivative f ′′ = 2), the midpoint

rule is exact up to the standard error term (1−b)δ2
24

f ′′ = (1−b)δ2
12

= (1−b)3
12N2 , by which the sum
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underestimates the convex integral. Hence

Ṽ :=
2

λτ̄m
V =

(1− ξ̄)3 − (b− ξ̄)3

3
− (1− b)3

12N2
.

So
dṼ

db
= −(b− ξ̄)2 +

(1− b)2

4N2

which is 0 for b = ξ̄ ± δ
2
. When b goes from −∞ to +∞, dṼ

db
is negative, then positive in(

ξ̄ − δ
2
, ξ̄ + δ

2

)
, then negative. Hence, the maximum of Ṽ is reached for:

b∗ = ξ̄ +
δ

2
(123)

which is the value of b for which the optimal tax in the central band, t0 = b− δ
2
− ξ̄, is just

0. Also, as b∗ = ξ̄ + 1−b∗
2N

, this gives, more explicitly:

b∗ :=
ξ̄ + 1

2N

1 + 1
2N

(124)

When b = b∗, this is

2

λτ̄m
V =

(1− ξ̄)3

3

(
1− 1

(2N + 1)2

)
=

1

3
(1− ξ̄)3

(
1− 1

n2

)
(125)

Recall from (121) that the optimal special tax for bracket k is the soft-thresholded Ramsey

tax

tGk = −T
(
ψ̂Gk , ξ̄

)
.

I record it, together with the welfare gain, here, now expressed in terms of the tax τGk =

τ̄ (1 + tGk) rather than tGk :

Lemma 6. With n tax brackets (with optimally chosen bounds), the optimal tax in bracket

k is in (39), and the welfare gain from moving from one to n tax brackets (so V (1) = 0) is

V (n) =
1

6
λτ̄v2ψmmax

(
1− ξ̄

vψ
, 0

)3(
1− 1

n2

)
(1 +O(vψ)) (126)

where ξ̄ is in (98). The displayed term is the leading one as vψ → 0; it is O(λ2) overall

(since λτ̄ = O(λ2)), and—demand being linear—exact in λ, so the O(vψ) remainder is the

only approximation.
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Moments of the optimal tax deviations. These hold in the differentiated-tax regime

ξ̃ < 1; when ξ̃ ≥ 1 soft thresholding sets every deviation to zero, and both moments are zero.

With b = b∗, and to the leading order in vψ (the deviations tGk being given by (121)), the

outer brackets have |tGk | = vψ

(
uk − ξ̃

)
at the midpoints uk = b∗+

(
k − 1

2

)
δ, each with mass

δ
2
, while the central bracket has t0 = 0. The midpoint rule is exact for affine integrands, so

⟨|tG|⟩ = 2
N∑
k=1

δ

2
vψ

(
uk − ξ̃

)
= vψ

∫ 1

b∗

(
u− ξ̃

)
du =

vψ
2

[(
1− ξ̃

)2
−
(
b∗ − ξ̃

)2]

and since b∗ − ξ̃ = δ
2
= 1−ξ̃

2N+1
= 1−ξ̃

n
(from (124)),

⟨|tG|⟩ =
vψ
2

(
1− ξ̃

)2(
1− 1

n2

)
. (127)

For the second moment, the display above reads V = λτ̄m
2

⟨t2G⟩, so the welfare formula gives

〈
t2G
〉
=
v2ψ
3

(
1− ξ̃

)3(
1− 1

n2

)
. (128)

where ξ̃ = ξ̄/vψ, so that 1− ξ̃ =M (m) when the threshold binds.

B.6 Proof of Proposition 11

(i) Immediate from Proposition 10.

(ii) I use V̄ := V 1/3. I write ζ :=
(
1
6
λτ̄v2ψ

)1/3
> 0 for the scale of the welfare gains, and

z := 1
λvψ

, so that zξ 1−m
m

= ξ̄
vψ

is the compression term appearing in (40). In the interior case

(otherwise n∗ = 1), (40) gives, with m = m (n),

V̄ = ζ m1/3
(
1− 1

n2

)1/3 (
1− zξ 1−m

m

)
= A (n)− ξB (n) ,

where A (n) = ζ m1/3
(
1− 1

n2

)1/3
and B (n) = ζz (1−m)m−2/3

(
1− 1

n2

)1/3
. Thus V̄ξ =

−B (n). Asm (n) decreases in n, each factor ofB—namely (1−m),m−2/3, and
(
1− 1

n2

)1/3
—

is positive and weakly increasing in n, and the last one is increasing, so B (n) is weakly

increasing and

V̄ξn = −B′ (n) ≤ 0,

with equality only where m (n) = 1, so that B (n) = 0. Hence by monotone comparative

statics the optimum n∗ (ξ) is decreasing in ξ. Finally, for ξ large enough, V (n) = 0 and

n∗ = 1—this is also the message of Proposition 9.
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(iii) comes from the fact that V (n) increases in n, strictly so as m > 0.

(iv) comes from the fact that V (2) > V (1) = 0, provided people can pay some attention

to two tax brackets, i.e. m(2) > 0.

B.7 Proofs of Propositions 12 and 13

Both are specializations to m = 0 of the analysis with a free floor of attention. Proposition

12 is Proposition 28 (optimal tax system with costly endogenous attention) at m = 0: there,

the no-stealth condition (106) becomes simply ξ ≥ λm̄, as its O (vψ) margin carries a factor

m. Proposition 13 is Proposition 29 at m = 0, where the cost-correction factor m̄
m̄−m in (108)

equals one. The attention constraints are then slack by a factor of at least 6, so the corner

mGk = m̄ is robust to a marginal change in n.

B.8 Proof of Proposition 32

Call m̄a the average attention to a bracket deviation across the two groups, so m̄a = ϵ +

(1− ϵ)mG when the behavioral agents pay attention mG. In the units of (117), and using∑
k sGktGk = 0, the terms of welfare that depend on the tax deviations are

∑
k

sGk

[
−m̄aψ̂GktGk −

m̄a

2
t2Gk − (1− ϵ)

ξ (1−mGk)

λ
|tGk |

]
− (1− ϵ)κ

λτ̄

∑
k

mGk (129)

where the rational agents contribute no dread and no cognition cost.

(i) At the uniform tax all deviations are zero, so attention has no value, the behavioral

agents set mG = 0, and no cognition cost is paid. Fix α ∈ (0, 1) and take two brackets,

symmetric around the average elasticity, with tG = −αψ̂G, where ψ̂G is the bracket’s average

elasticity gap; this satisfies ⟨tG⟩ = 0, and by symmetry the two brackets carry the same

attention.

Suppose first that the behavioral agents still choose mG = 0. Then m̄a = ϵ, no cognition

cost is paid, and, as ξ = 0, (129) reduces to its first two terms, giving a welfare gain of

ϵα
(
1− α

2

)〈
ψ̂2
G

〉
> 0.

Suppose instead that they choose some mG = m > 0. Their own surplus is then weakly

higher than at mG = 0, which was available to them; the rational agents are unaffected; and

tax revenue is higher, as

∂R

∂m
= (1− ϵ) ψ̄τ̄ 2α (1− α)

〈
ψ̂2
G

〉
> 0 for α < 1,
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attention making demand respond to deviations that are still short of their Ramsey values.

Welfare is therefore at least what it is in the previous case, hence again strictly above the

uniform tax. Neither step uses any property of CCog beyond CCog (0) = 0, so the conclusion

holds for every cognition cost function.

(ii) I show that the uniform tax is optimal when

ξ ≥ ξ∗ (ϵ) :=
λvψ (ϵ+ (1− ϵ) m̄)

(1− ϵ) (1− m̄)
, (130)

which is the sense of “high enough”. The threshold ξ∗ (ϵ) increases with ϵ, and goes to

infinity as ϵ → 1: a larger rational fringe calls for more complexity aversion. For ϵ = 0 it is
λvψm̄

1−m̄ , i.e. M (m̄) = 0, which is the condition of Proposition 9.

Take any deviations tGk , with the behavioral agents responding as in (104). Consider

first the brackets they attend, so mGk = m̄ and m̄a = ϵ+ (1− ϵ) m̄. As
∣∣∣ψ̂Gk∣∣∣ ≤ vψ, and the

quadratic and cognition terms are negative, their contribution to (129) is at most

∑
k

sGk |tGk |
[
(ϵ+ (1− ϵ) m̄) vψ − (1− ϵ)

ξ (1− m̄)

λ

]
,

and the bracket is non-positive exactly when (130) holds. A bracket they do not attend has

mGk = 0, hence a lower m̄a and the full dread (1− ϵ) ξ
λ
|tGk |: the same bound applies, and is

slacker, provided ξ ≥ λm̄ holds with a margin of order vψ, as in the no-stealth condition—

otherwise such a bracket would be a stealth tax. So no set of deviations improves on the

uniform tax.

C Omitted proofs

C.1 Proof of Theorem 1

Throughout, f and g are C2, and f is finite. Since attention m ranges over the compact set

[0, 1], the function h defined in Step 1 below is then continuous and finite, hence bounded:

H̄ := supm∈[0,1] h (m) <∞.

The logic of the proof is as follows: the Separable homogeneity criterion alone forces CCA

to be a multiple of an ℓβ norm of (bih (mi))i, for some exponent β; the Generation of full

simplicity criterion requires that β ≤ 1. But the Finiteness criterion requires β ≥ 1. Hence

only β = 1 remains possible, and indeed satisfies both criteria.
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Step 0: Preliminaries on g. By Unit invariance and Separable homogeneity, CCA = g (S)

with S :=
∑

i f (bi,mi). Homogeneity of degree 1 applied at b = 0 gives CCA (0,m) =

λCCA (0,m) for all λ > 0, hence

CCA (0,m) = 0. (131)

Next, ∂biC
CA = g′ (S) f ′

i (bi), so Generation of full simplicity forces g′ ̸= 0; as g is C2 and

S ranges over an interval, g′ has a constant sign. Since CCA ≥ 0 with (131), that sign

is positive (otherwise replace (f, g) by (−f, g (−·)), which leaves CCA unchanged). So g is

increasing, and f ′
i > 0 whenever mi < 1.

Step 1: Separable homogeneity yields an ℓβ norm. Write f ′
i (bi) := ∂bif (bi,mi) and

P :=
∑

i bif
′
i (bi). Euler’s identity for homogeneity of degree 1 reads

g′ (S)P = g (S) . (132)

Differentiating (132) with respect to a single bk, using ∂bkS = f ′
k (bk) and ∂bkP = f ′

k (bk) +

bkf
′′
k (bk), gives

g′′ (S) f ′
k (bk)P + g′ (S) [f ′

k (bk) + bkf
′′
k (bk)] = g′ (S) f ′

k (bk) .

The term g′ (S) f ′
k (bk) appears on both sides and cancels, leaving g′′ (S) f ′

k (bk)P+g
′ (S) bkf

′′
k (bk) =

0. Substituting P = g (S) /g′ (S) from (132) and dividing by g′ (S) f ′
k (bk):

bkf
′′
k (bk)

f ′
k (bk)

= −g
′′ (S) g (S)

g′ (S)2
. (133)

As there are at least two variables, the right-hand side of (133) can be moved (by perturbing

some bℓ, ℓ ̸= k) while the left-hand side is held fixed. Hence both sides equal a constant,

which I call β − 1, and that constant is common to all k. Integrating the two resulting

ordinary differential equations yields f (b,m) = a (m) bβ + c (m) and g (S) = A (S − S0)
1/β,

with A > 0 and a ≥ 0 by Step 0, and a (m) > 0 for m < 1.

Two constants remain to be disposed of. First, β > 0: for β < 0 (resp. β = 0, where

the ODE gives f = a (m) ln b + c (m)) we would have f (0,m) = ±∞ whenever a (m) ̸= 0,

contradicting the finiteness of f (0, ·). Second, c is an irrelevant constant: by (131) and the

strict monotonicity of g,
∑

i c (mi) = S0 for every m, and varying a single mi shows that c
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is constant; the constants then cancel from S − S0 =
∑

i a (mi) b
β
i . Setting h := a1/β,

CCA (b,m) = A

(∑
i

(bih (mi))
β

)1/β

. (134)

Step 2: Full simplicity imposes β ≤ 1. Differentiating (134) at bi = 0+, with some

other bℓ > 0, gives +∞ if β < 1, Ah (mi) > 0 if β = 1, and 0 if β > 1. So the criterion is

satisfied iff β ≤ 1.

Step 3: Finiteness imposes β ≥ 1. Suppose that β < 1. We will see that Finiteness is

violated. Define bi := i−δ for some δ ∈ (1, 1/β). Then,
∑

i bi <∞, but
∑

i b
β
i = ∞, so CA is

infinite.

However, if β ≥ 1, Finiteness is satisfied. This is well-known, but let us verify it in a

self-contained way. Define b̃i := bih (mi). As h ≤ H̄, we have T :=
∑

i b̃i ≤ H̄
∑

i bi < ∞.

Write b̂i := b̃i/T ∈ [0, 1]; the pointwise bound b̂βi ≤ b̂i gives S = T β
∑

i b̂
β
i ≤ T β <∞.

Conclusion. Steps 2 and 3 give β = 1, so that (134) collapses to

CCA (b,m) =
∑
i

bih̄ (mi) , h̄ := Ah.

The β = 1 case of Step 2 gives h̄ (m) > 0 for m < 1, and Finiteness makes h̄ bounded:

if h̄
(
m(i)

)
→ ∞ along some sequence, choosing bi with

∑
i bi < ∞ but

∑
i bih̄

(
m(i)

)
= ∞

(e.g. bi = 2−i along a subsequence with h̄
(
m(i)

)
≥ 4i) violates the criterion. The second

display of the theorem then follows from the Unit invariance for utility and actions criterion

by dimensional analysis, which does not interact with β: that criterion fixes the prefactor at

A = |uaasa|, up to a function h that does not depend on u.

Conversely, this functional form satisfies the four criteria.

C.2 Proof of Proposition 5

Then, the value function has a term (with b ≥ 0): Ab−Bb2 with A = 2br − 2ξ (1−m) and

B = 2 −m. The optimum (subject to b ≥ 0) is b = A
2B

, so the value function is A2

4B
= Bb2.

Hence,

V (m) = b (m)2 (2−m)− CCog (m) (135)

Hence, if CCog (m) ≥ b (m)2 (2−m), then V (m) ≤ 0 = V (0). So m = b = 0 is optimal (a

strict inequality would make it the unique optimum). That is, the optimum has m and b
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equal to 0.

C.3 Proof of Proposition 6

We have:

E [(p (x)− c (x)) a (xs)] = E [(b− 1) x (−ψbxs)] = (1− b) bψE [xxs] =
(
b− b2

)
ψσ2

xm

and as E [(p (x)− c (x))] = 0, the total producer surplus is:

E [(p (x)− c (x)) (1 + a (xs))] =
(
b− b2

)
ψσ2

xm (136)

This implies:

W = V cons (m) + E [(p (x)− c (x)) (1 + a (xs))]

=
1

2
ψσ2

xb
2m− CCA − CCog (m) + ψσ2

x

(
b− b2

)
m

=

(
b− b2

2

)
ψσ2

xm− CCA − CCog (m)

C.4 Proof of Proposition 8

Recall that with χ = 1
2
ψσ2

x, social welfare is:

W = Π+ V cons, Π = 2
(
b− b2

)
mχ, V cons = b2mχ− CCog (m)

where Π is the average profit (136), and V cons is the consumer’s expected utility. Hence,

Wb = Πb + V cons
b + (Πm + V cons

m )mb

As the consumer optimizes m to maximize V cons, we have V cons
m = 0, so

Wb = 2 (1− b)mχ+ 2
(
b− b2

)
mbχ (137)

For all b ∈ [0, 1), as mb ≥ 0, we have Wb ≥ 0; and whenever m > 0, we have Wb > 0. Hence,

b = 1 is the social optimum.

We next study when we have some m > 0. We observe that the first-order condition for

m is CCog′ (m) = b2χ.

If CCog′ (0) < χ, when b ∈ [0, 1] is such that b2χ > CCog′ (0) we have m > 0, and b = 1 is

a strict global optimum.
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If CCog′ (0) ≥ χ, then naive consumers always give m = 0 (they “give up” on paying

attention), and any b ∈ [0, 1] gives the same social surplus. But a minuscule fraction of

rational consumers (as in Proposition 32) shifts the social optimum to b = 1, strictly.

C.5 Proof of Proposition 14

The utility is u (a, x) = −1
2
(a− x)2 + vx. I consider the median agent, i.e. the agent who

receives the median signal xs (which is mx) when evaluating his “motivated cognition” part;

but, with respect to the other consequences of his actions, the agent still behaves like the

regular agent in this paper, i.e. we will get terms in σ2
x for the terms that do not involve

motivated cognition, i.e. are not proportional to vx. This allows us to get a closed-form

solution, without losing much economics. Note that in the choice of attention m, the agent

is allowed to get a “glimpse” of the value of x. This is a convenient modeling assumption,

and is defensible: we have a rough sense of the value of x before we pay attention to it (this

is the “ex post” attention determination discussed in Gabaix (2014)).81 The utility of this

median agent is:

Ũactive (m) = −B (1−m)− CCog (m) + µvmx− P, B =
1

2
σ2
x + ξsaσx (138)

where P = E
[
u
(
ad, x

)]
= −1

2

((
ad
)2

+ σ2
x

)
is the traditional expected utility from the

passive action ad—recall that Uactive is measured net of it, so that Upassive = 0.

We have

Ũactive (m) = −B (1−m)− CCog (m) + µvmx− P

= −B (1−m)− CCog (m)− µvx (1−m) + µvx− P

= −B̃ (1−m)− CCog (m) + µvx− P

with B̃ = B + µvx. We observe that

min
m∈[0,1]

[
B̃ (1−m) + κm

]
= min

(
B̃, κ

)
(139)

as indeed the optimal attention ism = 1κ≤B̃. So, optimizing on attentionm, with CCog (m) =

81The reader who does not like this modeling assumption can set v = 0, or replace σx by |x|.
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κm, we get:

max
m

Ũactive (m) = −min
(
B̃, κ

)
+ µvx− P

= −min
(
B̃ − µvx, κ− µvx

)
− P = −min (B, κ− µvx)− P

Hence, we have a passive decision iff maxm Ũ
active (m) ≤ 0, i.e. iff

min (B, κ− µvx) ≥ −P =
1

2

[(
ad
)2

+ σ2
x

]
i.e.

min

(
ξsaσx, κ− σ2

x

2
− µvx

)
≥ 1

2

(
ad
)2

C.6 Proof of Proposition 16

Write z(m) =
ξ
√
p (1−m)√
m

, so that P0 = Φ(z(m))n by Proposition 15.

For the first part, fix n and m < 1: then z(m) → ∞ as ξ → ∞, so Φ(z(m)) → 1 and

P0 → 1.

For the second part, fix ξ > 0 and let zn = z(m(n)). Since m(n) lnn→ 0 and lnn→ ∞,

we have m(n) → 0, so for n large enough (1 − m(n))2 ≥ 1
2
and zn ≥ 1. Mills’ inequality

1− Φ(z) ≤ φ(z)/z ≤ e−z
2/2 for z ≥ 1 then gives

n
(
1− Φ(zn)

)
≤ exp

(
lnn− 1

2
z2n

)
≤ exp

(
lnn− ξ2p

4m(n)

)
−→ 0, (140)

because ξ2p
4m(n)

/
lnn = ξ2p

4m(n) lnn
→ ∞. Finally, using ln(1− u) ≥ −2u for u ∈ [0, 1

2
],

0 ≥ lnP0 = n ln
(
1− (1− Φ(zn))

)
≥ −2n

(
1− Φ(zn)

)
−→ 0, (141)

so P0 → 1.

The result is easy to extend with extreme value theory techniques, e.g. if the CDF of Xs
k

had exponential rather than Gaussian tails, the condition would be the very slightly stronger

limn→∞m(n)(lnn)2 = 0.

C.7 Proof of Proposition 17

This is very simple. By Proposition 15, P0(n) = Φ(zn)
n with zn = ξ

√
p (1−m(n))/

√
m(n).

As m(1) = 1, z1 = 0 and P0(1) = Φ(0) = 1
2
. Hence P0(2) > P0(1) iff Φ(z2)

2 > 1
2
, i.e.

Φ(z2) > 2−1/2, i.e. z2 > Φ−1(2−1/2), which is (49).
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C.8 Proof of Proposition 21

Suppose now that we have endogenous attention, and callmd the attention that the consumer

chooses at b = 0. At b = 0 her surplus (27) is just −CCog (m): attention brings her nothing,

so she takes the highest level that is available at no marginal cost. Hence md = 0 if attention

is costly throughout, and md is the free default of (89) when there is one. I assume that

attention is strictly costly beyond it, CCog′ (md+
)
> 0.

Then attention does not move around b = 0. Indeed, by (27) the marginal benefit of

raising attention above md is 1
2
ψσ2

xb
2 + ξsaσx |b| = O (|b|), which is below CCog′ (md+

)
for |b|

small enough. So dm
db

= 0 at b = 0, and the total derivative of welfare reduces to its partial

derivative:
d

db
W|b=0 = Wb|b=0 = ψσ2

xm
d − ξsaσx sign (b)

(
1−md

)
It is dm

db
= 0, and not Wm = 0, that removes the attention-response term here: at b = 0

we have Wm = −CCog′ (m), which need not vanish. So locally, d
db
W|b=0 ≤ 0 iff the same

condition (31), evaluated at m = md, holds. We note that a simple way to think about this

is that the allocative benefits are ∼ bm, while CA costs are ξb, so that around b = 0, rigidity

is better if ξ is large enough.

The consumer’s attention is: maxm V
cons (m). It is useful to define

V (m) := V cons (m)− 1

2
ψσ2

xb
2

where 1
2
ψσ2

xb
2 is the surplus with a rational agent. Hence, V (m) ≤ 0 and it is easier to

reason with it. We have

V (m) := V cons (m)− 1

2
ψσ2

xb
2 =

1

2
ψσ2

xb
2m− ξsa |b| σx (1−m)− CCog (m)− 1

2
ψσ2

xb
2

hence

V (m) = −B (1−m)− CCog (m) , B :=
1

2
ψσ2

xb
2 + ξsa |b| σx, (142)

which givesm∗ = argmaxm V (m). By (136) social welfare is: W = V cons (m)+(b− b2)ψσ2
xm,

i.e.

W = V (m) +

(
b− b2

2

)
ψσ2

xm (143)

Suppose that CCog (1) > ψσ2
x and ξ is large enough. Let us show that with endogenous

attention, a perfectly simple contract is optimal.

When b = 0, welfare W is 0. So, a sufficient condition is: for all b ∈ (0, 1] (later we will
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say “all b”), W ≤ 0, i.e.

−V (m∗) ≥
(
b− b2

2

)
ψσ2

xm
∗

A sufficient condition for that is: for all b

−V (m∗) ≥ bψσ2
x

i.e.

min
m

(
1

2
ψσ2

xb
2 + ξsabσx

)
(1−m) + CCog (m) ≥ bψσ2

x

i.e. (after division by b), for all b,

min
m

(
1

2
ψσ2

xb+ ξsaσx

)
(1−m) +

CCog (m)

b
≥ ψσ2

x

A sufficient condition for that is that

ξsaσx (1−m) + CCog (m) ≥ ψσ2
x, ∀m ∈ [0, 1]

i.e. ξ ≥ ξ∗ := maxm<1
ψσ2

x−CCog(m)
saσx(1−m)

. Hence, for m = 1, we need to have CCog(1) > ψσ2
x.

C.9 Proof of Proposition 22

If b = 0, social welfare is W (0) = 0. Now suppose that the firm sets b = 1. Then, optimal

attention allocation follows maxmBm − CCog (m) with B = 1
2
ψσ2

x + ξsaσx. So, by the

proposition’s assumption, we have CCog′ (1) < 1
2
ψσ2

x ≤ B, so consumer attention is m = 1.

Hence, welfare is W (1) = 1
2
ψσ2

x − CCog (1). As CCog (1) ≤ CCog′ (1) by convexity, we have

CCog (1) < 1
2
ψσ2

x and W (1) > 0 = W (0). Choosing b = 1 yields greater social welfare than

b = 0.
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