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Does AI Supervision “Benefit” the Organization?
Experimental Evidence based on Employees’ Extra-Role Behaviors

Abstract: The utilization of “Al supervisors” in organizations to manage and evaluate employee
performance has risen in recent years. In this study, we employ two experiments to examine how
Al supervisors influence subordinates’ willingness to engage in extra-role behaviors. In the first
experiment, we predict and find that under a purely objective performance evaluation system,
supervisor type does not significantly affect subordinates’ willingness to engage in extra-role
behaviors, but that under a mixed performance evaluation system that contains subjective
criteria, Al supervisors reduce subordinates’ willingness to engage in extra-role behaviors. This
relationship is driven by subordinates’ beliefs that Al supervisors will quantify their extra-role
contributions and reciprocate less in response to their extra-role behaviors. In our second
experiment, we predict and find that humanizing Al supervisors (i.e., by giving them a name) can
mitigate the negative impact of Al supervisors on subordinates’ willingness to engage in extra-
role behaviors.
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1. Introduction

Technological innovations and the availability of big data continue to fundamentally
change the role of artificial intelligence (Al) in organizations, as well as the nature of interactions
between humans and Al in the workplace (Singla et al., 2024). One such development in recent
years is the emergence of “Al supervisors,” who have the authority to exercise influence over
human employees (Bol et al., 2025; Brown et al., 2026; Cha, 2025; Lanz et al., 2024; Wesche
and Sonderegger, 2019).! Similar to human supervisors, Al supervisors provide instruction to
subordinates, evaluate performance, and make promotion and retention decisions (Brown et al.,
2026; Hoddinghaus et al., 2021; Lecher, 2019; Mdhlmann et al., 2021; Parent-Rocheleau and
Parker, 2022; Resume Builder, 2025). A survey of 1,342 U.S. managers reports that
approximately 60 percent of respondents rely on Al to perform these supervisory functions, and
20 percent delegate to Al the authority to make final decisions without human input (Resume
Builder, 2025). Beyond survey evidence, Al in supervisory roles is evident in several prominent
organizations. Uber’s algorithm directs drivers on when and where to work, monitors drivers’
behavior through real-time GPS and acceptance-rate data, and unilaterally deactivates drivers'
accounts for non-compliance, all without human intervention (Méhlmann et al., 2021). At
Amazon, the Associate Development and Performance Tracker (ADAPT) monitors every
worker's productivity and automatically generates warnings and even terminations without any
input from human supervisors, with the system having fired roughly 300 workers at a single

facility within a thirteen-month period (Lecher, 2019). UPS’s On-Road Integrated Optimization

!Scholars have used different terms to refer to AI’s exertion of influence over human employees, including
algorithmic management (Harms and Han, 2019; Lee, 2018; Newman et al., 2020), automated leadership
(Hoddinghaus et al., 2021), and Al supervisors (Cui and Yasseri, 2026; Lanz et al., 2024). We view these terms
interchangeably, but following more recent studies, we employ the term “Al supervisor” throughout the remainder
of our study.



and Navigation (ORION) system dictates where drivers go by providing them with an optimized
route (Holland et al., 2017). Moreover, following ORION’s implementation, the company has
changed how it evaluates drivers. For instance, rather than evaluating drivers based on their
average delivery time, UPS now evaluates employees by measuring how closely drivers follow
the algorithm’s optimized route (Tabansi, 2025). In both these anecdotal examples and the survey
evidence, the Al algorithms are not simply assisting or supplementing human managers; rather,
the algorithms are the managers.

Prior research examining the impact of algorithms in a decision support role documents
differences in how individuals perceive algorithmic versus human decisions across dimensions
such as objectivity (Logg et al., 2019), competence and credibility (Chen et al., 2022), fairness
and trustworthiness (Lee, 2018), task complexity (Hodge et al., 2021), and uniqueness (Longoni
et al., 2019). The shift in the use of algorithms from a decision support role to a supervisory role
may change how employees perceive algorithms and in turn, how they respond to performance
evaluations conducted by Al supervisors. This backdrop leads to our primary research question:
how does Al supervision affect subordinates’ willingness to engage in extra-role behaviors, and
is this relationship influenced by the design of firms’ performance evaluation system?

Extra-role behaviors (or organizational citizenship behavior) refer to employees’
discretionary contributions to the organization that go above and beyond their core job duties
(Becton et al., 2008; Organ, 1988), and is a topic that has received attention in the accounting
literature (e.g., Bol et al., 2026; Burney et al., 2009; Cheng and Coyte, 2014). Although extra-
role behaviors such as helping coworkers and sharing knowledge are typically not explicitly
recognized by firms’ formal reward systems, these activities improve firms’ productivity and

efficiency, which help reduce costs (Organ, 1988; Podsakoff et al., 1997; Podsakaoff et al.,



2009). Consequently, firms have strong incentives to motivate such behavior from employees
(Becton et al., 2008; Bolino et al., 2010; He et al., 2021; Podsakoff et al., 2009).

Prior research has documented mixed evidence on the pros and cons of algorithmic
decision-making in performance evaluation. While some studies highlight the benefits of such
decisions, including increased perceptions of unbiasedness and objectivity (Brown et al., 2026;
Cha, 2025; Pethig and Kroenung, 2023), other studies show that individuals perceive algorithmic
decisions as reductionistic and decontextualized (Bol et al., 2025; Newman et al., 2020).
Specifically, Newman et al. (2020) argue and find that employees associate algorithms with a
tendency to reduce the qualitative aspects of their performance into quantifiable metrics, a
phenomenon termed “quantification.” As a result, performance evaluations made by algorithms
are perceived as more incomplete and reductionistic relative to those made by humans. In
contrast, human managers value employees who engage in extra-role behaviors and reflect such
activities in their performance ratings and reward allocation decisions (Letkowitz, 2000;
Podsakaoff et al., 1993; Podsakaoff et al., 2009; Werner, 1994). Taken together, these findings
suggest that relative to algorithmic managers, human managers are expected to be more likely to
incorporate qualitative aspects of performance information, such as employees’ discretionary
contributions beyond their core job responsibilities, into performance evaluations.

To understand how differential perceptions of Al versus human supervisors influence
subordinates’ willingness to engage in extra-role behaviors, we draw on social exchange theory,
which posits that individuals act to maximize their net benefit through a psychological cost-
benefit analysis (Blau, 1964; Cook et al., 2013; Cropanzano and Mitchell, 2005; Thibaut and
Kelley, 1959). In other words, the theory predicts that subordinates expect recognition for costly

actions (e.g., extra-role behaviors). Moreover, when the amount of recognition for their costly



actions is perceived to be inadequate, subordinates will in turn become less willing to engage in
such actions (Bordia et al., 2008; Restubog et al., 2008). Consistent with this prediction, Cheng
and Coyte (2014) show that subordinates perceive a higher overall net benefit of engaging in
extra-role behaviors when evaluated under a performance evaluation system that allows for
subjective/flexible weighting of performance measures than under a performance evaluation
system that is strictly formula-based with pre-defined weights, so long as the firm communicates
how subordinates’ inputs can contribute to strategic goals. This finding suggests that, since
allowing for subjectivity provides supervisors with the discretion and opportunity to reward
subordinates for demonstrating extra-role behaviors, subordinates are in turn more willing to
pursue extra-role behaviors.

Building on this framework, we conjecture that regardless of supervisor type,
subordinates are less willing to engage in extra-role behaviors when evaluated based solely on
pre-defined objective criteria, given that these types of performance evaluation systems leave
little room for supervisors to recognize extra-role contributions. In contrast, when subordinates
are evaluated under a “mixed” performance evaluation system that contains subjective criteria,
we expect that their willingness to engage in extra-role behaviors will depend on supervisor type.
We posit that because subordinates will expect Al supervisors to overly quantify the qualitative
aspects of their performance (Newman et al., 2020), such as the incremental effort required to
engage in extra-role behaviors, subordinates will be less likely to believe that their extra-role
behaviors will be fully recognized and/or reciprocated by Al supervisors. In turn, subordinates
will be less willing to engage in extra-role behaviors. Thus, we predict that subordinates under
Al supervision will be less willing to engage in extra-role behaviors than subordinates under

human supervision when the performance evaluation system contains subjective criteria.



Given the importance of extra-role behaviors, our initial prediction naturally begs the
question of how organizations can encourage greater extra-role behaviors from subordinates
under Al supervision. As discussed above, subordinates' lower willingness to engage in extra-
role behaviors stems from their perception that the Al supervisor will overly quantify their
qualitative contributions and thus, not fully recognize them in the way that a human supervisor
would. We argue that one way to encourage more extra-role behaviors from subordinates is to
humanize (or anthropomorphize) Al supervisors. Although there are different methods with
which to humanize technology, both prior studies and anecdotal evidence have shown that one of
the most practical ways to do so is to give the technology a humanlike name (El Halabi and
Trendel, 2024; Hodge et al., 2021; Johnson, 2017; Zhou and Wang, 2025), such as “Watson”
(IBM), “Einstein” (Salesforce), and “Joule” (SAP). Research on human-computer interactions
finds that people typically associate more positive feelings, such as friendliness and engagement,
with technologies that they find to be more humanlike (e.g., El Halabi and Trendel, 2024; Hodge
et al., 2021; Qiao and Song, 2025; Waytz et al., 2014). These findings insinuate that naming Al
supervisors should cause subordinates to perceive Al supervisors as more humanlike. Based on
our theory, this will in turn strengthen subordinates’ belief that their Al supervisor will recognize
and reward them for extra-role behaviors when evaluated under mixed evaluation systems that
include subjective criteria. This argument leads us to predict that humanizing Al supervisors, by
giving them a name, will attenuate the negative effect of Al supervision on subordinates’
willingness to engage in extra-role behaviors.

To test our predictions, we conduct two online experiments using Prolific participants
acting in the role of a management consultant. Our first experiment is a 2 x 2 between-

participants design that examines the impact of supervisor type and performance evaluation



system on extra-role behaviors. We manipulate supervisor type by informing participants that
their supervisor is either a person or Al system. Following Kunz (2015), we manipulate
performance evaluation system by informing participants that they are evaluated based either
exclusively on objectively measurable criteria (i.e., an objective performance evaluation system)
or on both objectively measurable criteria and subjective criteria (i.e., a mixed performance
evaluation system). Our second experiment is a 2 X 2 between-participants design that examines
the impact of supervisor type and the level of humanization on extra-role behaviors under a
mixed performance evaluation system. We manipulate supervisor type in the same manner as in
Experiment 1. We manipulate the level of humanization by either providing or not providing a
name for the supervisor. In both experiments, participants assess their willingness to engage in
extra-role behaviors after being presented with their hypothetical scenario (which contains our
manipulated information).

Consistent with our predictions, we find that supervisor type does not influence
subordinates’ willingness to partake in extra-role behaviors under a purely objective performance
evaluation system. However, we find that subordinates under Al supervision are less willing to
engage in extra-role behaviors than those under human supervision when the performance
evaluation system contains subjective criteria. Additional mediation analysis suggests that this
effect is driven by subordinates' perception that Al supervisors will reduce their extra-role
contributions into quantifiable metrics, leaving less room for recognition and reciprocation in
performance evaluations. We also find that naming Al supervisors helps to mitigate the negative
effect of Al supervision on subordinates’ willingness to engage in extra-role behaviors, which
suggests that humanizing Al supervisors can enable organizations to utilize Al supervisors while

limiting the associated deleterious impact on subordinates’ extra-role behaviors.



Our study provides several contributions. First, we extend an emerging stream of
literature on algorithmic performance evaluations (Bol et al., 2025; Newman et al., 2020).
Newman et al. (2020) show that employees perceive algorithmic evaluations as reductionistic for
two reasons: algorithms tend to compress qualitative performance into numerical metrics
(quantification) and fail to consider qualitative performance within a broader context
(decontextualization). Building on the notion that Al is less able to contextualize performance
information, Bol et al. (2025) show that employees prefer human evaluators over Al evaluators
in unstable environments, where contextualization is more important. We focus on the other
source of reductionism, quantification, and examine whether employees reduce their willingness
to engage in extra-role behaviors when evaluated by Al supervisors. We find that under mixed
performance evaluation systems that contain subjective criteria, employees evaluated by Al
supervisors are in fact less willing to engage in extra-role behaviors than those evaluated by
human supervisors, because they believe that Al supervisors are more likely to quantify their
extra-role contributions and therefore, to recognize and reciprocate such contributions less during
performance evaluations. Our study offers insights to organizations seeking to understand how
Al supervisors can be effectively integrated into workplace performance evaluation systems.

Second, our findings extend accounting research on extra-role behaviors, which remains
relatively underexplored despite its well-documented benefits to organizations (Podsakoff et al.,
1997; Podsakoft et al., 2009). While extra-role behaviors are traditionally viewed as activities
that are not explicitly or formally recognized by reward systems (Organ, 1988), prior studies in
accounting have acknowledged and documented that accounting systems can be designed in a
way that implicitly or indirectly induces extra-role behaviors (e.g., Bol et al., 2026; Burney et al.,

2009; Cheng and Coyte, 2014). Most relevant to our study is the finding that introducing



subjectivity into performance evaluation systems can encourage extra-role behaviors (Cheng and
Coyte, 2014). Our findings extend this notion further by demonstrating that subjectivity may not
effectively incentivize extra-role behaviors if employees are evaluated by Al supervisors. Given
the importance of extra-role behaviors on organizational success, our study provides insights to
organizations on how to weigh both performance evaluation system design and supervisor type
when it comes to motivating extra-role behaviors.

Finally, we contribute to the broad literature on human-algorithm interactions. Although
humanizing technology has generally been advocated for in prior research (e.g., Chaminade et
al., 2007; El Halabi and Trendel, 2024; Gong, 2008; Qiao and Song, 2025; Waytz, et al., 2014),
contrasting sentiments have argued that there may also be disadvantages to humanization (Hodge
et al., 2021; Nan et al., 2006). Most notably in accounting research is the finding that humanizing
robo-advisors can cause investors to perceive the robo-advisors as less competent, particularly
when a task is more complex, which in turn reduces investors’ reliance on the investment
recommendations provided by robo-advisors (Hodge et al., 2021). Our findings complement
these studies by illustrating the value of humanizing technology when the technology acts as the
direct supervisor of a human employee. Specifically, we show that employees may perceive
more humanlike Al supervisors as more likely to recognize and reward them for extra-role
behaviors, which in turn can increase employees’ willingness to engage in extra-role behaviors.
2. Background and Hypothesis Development
2.1. Extra-Role Behavior

Extra-role behavior is defined as “individual behavior that is discretionary, not directly or
explicitly recognized by the formal reward system, and that in the aggregate promotes the

efficient and effective functioning of the organization” (Organ, 1988, p. 4). Examples of such



behaviors include helping others with heavy workloads, sharing knowledge, and taking time to
listen to co-workers’ problems (Cheng and Coyte, 2014; Williams and Anderson, 1991). Extra-
role behaviors enhance organizational functioning by improving coordination, strengthening
team activities and cohesion, and fostering innovation (Marinova et al., 2018; Podsakoff et al.,
2000). Moreover, prior research has also documented that employees who engage in extra-role
behaviors derive benefits in other areas such as receiving more favorable evaluations from their
supervisors on performance dimensions related to their primary job functions and higher
likelihoods of a promotion (Letkowitz, 2000; Marinova et al., 2013; Podsakoff et al., 1993;
Podsakoff et al., 2009). Hence, extra-role behaviors are beneficial to both organizations and
employees, giving organizations strong incentives to encourage such behaviors and give
employees reasons to engage in them (Bolino et al., 2010; He et al., 2021).
2.2. Human versus Al Supervisors

Al technologies have been rapidly adopted by organizations to support managerial
decision-making. One area where Al use is becoming particularly prominent is in conducting
performance evaluations. Algorithms were initially adopted as decision-aid tools to assist human
managers in performance evaluations, with human managers retaining final decision-making
authority. For example, Lin et al. (2026) find that managers are less willing to use a performance
evaluation algorithm when the algorithm advises a low rating for subordinates. However, when
managers have discretion to adjust the algorithm's computation process, managers are more
willing to use the algorithm even when the algorithm advises a low rating.

While the use of algorithms as decision-aid tools remains prevalent, algorithms are
increasingly assuming autonomous supervisory roles in some organizations such as Amazon and

Uber. Firms originally deployed Al supervisors at the middle management level to bridge upper
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management and lower-level employees (Wesche and Sonderegger, 2019), but Al supervisors
have more recently been given greater control over performance evaluations without human
intervention (Lecher, 2019; Lee et al., 2015; Mohlmann et al., 2021). Reflecting this
development, a growing body of research has begun to examine how employees perceive and
respond to algorithmic evaluators, yielding mixed evidence that documents both algorithm
appreciation and algorithm aversion.

Studies documenting algorithm appreciation suggest that individuals tend to view
algorithmic evaluators favorably relative to human evaluators, particularly in contexts where bias
is a concern. Pethig and Kroenung (2023) show that female employees prefer an algorithmic
evaluator when the alternative is a male evaluator. Similarly, Cha (2025) finds that employees
perceive an algorithmic evaluator as more trustworthy than a human evaluator when they are
vulnerable to evaluation bias. Brown et al. (2026) show that employees from underrepresented
minority backgrounds view White male evaluators less favorably than Al evaluators. Taken
together, these studies suggest that individuals tend to perceive algorithmic evaluators as less
biased than their human counterparts.

Despite these findings of algorithm appreciation, a contrasting body of research
documents algorithm aversion among employees. Lee (2018) finds that subordinates generally
perceive automated supervision to be less fair and trustworthy, particularly on tasks that are more
human-oriented. Relatedly, algorithms are viewed as less adaptable and benevolent than human
supervisors because they lack the ability to feel emotion and empathy (Bigman and Gray, 2018;
Hoddinghaus et al., 2021). Newman et al. (2020) find that employees perceive algorithmic
evaluators as less fair, viewing algorithmic evaluations as fundamentally reductionistic through

quantification and decontextualization. On the other hand, employees perceive human evaluators
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as more likely to apply qualitative and holistic assessments of their performance. Bol et al.
(2025) further find that employees prefer a human evaluator over an Al evaluator in stable
operating environments where contextual information is readily available. Taken together, these
studies suggest that employees may also view algorithmic evaluators less favorably than human
evaluators, particularly when tasks involve and require human qualities.

2.3. Performance Evaluation Systems

Objective performance measures, such as sales or output, capture only contractible
information, which therefore offer an incomplete view of an employee’s overall performance
(Datar et al., 2001; Feltham and Xie, 1994). To address this limitation, managers typically
incorporate subjectivity into their evaluations by combining subjective and objective
performance measures (Bol, 2008). Allowing subjectivity gives managers the discretion to
consider noncontractible contributions, i.e., those that matter to organizational performance but
cannot be specified in formal contracts or captured by pre-defined objective criteria, such as
effort and extra-role behaviors. In our study, we focus primarily on the differences between a
performance evaluation system that contains only objective measures and a mixed system that
contains both objective and subjective measures (Kunz, 2015).

Despite the notion that extra-role behaviors correspond to actions that are not directly or
explicitly recognized (Organ, 1988; Organ and Ryan, 1995), prior studies have shown that
performance evaluation systems can be configured in a way that indirectly or implicitly induces
extra-role behaviors from employees. For example, Burney et al. (2009) provide survey evidence
documenting that incorporating strategic causal models into performance management systems
can increase willingness to engage in extra-role behaviors. Drake et al. (1999) and Taylor (2006)

find that on tasks with a high degree of interdependence, utilizing group-based incentive schemes
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can promote knowledge sharing and helping behaviors (two forms of extra-role behaviors)
amongst team members. Most relevant to our study, Cheng and Coyte (2014) find that an
incentive scheme that allows subjective weighting, when complemented with a strategy map that
communicates how employees’ knowledge, skills, and values contribute to the firm’s strategic
goals, can increase employees’ tendency and willingness to pursue discretionary extra-role
behavior, relative to a purely formula-based incentive scheme. Thus, these findings suggest that
employees’ willingness to engage in extra-role behaviors may be influenced by the design of
performance evaluation systems. Our study builds on the idea that subjectivity in performance
evaluation systems can in theory motivate extra-role behaviors to investigate the interaction
between supervisor type and performance evaluation system design on extra-role behaviors,
which we expound on next.
2.4. Hypothesis Development

Prior research suggests that algorithms are perceived to be at least as capable as humans
at performing quantitative tasks in objective domains. Logg et al. (2019) find that individuals
rely on algorithms more than humans for numerical tasks with an objectively correct answer.
Similarly, Castelo et al. (2019) show that people trust algorithms for tasks that seem objective,
namely those involving facts that are quantifiable and measurable. Lee (2018) further finds that
people perceive algorithms to perform mechanical tasks as well as human managers. These
findings suggest that subordinates believe that human and Al supervisors do not differ
significantly in how they evaluate performance when the evaluation is based on pre-defined
objective criteria. As purely objective evaluation criteria provide little room for evaluator
discretion, supervisor type is unlikely to influence subordinates' perceptions of how their

performance will be evaluated.
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Social exchange theory argues that social behaviors in the context of relationships are
determined based on a psychological process of cost-benefit analysis, whereby individuals
typically act in a manner that maximizes their overall return from engaging in a particular
behavior (Blau, 1964; Cook et al., 2013; Cropanzano and Mitchell, 2005; Thibaut and Kelley,
1959). In workplace settings, social exchange theory posits that subordinates will expect that
costly actions (e.g., putting forth effort, partaking in extra-role behaviors) will be recognized or
reciprocated by their supervisor. For example, employees engage in extra-role behaviors to
enhance their image (Bolino, 1999), and employees labeled as good citizens receive greater
rewards from their supervisors (Eastman, 1994). When reciprocation is perceived to be lacking,
subordinates will experience dissatisfaction with the exchange relationship, which can lead to a
lower willingness to engage in costly actions (Bordia et al., 2008; Cheng and Coyte, 2014;
Restubog et al., 2008). Under a purely objective evaluation system that is strictly based on pre-
defined measures, neither human nor Al supervisors have discretion to differentially recognize or
reciprocate subordinates' extra-role contributions. Thus, we conjecture that supervisor type will
not significantly affect subordinates’ willingness to engage in extra-role behaviors under purely
objective evaluation systems.

Under a mixed evaluation system that contains subjective criteria, however, we expect
supervisor type to significantly affect subordinates' willingness to engage in extra-role behaviors.
Prior research suggests that individuals perceive algorithmic evaluators as less capable than
human evaluators of assessing performance dimensions that require subjective judgment. Lee
(2018) finds that algorithmic decisions are perceived as less fair and trustworthy than human
decisions on tasks that require human skills, as algorithms are viewed as lacking intuition and

subjective judgment capabilities. Newman et al. (2020) argue that algorithmic reductionism
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manifests in two ways. First, algorithms excessively quantify qualitative dimensions of
performance into numerical metrics, a process through which important performance information
can be lost. Second, algorithms decontextualize performance information, evaluating employee
performance in isolation rather than within the broader organizational context in which they
occur. Together, these two forms of reductionism lead employees to view evaluations conducted
by Al supervisors as based on incomplete information and therefore less fair than evaluations
conducted by human supervisors. In contrast, human supervisors are capable of holistically
assessing employee performance by taking both quantitative and qualitative information into
account. Thus, under a mixed evaluation system that contains both objective and subjective
evaluation criteria, subordinates will expect a human supervisor to evaluate both criteria
holistically, whereas subordinates will expect an Al supervisor to quantify qualitative dimensions
that fall under the subjective criteria, which may cause subordinates’ extra-role contributions to
be overlooked in the evaluation process. Consequently, subordinates evaluated by an Al
supervisor (rather than a human supervisor) are less likely to believe that their extra-role
contributions will be recognized under a mixed performance evaluation system. As a result, we
predict that subordinates evaluated by an Al supervisor are less willing to engage in extra-role
behaviors than those evaluated by a human supervisor. The pattern of our prediction is presented
in Figure 1, Panel A. Based on this discussion, we pose the following hypothesis:
H1: Subordinates' willingness to engage in extra-role behaviors is lower under Al supervision
than under human supervision when the performance evaluation system contains subjective
criteria, but supervisor type does not influence subordinates’ willingness to engage in extra-role
behaviors when the performance evaluation system contains purely objective criteria.

[Insert Figure 1 about here]

Given our predicted negative relationship between Al supervisors and subordinates’

willingness to engage in extra-role behaviors, it is important to identify conditions in which such
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adverse effects can be mitigated. We conjecture that one such condition involves humanizing Al
supervisors. The process of humanizing technology (also referred to as anthropomorphism)
involves making technological artifacts more humanlike. While there are different ways to
humanize a technological artifact, one common approach is to give the technology a name (EIl
Halabi and Trendel, 2024; Hodge et al., 2021; Johnson, 2017; Zhou and Wang, 2025).2 One
reason why companies may name their technologies is because people perceive humanlike
technology to be more friendly and engaging, which in turn boosts their willingness to purchase
and utilize the technology (EI Halabi and Trendel, 2024; Hodge et al., 2021; Johnson, 2017).
Prior studies on human-computer interactions echo this sentiment and find that people typically
associate more positive feelings with technologies that they find to be more humanlike (e.g.,
Chaminade et al., 2007; El Halabi and Trendel, 2024; Gong, 2008; Qiao and Song, 2025; Waytz
et al., 2014). For instance, robot anthropomorphism has been shown to increase customer
satisfaction and repurchase intent of the robot-provided service (El Halabi and Trendel, 2024;
Qiao and Song, 2025). In an internal audit setting, Pickard et al. (2020) find that humanizing
virtual embodied conversational agents by giving them a voice and humanlike face can improve
disclosure quality and increase employees’ willingness to disclose internal control violations.?
The implications of these prior studies lead us to believe that naming Al supervisors
should similarly cause subordinates to perceive their supervisors as more humanlike. Castelo et
al. (2019) find that increasing the human-likeness of algorithms increases individuals’ reliance on

the algorithms for subjective tasks. This suggests that humanizing Al supervisors leads

2 Other examples of ways to humanize technology include giving it a voice or an avatar (Ganbold et al., 2022;
Pickard et al., 2020).

3 A separate stream of research in accounting and finance focuses on how humanizing robo-advisors influences
investors’ reliance on the advice and their investment behavior (e.g., Baek and Kim, 2023; Ganbold et al., 2022;
Hodge et al., 2021). Although these studies are also interested in documenting the consequences of
anthropomorphism, the theoretical framework of these studies typically centers around the tradeoff between
humanization and the perceived competence of robo-advisors, which in turn influences investors’ behavior.
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individuals to perceive them as more capable of exercising subjective judgment in performance
evaluations. Based on our theory, this then will cause subordinates to strengthen their belief that
the Al supervisor will be less likely to quantify, and more likely to recognize and reward them
for, extra-role behaviors (under a mixed performance evaluation system that contains subjective
criteria). Hence, we argue that when evaluated based on a mixed performance evaluation system,
subordinates are more willing to engage in extra-role behaviors when their Al supervisor has a
name than when their Al supervisor does not have a name. The pattern of our prediction is
presented in Figure 1, Panel B, and our formal hypothesis is summarized as follows:*
H2: Humanizing an Al supervisor by giving it a name will increase subordinates’ willingness to
engage in extra-role behaviors under a mixed performance evaluation system that contains
subjective criteria.
3. Experiment 1: Method and Results

Our first experiment utilizes a 2 x 2 between-participants design.” We manipulate
supervisor type by informing participants that their supervisor is either a human or an Al system.
We manipulate performance evaluation system by informing participants that their performance
is either evaluated based solely on predefined, objectively measurable criteria (i.e., an objective
evaluation system) or based on both objective and subjective criteria (i.e., a mixed evaluation
system). We further expand on our experimental methodology in the following subsections.
3.1. Participants

We recruited 200 participants from Prolific for our study. We required participants to be

fluent in English, located in the United States, and to be full-time employees. On average,

4 Although Figure 1, Panel B depicts the full interaction pattern, H2 is stated and tested as a simple effect. We retain
the 2 x 2 design to replicate the Experiment 1 prediction that under a mixed performance evaluation system,
participants evaluated by an unnamed Al supervisor are less willing to engage in extra-role behaviors than those
evaluated by an unnamed human supervisor. Our primary interest, however, is the simple effect of whether
humanizing the Al supervisor increases participants' willingness to engage in extra-role behaviors.

5 This experiment received Institutional Review Board approval at the authors’ institutions.
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participants were 41 years old and had 20 years of work experience. To ensure the quality of our
sample, we also required participants to have an approval rate of at least 99% and to have made a
minimum of 20 submissions on Prolific. We also find that 49% of our sample were male and that
95% of our sample indicated they receive some form of performance evaluation at work. Hence,
these demographic characteristics suggest that the participants in our sample are suitable for
testing our research questions. Participants were paid $2 for completing our experiment and took
an average of 7.08 minutes, resulting in an average hourly wage of $16.94.
3.2. Procedure and Manipulations

After accepting the task on Prolific, participants were redirected to Qualtrics, where they
provided their consent to participate in our study and were randomly assigned to one of four
experimental conditions. We instructed participants to assume the role of a management
consultant at Rivion Consulting, a hypothetical consulting firm. After viewing a description and
diagram of the organizational hierarchy at Rivion Consulting, participants learned of their
supervisor to whom they report. In all conditions, participants were told that their supervisor is
responsible for evaluating their performance and providing feedback to them. To manipulate
Supervisor Type, we tell participants in the Human (AI) Supervisor condition that their supervisor
is a person (Al system). The organizational hierarchy diagram also reflected this manipulation
and reinforced to participants that their supervisor is either a person or Al system. We provide a
depiction of the Supervisor Type manipulation in Appendix A.

Participants are then informed about how their performance is evaluated and how their
compensation is determined. To manipulate Performance Evaluation System, we adapt the
approaches used in Kunz (2015). In the Objective Evaluation System condition, participants were

told that their performance is evaluated solely based on the following four predefined
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performance criteria: (1) billable hours, (2) average billing rate charged to clients, (3) total
revenue from new project work requested by clients, and (4) client evaluation ratings. We then
reiterated to participants that they would be evaluated exclusively based on these objectively
measurable criteria. In the Mixed Evaluation System condition, participants were told that in
addition to the same four predefined criteria, their performance is also evaluated based on
subjective criteria, such as leadership skills, contributions to teamwork, and potential for growth.
In all conditions, participants were informed that their salary and bonus depend to a significant
degree on the outcome of their performance evaluation. We provide a depiction of the
Performance Evaluation System manipulation in Appendix B.

After being exposed to the manipulations, participants answered a series of questions
pertaining to their willingness to engage in extra-role behaviors, expected reciprocity from their
supervisor, perceptions of the quantification and decontextualization of the performance
evaluation process, manipulation checks, and relevant demographics.

3.3. Dependent Variable

Following prior studies (Burney et al., 2009; Cheng and Coyte, 2014; Williams and
Anderson, 1991), our dependent variable is participants’ Willingness to Engage in Extra-Role
Behaviors, operationalized using an established measure of organizational citizenship behavior
(OCB). Specifically, we asked participants to rate their willingness to devote time to each of five
tasks adapted from Williams and Anderson’s (1991) OCB-I measure on a seven-point scale (1 =

Strongly disagree, 7 = Strongly agree).® These five tasks capture participants’ willingness to help

¢ The OCB-I measure captures employees’ performance of extra-role behaviors that “have a specific individual as
the target” (Williams and Anderson, 1991). Williams and Anderson (1991) also developed the OCB-O measure. In
our study, we also solicited participants’ willingness to take part in seven activities adapted from the OCB-O
measure. The seven activities corresponded to participants’ willingness to maintain above-the-norm attendance at
work, give advance notice when unable to come to work, refrain from taking undeserved work breaks, limit the
amount of time spent on personal phone conversations, refrain from complaining about insignificant things at work,
conserve and protect organizational property, and adhere to informal rules devised to maintain order. Although we
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co-workers who have been absent, to help co-workers who have heavy workloads, to listen to co-
workers’ problems and worries, to take a personal interest in other employees, and to pass along
information to co-workers. We conveyed to participants that engaging in these tasks may be
costly by reminding them that these tasks are not part of their assigned responsibilities at Rivion
Consulting and informing them that devoting time to these tasks during regular work hours may
delay client projects, which would require them to spend extra time outside of their regular work
hours to avoid such delays. Participants indicated their willingness to engage in these tasks on a
seven-point scale. We find that the Cronbach's alpha for these five questions is 0.91, which
exceeds the recommended threshold of 0.70 (Nunnally, 1978), indicating that the five items are
reliable and adequately capture a single underlying construct. We therefore aggregate
participants' responses into a single measure by averaging their responses across the five items,
with higher values indicating greater willingness to engage in extra-role behaviors.
3.4. Results
3.4.1. Manipulation Checks

To assess the effectiveness of our Supervisor Type manipulation, we asked participants to
identify which of the following was true in their scenario: "My supervisor was a person" or "My
supervisor was an Al system" (Hodge et al., 2021). All our participants correctly answered this
question, indicating a successful manipulation of Supervisor Type. To assess the effectiveness of
our Performance Evaluation System manipulation, participants rated their agreement with the
following statement in their scenario (on a seven-point scale): "Your performance is only

measured on the basis of the predefined objectively measurable performance criteria" (Kunz,

document directionally similar results using the OCB-O measure, our results are not statistically significant at
conventional levels (i.e., p > 0.1). Prior research notes that OCB-O differs from OCB-I in that it reflects generalized
compliance, capturing conscientious adherence to organizational norms and expectations rather than discretionary
contributions (Williams and Anderson, 1991).
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2015). Consistent with our expectations, participants in the Objective Evaluation System
condition agreed more strongly with this statement than participants in the Mixed Evaluation
System condition (6.69 versus 1.40, p <0.01), indicating a successful manipulation of
Performance Evaluation System.’

Given the importance to our study of participants understanding how their performance is
evaluated, we also administered an attention check question immediately after our manipulations
to assess participants' comprehension of the provided information. Specifically, participants were
asked whether their supervisor (or the Al system) evaluates their performance solely based on the
predefined objectively measurable criteria (Yes or No). We find that fourteen participants failed
to correctly answer this question, indicating that they did not carefully attend to or adequately
comprehend our experimental materials. Therefore, we exclude these participants from
subsequent analyses, yielding a final sample of 186 participants.®
3.4.2. Test of HI

H1 predicts that subordinates will be less willing to engage in extra-role behaviors when
they are evaluated by an Al supervisor than a human supervisor, and that this difference will be
more pronounced when the performance evaluation system contains both objective and
subjective criteria than when the performance evaluation system relies solely on objective
criteria. Table 1, Panel A presents cell sizes, means, and standard deviations for Willingness to
Engage in Extra-Role Behaviors across the four experimental conditions, and Figure 2
graphically depicts the pattern of cell means by condition. The pattern of cell means observed in

Figure 2 is visually consistent with our predicted pattern in Figure 1, Panel A. Table 1, Panel B

7 All reported p-values are two-tailed unless otherwise specified.
8 We find that the results and inferences of our subsequent analyses are unchanged when we retain all participants in
our sample.
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presents an analysis of variance (ANOVA) with Willingness to Engage in Extra-Role Behaviors
as the dependent variable. Consistent with H1, we find a significant Supervisor Type x
Performance Evaluation System interaction effect (Fi1,1s2 = 3.75, p = 0.05). Results also reveal a
significant main effect of Performance Evaluation System (F1,1s2=13.07, p <0.01), indicating
that participants in the Mixed Evaluation System condition are more willing to undertake extra-
role behaviors than participants in the Objective Evaluation System condition, and a marginally
significant main effect of Supervisor Type (Fi1s2=3.21, p = 0.07), indicating that participants
with Al supervisors are less willing to undertake extra-role behaviors than participants with
human supervisors. Both main effects are consistent with our expectations. Table 1, Panel C
presents follow-up tests of simple effects to help better understand the nature of our documented
interaction. In the Mixed Evaluation System condition, participants with an Al supervisor are less
willing to engage in extra-role behaviors than participants with a human supervisor (4.78 versus
5.52, p =0.01). Conversely, in the Objective Evaluation System condition, Supervisor Type does
not affect participants’ willingness to engage in extra-role behaviors (4.45 versus 4.42, p = 0.92).
Overall, our documented findings provide evidence consistent with HI.
[Insert Table 1 and Figure 2 about here]

3.4.3. Supplemental Analysis

To shed further light on our theory, we conduct supplemental analysis to examine
whether the interaction effect of Supervisor Type and Performance Evaluation System on
employees' Willingness to Engage in Extra-Role Behaviors is serially mediated by
Quantification and Expected Reciprocity. Following Newman et al. (2020), we measure
Quantification using three items. Specifically, participants indicated on a seven-point scale (1 =

Strongly disagree, 7 = Strongly agree) the extent to which they agreed with the following
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statements: (1) “I feel like the evaluation process would just reduce me to a number,” (2) “the
evaluation process would have trouble adequately recognizing my qualitative attributes, abilities,
and performance,” and (3) “I think some information about my performance would be lost in the
evaluation process.” We conduct a reliability analysis on these three items and confirm high
internal consistency (Cronbach’s alpha of 0.93), indicating that the items sufficiently capture a
single underlying construct. We average participants’ responses across the three items into a
single measure (Quantification), with higher values indicating that participants perceive greater
quantification of the qualitative aspects of their performance.

We also measure Expected Reciprocity from the human supervisor (or the Al system)
using two items, each on a seven-point scale (1 = Not at all, 7 = A lot). Specifically, participants
were asked to indicate: (1) the extent to which they trust that their supervisor (or the Al system)
will recognize any additional tasks they perform for the company, and (2) the extent to which
they trust that their supervisor (or the Al system) will compensate them for any additional tasks
that they perform for the company. We again conduct a reliability analysis on these two items
and confirm high internal consistency (Cronbach’s alpha of 0.93), indicating that the items
sufficiently capture a single underlying construct. Hence, we average participants' responses
across the two items into a single measure (Expected Reciprocity), with higher values indicating
that participants expect greater reciprocity from their supervisor.

We test for moderated serial mediation using PROCESS Model 85 (Hayes, 2022).
Supervisor Type is the independent variable and is coded as 1 (0) in the Al (Human) supervisor
condition. Performance Evaluation System is the moderator and is coded as 1 (0) in the Mixed
(Objective) evaluation system condition. Quantification and Expected Reciprocity are as defined

above and act as mediators, and Willingness to Engage in Extra-Role Behaviors serves as the

23



dependent variable. Table 2, Panel A presents the observed path coefficients. We find that
Supervisor Type has a significantly positive effect on Quantification (p =0.82, p <0.01),
indicating that subordinates perceive Al supervisors to quantify the qualitative aspects of their
performance more relative to human supervisors. Next, we find that Quantification negatively
affects Expected Reciprocity (f =-0.60, p <0.01), indicating that subordinates who believe that
their supervisor will quantify the qualitative aspects of their performance will in turn expect less
reciprocity from their supervisor for their extra-role contributions. Finally, Expected Reciprocity
positively affects subordinates’ Willingness to Engage in Extra-Role Behaviors (B =0.18,p =
0.01), indicating that subordinates are more likely to engage in extra-role behaviors when they
expect that their supervisors will reciprocate (i.e., recognize and reward them for) their extra-role
contributions. Table 2, Panel B shows that the indirect effects of supervisor type on subordinates’
willingness to engage in extra-role behaviors are negative and significant, both when the
performance evaluation system is purely objective (indirect effect = -0.09, 95% CI =[-0.22, -
0.01]) and when the performance evaluation system is mixed (indirect effect = -0.30, 95% CI =
[-0.62, -0.04]), only when both of our mediators (i.e., Quantification and Expected Reciprocity)
are included in the model. In contrast, the indirect effects of supervisor type on subordinates’
willingness to engage in extra-role behaviors are not significant, in either the objective or mixed
condition, when only one of our mediators is included in the model. Table 2, Panel C reports that
the magnitude of the serial mediation effect of Supervisor Type on Willingness to Engage in
Extra-Role Behaviors via Quantification and Expected Reciprocity is significantly stronger in the
Mixed Evaluation System condition than in the Objective Evaluation System condition (index of
moderated mediation =—0.21, 95% CI = [-0.46, —0.03]). Furthermore, when Quantification and

Expected Reciprocity are accounted for as serial mediators, the direct effect of Supervisor Type
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on Willingness to Engage in Extra-Role Behaviors is no longer significant (p = 0.36), which
suggests full mediation via Quantification and Expected Reciprocity. Taken together, these
results support our theory that Al supervision reduces subordinates' willingness to engage in
extra-role behaviors through a sequential process in which Al supervisors heighten subordinates’
perceptions of quantification, which in turn reduces subordinates’ expected reciprocity from their
supervisor, with this process being more pronounced when subordinates are evaluated under a
mixed performance evaluation system.
[Insert Table 2 about here]

4. Experiment 2: Method and Results
4.1. Method

The results of our first experiment demonstrate that subordinates with Al supervisors are
less willing to engage in extra-role behaviors than those with human supervisors when the
performance evaluation system contains both objective and subjective criteria. Building on this
finding, we examine in a second experiment whether humanizing Al supervisors (i.e., by
assigning them a name) can mitigate the negative effect of Al supervision on subordinates’
willingness to engage in extra-role behaviors. Our second experiment utilizes a 2 x 2 between-
subjects design.” As in Experiment 1, we manipulate Supervisor Type by informing participants
that their supervisor is either a human or an Al system. We also manipulate the Level of
Humanization by either providing or not providing the name of the supervisor (Hodge et al.,
2021). When a name is provided, the supervisor is referred to as “Robin.” We chose this name

because Robin is considered gender-neutral and we did not want perceptions associated with the

% This experiment received Institutional Review Board approval at the authors’ institutions.
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supervisor’s gender to confound our analysis (Pethig and Kroenung, 2023; Maas and Torres-
Gonzalez, 2011). Appendix C depicts how the human and Al supervisors are named. '

Another important design choice in Experiment 2 is that we hold performance evaluation
system constant by using the Mixed Evaluation System condition across all conditions, given that
(1) the strong negative effect of Al supervision on subordinates’ willingness to engage in extra-
role behaviors persists only in the Mixed Evaluation System condition and (2) evaluation systems
that contain objective and subjective criteria are more prevalent in practice. We recruited 200
participants from Prolific using the same selection criteria as that of Experiment 1. The resulting
demographic characteristics of our sample are similar to those reported for Experiment 1.!" All
other procedures and solicited variables are consistent with those of Experiment 1.

4.2. Results
4.2.1. Manipulation Checks

Similar to Experiment 1, we assess the effectiveness of our Supervisor Type manipulation
by asking participants to identify which of the following was true in their scenario: "My
supervisor was a person" or "My supervisor was an Al system" (Hodge et al., 2021). To test the
effectiveness of our Level of Humanization manipulation, we asked participants: "Was Robin the
name of your supervisor, or were you not given a name for your supervisor?" (Hodge et al.,
2021). Participants selected either "Robin was the name of my supervisor" or "I was not given a
name for my supervisor.” We find that 188 out of the 200 recruited participants correctly

answered both manipulation check questions, which indicates that our manipulations of

10 The conditions in which the human and Al supervisors are unnamed are the same as that depicted in Appendix A.
' On average, the participants had 19 years of work experience. 95 percent indicated that they had received some
type of performance evaluation at work. 54 percent of participants were male, and the mean age was 41 years. Each
participant took an average of 7.53 minutes to complete the instrument and received $2.00 for completing the task,
resulting in an average hourly wage of $15.93.
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Supervisor Type and Level of Humanization appear to be successful. To mitigate noise induced
by low quality responses (Bentley et al., 2025), we exclude those who did not correctly answer
both manipulation check questions from subsequent analyses.

As in Experiment 1, we also administered an attention check question to verify that
participants understood the case materials. Again, participants were asked whether their
supervisor (or the Al system) evaluates their performance solely based on the predefined
objectively measurable criteria (Yes or No). We find that thirty-one (out of 188) participants
failed to correctly answer this question, indicating that they did not carefully attend to or
adequately comprehend our experimental materials.'? Therefore, we exclude these participants
from subsequent analyses, yielding a final sample of 157 participants for Experiment 2.

4.2.2. Test of H2

H2 predicts that, under a mixed performance evaluation system, naming an Al supervisor
will increase subordinates' willingness to engage in extra-role behaviors. Table 3, Panel A
presents cell sizes, means, and standard deviations for Willingness to Engage in Extra-Role
Behaviors across the four experimental conditions, and Figure 3 graphically depicts the pattern
of cell means by condition. The pattern of cell means observed in Figure 3 is visually consistent
with our predicted pattern in Figure 1, Panel B. Table 3, Panel B presents the ANOVA analysis
with Willingness to Engage in Extra-Role Behaviors as the dependent variable, and Table 3,
Panel C presents the results of simple effects tests. We document a significant main effect of

Supervisor Type (p < 0.01), indicating that participants with an Al supervisor reported lower

12 Of the 200 recruited participants, a total of 36 participants failed to correctly answer the attention check question.
Hence, there appears to be significant overlap in our sample between those who failed to correctly answer the
attention check question and failed to correctly answer both manipulation check questions. Thus, the responses from
these participants are likely to be of lower quality (Bentley et al., 2025), which further supports our decision to
exclude them from subsequent analyses.
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willingness to engage in extra-role behaviors overall than participants with a human supervisor.
Notably, this difference is significant only when supervisors are not given a name (4.46 versus
5.23, p <0.01), which replicates our earlier findings from Experiment 1. Consistent with H2, we
find that naming an Al supervisor significantly increases participants’ willingness to engage in
extra-role behaviors (4.92 versus 4.46, p = 0.04, one-tailed). In contrast, we do not observe a
significant effect of naming a human supervisor on participants’ willingness to engage in extra-
role behaviors (5.23 versus 5.21, p = 0.94). Additionally, we no longer observe a significant
effect of supervisor type on participants’ willingness to engage in extra-role behaviors when
supervisors are given a name (4.92 versus 5.21, p = 0.25). Taken together, these results support
H2 and indicate that humanizing Al supervisors by giving them a name can serve to mitigate the
negative impact of Al supervision on subordinates' willingness to engage in extra-role behaviors
under mixed performance evaluation systems that contain both objective and subjective criteria.
[Insert Table 3 and Figure 3 about here]

5. Conclusion

In this study, we conduct two experiments to investigate how subordinates’ willingness to
engage in extra-role behaviors is jointly influenced by supervisor type and the firm’s
performance evaluation system. In our first experiment, we find that Al supervisors, as opposed
to human supervisors, reduce subordinates’ willingness to engage in extra-role behaviors to a
greater extent when subordinates are evaluated under a mixed performance evaluation system
that contains both objective and subjective criteria. Moreover, we find that this negative
relationship between Al supervisors and extra-role behaviors is driven by subordinates’
perception that Al supervisors will overly quantify their extra-role contributions, leaving less

room for recognition and reciprocation during performance evaluations. In our second
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experiment, we find that humanizing Al supervisors by giving them a name helps to mitigate the
negative effect of Al supervisors on subordinates’ willingness to engage in extra-role behaviors.
This finding suggests that the humanization of Al supervisors may serve as an important and
necessary strategy to offset some of the negative unintended consequences that Al supervisors
have on subordinates’ willingness to engage in extra-role behaviors, which impacts overall
organizational welfare.

Our study is subject to several limitations that give rise to future research opportunities.
Although naming represents one of the most common and practical ways to humanize
technology, we acknowledge that there are alternative ways to humanize Al supervisors besides
naming, e.g., assigning avatars to Al supervisors. Thus, we recognize that the results of our study
may not generalize to other ways of humanizing Al supervisors. Hence, future research may find
it fruitful to investigate how other humanization methods influence subordinates’ perceptions of
their Al supervisor. Relatedly, we intentionally chose a gender-neutral name for the Al supervisor
in our study (Robin) in order to ensure a clean experimental design and control for the potential
confounding effects of perceptions associated with the supervisor’s gender on our results.
However, supervisors’ gender in performance evaluation contexts may act as an important
contextual variable that fluctuates with subordinates’ behavioral tendencies, such as their
willingness to engage in extra-role behaviors, in the real-world. Hence, future research could
examine whether and how more gendered names associated with Al supervisors affect
subordinates’ judgments and decisions.

Notwithstanding the above limitations, our study offers the following contributions to the
management accounting literature and practice. We complement early studies in a relatively

nascent literature stream that examines the effects of Al supervisors on subordinates’ perceptions
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and decision-making. Specifically, we document a significantly negative interaction effect of
supervisor type and performance evaluation system on subordinates’ willingness to partake in
extra-role behaviors. Additionally, we demonstrate a mechanism that can be employed to
attenuate this adverse effect associated with Al supervisors, namely, humanizing the Al
supervisors. Against the backdrop of increased deployment of Al supervisors in practice (Lanz et
al., 2024; Lee et al., 2015; Mohlmann et al., 2021; Soper, 2021; Wesche and Sonderegger, 2019),
as well as the importance of extra-role behaviors to overall organizational success, our study
helps organizations better understand how to leverage and integrate Al supervisors into the
workplace and suggests that effective humanization is vital. While we focus primarily on extra-
role behaviors, our theory and findings pertaining to Al supervision may also have implications
on other outcome variables of interest in management accounting, such as effort or budget

reporting.
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Appendix A
Supervisor Type Manipulation

Panel A: Human Supervisor Condition

Managing Director

Regional Directors

Supervisor

Management consultants

Your supervisor is a person who serves as a link between management consultants and upper-
level management. Your supervisor evaluates your performance and provides feedback to you.

Panel B: AI Supervisor Condition

Managing Director

Regional Directors

Al System

Management consultants

Your supervisor is an artificial intelligence (Al) system that serves as a link between
management consultants and upper-level management. The Al system evaluates your
performance and provides feedback to you.
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Appendix B
Performance Evaluation System Manipulation

Panel A: Objective Evaluation System Condition

Your performance as a management consultant at Rivion Consulting is evaluated by your
supervisor (or the Al system) solely based on the following four predefined performance
criteria:

e Billable hours

e Average billing rate you charged to your clients this month ($)
e Total revenue from new project work requested by your clients this month
e Evaluation ratings by your clients

Your supervisor (or The Al system) evaluates your work exclusively using these objectively
measurable criteria. The performance evaluation does NOT involve subjective judgment. The
final evaluation outcome is therefore determined entirely by these predefined measurable
criteria.

Your salary and bonus depend to a significant degree on the outcome of your performance
evaluation.

Panel B: Mixed Evaluation System Condition

Your performance as a management consultant at Rivion Consulting is evaluated by your
supervisor (or the Al system) based in part on the following four predefined performance
criteria:

e Billable hours

e Average billing rate you charged to your clients this month ($)
e Total revenue from new project work requested by your clients this month
e Evaluation ratings by your clients

In addition to these objectively measurable criteria, your supervisor (or the Al system) also
evaluates your work using subjective criteria (e.g., leadership skills, contributions to teamwork,
potential for growth, etc.). The performance evaluation therefore involves subjective judgment.
The final evaluation outcome is therefore determined by both the predefined measurable
criteria and additional judgement-based considerations.

Your salary and bonus depend to a significant degree on the outcome of your performance
evaluation.
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Appendix C
Named Supervisor Conditions

Panel A: Human Supervisors with a Name

Managing Director

Regional Directors

Supervisor (Robin)

Management consultants

Your supervisor is Robin, a person who serves as a link between management consultants and
upper-level management. Robin evaluates your performance and provides feedback to you.

Panel B: AI Supervisors with a Name

Managing Director

Regional Directors

Al System (Robin)

Management consultants

Your supervisor is Robin, an artificial intelligence (Al) system that serves as a link between
management consultants and upper-level management. Robin evaluates your performance and
provides feedback to you.
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Table 1
The Effect of Supervisor Type and Performance Evaluation System on Subordinates’
Willingness to Engage in Extra-Role Behaviors

Panel A: Descriptive Statistics of Willingness to Engage in Extra-Role Behaviors by
Condition

Performance Evaluation System

Supervisor Type Objective Mixed Row Total

Human 4.42 5.52 4.98
(1.42) (0.91) (1.31)

n=46 n=47 n=93

Al 4.45 4.78 4.61
(1.43) (1.57) (1.50)

n=49 n=44 n=93

Column Total 4.44 5.16 4.79
(1.42) (1.32) (1.41)
n=95 n=91 n=186

Panel B: ANOVA Analysis of Willingness to Engage in Extra-Role Behaviors

Source of Variation SS df MS F-stat p-value
Supervisor Type 5.90 1 5.90 3.21 0.07
Performance Evaluation System 23.90 1 23.90 13.07 <0.01
Supervisor Type x Performance Evaluation System 6.90 1 6.90 3.75 0.05
Error 332.70 182 1.80

Panel C: Tests of Simple Effects for Willingness to Engage in Extra-Role Behaviors

Source of Variation df t-stat p-value

Effect of Supervisor Type given Objective Evaluation System condition 1 0.10 0.92
Effect of Supervisor Type given Mixed Evaluation System condition | 2.62 0.01
Effect of Performance Evaluation System given Human Supervisor condition 1 3.93 <0.01
Effect of Performance Evaluation System given Al Supervisor condition 1 1.19 0.24

Notes: Willingness to Engage in Extra-Role Behavior is computed as the average of participants’ willingness to
devote time to each of the following five tasks: (1) “help others who have been absent,” (2) “help others who have
heavy workloads,” (3) “listen to co-workers’ problems and worries,” (4) “take a personal interest in other
employees,” and (5) “pass along information to co-workers.” Participants’ responses to each of these statements take
on a value ranging from 1 (“Strongly disagree”) to 7 (“Strongly agree”). Standard deviations are reported in
parentheses.
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Table 2
Moderated Serial Mediation Analysis

Panel A: Observed Path Coefficients

p=-0.60
wemtificati (p=0.0D) Expected
Quantification Reciprocity
p=0.82 p=0.18
(p<0.01) p=-0.29 (p=0.01)
(p=0.32)
p=-0.10
B=-0.11 (p=0.23)
Supervisor Type (p=0.80) Willingness to
Human =0 > Engage in Extra-
Al=1 B=1.94 p=025 Role Behaviors
(p<0.01) p=-034 (p=0.36)
(p=0.41)
Performance Evaluation System
Objective =0
Mixed = 1

Panel B: Indirect Effects and Confidence Intervals

Performance °
Mediator(s) Evaluation Effect 95% Contidence
Interval
System
. . Objective -0.08 [-0.25, 0.04]
1
Quantification only Mixed 2028 [-0.77, 0.13]
) ) Objective -0.05 [-0.20, 0.08]
Expected Reciprocity only Mixed 0.07 [0.27. 0.05]
Both Quantification and Objective -0.09 [-0.22,-0.01]
Expected Reciprocity Mixed -0.30 [-0.62, -0.04]
Panel C: Index of Moderated Mediation
Bootstrapped
Index Standard 95% Confidence Interval
Error
-0.21 0.11 [-0.46, -0.03]

Notes: This table presents the results of moderated serial mediation analysis using Model 85 of the Hayes (2022)
PROCESS macro. Supervisor Type is coded as 1 (0) in the A7 (Human) Supervisor condition. Performance
Evaluation System is coded as 1 (0) in the Mixed (Objective) Evaluation System condition. Willingness to Engage in
Extra-Role Behavior is computed as the average of participants’ responses to their willingness to devote time to each
of the following five tasks: (1) “help others who have been absent,” (2) “help others who have heavy workloads,”
(3) “listen to co-workers’ problems and worries,” (4) “take a personal interest in other employees,” and (5) “pass
along information to co-workers.” Participants’ responses to each of these statements take on a value ranging from 1
(“Strongly disagree”) to 7 (“Strongly agree”). Quantification is computed as the average of participants’ degree of
agreement to the following three items: (1) “I feel like the evaluation would just reduce me to a number,” (2) The
evaluation process would have trouble adequately recognizing my qualitative attributes, and abilities, and
performance,” and (3) I think some information about my performance would be lost in the evaluation process.
Participants’ response to each of these statements take on a value ranging from 1 (“Strongly disagree”) to 7
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(“Strongly agree”). Expected Reciprocity is computed as the average of participants’ responses to the following two
questions: (1) “To what extent do you trust that your supervisor (or the Al system) will recognize any additional
tasks that you perform for the company,” and (2) “To what extent do you trust that your supervisor (or the Al
system) will compensate you for any additional tasks that you perform for the company.” Participants’ responses to
each of these questions take on a value ranging from 1 (“Not at all”) to 7 (“A lot”).
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Table 3
The Impact of Supervisor Type and Level of Humanization on Subordinates’ Willingness
to Engage in Extra-Role Behaviors

Panel A: Descriptive Statistics of Willingness to Engage in Extra-Role Behaviors by
Condition

Level of Humanization

Low High
Supervisor Type (Unnamed Supervisor) (Named Supervisor) Row Total

Human 5.23 5.21 5.22
(0.95) (0.96) (0.95)

n=43 n=43 n=86

Al 4.46 4.92 4.68
(1.43) (1.05) (1.28)

n=37 n=34 n=71

Column Total 4.87 5.08 4.97
(1.25) (1.00) (1.14)
n=80 n=77 n=157

Panel B: ANOVA Analysis of Willingness to Engage in Extra-Role Behaviors

Source of Variation SS df MS F-stat p-value
Supervisor Type 11.00 1 11.00 8.95 <0.01
Level of Humanization 1.90 1 1.90 1.54 0.22
Supervisor Type x Level of Humanization 2.20 1 2.20 1.81 0.18
Error 186.70 153 1.20

Panel C: Tests of Simple Effects for Willingness to Engage in Extra-Role Behaviors

Source of Variation df t-stat p-value

Effect of Supervisor Type given Low Humanization condition | 3.10 <0.01
Effect of Supervisor Type given High Humanization condition 1 1.15 0.25
Effect of Level of Humanization given Human Supervisor condition 1 0.10 0.94
Effect of Level of Humanization given Al Supervisor condition 1 1.75 0.04?

Notes: Willingness to Engage in Extra-Role Behavior is computed as the average of participants’ willingness to
devote time to each of the following five tasks: (1) “help others who have been absent,” (2) “help others who have
heavy workloads,” (3) “listen to co-workers’ problems and worries,” (4) “take a personal interest in other
employees,” and (5) “pass along information to co-workers.” Participants’ responses to each of these statements take
on a value ranging from 1 (“Strongly disagree”) to 7 (“Strongly agree”). Standard deviations are reported in
parentheses. *p-value is one-tailed equivalent for directional prediction.
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Figure 1
Pattern of Predictions

Panel A: Hypothesis 1

= = Objective Evaluation System Mixed Evaluation System

Willingness to Engage in
Extra-Role Behaviors

Human Supervisor Al Supervisor

Supervisor Type

Panel B: Hypothesis 2

«+++++ Named Supervisor Unnamed Supervisor

Willingness to Engage in
Extra-Role Behaviors

Human Supervisor Al Supervisor

Supervisor Type

Notes: This figure depicts the predicted pattern of results for H1 (Panel A) and H2 (Panel B). H1: Subordinates'
willingness to engage in extra-role behaviors is lower under Al supervision than under human supervision when the
performance evaluation system contains subjective criteria, but supervisor type does not influence subordinates’
willingness to engage in extra-role behaviors when the performance evaluation system contains purely objective
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criteria. H2: Humanizing an Al supervisor by giving it a name will increase subordinates’ willingness to engage in
extra-role behaviors under a mixed performance evaluation system that contains subjective criteria.
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Figure 2
Observed Means of Willingness to Engage in Extra-Role Behaviors by Condition —
Experiment 1
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Notes: This figure depicts the mean of Willingness to Engage in Extra-Role Behavior by experimental condition in
Experiment 1. Willingness to Engage in Extra-Role Behavior is computed as the average of participants’ willingness
to devote time to each of the following five tasks: (1) “help others who have been absent,” (2) “help others who have
heavy workloads,” (3) “listen to co-workers’ problems and worries,” (4) “take a personal interest in other
employees,” and (5) “pass along information to co-workers.” Participants’ responses to each of these statements take
on a value ranging from 1 (“Strongly disagree”) to 7 (“Strongly agree”).
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Figure 3
Observed Means of Willingness to Engage in Extra-Role Behaviors by Condition —
Experiment 2
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Notes: This figure depicts the mean of Willingness to Engage in Extra-Role Behavior by experimental condition in
Experiment 2. Willingness to Engage in Extra-Role Behavior is computed as the average of participants’ willingness
to devote time to each of the following five tasks: (1) “help others who have been absent,” (2) “help others who have
heavy workloads,” (3) “listen to co-workers’ problems and worries,” (4) “take a personal interest in other
employees,” and (5) “pass along information to co-workers.” Participants’ responses to each of these statements take
on a value ranging from 1 (“Strongly disagree”) to 7 (“Strongly agree™).
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