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Abstract: Firms in the Global South often depend on a small set of Global North incumbents for
critical upstream technologies. How can they sustain innovation when access to these inputs is
restricted not by any single partner, but by an across-the-board supply constraint? We develop the
concept of dependence reconfiguration, arguing that constrained firms can redirect exchange
relationships away from concentrated upstream suppliers toward distributed downstream users and
developers. Open source software provides governance mechanisms that enable this shift:
permissive licensing broadens downstream adoption, while open gatekeeping structures deepen
external developer participation. We test this argument using a matched sample of Chinese
software firms, comparing Al-related firms with non-Al firms before and after the October 2022
U.S. export controls on advanced computing hardware. We find that, after the shock, Al firms
increased their release of permissively licensed open source projects and granted more external
developers gatekeeping authority. These governance changes, in turn, increased community
adoption and external contribution. The findings extend resource dependence theory by showing
how firms manage upstream constraints through the cultivation of downstream relationships. We
further identify open source innovation as a strategic pathway through which Global South firms
sustain innovation under technological restrictions.
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INTRODUCTION
Organizations in the Global South face a persistent structural challenge in technology-intensive
industries. Advanced technologies, and the capabilities that underpin them, have long been
concentrated among a small set of Global North incumbents, with emerging-market firms
historically lagging on both fronts (Anand et al. 2021, Petricevic and Teece 2019). This
concentration gives rise to a dependence structure characterized by high power imbalance and low
mutual dependence, in which the dependent firm lacks bargaining leverage while the dominant
party faces little pressure to accommodate it (Casciaro and Piskorski 2005). The asymmetry is
further amplified when governments mobilize such supply dependencies as instruments of
geopolitical competition, thereby reshaping the strategic options available to Global South firms
in key sectors (Farrell and Newman 2019, Adarkwabh et al. 2024, Han et al. 2024).

The Chinese Al industry exemplifies this form of concentrated upstream dependence. Since
the introduction of the Transformer architecture, frontier AI development has operated under a
compute-scaling paradigm, in which model performance improves as a predictable function of
model size, dataset scale, and compute (Vaswani et al. 2017, Kaplan et al. 2020, Hoffmann et al.
2022). Notably, the advanced semiconductors that enable this training are designed and
manufactured by a small set of U.S. and U.S.-allied firms, with NVIDIA holding a near-monopoly
position in the market for Al training GPUs (The New York Times 2023, Financial Times 2023).
Through 2022, Chinese Al firms invested heavily in the Al models and applications that depend
on these chips, building their development capacity on an upstream supply base concentrated
within U.S. regulatory jurisdiction. In October 2022, the U.S. Bureau of Industry and Security
imposed export controls on these semiconductors, restricting the sale of advanced Al training chips,
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stated aim of constraining China’s ability to develop frontier artificial intelligence (Bureau of
Industry and Security 2022, Allen 2022, Han et al. 2024, Luo and Van Assche 2023).

What can firms do under such supply-side dependence? Traditional resource dependence
theory typically directs firms’ response strategies toward the supply side of the exchange. For
example, firms may acquire the supplier, turn to alternative suppliers, or exit the exchange (Pfeffer
and Salancik 1978, Hillman et al. 2009, Jiang et al. 2023, Li et al. 2024). In the context of the U.S.
export controls, however, none of these responses was available or feasible for Chinese Al firms.
All potential suppliers of the restricted hardware fell under the same regulatory regime, cross-
border acquisitions and alliances within the restricted domain were constrained by the same
controls, and exiting the exchange would mean abandoning Al development altogether.

In this paper, we ask how firms reconfigure their exchange relationships to sustain
innovation when upstream supply is constrained at the environmental level, rather than at the level
of specific partners, as frequently studied in prior resource dependence research. We argue that
firms can reconfigure dependence by shifting from concentrated upstream suppliers toward
distributed downstream users, drawing on the demand-based view. It is well accepted that firm
competitive advantage rests on demand-side users as well as on supply-side resources (Adner and
Zemsky 2006, Priem 2007). When supply-side hardware is constrained, users remain a source of
value creation through their adoption, adaptation, and further development of the firm’s software
(Baldwin and von Hippel 2011). Open source software provides an organizational form through
which firms can engage users at scale. Under this model, source code is released publicly under
licenses that permit external actors to use, modify, and redistribute it (Lerner and Tirole 2005,
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technology and external developers submit proposed changes and contribute to its ongoing
development.

How firms govern their open source projects has attracted increasing scholarly attention.
Two governance choices, in particular, can significantly shape user engagement. First, firms can
release code under permissive licenses (Lerner and Tirole 2005, Stewart et al. 2006), broadening
the set of users able to adopt and build on the released code. Second, firms can grant external
developers gatekeeping roles (O’Mahony and Karp 2022, Medappa et al. 2025), giving outside
contributors a voice in shaping the project’s direction. We argue that these governance choices can
reconfigure the firm’s exchange relationships away from concentrated upstream supply toward a
distributed community of developers, thereby sustaining innovation through that community when
the supply-side hardware becomes unavailable due to export controls.

We test this argument on a matched panel of Chinese software firms from October 2020
through October 2025, comparing Chinese Al-related software firms with Chinese non-Al
software firms through a difference-in-differences design. The findings are consistent with the
argument. After the October 2022 export controls, Al-related firms increased their release of
permissively licensed open source projects and granted more external developers gatekeeping roles
on their repositories. Users outside the firm adopted these projects at higher rates, and external
developers contributed more to project development. These community-level responses operated
through the two governance channels.

Our study makes two research contributions. First, we extend resource dependence theory
by introducing dependence reconfiguration as a response to environmental-level resource
constraints. Emerson’s (1962, pp. 35-36) insight on “balancing operation” highlights the diffusion
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his insight within the firm’s existing upstream structure, treating it as substitution among similar
exchange partners (Pfeffer and Salancik 1978, Hillman et al. 2009, Jiang et al. 2023). We argue
that a firm’s exchange relationships form a portfolio that includes not only the upstream suppliers
on which its inputs depend, but also the downstream users who put the firm’s software in use and
extend its capabilities. When the upstream side of this portfolio is constrained across the board,
firms can reconfigure their dependence away from concentrated upstream relationships toward
distributed downstream relationships with a broad base of adopters and contributors. This shift
brings resource dependence theory into conversation with the demand-based view (Adner and
Zemsky 2006, Priem 2007) and research on user innovation (Baldwin and von Hippel 2011),
thereby extending the theoretical scope of resource dependence theory. In essence, we advance
existing theory by arguing that upstream dependence can be managed downstream, through
governed relationships with firms’ downstream user base.

Second, we contribute to research on organizations in the Global South by theoretically
and empirically demonstrating open source governance as a strategic response to structural
constraints. Prior work emphasizes how institutional voids and weak intermediary structures shape
the strategies available to firms in these contexts (Khanna and Palepu 1997, Taussig and Delios
2015). We extend this perspective by showing how technology restrictions—constraints on access
to critical upstream inputs—redirect firms’ strategic behavior downstream toward open source
innovation. We also identify a mechanism through which constrained firms sustain technology
development: by releasing projects under open governance, firms can mobilize a global
community of users and developers whose participation lies outside the scope of export restrictions
(Zeitouni 2021). This distributed engagement substitutes, in part, for restricted upstream supplies,
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this strategy can enable firms to project influence beyond their boundaries by shaping
technological trajectories. Through permissive licensing and more open gatekeeping, firms can
expand adoption, attract complementary contributions, and establish de facto technical standards
(Altman et al. 2022). Taken together, our findings advance a new view of Global South strategy:
rather than merely adapting to supply constraints, firms can actively reconfigure their dependence
in ways that convert upstream restrictions into downstream collaboration, thereby shaping
technology development on a global scale.

THEORETICAL BACKGROUND

Resource Dependence and Upstream Supply Structure

Organizations depend on external actors for resources that are critical to their operations but not
fully controlled internally. In resource dependence theory, the strength of such dependence is
determined by two conditions: the importance of the focal resource to the firm and the availability
of alternative sources from which that resource can be obtained (Emerson 1962, Pfeffer and
Salancik 1978). When a resource is essential and alternatives are limited, firms become highly
dependent on those actors that control access to it.

Upstream supply structure plays a central role in shaping these conditions. When supply is
concentrated among a small set of providers, the lack of substitutable alternatives increases the
focal firm’s dependence on specific upstream actors. Two structural properties of such dependence
determine what responses are available. First, power imbalance captures the asymmetry in how
much each party needs the other, and second, mutual dependence captures the overall degree to
which both parties rely on the exchange (Casciaro and Piskorski 2005). These properties have
opposite effects on firms’ ability to manage their dependence. When mutual dependence is high,
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boundary-spanning arrangements (Hillman et al. 2009). When power imbalance is high, the
stronger party faces no such incentive, and the weaker party lacks the bargaining power to initiate
change. Buyer-supplier relationships illustrate this distinction. Mutual dependence between buyers
and suppliers can improve buyers’ performance by enabling joint action and richer information
exchange, whereas dependence asymmetry favoring suppliers will erode buyers’ performance
(Gulati and Sytch 2007). Supply structure thus shapes not only the level of dependence but also
whether that dependence can be managed through interaction within the existing exchange
relationship.

Prior research highlights a range of strategies through which firms manage dependence on
upstream suppliers, including diversifying the supplier base, forming alliances, vertical integration,
and political action (Pfeffer and Salancik 1978, Hillman et al. 2009, Jiang et al. 2023). These
strategies share an implicit assumption that the firm retains some room to maneuver within its
supply environment, whether by switching to an alternative source, acquiring a supplier, or
bringing a critical activity in-house. When access to a critical upstream resource is constrained not
at the level of individual exchange relationships but across the set of upstream actors that control
the resource, the above options become substantially more difficult to implement. The problem
firms face is no longer how to improve their position within the existing supply structure, but the
broader question of how to sustain value creation when that structure cannot be readily managed.
Environmental-Level Restriction on Upstream Dependence
Resource dependence theory distinguishes between two levels at which dependence operates
(Pfeffer and Salancik 1978). At the partner level, dependence arises from a specific exchange
relationship and can be addressed by altering the terms of that relationship or by seeking alternative

partners within the same supply domain. At the environmental level, dependence arises from how



a critical resource is distributed across the entire field of potential suppliers. Switching partners
does not resolve asymmetry, because the constraint lies in the supply environment itself rather than
in any particular exchange relationship (Jiang et al. 2023, Xia 2011). Thus, when dependence
operates at the environmental level, the conventional strategies of supplier diversification and
alliance formation may no longer be effective.

Firms facing environmental-level supply constraints can shift toward internal capability
building as a means of managing upstream dependence. Under such conditions, firms can increase
R&D investment to mitigate supply-side constraints (Liu et al. 2025) or redirect R&D toward
technologically complementary domains (Helfat 1997). These responses operate within
organizational boundaries, focusing on firms’ internal adjustments to address upstream
dependence.

Such internal responses, however, may be insufficient, especially for firms in the Global
South. In technology-intensive industries, critical upstream resources remain concentrated among
Global North actors, placing Global South firms in a position of persistent dependence (Anand et
al. 2021, Petricevic and Teece 2019). The resulting dependence configuration is marked by high
power imbalance and low mutual dependence, in which the dependent firm lacks bargaining power
and the dominant party faces no compulsion to accommodate (Casciaro and Piskorski 2005). This
imbalance is reinforced by several structural conditions underlying the relationship between the
Global North and Global South. Decades of path dependence in the global distribution of
technological capabilities (Awate et al. 2015), compounded by institutional voids that constrain
indigenous capability development (Khanna and Palepu 1997), sustain the asymmetry between
upstream suppliers and downstream adopters. Cross-border barriers further restrict the feasible set

of responses by raising the costs of mergers, alliances, and other boundary-spanning strategies that



rely on regulatory openness across jurisdictions (Luo and Van Assche 2023, Xia et al. 2014). For
Global South firms, the internal response strategies described above face additional structural
disadvantages that make their limits more binding.
Dependence Reconfiguration and Opportunities for Contribution
Resource dependence theory identifies three classes of dependence management strategy:
absorption, countervailing, and avoidance (Pfeffer and Salancik 1978, Hillman et al. 2009, Jiang
etal. 2023). Absorbing strategies expand organizational boundaries through acquisitions, alliances,
or vertical integration. Countervailing strategies cultivate alternative sources to reduce dependence
on any single provider. Avoiding strategies withdraw from or diversify away from the constrained
exchange. Under environmental-level constraints, these paths encounter serious limitations.
Absorption requires access to targets that are themselves subject to the constraint; when regulatory
boundaries harden, cross-border internalization loses viability. Countervailing fails because all
sources within the supply domain fall under the same restriction, the condition Emerson (1962, p.
35) characterizes as dependent party being “denied alternative sources for achieving those goals”.
Avoidance is not viable when asset positions tie the firm to the constrained domain and exit would
mean abandoning past investment. The classic “balancing operation” strategy in Emerson’s (1962)
framework, which emphasizes extending the network by cultivating additional exchange partners
of the same type, also runs in the upstream direction and is constrained for the same reason. The
conventional set of strategies thus shares a directional limitation, because they all seek to address
dependence within the upstream supply structure.

Yet the upstream supply structure is not the only direction in which dependence
relationships can be restructured. Restricting what the firm can obtain from upstream suppliers

does not limit how downstream actors can engage with the firm, and firms possessing redeployable



knowledge resources can redirect them toward alternative pathways when established paths
become unavailable. Rather than continuing to search for solutions within the upstream supply
structure, then, firms can build new exchange relationships in the downstream direction, with
actors who engage with and build upon the firm’s existing resources. Emerson (1962, p. 37)
predicts that actors in unbalanced dependence relations can restore equilibrium through “the
diffusion of dependency into new relations in a network.” Drawing on this inspiration, prior
applications have directed this diffusion upstream, toward additional suppliers of the restricted
resource (Xia 2011); by contrast, we redirect the diffusion to downstream. Specifically, we argue
that when upstream network extension is constrained, firms can diffuse dependence into
relationships with distributed communities of downstream actors. The resulting dependence
structure differs from the upstream configuration along two dimensions: upstream dependence is
concentrated among few suppliers, with high power imbalance and low mutual dependence; by
contrast, downstream dependence is distributed across many actors, with lower power imbalance
and higher mutual dependence.

This shift constitutes a form of what we term dependence reconfiguration. This idea
extends existing strategies of dependence management beyond absorbing, countervailing, and
avoiding by identifying a downstream pathway in which the firm moves from concentrated
upstream dependence on a small number of powerful suppliers to distributed downstream
dependence across a broad set of exchange partners. In doing so, it addresses a gap in resource
dependence theory, which has predominantly theorized responses within the existing upstream
supply structure and has given less attention to strategies that redirect dependence in a new

direction—downstream, in our case. The specific mechanisms through which this reconfiguration
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operates, and the governance choices that shape downstream relationships, are the focus of our
hypotheses development below.

HYPOTHESES DEVELOPMENT

Hardware-Software Complementarity and the Demand-Based View

In theory, activities are complementary when doing more of one increases the returns to doing
more of another (Milgrom and Roberts 1990). In the software industry, hardware and software
exhibit strong complementarity: advanced hardware enables more capable software, and
sophisticated software extracts the full performance potential of the hardware on which it runs
(Shapiro and Varian 1999). The value a firm derives from one layer of its technology stack
therefore depends on the configuration of adjacent layers. Upstream constraints on components

and downstream relationships with users affect the focal firm'’s position differently (Adner and

Kapoor 2010). When the upstream hardware complement is constrained, the channel through
which software previously realized value through joint deployment with that hardware is restricted.
The software the firm owns retains potential value, but that value now depends less on supply-side
bundling with scarce hardware, but more on the relationship between software and the users who
adopt and extend it.

The demand-based view of competitive advantage provides the foundation for this
alternative path. At its core, this view suggests that competitive advantage depends not only on a
firm’s supply-side resources but also on how effectively the firm connects with heterogeneous
customers on the demand side (Adner and Zemsky 2006, Schmidt et al. 2024). Importantly, supply-
side and demand-side sources of advantage can be distinct; when the former is restricted, value
creation may still proceed through the latter (Priem 2007). Consistent with this argument, recent

research finds that when demand conditions change, firms redirect their innovation search toward
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opportunities presented by the altered demand environment (Zhong et al. 2021). We complement
this stream of research by developing a set of hypotheses on whether and when firms redirect their
innovation activity to the demand side as a result of exogenous constraints on the supply side.
Drawing on the demand-based view, our core argument is that when the supply of hardware
complement is constrained, firms shift strategic emphasis toward the demand side of the
technology stack, where software value arises not through joint deployment with the upstream
complement but through the engagement of users and developers in the developer community who
adopt, adapt, and build upon it.
User Innovation and Open Source Software
In the software industry, users account for a disproportionate share of functionally novel
improvements, particularly when their needs are highly heterogeneous (Franke and von Hippel
2003, Lakhani and von Hippel 2003). Internal development and external knowledge acquisition
are complementary, with each amplifying the value of the other (Cassiman and Veugelers 2006).
When supply constraints limit what the firm can achieve through internal effort alone, the relative
value of contributions from users increases. Engaging users as participants in the innovation
process becomes important for sustaining competitive advantage under constraints (Lakhani and
von Hippel 2003), as demand-side value creation through user engagement does not depend on the
restricted supply-side channel (Adner and Kapoor 2010).

Open source software, defined as software whose source code is publicly available and can
be used, modified, and redistributed under specified license terms (Lerner and Tirole 2005),
provides the organizational form through which firms engage users at scale. In theory, firms grant
outside actors access to their code, opening markets for complementary innovation around the

firm’s technology (Lakhani and von Hippel 2003). In practice, a firm releases an open source
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project by publishing a repository on an online platform such as GitHub under an open source
license, thereby opening the project to outside developers and organizations who can freely adopt
it, adapt it to their own purposes, and contribute to its further development (Lin and Maruping
2022, Conti et al. 2025). Each release opens a new channel through which the firm engages
distributed downstream actors, and the number of projects a firm releases provides an observable
measure of the scale at which it pursues such engagement.

When supply constraints restrict firms’ access to the upstream hardware complement, the
supply-side channel through which software previously realized value is curtailed. The demand-
side source of advantage—sustained through user adoption, adaptation, and contribution—remains
available and provides a viable alternative channel. Specifically, by releasing open source projects
under open source licenses, supply-constrained firms can build exchange relationships with
distributed downstream actors, including users, developers, and contributors. This process deepens
the firm’s dependencies on these distributed downstream parties, thereby shifting from
concentrated upstream dependence toward the distributed downstream dependence described
above. Open source project release therefore provides a way supply-side dependence can be
reconfigured in the software industry, leading to the following baseline hypothesis:

Baseline Hypothesis: Following supply-side constraints on access to upstream hardware
complement, software firms will increase open source project release.

This hypothesis establishes the baseline prediction that constrained firms will release more
open source projects. However, whether such releases enable firms to engage a broad and active
downstream community depends on the governance choices they make, particularly the types of
licenses adopted to distribute the projects and the kinds of developers deployed to gatekeep

community contributions, which we turn to in the hypotheses below.
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Effects of Supply-Side Constraints on Open Source Project Governance
Building on the baseline hypothesis, we now develop a set of hypotheses on firms’ governance
choices in releasing open source projects, which can shape downstream community engagement.
For open source projects to mobilize the distributed community, developers across the open source
community must adopt the code, adapt it to their own use, and contribute their work back to the
project. We argue that how effectively a firm mobilizes such participation depends on the
governance mechanisms it deploys. In open source projects, governance refers to the rules and
structures that determine what outside actors can do with the code and how much influence they
have over a project’s development (O’Mahony and Karp 2022). Consistent with prior work, we
focus on two dimensions of this governance. First, permissive licensing shapes the breadth of
participation by determining the conditions under which the project can be adopted and
redistributed. Second, gatekeeping openness affects the depth of participation by determining who
can shape the project’s technical trajectory.
Adoption of Permissive Licenses

Software licenses define the conditions under which an open source project may be used,
modified, and redistributed (Lerner and Tirole 2002), and license decisions are central to how open
source communities engage with such projects (He et al. 2020). One key distinction across licenses
is the extent to which they restrict downstream use, ranging from permissive to restrictive.
Permissive licenses, such as the MIT, BSD, and Apache families, impose only minimal attribution
requirements, allowing downstream users to incorporate the code into proprietary products or
redistribute modified versions under commercial terms. By contrast, restrictive licenses, most
notably those in the GPL family, require that any modified versions downstream remain under the

same open license. This reciprocity requirement effectively deters firms that develop and sell
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proprietary software, because incorporating GPL-licensed code would obligate them to release the
resulting product under the same open terms (Open Source Initiative n.d.). Research has found that
projects adopting permissive licenses tend to attract greater downstream user interest than those
adopting restrictive licenses (Lerner and Tirole 2005, Stewart et al. 2006).

The difference between permissive and restrictive licensing is fundamentally a difference
in how broad a user base the released project can reach. Restrictive licenses exclude commercial
and related users whose business models require proprietary distribution, thereby narrowing the
downstream user base to those willing to accept the same open terms. Permissive licenses admit
these users alongside all others, producing a wider and more diverse set of adopters.

A broader user base benefits the releasing firm in two ways. First, a more heterogeneous
user base includes adopters working with the technology across a wider range of environments.
Each of these users holds context-specific information about performance and adaptation needs
that is costly for the releasing firm to acquire on its own (Franke and von Hippel 2003, Lakhani
and von Hippel 2003). Second, wider adoption generates network effects (Shapiro and Varian
1999). Each adopter who integrates the technology into their own products and workflows
becomes a potential source of improvements that feed back into the project; the more adopters a
project has, the faster it improves and the more attractive it becomes to subsequent adopters (von
Hippel and von Krogh 2003). As adoption grows, the technology can become a de facto standard,
and firms can profit from widely adopted open source technologies through complementary
services and proprietary extensions built on the open technology base (West 2003, Casadesus-
Masanell and Llanes 2011). Both advantages grow with the breadth of the downstream user base

and are therefore greater under permissive than under restrictive licensing.
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When supply-side constraints restrict firms’ access to the upstream hardware complement,
firms will depend more heavily on contributions from downstream users. The scale and diversity
of these contributions depend on the breadth of the downstream user base, which in turn depends
on how permissive the license is. Permissive licensing widens this user base and, in doing so,
expands the set of downstream relationships through which the firm reconfigures its dependence
(Emerson 1962, Casciaro and Piskorski 2005). Firms under constraints therefore have stronger
incentives to release their open source projects under permissive licenses.

Hypothesis 1a: Following supply-side constraints on access to upstream hardware
complement, software firms will increase their release of open source projects under permissive
licenses.

Deployment of External Gatekeepers

While permissive licensing determines how broadly a project can be adopted, gatekeeping
openness determines how deeply external developers can participate in shaping the project’s
development. In open source projects, this participation is governed through write access to the
source code, which grants the ability to merge proposed changes into the main codebase, review
contributions from others, and extend these privileges to additional developers (O’Mahony and
Ferraro 2007, Medappa et al. 2025). Write access divides contributors into two groups. Those with
write access act as gatekeepers, defining the project’s trajectory and deciding which contributions
enter the codebase (Gousios et al. 2014). Those without write access can propose changes, report
issues, and submit work for review, but cannot modify the codebase directly. A firm can retain
write access with its own employees or extend it to external developers who have earned trust

through sustained contribution.
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When a firm extends gatekeeper roles to external developers, it shares control over the
project’s development with actors outside the firm. This governance choice motivates external
contribution through two channels. First, extending gatekeeper roles to non-employees signals that
the project operates under a more democratic model and is open to outside participation
(O’Mahony and Ferraro 2007, O’Mahony and Karp 2022). When external developers already
assume gatekeeper roles, potential contributors can see that outside contributions have a credible
pathway to shape the project’s direction, thereby increasing their willingness to invest sustained
effort. Second, participation in open source governance functions as a labor market signal, and this
signal strengthens with the level of governance responsibility. Developers who attain higher-
ranked governance positions in open source projects have greater employability (Hann et al. 2013,
Xu et al. 2020). When a firm opens gatekeeper roles to external developers, it creates a pathway
through which contributors can attain positions that carry both technical authority over the project
and visible labor market value. While extending gatekeeping could introduce coordination costs,
firms that value sustained external contributions also have stronger incentives to accept these costs.

When supply-side constraints restrict firms’ access to the upstream hardware complement,
what the firm can achieve through internal development alone becomes more limited, making it
depend more heavily on sustained contributions from external developers. Wider adoption expands
the downstream user base, yet the firm also relies on developers who contribute improvements and
extend the technology in ways its internal team does not. Extending gatekeeper roles to these
developers transforms a unilateral relationship into a distributed form of engagement. This, in turn,
creates the mutual dependence between the firm and its downstream contributors that characterizes
the depth of the reconfigured dependence structure (Gulati and Sytch 2007). Firms under

constraints therefore have stronger incentives to open their gatekeeper roles to external developers.
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Hypothesis 1b: Following supply-side constraints on access to upstream hardware
complement, software firms will increase the use of external developers in gatekeeping their open
source projects.

Effects of Governance Change on Community Engagement

The preceding hypotheses argue that supply-side constraints lead firms to increase their release of
projects under permissive licenses and extend gatekeeper roles to external developers. Next, we
proceed to examine whether these strategies lead to increased engagement with the open source
projects from the developer community. Community engagement with an open source project
takes two forms, which we refer to as community adoption and community contribution.

Community adoption occurs when an external developer or organization integrates the
firm’s technology into their own products or workflows. On platforms such as GitHub, adoption
often takes the form of forking, in which an external actor creates a copy of the project’s repository
that can then be developed along its own trajectory (Conti et al. 2025). Forking extends the reach
of the technology across organizational boundaries and creates a new downstream exchange
relationship in which the adopter depends on the project’s codebase. On the other hand, community
contribution occurs when an external developer proposes improvements to the original project by
submitting a pull request, which the project’s maintainers can review and, if accepted, integrate
into the codebase (Gousios et al. 2014, Medappa et al. 2025). Contribution represents a deeper
form of engagement than adoption, because the contributor invests effort in shaping the project’s
trajectory, enabling the firm to benefit from development work beyond its own internal effort. In
our dependence reconfiguration framework, community adoption expands the breadth of new
downstream exchange relationships, while community contribution deepens these relationships

into the mutual dependence between the firm and its downstream partners.
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We draw on the private-collective model of innovation to develop hypotheses on the
relationship between open source project governance and community engagement (von Hippel and
von Krogh 2003). Developers participate in open source projects when the private returns to
participation exceed the associated costs. These private returns include the ability to use and

modify the technology for one’s own purposes (Lerner and Tirole 2002), learning through

contributing to collectively developed software that translates into productivity gains (Nagle 2018),
career signaling through visible contributions and governance roles that translate into labor market
premiums (Hann et al. 2013, Xu et al. 2020), and access to external knowledge for technology
development through engagement with actively maintained open source communities (Conti et al.
2025).

Permissive licensing and gatekeeping openness each shape these private returns and, in
turn, affect both community adoption and community contribution. For community adoption,
permissive licensing relaxes legal constraints that would otherwise prevent commercial users from
integrating the technology into proprietary products, while an open, democratic governance model
signals that the project will evolve in response to community needs and is therefore a more friendly
and reliable technology to adopt (O’Mahony and Ferraro 2007, O’Mahony and Karp 2022). For
community contribution, permissive licensing enlarges the pool of users from which contributors
can emerge, while extending gatekeeping roles to external developers offers a visible governance
position that functions as a career signal and demonstrates that contributions from outside the firm
are valued and can meaningfully shape the project’s development trajectory (Hann et al. 2013).
The governance strategies adopted by firms under supply-side constraints proposed in the
preceding two hypotheses will therefore lead to increases in both community adoption and

community contribution. In the dependence reconfiguration framework, these community
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responses constitute evidence on firms’ shift from concentrated upstream dependence to
distributed downstream dependence. Thus, we hypothesize:

Hypothesis 2a: Following supply-side constraints on access to upstream hardware
complement, software firms’ governance changes in open source projects will facilitate community
adoption.

Hypothesis 2b: Following supply-side constraints on access to upstream hardware
complement, software firms’ governance changes in open source projects will facilitate community
contribution.

Figure 1 summarizes the structure of these hypotheses: Export controls (explained in the
empirical context section below) operate as the supply-side shock that drives the two governance
responses (Hla and H1b), each of which, in turn, mediates the effect of the shock on community

adoption (H2a) and community contribution (H2b).

DATA AND METHODS

Empirical Context

The advanced semiconductors that power Al development are among the most concentrated
upstream resources in global technology production, and the recent restrictions on Chinese firms’
access to them provide the empirical setting for our study. On October 7, 2022, two months after
the passage of the CHIPS and Science Act (CHIPS and Science Act of 2022, Luo and Van Assche
2023), the United States Bureau of Industry and Security issued export controls on the advanced
computing chips used for Al training, on advanced semiconductor fabrication equipment, and on
U.S. persons’ services in support of Chinese chip development, together with an extension of the

Foreign Direct Product Rule covering advanced computing (Bureau of Industry and Security 2022,
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Allen 2022). The controls applied uniformly to all Chinese firms whose products depend on the
restricted hardware. The October 2022 rule provides a quasi-natural experiment that constrained
Chinese Al firms’ access to upstream hardware, marking the discrete shift at which the critical
inputs on which these firms depended became systematically unavailable.

Frontier Al development depends on advanced computing hardware in ways that are not
easily substitutable. Under the compute-scaling paradigm that has driven Al progress since the
introduction of the Transformer architecture, model performance improves as a predictable
function of compute, such that training frontier models requires large quantities of advanced
semiconductors (Vaswani et al. 2017, Kaplan et al. 2020, Hoffmann et al. 2022). As of 2022,
Chinese domestic chip manufacturers were not able to produce semiconductors at the performance
levels required for frontier Al training (Allen 2022), and export controls restricted access to the
U.S.-designed chips on which Chinese firms had built their development infrastructure. Because
hardware and software in Al are complementary (Moore et al. 2018, Xu et al. 2010), these controls
aimed to constrain China’s frontier Al development by restricting critical hardware inputs (Allen
2022).

Since late 2022, Chinese firms have released a succession of widely adopted open source
Al models, frameworks, and developer tools. In fact, the share of globally adopted open-weight
Al models originating in China has grown substantially, reaching levels comparable to those of
U.S. firms by 2024 (Maslej et al. 2025). Our empirical focus is on Al firms’ open source project
release and governance decisions on GitHub, the dominant public platform for firm-level open
source activity (Malgonde et al. 2023, Conti et al. 2025). Specifically, firms post their open source
work as public repositories that they create and maintain, and they govern each repository through

the open source license they attach, which specifies the terms under which external actors may use
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and redistribute the code. Users and developers outside the firm engage with these repositories
through publicly observable actions: they fork a repository to adopt the technology for their own
use, and they submit pull requests that propose changes to the codebase. These actions map directly
to the dependent variables in our hypotheses. Permissive project release and gatekeeping openness
capture the two governance dimensions predicted by Hla and H1b, while forks and external pull
requests capture the community adoption and contribution outcomes predicted by H2a and H2b.
In our design, we treat the October 2022 export controls as a quasi-natural experiment on Chinese
Al firms’ upstream hardware supply and use a matched-panel difference-in-differences design to
test whether firms under this constraint reconfigure their dependence through open source
governance.

Data and Sample

To construct our dataset, we combine company-level data on Chinese software firms and their
funding histories from Crunchbase, monthly records of firms’ open source activity drawn from the
GitHub event archive and the GitHub REST API, and individual-level employment histories from
Revelio Labs. We follow a growing body of firm-level research that measures open source
engagement using GitHub event data aggregated to the firm-month (Nagle 2019, Wright et al. 2023,
Conti et al. 2025), and we use the Revelio Labs employment records to distinguish internal from
external developers in constructing our gatekeeping-openness measure.

Our base sample comprises Chinese software firms tracked in Crunchbase. We focus on
software firms for two reasons. First, they are the most active participants on GitHub, where open
source release and community engagement are directly observable. Second, they offer cleaner
identification than Chinese hardware and semiconductor firms, which face ambiguous incentives

under the export controls because the same restrictions that limit access to foreign chips may
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simultaneously increase domestic demand for their products as substitutes. With software firms,
only those whose products depend on advanced Al computing hardware are directly exposed to
the controls, yielding a treated group and a control group drawn from the same industry.

We restrict the sample to firms headquartered in China whose Crunchbase industry
categories include “Software.” We match Crunchbase records to GitHub organizations by
company names and domains, and retain firms for which an identifiable GitHub organization
account can be verified. The resulting panel tracks these firms at a monthly frequency from
October 2020 through October 2025, yielding a five-year observation window spanning twenty-
four months before and thirty-six months after the October 2022 policy.

We classify each firm along a five-level Al involvement rubric using a large language
model (see Appendix A for details), following recent work that applies LLMs to annotate text at
scale (Gilardi et al. 2023). The five levels range from non-Al (level 1, firms with no meaningful
Al component) to Al feature (level 2, firms that incorporate Al functionality such as a chat-bot into
otherwise non-Al products, but whose core operations do not depend directly on the restricted
computing hardware), Al application (level 3, firms whose products are centered on Al), Al
infrastructure (level 4), and foundation-model developer (level 5). The classifier takes as input
each firm’s name, full business description, and Crunchbase industry categories. We exclude five
firms whose 2022 Crunchbase profiles do not flag Al as a primary activity but whose 2025 profiles
document substantive Al activity. We further restrict the sample to firms founded before October
2022, excluding 17 firms whose post-shock entry cannot reflect a strategic response to the export
controls.

The treated group consists of 143 Chinese software firms classified at the Al application

level or higher. These firms build products centered on artificial intelligence, including Al

23



applications, Al infrastructure, and foundation models, all of which depend on the advanced
computing hardware restricted by the October 2022 export controls. The control group consists of
521 Chinese software firms classified at the Al feature or non-Al levels (levels 2 or 1, respectively).
To validate the LLM-based classification, we manually inspected the model’s outputs against the
underlying Crunchbase text and corrected labels where warranted. In the main analysis, we
operationalize group membership as a binary indicator, and we also examine a continuous measure
of Al involvement in a supplementary analysis presented later.

We match treated and control firms using Coarsened Exact Matching (Iacus et al. 2012).
Because treated and control firms may differ on observable characteristics that independently
shape open source activity, we balance the two groups ex ante so that the difference-in-differences
estimates are not driven by compositional differences. The matching balances on firm age
(quartile-binned), GitHub organization age (quartile-binned), venture-capital backing, public
listing status, and an indicator equal to one for medium or large firms (those with fifty-one or more
employees), following the OECD micro-and-small-enterprise threshold (OECD 2024). The
matched sample for analysis comprises 664 firms and 36,337 firm-month observations.

Table 1 reports covariate balance before and after matching. The three binary covariates
balance well post-match, with standardized mean differences (SMDs) all at or below 0.14. Firm
age and GitHub organization age retain higher SMDs because CEM enforces exact balance on
coarsened quartile bins rather than on continuous values, and treated firms are a structurally
younger cohort of Chinese Al entrants than the broader Chinese software population. Firm fixed
effects in our main specification absorb differences across firms, and we assess the parallel-trends

assumption directly through an event-study analysis.
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Variables
We use five dependent variables that correspond to the predictions developed in the preceding
section. New repository creation measures the number of new open source projects the firm
releases, corresponding to the baseline hypothesis. The next two, permissive project release and
gatekeeping openness, capture the firm’s governance over its open source projects. The final two,
forks and external pull requests, represent community adoption and community contribution,
respectively.

New repository creation is the firm’s monthly count of newly created, non-fork repositories.
We count only original repositories, excluding those forked from other accounts, because a forked
repository is a copy of externally developed code rather than an original release. New repository
creation therefore measures the rate at which the firm releases new open source projects.

Permissive project release is the firm’s monthly count of newly created, non-fork
repositories released under permissive licenses. We classify repositories as permissive or
restrictive following the Open Source Initiative’s canonical registry (Open Source Initiative n.d.,
Stewart et al. 2006). Permissive licenses, such as MIT, BSD, and Apache, allow broad downstream
use, modification, and commercialization, whereas restrictive licenses in the GPL family require
that derivatives remain open, thereby limiting commercial reuse and broad adoption (Lerner and
Tirole 2005). We aggregate this monthly count as a trailing six-month sum to smooth short-run
noise in the release series. Hla predicts that firms under supply-side constraints increase their
release of permissively licensed projects.

Gatekeeping openness is an indicator for firm-months in which external developers make
up the majority of maintainers holding write access to the firm’s active open source projects. Write

access grants permission to merge changes directly into a project’s codebase, making write-access
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holders the effective decision-makers over the project’s direction. We identify write-access holders
from GitHub push events and classify each contributor as internal or external by matching their
GitHub profile to employment histories from Revelio Labs. A contributor is considered active from
the month of their first push through three months after their last observed push, accommodating
typical activity gaps without treating long-time contributors as departed after a single inactive
month. When external contributors account for more than half of active write-access holders, the
majority of those able to modify the firm’s codebase are outsiders rather than employees, signaling
more democratic project governance (O’Mahony and Ferraro 2007, O’Mahony and Karp 2022).
H1b predicts that firms under supply-side constraints shift toward this more open governance
strategy.!

Forks is the monthly count of instances in which external developers copy one of the firm’s
repositories into their own account to use, modify, or build on independently. Forks are a standard
measure of community adoption used in prior research based on GitHub data, as each fork records
a downstream actor’s decision to take up the firm’s code (Nagle 2019, Conti et al. 2025). H2a
predicts that forks increase when the firm’s governance encourages broader downstream adoption
through the release of open source projects under permissive licenses or the use of external
developers in gatekeeping their open source projects.

External pull requests is the firm’s monthly count of pull requests submitted by developers
who are not employees of the focal firm. A pull request is a proposed change to the codebase,
typically a bug fix, performance improvement, or new feature, that the firm reviews and accepts

or rejects. We focus on external pull requests to isolate engagement originating outside the firm,

! GitHub’s event archive records write-access decisions only when contributors exercise their permissions, so firms
whose projects are inactive or maintained by a single developer do not generate observable gatekeeping records. The
regressions involving gatekeeping openness and the corresponding mediation analyses are restricted to the subsample
of 386 firms (11,923 firm-month observations) for which these decisions are observable.
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as these contributions represent effort and innovation the firm would otherwise need to generate
internally (O’Mahony and Ferraro 2007). H2b predicts that external pull requests increase when
the firm’s governance encourages broader developer contribution.

Our analysis includes three time-varying, firm-level controls—venture-capital backing,
public listing status, and prior acquisition history—which capture access to capital, public-market
exposure, and ownership status. Time-invariant firm characteristics are absorbed by firm fixed
effects.

Table 2 presents summary statistics for the matched sample, separately for the treated and

control groups.

Empirical Approach
To test our hypotheses, we estimate a difference-in-differences specification with two-way fixed
effects:
Yii = B - (Treated; X Post,) + a; + 6; + v' Xt + €1,

where Y;; is one of the five dependent variables for firm i in month ¢t. The firm fixed effect a;
absorbs time-invariant firm characteristics, including location, founding cohort, and core
technology stack. The month fixed effect §; absorbs aggregate shocks common to all Chinese
software firms in a given month, including broader open source trends and macroeconomic
conditions. Xj; is the set of three time-varying firm-level controls described above, and ¢;; is the
error term. The coefficient of interest, 5, captures the average effect of the October 2022 policy
shock on treated firms relative to control firms. Standard errors are clustered at the firm level.

The design relies on the assumption that, absent the policy, treated and control firms would

have followed parallel trajectories in the dependent variables. The October 2022 export controls
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applied uniformly to all Chinese firms whose products depend on advanced AI computing
hardware, supporting the interpretation of f as the causal effect of the shock on the treated group.
We assess the parallel-trajectories assumption directly through an event-study specification
presented in the Results section, and we address global open source trends through the cross-
country comparison with Indian firms in a placebo test reported later.

For H2, we test whether the policy’s effects on community engagement operate through
two mechanisms: permissive licensing and gatekeeping openness. We follow the Baron and Kenny
(1986) mediation framework. The indirect effect of the policy through a given mediator is defined
as the product of the policy’s effect on the mediator and the mediator’s effect on the dependent
variable, controlling for treatment. We test each mediator separately for each of the two H2
dependent variables, forks and external pull requests, yielding four single-mediator tests. For
inference, we report both the Sobel test and bias-corrected 95 percent confidence intervals from a
cluster-resampled bootstrap of 5,000 replications (Preacher and Hayes 2008). By resampling entire
firms rather than individual firm-month observations, the bootstrap accounts for the clustered panel
structure of our data.

RESULTS

Main Effects

Table 3 reports the difference-in-differences estimates of the export controls’ effect on the five
dependent variables, with standard errors clustered at the firm level (in parentheses). Column 1
tests the baseline hypothesis that supply-side constraints induce treated firms to release more open
source projects. The estimate on Treated x Post is 0.0306 (p = 0.010), indicating that treated firms
increased their rate of new repository release by about three percent relative to the control group,

consistent with the baseline prediction.
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Columns 2 and 3 test Hla and H1b, which predict that affected firms respond by increasing
the release of permissively licensed projects and by adopting more open gatekeeping of those
projects. Treated firms’ permissive project release rose by 0.0709 (p = 0.005), corresponding to
roughly a seven-percent increase relative to the control group. In addition, the probability that
external developers hold majority write access rose by 15.7 percentage points (p = 0.005). Taken
together, the two estimates indicate that treated firms increased the use of permissive licensing and
admitted more external developers into gatekeeping roles, consistent with Hla and H1b.

Columns 4 and 5 report the total effects of the export controls on community adoption,
measured by forks of the firm’s repositories, and on community contribution, measured by external
pull requests submitted by outside developers. Treated firms received an 11 percent increase in
forks (p =0.022) and a 10 percent increase in external pull requests (p = 0.023). To assess whether
these increases operate through the governance changes suggested in Hla and H1b, we turn to the
mediation mechanisms predicted by H2 in the next subsection.

Mediating Mechanisms

H2a and H2b predict that the two forms of governance change, permissive licensing and
gatekeeping openness, mediate the export controls’ effects on community adoption (H2a) and
community contribution (H2b). Table 4 reports the estimated indirect effects for each mediator
across both dependent variables, along with Sobel tests and bias-corrected 95 percent confidence

intervals from bootstrapping.

The indirect effects provide support for both H2a and H2b. Permissive licensing and

gatekeeping openness each exhibit a statistically significant indirect effect on forks (0.0229 and
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0.0330, respectively) and on external pull requests (0.0401 and 0.0559, respectively), with all bias-
corrected 95 percent confidence intervals excluding zero (Table 4). The two governance
mechanisms mediate between 10.3 and 39.6 percent of the total effect on each dependent variable,
with permissive licensing accounting for the larger share of the total effect mediated in both cases.
Taken together, the mediation results support the central claim of the dependence-
reconfiguration argument. The increased use of permissive licensing and the admission of external
developers into gatekeeping roles represent the channels through which firms under supply-side
constraints shift from concentrated upstream dependence toward more distributed downstream
dependence.
Event-Study Analysis
Figure 2 plots event-study coefficients for four focal dependent variables, estimated using the
approach of Borusyak et al. (2024), which replaces the binary post indicator with a sequence of
leads and lags around October 2022. In the pre-shock period, the coefficients cluster near zero with
overlapping confidence intervals across all four panels. Joint F-tests of the pre-shock coefficients
yield p-values above the 0.10 threshold for each dependent variable (reported in the notes under

Figure 2), consistent with the parallel-trends assumption underlying our main specification.

In the post-shock period, the coefficients diverge from zero in the predicted direction within
the first quarter after October 2022, and this divergence persists through the end of the observation
window. The visual pattern aligns with the regression estimates in Table 3, indicating that the

observed effects arise in response to the export controls rather than continuing pre-existing trends.
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Robustness Checks
We test the robustness of our main estimates to three methodological choices: the matching
procedure, the measures of the two governance variables, and the treatment classification. We
address each in turn.

First, we re-estimate the main specification under three alternative matching procedures to
ensure that the results are not sensitive to our CEM implementation. Each alternative varies the
coarsening by using finer or coarser bin definitions for firm age, GitHub organization age, and
firm size. Across the four focal dependent variables (permissive project release, gatekeeping
openness, forks, and external pull requests), the coefficients on Treated x Post retain their sign
and statistical significance under each alternative specification, and each falls within the 95 percent
confidence interval of the main estimate (Table 5). These results indicate that the findings are not

driven by specific matching procedures.

Second, we vary the measurement of the two governance variables. For gatekeeping
openness, we re-estimate the models using the underlying continuous share of external write-
access holders in place of the binary majority indicator, and we vary the length of the active
window across zero, three, and six months around the baseline. For permissive project release, we
re-estimate the models under trailing windows ranging from three to twelve months around the
baseline six-month window. Across all alternative specifications, the estimated effects on the
governance variables retain their sign, remain comparable in magnitude to the main estimates, and
remain statistically significant (results not tabulated to conserve space). These results indicate that
the governance findings reflect underlying behavioral shifts rather than specific operationalization

choices.

31



Finally, we vary the classification used to define the binary treatment. The main
specification separates firms at the Al application level or higher (level 3 or above) from those at
the Al feature level or below (level 2 or 1)—a discrete contrast that captures the first-order
comparison but does not exploit variation in firms’ positions along the Al value chain. We therefore
re-estimate the model using the five-level ordinal classification that underlies the binary treatment,
coded from 1 (non-Al firms) to 5 (foundation-model developers), interacted with the post-shock
indicator. We find that the estimated effect increases monotonically with Al exposure across the
ordinal scale for each dependent variable, and the interaction term is statistically significant as well
(results not tabulated to conserve space). These results are consistent with the argument that firms
positioned higher up the Al value chain are more directly exposed to the export controls.

Placebo Tests

The October 2022 export controls coincided with the launch of ChatGPT on November 30, 2022
(Maslej et al. 2025), which triggered a worldwide expansion of Al-related activity and could have
independently shifted open source release and community engagement across all Al firms. To
separate the policy effect from this contemporaneous global shock, we re-estimate the main
specification on a comparable panel of Indian software firms. Because India was not subject to the
US export controls, Indian Al firms experienced the ChatGPT expansion without the hardware
restriction that bound Chinese firms. We construct the Indian panel using the same Crunchbase-
to-GitHub matching procedure. Panel A of Table 6 reports the difference-in-differences estimates
for the Indian sample across the four focal dependent variables featured in H1 and H2. All four
coefficients are statistically indistinguishable from zero, ruling out the ChatGPT-era expansion in

Al activity as the driver of the effects estimated in the Chinese sample.
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The India placebo test indicates that Indian Al firms did not respond to the October 2022
export controls. A triple-difference specification extends this analysis by estimating how much
larger the response of Chinese Al firms was relative to Indian Al firms over the same period. We
pool the Chinese and Indian samples and estimate a three-way interaction of Al treatment, the post-
shock indicator, and the China indicator, together with firm and month fixed effects and the
controls used throughout. Panel B of Table 6 reports the coefficient on the triple interaction term
Treated x Post % China, which captures the extent to which the change for Chinese Al firms
(relative to non-Al firms) exceeds the corresponding change for Indian firms during the post-shock
period. The coefficient is positive and statistically significant at the 5 percent level for three of the
four dependent variables (permissive project release, forks, and external pull requests) and
marginally significant at the ten-percent level for gatekeeping openness. The triple-difference
results thus reinforce the paper’s central claim that upstream supply-side constraints drive firms to
reconfigure their dependence toward more distributed, downstream open source engagement,
above and beyond any contemporaneous Al-sector trends.

DISCUSSION AND CONCLUSION

This paper asks how Global South firms reconfigure their exchange relationships to sustain
innovation when upstream supply is constrained at the environmental level. We study this question
in the setting of Chinese Al firms after the October 2022 U.S. export controls on advanced
computing hardware. Results from a matched panel of Chinese software firms show an interesting
pattern. After the export controls, Chinese Al firms increased their release of permissively licensed
open source projects and granted more external developers gatekeeping roles on their repositories.
Users outside the firm adopted these projects at higher rates, and external developers contributed

more to project development. Importantly, both community responses operated through the two
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governance shifts. These results are robust to various tests including a placebo test comparing
Chinese Al firms with Indian Al firms, which are not subject to the export controls. Below, we
discuss the implications of these findings for resource dependence theory and for research on
organizations in the Global South.
Dependence Reconfiguration and Resource Dependence Theory
Resource dependence theory has long argued that firms can manage dependence through strategies
such as absorption, countervailing, and avoidance, all of which focus on reducing dependence
within the upstream supply structure (Pfeffer and Salancik 1978, Hillman et al. 2009, Jiang et al.
2023). These strategies share an implicit assumption that firms retain some discretion over their
upstream relationships. While powerful in many settings, these strategies have less value when
constraints arise at the environmental level—conditions that are increasingly salient under techno-
geopolitical rivalry and cross-border decoupling (Farrell and Newman 2019, Petricevic and Teece
2019, Luo and Van Assche 2023, Witt et al. 2023)—where restrictions apply broadly across
upstream actors and limit the scope for firm-level actions in the upstream.

In this setting, we argue and show that firms can still manage dependence by treating their

exchange relationships as a portfolio that spans both upstream and downstream actors. Emerson'’s
(1962, pp. 35-36) insight on “balancing operation” describes the diffusion of dependency into new

relationships as a means to restore balance under unbalanced dependence. We argue that this
diffusion can run downstream as well as upstream, toward distributed users and developers who

adopt, adapt, and build on the firm’s output. We term this response dependence reconfiguration. It

extends resource dependence theory by identifying a downstream response in which firms manage
concentrated upstream dependence by redirecting effort to building relationships with distributed

users and developers. The extension brings resource dependence theory into direct conversation
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with two literatures. The demand-based view treats customers as a source of competitive advantage
and identifies the demand side as a distinct locus of value creation (Adner and Zemsky 2006, Priem
2007, Schmidt et al. 2024). Research on user innovation establishes users and developer
communities as productive participants in the innovation process (Lakhani and von Hippel 2003,
Baldwin and von Hippel 2011). The concept of dependence reconfiguration links the two
literatures to resource dependence theory by specifying when firms shift to the demand side as a
strategic response to environmental supply constraints, and by treating user innovation as a
managed response that firms shape through deliberate governance choices.

Our results sharpen this argument by showing how the upstream and downstream sides of
the firm’s exchange-relationship portfolio differ in their structural properties (Casciaro and
Piskorski 2005, Gulati and Sytch 2007). Upstream dependence in our setting is concentrated
among a small number of suppliers and exhibits high power imbalance and low mutual dependence;
by contrast, downstream dependence is distributed across many users and developers and exhibits
lower power imbalance and higher mutual dependence. Two governance choices shape this
downstream structure. Permissive licensing widens the user base by removing reciprocity
requirements that would deter commercial users, and gatekeeping openness deepens engagement
by giving external developers authority over the project’s technical trajectory. Theoretically, it’s
worth noting that gatekeeping openness helps operationalize the mutual-dependence mechanism
that prior research associates with stronger relational performance (Gulati and Sytch 2007).

Open Source Innovation as a Strategic Response for Global South Firms
Our findings extend research on organizations in the Global South. Prior work has largely focused
on how firms in these contexts navigate domestic institutional voids and weak intermediary

structures (Khanna and Palepu 1997, Taussig and Delios 2015), and, in the face of supply-side
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constraints on critical upstream inputs, has emphasized input substitution or internal capability
building. In this study, we identify a distinct response that operates beyond firm boundaries.
Specifically, we show that Chinese Al firms facing severe supply constraints sustain technological
development by releasing open source projects and making deliberate governance choices that
mobilize a global community of users and developers in the downstream.

It is well established that hardware and software are complementary inputs in Al
development (Milgrom and Roberts 1990, Brynjolfsson et al. 2021). The value of joint
development of the two layers of the Al stack means that software-side innovation can compensate,
at least partially, for hardware-side constraints. This complementarity, combined with the
widespread open-sourcing of Al models and applications, highlights the strategic role of open
source innovation for Global South firms facing restricted access to critical inputs. Specifically,
we see two mutually-reinforcing functions that open source serves for these firms. First, as a novel
organizational form, open source innovation sits outside the scope of semiconductor export
restrictions (Zeitouni 2021), allowing firms to engage the global community of users and
developers when restrictions on hardware bind. Open source thus offers a technology development
channel through which firms mobilize the community to advance the software side of the Al stack.
DeepSeek’s recent release of its V4 model illustrates this mechanism in operation. Developed
under continuing U.S. restrictions on advanced chips, the model achieves frontier-competitive
performance through architectural innovations on the software side that substantially reduce the
hardware demand for inference and training. Its technical report explicitly emphasizes “software-
hardware co-design” with chip vendors (DeepSeek-Al 2026, p. 16), demonstrating our logic in

practice. In addition, the V4 model was released publicly under permissive terms and received
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rapid global adoption (Maslej et al. 2025), mobilizing downstream community engagement in line
with our theoretical argument and findings.

Second, open source release can strengthen a firm’s position in global technological
influence. Broad diffusion of technology through open source attracts complementary
contributions (Lakhani and von Hippel 2003) and helps establish de facto technical standards
(West 2003), positioning the firm to influence the trajectory of technical development in its domain
(Altman et al. 2022). Reflecting these dynamics, even firms with proprietary origins increasingly
shift core development onto open foundations (Haese and Peukert 2025). Through the open source
channel, constraints on upstream input access can be strategically reconfigured into downstream
influence: technologies controlled by the firm can become embedded in development trajectories
that extend beyond domestic markets. This enables Global South firms to participate in shaping
the direction of global technological evolution even when their access to critical upstream
resources remains restricted.

Boundary Conditions and Future Directions

We acknowledge several limitations due to the scope of the project. First, the open source
mechanism we identify is highly relevant to the software industry but may be less applicable to
other settings. The Chinese Al industry provides a well-suited context to test our theory because
semiconductor export restrictions apply only to hardware, and because hardware and software are
highly complementary to each other, especially in Al development. In industries where firms’
output is physical and tightly coupled to the restricted upstream input, the open source mechanism
will be less applicable, and firms facing environmental-level supply constraints would need to

develop other response strategies to manage their dependence.
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A second limitation concerns upstream substitution. Our data capture downstream open
source release and governance choices but do not allow us to examine whether Chinese Al firms
adopt domestically available, lower-performance chips as substitutes for restricted U.S. hardware.
Whether firms combine downstream community engagement with upstream substitution, or
instead face a trade-off between the two, remains an open question. Addressing this question would
require fine-grained data on hardware sourcing and procurement decisions, which we leave to
future research.

A natural direction for future research concerns the direction of firms’ innovation under
sustained constraints. Constrained firms may redirect their innovative efforts away from compute-
intensive foundation model development, where upstream restrictions bind most tightly, toward
application-oriented product development, where dependence on advanced chips is less acute and
released models can be deployed and adapted across domains, as DeepSeek’s development
trajectory illustrates. Linking governance choices and community engagement to firms’ innovation
direction, and ultimately performance outcomes, will sharpen our understanding of the theoretical
and practical value of the dependence reconfiguration strategy we propose for Global South firms,
which are likely to remain dependent on a concentrated set of Global North incumbents for critical

technologies in the foreseeable future.
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Table 1. Covariate balance, pre- and post-matching

Pre-matching Post-matching

Covariate Treated Control SMD  Treated Control SMD
Firm age (months) 59.1 99.5  0.613F  65.0 87.6  0.363
GitHub organization age (months) 17.0 33.6  0.446f 18.6 311 0.336
Venture-capital backed 0.610 0.585 0.050 0.685 0.714 0.063
Publicly listed 0.031 0.091  0.249  0.035 0.065  0.139
Medium or large firm (> 51 employees)  0.610 0.561  0.098  0.604 0.603  0.003
n treated 159 143

n control 685 521

Notes. Covariate means for treated and control firms before and after Coarsened Exact Matching (Iacus, King, &
Porro, 2012), with standardized mean differences (SMDs; Austin, 2011). The pre-matching sample is all Chinese
software firms in Crunchbase with an identifiable GitHub account and a founding date before October 2022 (n = 844;
five contaminated controls removed). The post-matching sample is the 664-firm analytic panel (n = 664; an additional
17 post-treatment-founded firms removed). Firm age and GitHub organization age are reported in months; remaining
covariates are binary proportions. Binary covariates are matched exactly in CEM; continuous covariates are coarsened
to quartile bins before matching and reported here in original units. After matching, venture-capital backing and the
medium-or-large firm indicator achieve SMDs below the strict 0.10 benchmark, and publicly listed (0.139) sits within
the 0.10-0.25 acceptance range (Austin, 2011). SMDs marked { remain elevated because CEM guarantees exact balance

on quartile bins rather than on continuous values.
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Table 2. Summary statistics by treatment status (matched analytic sample)

Control (n =521) Treated (n = 143)
Mean SD Mean SD

Dependent variables
New repository creation (count) 0.101 0.586 0.088 0.553
Permissive project release (count)  0.040 0.330 0.041 0.288

Gatekeeping openness 0.698 0.459 0.711 0.454
Forks (count) 2.390 15.822 1.019 6.665
External pull requests (count) 4.812 41.293 0.923 6.381

Firm controls

Venture-capital backed 0.794 0.405 0.828 0.377
Publicly listed 0.068 0.252 0.050 0.218
Previously acquired 0.035 0.184 0.007 0.084
Medium or large firm 0.604 0.489 0.604 0.489
Firm age (months) 118.1 73.5 95.4 55.1
GitHub organization age (months) 61.3 42.9 48.5 39.6

Notes. Statistics computed at the firm-month level over the observation window (October 2020

through October 2025). The treated group consists of 143 Chinese software firms whose Al value-
chain classification places them at the AI application level or higher; the control group consists
of 521 Chinese software firms classified at the AI feature or non-Al levels. Count dependent
variables are reported in their original (unlogged) units; the regressions in Table 3 apply log-
of-one-plus transformations to all four count-based dependent variables. Permissive project
release (count) is the monthly count of newly released repositories under permissive licenses;
the regressions use In(1 + six-month rolling sum) of this monthly flow, which smooths short-run
noise. The other three count-based dependent variables enter the regressions as In(1 + yi:) of
the monthly count. Gatekeeping openness is an indicator equal to one when external write-
access holders hold the majority of project gatekeeping. Among the firm controls, medium or
large firm is an indicator for firms with fifty-one or more employees, separating firms above the
OECD micro-and-small-enterprise threshold (OECD, 2024); the four control variables (venture-
capital backing, public listing, prior acquisition, medium or large firm) are time-invariant at the
firm level, while firm age and GitHub organization age advance with the panel.
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Table 3. Effect of the export controls on open-source activity, governance, and community
engagement

0SS activity 0SS governance Community engagement

(1) (2) 3) (4) (%)

New repository Permissive project Gatekeeping  Forks External pull

creation release openness requests
(Baseline) (H1a) (H1b) (H2a) (H2b)
Treated x Post 0.0306*** 0.0709*** 0.1568*** 0.1056** 0.1013**
(0.0118) (0.0250) (0.0554) (0.0461) (0.0446)
Firm fixed effects Yes Yes Yes Yes Yes
Calendar-month FE Yes Yes Yes Yes Yes
Controls Yes Yes Yes Yes Yes
Firms (clusters) 664 664 386 664 664
Observations 36,337 36,337 11,923 36,337 36,337
R? 0.297 0.485 0.670 0.771 0.724

Notes. Each column reports a separate difference-in-differences regression with firm and calendar-month fixed effects.
The treated group consists of 143 Chinese software firms classified at the Al application level or higher; the control group
consists of 521 Chinese software firms classified at lower levels. Treated and control firms are matched using Coarsened
Exact Matching (Iacus, King, & Porro, 2012). Post equals one for months from October 2022 onward. The dependent
variable in Column 1 (Baseline) is the log of one plus the monthly count of new non-fork repositories. Column 2 (Hla)
is the log of one plus the rolling six-month count of newly released repositories under permissive licenses (MIT, BSD,
Apache, and similar). Column 3 (H1b) is a binary indicator equal to one in firm-months in which external write-access
holders hold the majority of project gatekeeping; it uses the 386-firm subsample for which gatekeeping decisions are
observable in the GitHub event archive. Columns 4 and 5 are log-of-one-plus transformations of monthly firm-level counts
of external forks of the firm’s repositories and external pull requests received. Controls comprise three time-varying firm-
level indicators: venture-capital backing, public listing, and prior acquisition. Standard errors clustered at the firm level
appear in parentheses. * p < 0.10, ™ p < 0.05, *** p < 0.01.
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Table 4. Mediation analysis. Governance change as the channel from shock to community
engagement.

Permissive project release (Hla) Gatekeeping openness (H1b)

Dependent variable: Forks Ext. PRs Forks Ext. PRs

Panel A. Baron-Kenny mediation paths

Path a (Treatment — Mediator) 0.0709*** 0.1568**

(0.0250) (0.0554)

Path b (Mediator — Dep. var.) 0.3234* 0.5649* 0.2105** 0.3564™
(0.0396) (0.0583) (0.0585) (0.0830)

Indirect effect (a x b) 0.0229 0.0401 0.0330 0.0559

Sobel z 2.68 2.72 2.22 2.36

Sobel p-value 0.007 0.007 0.026 0.018

Share of total effect mediated 21.7% 39.6% 10.3% 24.3%

Panel B. Bias-corrected bootstrap 95% CI (5,000 cluster replications)

Bootstrap point estimate 0.0229 0.0401 0.0330 0.0559

Bias-corrected 95% CI [0.008, 0.043] [0.014, 0.073] [0.010, 0.072] [0.017, 0.120]

CI excludes zero? Yes Yes Yes Yes

Panel C. Sample
Observations 36,337 36,337 11,923 11,923
Firms (clusters) 664 664 386 386

Notes. This table reports mediation analysis for two governance mediators of the export-control shock’s effect on
community engagement: permissive project release (Hla), the log of one plus the rolling six-month count of newly
released repositories under permissive licenses; and gatekeeping openness (H1b), a binary indicator equal to one in
firm-months in which external developers hold the majority of active write-access positions. Each mediator is tested
against each of the two community-engagement dependent variables, forks and external pull requests, yielding four
single-mediator analyses. Panel A follows the three-equation framework of Baron and Kenny (1986). Path a regresses
the mediator on Treated x Post; its estimate is shared across the two dependent-variable columns for each mediator.
Path b regresses the dependent variable on the mediator, controlling for Treated x Post. The indirect effect is the product
of a and b. The Sobel z-statistic and p-value test the indirect effect against the null of zero under normality. Because the
product distribution is right-skewed, Panel B reports bias-corrected 95% confidence intervals from a cluster-resampled
bootstrap of 5,000 replications (Preacher and Hayes, 2008); clusters are firms. Panel C gives the estimating samples: the
permissive-release analyses use the full 664-firm matched sample, and the gatekeeping-openness analyses use the 386-
firm gatekeeping-observable subsample. All regressions include firm and calendar-month fixed effects; controls comprise
venture-capital backing, public listing, and prior acquisition. Standard errors clustered at the firm level. * p < 0.10,
** p < 0.05, " p<0.01.
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Table 5. Robustness. Alternative matching specifications across the four hypothesis dependent

variables.
(1) 2) 3) (1)
Baseline CEM CEM CEM
CEM alt. 1 alt. 2 alt. 3
Permissive project release (Hla)
Treated x Post 0.0709*** 0.0640"** 0.0642*** 0.0571*
(0.0250) (0.0240) (0.0242) (0.0234)
Guatekeeping openness (H1b)
Treated x Post 0.1568*** 0.1560™** 0.1669"** 0.1603™*
(0.0554) (0.0561) (0.0562) (0.0554)
Forks (HZ2a)
Treated x Post 0.1056" 0.0965"* 0.0924™ 0.0925**
(0.0461) (0.0446) (0.0452) (0.0440)
Ezternal pull requests (H2b)
Treated x Post 0.1013** 0.0971** 0.0985™ 0.0934™
(0.0446) (0.0421) (0.0424) (0.0404)
Firm fixed effects Yes Yes Yes Yes
Calendar-month FE Yes Yes Yes Yes
Controls Yes Yes Yes Yes
Firms (Hla, H2a, H2b) 664 743 727 826
Firms (H1b subsample) 386 423 416 459
Matching variables Ageqa, GHAgega, Agegs, GHAgega, Agegs, GHAgegs,

VC, Public, Size.,

VC, Public

VC, Public, Sizes iy

Ageqs, GHAgeqs,
vC

Notes. Each cell reports the Treated x Post coefficient from a separate difference-in-differences regression with
firm and calendar-month fixed effects and the three time-varying firm-level controls (venture-capital backing, public
listing, prior acquisition). Standard errors clustered at the firm level appear in parentheses. Column 1 reproduces
the Baseline CEM used in Table 3: quartile bins on firm age and GitHub organization age, and exact matching
on venture-capital backing, public listing, and the medium-or-large firm indicator (> 51 employees). Columns 2—4
vary the Coarsened Exact Matching (Iacus, King, & Porro, 2012) coarsening scheme. CEM alternative 1 drops
the size exact-match but retains quartile age bins. CEM alternative 2 switches to tercile bins and replaces the
binary size indicator with a three-level size variable. CEM alternative 3 uses tercile bins and matches exactly on
venture-capital backing only. The firms-row counts differ across specifications because the coarsening grid changes
which firms can be matched. The gatekeeping row reports the firm count for the Hlb subsample. ™ p < 0.10,

* p < 0.05 7 p < 0.01.
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Table 6. Cross-country evidence: India placebo and triple-difference
specification

(1) (2) (3) (4)

Perm. release  Gatekeep. Forks  Ext. PR

(Hla) (H1b) (H2a) (H2b)
Panel A: India placebo
Treated x Post 0.0010 0.0357 —0.0072  —0.0034
(0.0047) (0.0438)  (0.0062) (0.0089)
Observations 360,102 41,886 360,102 360,102
Firms 5,994 1,610 5,994 5,994

Panel B: Chinese + Indian triple-difference

Treated x Post x China 0.0659** 0.1280* 0.1160**  0.0912**
(0.0255) (0.0707)  (0.0462) (0.0448)
Firm FE Yes Yes Yes Yes
Month FE Yes Yes Yes Yes
Controls Yes Yes Yes Yes
Observations 396,439 53,809 396,439 396,439
Firms 6,658 1,996 6,658 6,658

Notes. Panel A reports coefficients on Treated x Post from re-estimating the four
hypothesis-test specifications on a comparable panel of Indian software firms. India was not
subject to the October 2022 export controls, so any non-zero coeflicient would suggest global
trends rather than policy effects. All four coefficients are statistically indistinguishable from
zero. Panel B reports the coefficient on Treated x Post x China from the triple-difference
specification pooling Chinese and Indian matched panels. This triple interaction is the coef-
ficient of interest: Chinese Al firms increased open-source activity relative to the combined
comparison group of Indian Al firms, Chinese non-Al firms, and Indian non-Al firms. Stan-
dard errors clustered at the firm level are in parentheses. Column 2 (gatekeeping openness)
restricts to firms with gatekeeping data. * p < 0.10, ** p < 0.05, *** p < 0.01.
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Figure 1. Conceptual model of dependence reconfiguration through open-source governance.
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Notes. The figure summarises the study’s hypotheses as a directed graph. The October 2022 U.S. export controls on
advanced Al computing hardware are the supply-side shock (left). Hla and H1b predict that the governance of firms’
new open-source projects shifts toward a higher rate of permissive project release and toward external majorities in
gatekeeping roles, respectively. H2a and H2b predict that the two governance shifts mediate the effect of the shock on
community adoption (forks) and community contribution (external pull requests), respectively. Solid arrows denote
causal paths tested in the main specification.

Figure 2. Event-study coefficients around the October 2022 export controls.
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Notes. Each panel plots coefficients on Treated x Post by event-time bin around the October 2022 U.S. export
controls on advanced Al computing hardware. The specification follows Borusyak, Jaravel, and Spiess (2024). Event
time is measured in six-month bins; the bin [m = —6, —1] is the omitted reference and its coefficient is pinned to zero
by construction (hollow circle). Whiskers show 90 percent confidence intervals based on standard errors clustered at
the firm level. The dashed vertical line marks the policy announcement. Joint F-tests of the pre-shock bin coefficients
yield p-values of 0.408 (permissive project release), 0.709 (gatekeeping openness), 0.501 (forks), and 0.139 (external
pull requests), all above the 0.10 threshold, consistent with the parallel-trajectories assumption underlying the main
specification. All regressions include firm and calendar-month fixed effects and three time-varying firm-level controls:
venture-capital backing, public listing, and prior acquisition. Panels (a), (c), and (d) use the 664-firm Coarsened Exact
Matching sample (36,337 firm-month observations); panel (b) uses the 386-firm gatekeeping-observable subsample
(11,923 firm-month observations).
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Appendix A: Classification of Firms by the Level of AI Involvement

Identifying the treated and control groups for our analysis requires a reproducible procedure that
separates software firms whose core products depend on advanced Al computing hardware from
otherwise comparable software firms that do not. We use a large language model to assign each
firm a level on a five-point Al value-chain rubric, following recent work that validates LLM-based
text annotation against human coders (Gilardi et al. 2023). The classifier reads three inputs for
each firm: the firm’s name, its full Crunchbase business description, and its Crunchbase industry
categories. It returns one of five levels together with a short textual justification. To address the
concern that firms may have rebranded around Al after the October 2022 export controls, we run
the classifier on two versions of each firm’s Crunchbase profile: a 2022 snapshot and a 2025
snapshot. Treatment is assigned from the 2022 label, because the treatment indicator must reflect
what the firm was at the time the policy took effect.

The rubric assigns each firm to one of the following five levels:

e Non-AI firms (level 1) have no meaningful Al component in their core product or operations.

o Al feature firms (level 2) add an Al capability to a primary product that is not itself centered
on Al; an e-commerce platform that ships a chatbot customer-service feature is one example.

o Al application firms (level 3) offer a primary product whose value proposition is an Al
capability delivered to end users.

o Al infrastructure firms (level 4) build the tools that support Al development by other firms,
including model-serving platforms, vector and training-data pipelines, and developer tooling
for Al workloads.

e Foundation-model developer firms (level 5) train and release large general-purpose models,
such as large language models and diffusion models, as their primary product.

Firms at levels 3 through 5 form the treated group, because their core products depend directly on
the advanced computing hardware restricted by the October 2022 controls. Firms at levels 1 and 2
form the control group.

The classifier is Qwen3 8B, an 8-billion-parameter open-weights large language model. It is served
locally and queried at low temperature (0.2) for near-deterministic output, with up to two retries if
the model returns output that fails schema validation. Each firm is presented in a single-shot
prompt that states the task, lists the five levels with definitions, and provides level-specific text
cues. For example, words such as “train,” “pretrain,” “foundation model,” and “LLM” are listed
as indicators of level 5; “MLOps,” “vector database,” and “RAG” are listed as indicators of level
4. The model returns a structured object containing the level, a primary-role tag, a compute-
exposure tag, two to five evidence phrases quoted from the firm's own text, and a confidence score.
Two firms illustrate the endpoints of the rubric. DeepSeek is categorized by Crunchbase under
Artificial Intelligence, Generative Al, and Machine Learning, with a description that begins
“DeepSeek is an artificial intelligence software company that focuses on developing open-source
large language models (LLMs).” It receives level 5 with confidence 95, with evidence phrases on
open-source LLM releases and with a compute-exposure tag of “high.” Zhihu is categorized under
social media and internet services, with a description that begins “Zhihu is a Chinese social
network platform dedicated to questioning and answering.” It receives level 1 with confidence 100,



with evidence phrases on the question-and-answer format and with a compute-exposure tag of
“IOW_”

Running the classifier on the 2022 and 2025 snapshots gives two labels per firm. We manually
inspected the LLM's output against the underlying Crunchbase text and adjusted the assigned level
where appropriate. Of the 1,974 firms, 1,684 labels were unchanged, 287 were upgraded, and three
were downgraded; only seven of these adjustments crossed the binary treatment threshold (six
upgrades plus one downgrade), so the LLM and manual review agreed on the treatment assignment
for 99.6 percent of the sample. Smaller within-class adjustments are captured in the diff between
the pre-review and post-review label files.

Five firms (Closeli, MetaX, DP Technology, Data Grand, and Arcvideo Tech) receive a level 1 or
level 2 label in both snapshots but are nonetheless excluded from the analytic sample. Their 2022
Crunchbase descriptions are silent on Al: the texts describe the firms, respectively, as a generic IT
company, a molecular simulation technology firm, an integrated circuit design firm, a semantic
analysis developer, and an intelligent video solutions firm with no Al categories. Their 2025
Crunchbase descriptions document substantive Al activity: computer vision products, an Al-for-
science foundation model, GPUs for Al training, natural language processing with robotic process
automation, and face recognition with Al, respectively. Because we cannot confirm that any of
these firms was a genuine control firm at the time of the shock, assigning them to the treated group
would misrepresent the group they belonged to in October 2022, and retaining them as controls
would allow post-shock rebranding to contaminate the counterfactual. We therefore drop all five
rather than assign them to either side of the binary indicator.

After these steps, and after further dropping 17 firms founded after October 2022 that could not
have responded to the policy, the final estimating sample comprises 143 treated firms at the Al
application level or higher (levels 3 through 5) and 521 control firms at the Al feature or non-Al
levels (levels 1 and 2).
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