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Abstract

Dynamic decision problems are ubiquitous in economic policy making and im-

proving existing solutions could lead to substantial welfare gains. At the same time,

powerful methods that allow addressing dynamic problems of previously prohibitive

complexity have been driving much of the progress in artificial intelligence. Yet, they

have so far been used mainly in games, robotics, theoretical models, or most recently

in reasoning language models. We show that the same methods from reinforcement

learning can be utilized to learn optimal policies in novel economic simulations built

with existing real-world data and causal inference. These policies could support eco-

nomic decisions in complex dynamic environments with budget and capacity con-

straints. We allow for restricted classes of policy functions and prove that their regret

decays at rate n−1/2, the same as in the static case. Applying our approach to the

challenging dynamic allocation of training and reskilling programs in labor markets,

we find that exploiting the problem’s dynamic structure achieves significantly higher

welfare than static approaches.
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1 Introduction
Many canonical economic policy problems are dynamic in nature: Government resources

are commonly allocated over time, tax rates are set in dynamic economic environments,

central banks determine interest rate schedules dynamically. Over varying time horizons,

policymakers consider and balance a plethora of interacting variables, making these real-

world dynamic policy decisions highly complex.

Recent advances in artificial intelligence (AI), such as methods from reinforcement

learning (RL), can, in principle, deliver novel solutions to dynamic optimization problems

with thousands of state variables.1 Yet, applications of RL have largely been restricted to

games, robotics, theoretical models, and language. If it were possible to construct realis-

tic simulations of dynamic economic problems directly from large amounts of real-world

data, these simulations could expand the use of RL as decision-support to a wide range of

challenging economic policy settings.

In this paper, we argue that methods from causal inference allow us to create such

simulations from existing economic datasets. The simulations can then serve as training

grounds for RL algorithms to learn dynamic policy rules. Our focus is on problems of allo-

cating government spending under constraints, and we prove novel theoretical guarantees

that the welfare under estimated policy rules converges efficiently to the optimal welfare as

the dataset sample size increases. The policy rules are interpretable—essential for ethical

and legal compliance—and practically feasible.

Our main application is a central policy challenge in today’s labor markets affected by

fast technological changes: The continuous allocation of training and reskilling support to

workers. Specifically, we study the potential AI-assisted dynamic allocation in a setting

that mirrors institutional features of a current program, namely KROM in Sweden. Deci-

sions are made under a fixed yearly budget determined in advance by the legislature, while

1For example, RL applied to the training of reasoning language models performs dynamic optimization
to select tokens given thousands of state variables, i.e., context tokens (see, e.g., Guo et al., 2025).
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individuals arrive at job centers sequentially throughout the year. The setting is challenging

because of its dynamic structure: The arrivals of candidates can be time-varying, and costs

and benefits of providing the training differ across individuals. Taking into account each

arriving individual’s characteristics and constraints of limited overall budget and time, a

policymaker has to decide if to grant the training before considering the next individual.

This requires implicitly forming expectations over economic conditions and the arrival pat-

terns of individuals in order to avoid spending the budget too early in the fiscal year, or

leaving budget unused. Simulating and solving this problem can be conceptualized as two

steps:

First, we build a simulation of the economic policy problem directly from empirical

data, rather than relying on a theoretical model. Causal inference is the key conceptual

ingredient enabling us to do this: Creating a viable simulation requires incorporating the

causal effect of policymakers’ actions on the world. In the job training application, we

achieve this by estimating individual-level treatment effects, i.e., we estimate how much

each individual benefits causally in terms of future earnings if allocated training by the

policymaker. Furthermore, we use data to estimate detailed seasonal patterns and costs, in

order to resemble a real-world policy setting as much as possible. While no randomized

controlled trial (RCT) data are publicly available for KROM itself, we use RCT data on job

trainings—the JTPA study. This dataset was also studied by Kitagawa and Tetenov (2018)

for a simultaneous allocation and thereby allows us to include a benchmark for the dynamic

case.

Second, once the simulation is built, we train and test an AI policy function in it that

maximizes a utilitarian welfare criterion. The policy function can be chosen from a flexible

class of functions to balance interpretability with welfare improvements—for example, a

linear function or a neural network policy. Furthermore, the policy function can be station-

ary (actions depend only on individual characteristics) or non-stationary (actions also de-

pend on current budget and/or time). We observe welfare improvements of 27% and 133%
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for stationary and non-stationary policies compared to a simultaneous allocation policy.2

Developing the problem also theoretically, we provide guarantees that the welfare un-

der our estimated decision rule converges efficiently to the optimal welfare as the dataset

sample size increases. To obtain this result, we study a suitable limiting version of the dy-

namic optimization problem by following recent literature and taking the rate of arrivals to

infinity (Wager and Xu, 2024; Fan and Glynn, 2021; Adusumilli, 2021), resulting in a con-

tinuous time approximation of the problem. Exploiting Partial Differential Equation (PDE)

methods in a novel manner, we are able to prove that regret decays at a n−1/2 rate, where n

is the sample size of the RCT.3 This matches the rate in the static setting, which is not obvi-

ous given the substantial dependence involved in the dynamic problems we consider here.

Specifically, any individual’s covariates influence the actions taken for all subsequently

arriving individuals, for example, through budget depletion.4

Related Literature. In settings where dynamic considerations can be ignored, researchers

have proposed a number of methods for estimating an optimal policy function that maxi-

mizes social welfare, starting from the seminal contribution of Manski (2004) and extended

by Hirano and Porter (2009), Stoye (2009, 2012), Chamberlain (2011), Bhattacharya and

Dupas (2012), Tetenov (2012), and others. More recently, Kitagawa and Tetenov (2018),

Athey and Wager (2021), and Mbakop and Tabord-Meehan (2021) proposed and extended

Empirical Welfare Maximization (EWM) in this context. Our contribution builds on this

literature by extending it to a dynamic setting and linking it to the growing discussion on

expanding training of AI agents, such as decision-making RL policies, to novel fields.

2Even when we strengthen the simultaneous allocation benchmark by allowing for a grid search over
effective budget levels—thereby mitigating unused funds that arise when static allocations are applied to
stochastic arrivals—the welfare gains remain sizable at 17% and 116% respectively.

3Regret is defined as the difference in welfare from using the estimated policy rule, relative to the optimal
policy within a candidate class of policy rules.

4Our primary interest in this paper is on estimation error and we do not present results on the effect of
computational errors on regret. Theoretical results on the accuracy of RL algorithms under realistic assump-
tions is still an active area of research. Also, computational errors could, in principle, be reduced to 0 with
enough computational time.
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Very recently, there has been increasing work on generative world models that simulate

rich video environments for training AI agents (see, e.g., Bruce et al., 2024; Ball et al.,

2025). While capable of creating an impressive range of visual environments current world

models lack the ability to include sufficiently precise causal effects to allow learning the

economic policy problems considered here.5

We rely on RL methods to learn the optimal policy function. An extensive literature ap-

plies similar methods from deep learning and RL to solve dynamic optimization problems

in games, robotics, theoretical (economic) models, and generative AI for language (see,

e.g., Silver et al., 2017, 2018; Degrave et al., 2022; Fernández-Villaverde, 2024; Guo et al.,

2025; Shao et al., 2024). Rather than training an RL policy function to learn control of,

for example, a game, we train a policy function to control an economic simulation. We use

policy gradient RL methods (instead of value function-based methods such as Q-learning),

which directly optimize policy parameters. This allows us to choose a policy function class

directly, for example, a simple logistic policy, which can be essential for interpretability in

real-world settings. While a range of policy gradient methods such as A3C (Mnih et al.,

2016) or SAC (Haarnoja et al., 2018) could be used in principle, we deploy Proximal Policy

Optimization (PPO) by Schulman et al. (2017). It has become a benchmark algorithm due

to its balance of performance and stability. Recently, PPO and variants have, for example,

been prominently discussed for post-training several language models, including the GPT

(Ouyang et al., 2022) or DeepSeek R1 (Guo et al., 2025; Shao et al., 2024).

In economics, dynamic optimization problems have traditionally been solved using

Monte Carlo or grid-based methods like generalized policy iteration (e.g., Benitez-Silva

et al., 2000). RL algorithms such as PPO provide advantages for scalability as they can

learn effective policies directly from sampled experience via gradient ascent on a parame-

terized policy, making them well-suited to handling high-dimensional state spaces.

5As the upcoming years will likely see further increase in research on world models to train AI agents,
combining the simulations with estimates of key (economic) treatment effects could be an exciting avenue
for future research.
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Bandits with knapsacks (Slivkins, 2019) are a variant of bandit algorithms with resource

constraints. Since they are devised for online learning, it is not straightforward to compare

them to our approach. Also, we solve the full dynamic optimization problem, whereas

knapsack bandits typically rely on heuristic decision rules.6

Dynamic Treatment Regimes (DTRs) are another related literature (see, e.g., Laber

et al., 2014) for an overview.7 DTRs consist of a sequence of individualized treatment

decisions. The data in these studies are a sequence of dynamic paths for each individual.

By contrast, the dynamics in our setting are faced by the policy maker, not the individual.

Another difference is that the number of decision points in DTRs is quite small (often in

the single digits), whereas, in our setting, this corresponds to the number of arrivals, which

is very high.

In making use of the knowledge of dynamics, our approach is arguably close to the

domain of model-based RL. Studies such as (Yu et al., 2020; Kidambi et al., 2020) have

argued that model-based methods greatly expand the sample efficiency and applicability

of RL. Compared to these works, our methods are narrowly tailored to the specific setup

studied here, but for this same reason are more efficient. For instance, in a case with limited

budget, our algorithm does not need to visit all budget values to learn the optimal policy.

In contrast, generic model-based RL methods behave conservatively when not all the states

are reached, and typically minimize only a lower bound on regret.

The rest of the paper is organized as follows: Section 2 briefly illustrates our motivating

example, Section 3 formalizes the main class of dynamic policy problems theoretically in

order to prove novel regret bounds for their empirical welfare, Section 4 describes the

empirical applications, Section 5 discusses limitations and extensions as well as further

possible applications, Section 6 concludes.

6Additionally, we optimize within a constrained policy class, which is (currently) not possible with knap-
sack bandits.

7See Sakaguchi (2024) for an extension of the EWM approach to DTRs. In the biostatistics literature, RL
algorithms are also commonly employed to identify optimal policies for DTRs; however, unlike our approach,
these methods typically involve ”off-policy” RL algorithms.
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2 Illustrative Setting
Our main example of a dynamic policy problem in both the theoretical and empirical sec-

tions is an allocation of labor market training. It mirrors the setting of the recently intro-

duced KROM program in Sweden. Under the KROM program, the Swedish Public Em-

ployment Service contracts private providers to assist job seekers in securing employment,

with an emphasis on facilitating a swift transition back to work. Upon becoming unem-

ployed, individuals meet with a caseworker who enters their information into a system to

assess their eligibility for KROM. If eligible, they receive vouchers for training services

provided by third-party organizations.8 KROM operates with two distinct and fixed an-

nual budgets: one allocated for paying training vouchers and another for unemployment

insurance payments that vary based on previous income, with the latter budget serving as

a binding constraint.9 Training allocation decisions can be changed continuously, depend-

ing on the availability of funds in the unemployment insurance budget, by adjusting an

eligibility threshold.

In summary, the KROM program is characterized by sequential (possibly seasonal)

arrivals, a binary policy decision whether to provide job training and reskilling support

or not, varying costs of treatment driven by individual unemployment insurance levels, a

binding budget constraint, and a yearly time frame. We will theoretically formalize these

core features next.

3 Theory
We begin by studying the dynamic policy problem theoretically. This analysis allows us to

derive novel regret bounds for empirical welfare in a wide class of dynamic problems with

8The caseworker may alternatively decide that the unemployed person should enter a more intense training
program (or none at all). We discuss imperfect compliance in Appendix A.8.5. In practice, if the system
recommends KROM, compliance is around 50 to 55%; a no from the system means the candidate is not
eligible for KROM, which cannot be overturned.

9Those not receiving KROM continue to receive unemployment insurance through another government
agency.
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sequential arrivals and budget and/or time constraints. We then proceed by applying our

theory to the data and set up the corresponding economic simulation in Section 4.

3.1 General Setup

Suppose that a policymaker faces a series of individuals who arrive as they get unemployed.

The state variables are denoted by s := (x,z, t), where x denotes the vector of individual co-

variates, z the current budget, and t is time. For the job-training example t = 1 corresponds

to 1 year.

Based on the state s, the policy maker makes a decision on whether to provide the

treatment, i.e., job-training (a = 1) or not (a = 0). The decision is governed by the policy

rule, π(a|s)∈ [0,1], that specifies the probability of choosing action a given state s. The set

of all policy classes under consideration is denoted by Π. The policies are indexed by some

(possibly infinite dimensional) parameter θ ∈Θ. We discuss policy classes in Section 3.3.

Once an action a is chosen, the policy maker receives an instantaneous utility Y (a,z, t)/N,

where N refers to the sample size. We typically have Y (a,z, t) = Y (a) + f (z, t), where

Y (·) is the potential outcome of an individual under treatment a, and the function f (·)

allows for the fact that the treatment costs may vary with z, t. The utilities are divided

by N to rescale them to a ‘per-person’ quantity, which will be convenient when we take

N→ ∞. We focus on utilitarian social welfare criteria: the welfare from choosing actions

{ai}∞
i=1 to the sequence of individuals i = 1,2, . . . , arriving at times {ti}∞

i=1, is given by
1
N ∑

∞
i=1 e−β ti(Yi(ai,zi, ti)−Yi(0,zi, ti)). Note that we always define welfare relative to not

treating anyone. This is a convenient normalization that ensures welfare is 0 if the budget

is 0.

The arrival rates are modeled as a time-varying Poisson process with parameter λ (t)N,

where N is a scaling factor representing the expected number of individuals arriving within

a unit period (e.g., one year). We interpret N as the effective population size. The function

λ (t) is normalized so that
∫ 1

0 λ (t)dt = 1. Given the strong seasonal fluctuations in unem-

ployment—higher in winter than in summer—it is essential to allow for time varying λ (t).
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Following recent literature (Wager and Xu, 2024; Fan and Glynn, 2021; Adusumilli, 2021),

we let N→ ∞ to derive a PDE characterization of welfare. In practice, N is already large,

as it is the number of unemployed individuals in a year. Any approach to determine policy

rules must also use one or more forecasts (or estimates) of the arrival function λ (t) and use

this as optimally as possible. Therefore, for the most part of this paper, we take λ (t) as

given (density forecasts are also possible, and discussed in Appendix A.8.4).

Modeling assumptions. We make two key modeling assumptions. The first is that the

chosen policy π does not affect the arrival rates λ (t). We argue that this assumption is jus-

tified in our setup for at least three reasons. First, individuals typically have limited control

over the timing of their unemployment, as it is predominantly shaped by external factors

such as macroeconomic conditions, industry-wide trends, or firm-specific conditions. Ad-

ditionally, it is unlikely that individuals would strategically delay claiming unemployment

benefits to improve access to job training. The gains from job training are uncertain and re-

alized over time, while the income loss from postponing unemployment support would be

certain and immediate.10 Second, unemployed individuals typically lack detailed knowl-

edge of the policy function, as is currently the case with KROM. Finally, policymakers

can choose stationary policy rules (i.e., those that do not contain budget and/or time as

covariates), that are robust to strategic changes to arrival times.

Our second key modeling assumption is that the covariates and potential outcomes for

each individual are drawn from a joint distribution F that is independent of π,z (however,

we allow F to vary by month in our empirical illustration in Section 4). This supposes

that the chosen policy does not impact the covariate distribution of the unemployed. In the

context of job training, it is possible that the provision of training could affect the length

of subsequent employment spells, influencing how soon individuals return to being unem-

10For instance, the JTPA study estimates that the average treatment effect of job training results in an
increase of $1,500 in cumulative earnings over 30 months, which is often outweighed by the earnings lost
from deferring unemployment benefits for just one month.
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ployed. Arguably, however, this effect is small, as it is unlikely for individuals to become

unemployed twice within a calendar year (which is the duration of our period). Moreover,

it is plausible that the covariate distribution of the unemployed is primarily influenced by

broad economic factors, such as the unemployment rate, rather than by the chosen policy.

Apart from the above, our setup also implicitly assumes that a treatment decision is

made immediately after arrival, but this is not strictly necessary: as outlined in Section

3.4, we can allow the policy maker to pool candidates into small batches and then decide

on a policy rule simultaneously for each batch. Compared to the actual implementation

of KROM, we do make a slight simplification by supposing that rejected candidates are

not re-evaluated. Under KROM, individuals rejected for job training can be reconsidered

if they remain unemployed after 4 months. Summary data obtained from KROM shows

that this is the case for 35% of those initially evaluated. While we abstract away from

this issue for simplicity, it is possible to extend our setup to accommodate this scenario.

This can be done by modeling the situation as a queue, where the policy maker has three

available actions: accept, reject outright, or place in a queue. Individuals in the queue are

reconsidered for eligibility if they remain unemployed after a specific period (in this case,

4 months).

Evolution of budget. Let z0 denote the budget at the start of the program, measured in

units of N (i.e., the actual budget is z0N). In practice, we would determine z0 by taking

the total budget and dividing it by N; it can then be interpreted as the amount of money

available ‘per-person’ in the population. Conditional on (a,s), the change to the budget z

is determined by the law of motion z′− z = Ga(s)
N , where Ga(·);a ∈ {0,1} may be a known

function or a random variable with a known distribution conditional on s. The division by

N ensures that we measure changes to budget in a relative manner, in units of N. Intuitively,

it captures the idea that the relative change to budget from treating a single individual is
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quite small. If the cost of the treatment, c, were uniform across individuals, we would have

Ga(s) =−c, if a = 1 and z > 0. (1)

In the Swedish context, zN represents the total budget available for unemployment in-

surance, while Ga(s) denotes the payment to each new claimant. This payment depends

on the individual’s prior earnings-up to a maximum of 80% of previous earnings or the

minimum wage, whichever is higher-and the length of their unemployment spell. These

payments vary based on individual covariates x. Since the unemployment duration is un-

known at the time of treatment assignment, the policy rule cannot depend on it. As our

framework accommodates restricted policy classes, optimal policies can still be estimated

as long as we have access to observational data on unemployment durations.

Terminal condition. To complete the model, we need to specify a terminal condition. In

the context of KROM, the program ends either upon depletion of the budget or at the year’s

close. Specifically, there is no borrowing if the budget is insufficient; the program can be-

come stricter if the budget depletes faster than expected. Indeed, there have been instances

where no newly unemployed individuals were able to enter KROM because the budget

was exhausted. Additionally, the budget operates under a “use-it-or-lose-it” requirement,

meaning any unused funds are returned to the government. While this might appear sub-

optimal initially, Khalil et al. (2019) document that such rules are common, likely because

their ex-ante positive incentive effects can outweigh ex-post inefficiencies. As discussed in

Appendix A.7, our methodology also allows other types of terminal conditions.

3.2 Representing Welfare using Value Functions

Welfare can conveniently be described with value functions. Define r(s,a) = E[Y (a,z, t)|s],

where the expectation is taken under the distribution F , as the expected utility (or reward)

for the policy maker from choosing action a for an individual when the state variable is s.
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Given our relative welfare criterion, it will be convenient to normalize r(s,0) = 0, and set

r(s,1) := E[Y (1,z, t)−Y (0,z, t)|s].

Let Vθ ,N(s) denote the value function at state s under policy πθ (·), defined as the ex-

pected social welfare from implementing this policy when the initial state is s (recall that

θ indexes the policy rules). We can characterize Vθ ,N(s) recursively as

Vθ ,N(s) =


r(s,1)πθ (1|s)

N +Eθ

[
e−β (t ′−t)Vθ ,N (s′) |s

]
if z > 0, t < 1

0 otherwise
, (2)

where s′ ≡ (x′,z′, t ′) denotes the state variable for the next arrival immediately following

s, and Eθ [·|s] is the expectation jointly over (i) the new covariate x′ ∼ F , (ii) the waiting

time t ′− t ∼ Exponential(Nλ (t)), and (iii) the randomized policy πθ (·), which influences

the value of z′ via z′ = z+GA(s)/N; A∼ Bernoulli(πθ (s)). Note that we have imposed the

terminal condition that Vθ ,N(s) = 0 if budget runs out, or we reach the end of the year.

Unfortunately, the dependence of Vθ ,N(s) on x makes it hard to determine its properties

(for one, Vθ ,N(·) does not have a stable limit as N → ∞). Furthermore, the i.i.d. nature of

arrivals implies x′ is independent of s, so it is convenient to integrate this out and achieve

a dimension reduction for the value function. This motivates the integrated value function

hθ ,N(z, t) :=Ex∼F [Vθ ,N(x,z, t)]. By taking expectations with respect to E[·|z, t] on both sides

of (2), we can characterize hθ ,N(·) recursively as

hθ ,N(z, t) =


r̄θ (z,t)

N +Eθ

[
e−β (t ′−t)hθ ,N (z′, t ′) |z, t

]
if z > 0, t < 1

0 otherwise
, (3)

where r̄θ (z, t) := Ex∼F [r(s,1)πθ (1|s)|z, t].
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3.3 Policy Classes and Optimal Policies

Our theory is quite general and allows for a restricted class Π of policies indexed by some

(possibly infinite dimensional) parameter θ ∈Θ. For computation using RL methods, how-

ever, we require πθ (.) to be differentiable in θ . This still allows for rich spaces of policy

functions. While our framework also allows training neural network policies (see Appendix

B.2), the logistic policy class offers distinct advantages in terms of interpretability and miti-

gating the risk of overfitting the data. Logistic policies are commonly used in canonical RL

examples (see Sutton and Barto, 2018). Let f (s) denote a vector of functions of dimension

k. The logistic policy rule takes the form

πθ (1|s) =
exp(θ⊺ f (s))

1+ exp(θ⊺ f (s))
. (4)

If we take ∥θ∥ → ∞, the class of logistic policies converges to the class of Generalized

Eligibility Scores (Kitagawa and Tetenov, 2018), which are of the form I{θ̃⊺ f (s) > 0},

where θ̃ := θ/∥θ∥. More broadly, this class can approximate any deterministic policy

- including the first-best policy rule (i.e., the policy that maximizes hπ(z0, t0) across all

possible π) - with arbitrary precision, provided the dimension k is sufficiently large.

When using RL methods to solve the problem, we initialize θ randomly and let the

algorithm optimize over θ . We found that the algorithms automatically take ∥θ∥→∞ over

the course of training, meaning that the optimal policy eventually becomes deterministic

(e.g., Figure 2 shows that the relative coefficient values stay largely constant, but the scale

increases slowly).

Note that for each policy πθ , we can define the integrated value function, hθ (z, t), as in

(3). The policy maker’s objective is to choose θ ∗ that maximizes the welfare at the initial

values, (z0, t0), of (z, t):

θ
∗ = argmax

θ∈Θ

hθ ,N(z0, t0). (5)
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3.4 Continuous Time Approximation

The integrated value function hθ ,N(z, t) describes the expected welfare that could be achieved

starting from state z, t onwards, when employing the policy πθ . However, two factors make

the analysis of its properties, and the subsequent derivation of regret bounds, challenging:

First, the transition z′− z is random as it depends on the realized covariates x. This implies

that the second and higher order moments of z′− z could affect hθ ,N(·). Second, the high

correlation between z′ and z implies that the rewards are also serially correlated over time.

For these reasons, we take N → ∞ to obtain a more tractable characterization of the

integrated value function in continuous time. To this end, denote

Ḡθ (z, t) := Ex∼F [G1(s)πθ (1|s)+G0(s)πθ (0|s)|z, t] ,

with s = (x,z, t). We can interpret λ (t)Ḡθ (z, t) as the average change to z under πθ when

the state variable is (z, t). As N→ ∞, hθ ,N(z, t) converges to the solution of the PDE:

βhθ (z, t)−λ (t)Ḡθ (z, t)∂zhθ (z, t)−∂thθ (z, t)−λ (t)r̄θ (z, t) = 0 on U , (6)

where U is the domain of the PDE.

PDE (6) is a core contribution of this paper. The terms, λ (t)r̄θ (z, t) and λ (t)Ḡθ (z, t),

are the average utilities and average change to z under πθ when the state variable is (z, t).

Now, λ (t)r̄θ (z, t) can be interpreted as expected flow utility, while λ (t)Ḡθ (z, t)∂zhθ (z, t)+

∂thθ (z, t) can be interpreted as the total rate of change of hθ (·) with respect to time. PDE

(6) then equates the flow value of welfare, βhθ (z, t), to the sum of the flow utilities and rate

of change of hθ (z, t). Thus the PDE has an asset pricing interpretation if we think of β as

the natural interest rate.

Remarkably, PDE (6) characterizes hθ (·) in terms of only the expected (given z, t) rate

of change, λ (t)Ḡθ (z, t), of z, so, for example, the variance of δ (z) := z′− z does not matter
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for welfare. Moreover, PDE (6) can provide a very good approximation if N—the number

of unemployed individuals per year—is large, it is robust to general arrival processes, and

remains valid even if the policy maker groups arrivals into small batches and applies the

same policy rule within each batch. We provide more details on these desirable properties

in Appendix A.1.1.

To complete our description of the PDE, we need to specify a boundary condition that

determines its domain U . Different boundary conditions correspond to different institu-

tional constraints and terminal conditions.

Suppose that the policy maker faces only a budget constraint (the program ends when

budget runs out), but no time constraint (the program continues indefinitely until the budget

runs out). This corresponds to a boundary condition of the form hθ (0, t) = 0 ∀ t. In our

job training example, there is actually also a time constraint, so the boundary condition is

specified as: hθ (0, t) = 0 ∀ t and hθ (z,T ) = 0 ∀ z. Generalizing things a bit, we allow for

Dirichlet boundary conditions of the form

hθ (z, t) = 0 on the relevant boundary (budget exhaustion and/or terminal time). (7)

Further discussion of the Dirichlet boundary condition is provided in Appendix A.7,

where we also describe two other types of boundary conditions: the periodic and Neumann

boundary conditions. The first is designed to accommodate seasonality. The second accom-

modates scenarios where dynamics at the boundary are different from those in the interior.

This is the case, for example, under a borrowing constraint, where hitting the borrowing

limit implies a different transition law for z as compared to when the borrowing limit is not

binding.

Formal Properties of PDE (6) Under mild regularity conditions, provided in Assump-

tion 1 in Appendix A.1.2, there exists a unique (viscosity) solution hθ (z, t) to (6) under

the boundary conditions (7). We further obtain the following result on the quality of the
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continuous time approximation as a function of the population size:

Theorem 1. Under Assumption 1, there exists C < ∞ independent of (θ ,z, t) such that,

under the Dirichlet boundary condition (7),

sup
(z,t)∈Ū ,θ∈Θ

∣∣hθ ,N(z, t)−hθ (z, t)
∣∣≤C

√
1
N
.

Here, U denotes the feasible state space under the boundary conditions, and Ū denotes

its closure. Theorem 1 is a special case of the more general Theorem 2 described in Section

3.5, so we omit its proof (specifically, N plays the same role as bn in Theorem 2).

3.5 Sample Data and Regret Bounds

The unknown quantities in the dynamic decision problem are the rewards, r(s,a), from

treating candidates, and the distribution of arrivals, i.e., the population distribution F . In

Section 4, we provide a step-by-step description of how these quantities can be estimated

from empirical data to construct an economic simulation of individuals who arrive over

time to seek labor market training. Based on this simulation, we then use RL methods

to train a policy that learns the optimal dynamic allocation of training. From a statistical

perspective, all uncertainty originates from the estimation of the rewards and the distribu-

tion of arrivals. We will discuss in the following how this allows us to derive novel regret

bounds.

3.5.1 Estimation Procedure

Suppose we have access to RCT or observational data that allows one to obtain estimates

Fn and r̂(s,a) of F and r(s,a). In the context of our empirical example, this corresponds

to a pre-existing RCT on the effect of job-training on wages. For the most part, we con-

sider the setting where r(s,a) ≡ r(x,a), i.e., the rewards only depend on the candidate’s
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characteristics, x, but not on budget and time z, t.11 The dataset is then a random sample

of size n in the format {Yi,Wi,Xi}n
i=1. Here, Wi is a dummy indicating treatment, Xi are

the covariates, and Yi =WiYi(1)+(1−Wi)Yi(0), where Yi(1),Yi(0) denote the potential out-

comes for treatment and no treatment. We assume there was no selection into the RCT, so

we suppose that our sample is a representative draw from a joint population distribution

over (Yi(1),Yi(0),Wi,Xi).12 Moreover, we assume ignorability, i.e., (Yi(0),Yi(1))⊥⊥Wi|Xi,

which is trivially satisfied for an RCT. For ease of notation we denote the population distri-

bution of (Yi(1),Yi(0),Wi,Xi) by F as well. The empirical distribution, Fn, of these obser-

vations is thus a good proxy for F .

We recommend a doubly robust method to estimate the rewards (see Section 4.1 for

further details). Using the estimates r̂ and Fn, we can set up a sample version of the dynamic

optimization problem for determining the optimal policy. First, we estimate the quantities

r̄θ (z, t), Ḡθ (z, t) as:

r̂θ (z, t) := Ex∼Fn[r̂(s,1)πθ (1|x,z, t)], and (8)

Ĝθ (z, t) := Ex∼Fn [G1(x,z, t)πθ (1|x,z, t)+G0(x,z, t)πθ (0|x,z, t)] . (9)

Next, we can construct a sample-based approximation of the (discrete) integrated-value

function (3), which approximates PDE (6) as n→∞ (see Appendix A.3 for details). For this

discretized setup, define h̃θ (z, t) as the integrated value function at the state (z, t), when an

individual happens to arrive at that state. As outlined in Appendix A.4, this can be obtained

as the fixed point to a dynamic optimization problem. To obtain estimates for θ , we can

use h̃θ as the feasible sample counterpart of hθ , and solve the sample version of the policy

11An extension to the scenario where r(s,a) = r(x,a)+ f (z, t), with f (·) denoting a known cost of treat-
ment, is straightforward.

12In practice, the population distribution of covariates may differ from the observed data distribution.
For example, we could have time-varying covariate shifts. If the population distribution is known, which
is conceivable in the case of unemployment data, it is possible to use time-varying importance weights to
correct for this difference in covariate distributions. Our empirical illustration in Section 4 suggests one way
to do this using different arrival distributions for each month.
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maker’s problem:

θ̃ = argmax
θ∈Θ

h̃θ (z0, t0). (10)

In simple instances, see Appendix B.1, equation (10) can be solved exactly using PDE

methods. In our main application, we use RL to solve for the policy function parameters.

3.5.2 Regret Bounds

We bound the regret, hθ∗(z0, t0)−h
θ̃
(z0, t0), by bounding the maximal difference between

the integrated value functions, i.e., sup(z,t)∈Ū ,θ∈Θ
|h̃θ (z, t)− hθ (z, t)|.13 Formally, we re-

quire three additional Assumptions to bound regret. We discuss them in Appendix A.5.

They are all trivially satisfied if we use RCT data as well as standard estimation proce-

dures, and the policy maker chooses a policy function class that is not extremely complex.

Theorem 2. Suppose Assumptions 1-4 in Appendix A.5 hold and β > 0. Then,

sup
(z,t)∈Ū ,θ∈Θ

∣∣h̃θ (z, t)−hθ (z, t)
∣∣= Op

(√
v
n
+

√
1
bn

)

under the Dirichlet boundary condition (7).

Theorem 2 is a key result of this paper: Despite the substantial complexity added by

the serial dependence in dynamic settings, regret decays at the same rate as in a simul-

taneous allocation studied in Kitagawa & Tetenov (2018). The term b−1/2
n represents the

approximation error.14 By setting bn ∝ n, this error matches the order of statistical regret.

The theorem does not account for computational error from using RL algorithms, however,

PDE methods can provide exact solutions in simple setups as we illustrate in Appendix

B.1. Even if the global optimum is not found, Theorem 2 remains useful for policy com-

13The latter suffices since hθ∗(z0, t0)−h
θ̃
(z0, t0)≤ 2sup(z,t)∈Ū ,θ∈Θ

|h̃θ (z, t)−hθ (z, t)| (see, e.g., Kitagawa
& Tetenov, 2018).

14As computing θ̃ requires choosing a ‘approximation’ factor bn, we characterize the numerical error
resulting from any sequence bn→ ∞.
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parisons: if the empirical welfare of the estimated policy π
θ̃

exceeds that of another policy

πθ , the regret from using π
θ̃

over πθ is bounded by 1/
√

n.

We provide further intuition for Theorem 2 in Appendix A.3.1; and Theorem A.1 in

Appendix A.7 describes extensions to periodic and Neumann boundary conditions. It also

covers the case of β = 0.

4 Empirical Application
We now describe how existing empirical data and causal inference can be utilized to build

economic policy simulations corresponding to this theoretical setup.

4.1 Simulating the Policy Problem

Our goal is to simulate workers who request job training and reskilling support in a labor

market. The policymaker has a fixed annual budget which is insufficient for providing job

training to all individuals. Individuals who request training arrive according to seasonal

patterns in the labor market, they benefit differentially from the training, and the costs

of job training vary by individual as well. In order to create the simulation directly from

empirical data, rather than through a theoretical economic model, we combine four building

blocks:

(i) RCT Data. The data which we use is from the JTPA study that randomized unem-

ployed job center applicants into receiving job training.15 Importantly, this dataset allows

us to compare our findings with the static EWM allocation in Kitagawa and Tetenov (2018),

while at the same time enabling us to build a dynamic simulation of the current real-world

policy setting KROM (there is currently a lack of RCT data for the Swedish context itself).

We follow the sample selection strategy of Kitagawa and Tetenov (2018), resulting in 9223

observations. Individuals are characterized by three covariates: age, previous earnings, and

education. We also observe their subsequent earnings after 30 months. Approximately 2/3
15Local centers could choose to provide training, job-search assistance, or other support. Following Kita-

gawa and Tetenov (2018), we consolidate all support forms as ‘job training’.
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of the individuals in this study have been randomized into job training.

(ii) Arrival Process and Seasonality. The workers who arrive at the policymaker to re-

quest training are sampled from the RCT dataset. Yet, unemployment patterns vary sig-

nificantly throughout the year. As the RCT contains information on the date when each

worker became unemployed and requested job training, we can estimate seasonal arrivals

on a monthly basis. Assuming these arrivals follow a Poisson distribution as outlined in

Section 3, we are able to sample time increments between arriving individuals from an

exponential distribution.

(iii) Causal Inference. To determine the impact of the policymaker’s actions in a simu-

lated world built from empirical data, we need to estimate causal effects of these actions.

For our application of labor market training, this requires estimating for each individual

i how much their future earnings are expected to change if being allocated the training.

Specifically, we compute:

r̂dr(xi,1) = µ̂(xi,1)− µ̂(xi,0)+(2wi−1)
yi− µ̂(xi,wi)

wi p̂(xi)+(1−wi)(1− p̂(xi))
(11)

Approximately two thirds of participants i in this RCT had received job training (wi = 1)

and one third had not (wi = 0), i.e., the propensity score is constant with p̂(xi) = 2/3. For

µ̂(x,1) and µ̂(x,0) we use two simple linear models:16 One estimated on only the con-

trol and one estimated on only the treatment observations. In both regressions (cross-fitted

over N folds), we regress future earnings y on the covariates x, i.e., age, previous earn-

ings, and education. For each individual in the dataset, we then use model 1 to predict

hypothetical earnings if they had participated in the training, and model 2 to predict hypo-

thetical earnings if they had not participated in the training. Subtracting the untreated from

treated predicted future earnings yields a simple estimate of individual treatment effects of

16More flexible, nonparametric models could be used in place of linear specifications.
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receiving training. Lastly, the third term outlined in Equation 11 adds or subtracts a scaled

version of the residual as a bias correction. These doubly robust rewards were suggested

in Athey and Wager (2021) who show that they lead to more robust estimates of the welfare.

In summary, this estimation yields, for each of the 9,223 individuals in the RCT, a fixed

scalar estimate of how assignment to job training would change their expected earnings.

These individual-level treatment estimates will serve as our rewards that the policymaker

observes and maximizes.

(iv) Empirical costs of training and yearly budget available to the policymaker. Next,

we utilize additional data sources to model how much treatment would cost for each indi-

vidual. To resemble KROM’s setup, we set treatment costs to 80% of the job applicant’s

previous earnings over the last three months, bounded by the minimum wage on the lower

end, and by the average wage rate on the upper end. As we use the JTPA RCT data, we

calculate these values for the US during the time of JTPA to calculate individual treatment

costs ci. Concerning the yearly budget, we mirror the fact that the KROM program treats

approximately 25% of arrivals. Therefore, using the treatment costs and the arrival process

from (ii), we supply the policy maker with enough budget to treat 25% of expected yearly

arrivals. To simplify notation, we normalize this initial budget to z0 = 1.

A Simulated Fiscal Year. We treat all individual building blocks as given—data on work-

ers, monthly arrival rates, estimated individual treatment effects, treatment costs—and

combine them into a structure that resembles the underlying setting. To understand the

final simulation which the policy maker interacts with in detail, it is helpful to go through

one fiscal year:

The fiscal year begins at normalized time t = 0. The time increment until the first arrival

is drawn from an exponential distribution by estimated arrival rates of the corresponding
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month (in this case January). With the drawn time increment, overall time is updated:

t ← t +∆t. Conditional on the month implied by the current value of t, an individual i

is drawn at random from the subset of the RCT data corresponding to that month. This

individual arrives at the policymaker.

Age, education, and previous earnings of individual i, 11 monthly dummies (all policy

functions have an intercept), and the current budget z (if the policy function that we ana-

lyze is non-stationary) are combined into a state s describing the arrival. Given this state,

the policymaker’s decision is sampled from the policy function a ∼ πθ (1|s). The policy

function is parametrized by the vector θ which is learned with RL (next section).

If the policymaker decides to allocate job training (a = 1), the remaining budget z is

computed by subtracting the estimate of the individual’s treatment costs, z← z− ci, and

the individual-level treatment effect r̂dr(xi,1) is observed as reward. If the policymaker

decides not to allocate job training (a = 0), budget z remains unchanged and a normalized

reward r = 0 is observed.

This process repeats for the next arrival: The month is determined based on the current

value of t, estimated monthly arrivals and an exponential distribution are used to draw the

time increment until the next arrival, time is updated, the next individual is drawn from

the subset of the RCT data corresponding to that month, a policy decision is sampled, the

reward and treatment cost are observed, and the budget updated.

The simulated episode continues until the fiscal year ends when either the end of the

year is reached, t ≥ 1, or when the budget is depleted, z = 0. The policymaker’s cumulative

reward is the sum of all individual treatment effects of the episode: ∑
I
i r̂dr(xi,1).17

17We omit discounting as we only consider one fiscal year in this application and to allow for an easier
comparison to the static EWM allocation later. Yet, the RL methods could equally maximize discounted
rewards.
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4.2 Solving the Policy Problem

Given the simulator built in the previous section, we let an RL algorithm (PPO) iterate

through simulated episodes thousands of times in order to find optimal parameters θ of

the policy function. Intuitively, the policy function faces a complex trade-off between

depleting the budget too early and leaving resources unused at the end of the year. The

RL algorithm explores the problem through initially fully random policy actions, and then

successively updates θ to reinforce selecting those actions which yield high rewards given

states. Further details are discussed in Appendix B.2.

In terms of our main policy functions, we consider two classes: (A) a non-stationary

policy class: log(πA
θ
(1|s)/(1−πA

θ
(1|s))) = θ

⊺
1 x+θ2z+θ

⊺
3 ·Dt, and (B) a stationary one:

log(πB
θ
(1|s)/(1− πB

θ
(1|s))) = θ⊺x. The covariate vector x describes age, education, and

previous earnings, scalar z the current budget, and Dt is a vector with 11 monthly dum-

mies. This means that the non-stationary policy function for this dynamic problem has 15

state variables. While the policy functions are logistic, the value function—used only to

determine policy function updates during RL training—is approximated by a flexible neu-

ral network. This value function neural network has approximately 4,500 parameters and

always includes individual covariates, budget, and continuous time in its state. The more

accurate the value function estimate, the faster and more sample-efficient the learning of

the policy function can be.

Training is performed over 50 seeds per policy function class, each with 2000 epochs

and 10 parallel processes.18 We select the best-performing seed for each class, although,

especially for the stationary policy, the top seeds are often identical. Among the many

hyperparameters of the PPO algorithm, the only one that needs tuning in our setup is the

learning rate of the policy function. Other hyper-parameters can be kept at the default val-

ues suggested by the Spinning-Up implementation (Achiam, 2018). PPO also conveniently

allows for neural network-based policy functions (deep reinforcement learning), and we

18An epoch is essentially a batch of episodes - see Appendix B.2 for more details.
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provide additional results for neural networks in our application in Appendix B.2 as well.

4.3 Results

Figure 1 shows how the welfare under our policy rules evolves over the course of training.

Both policies begin to converge relatively quickly. The stationary logistic policy achieves

around four times the welfare of a purely random policy, the non-stationary logistic policy

around seven times as much. We also compare the dynamic policies to those obtained from

applying EWM (Kitagawa and Tetenov, 2018) to the dynamic setting. While EWM was

built for static allocations, it can serve as a helpful benchmark. The lower dashed line

depicts the welfare under an EWM policy obtained by solving the simultaneous allocation

problem with a nominal budget of 25%.19 The upper dashed line depicts an improved

EWM policy, where the nominal budget was chosen using grid-search to maximize welfare,

as described in the next section. We discuss the welfare differences between these four

policies in detail in Section 4.4 below. We can also add non-stationarity to the EWM

approach by adding month and month squared as additional covariates, but this increases

welfare by only around 4.6%.20

The stationary policy is the most straightforward to interpret. By analyzing the three

slope coefficients in its logistic equation after training, we find that the probability of receiv-

ing treatment decreases with age and, to a lesser extent, with education, while it increases

with previous earnings.

For the non-stationary policy, the probability of receiving treatment also decreases with

age and education, and increases with previous earnings. This is implied by the signs of

coefficients at the end of the training in Panel (a), Figure 2. Furthermore, the monthly

indicators capture seasonal patterns in treatment assignment. The probability of receiving

19We used a weighted version of EWM to account for the fact that the yearly distribution of arrivals is
slightly different from the RCT distribution.

20Given that the computational complexity of the EWM procedure developed by Kitagawa and Tetenov
(2018) increases exponentially with the dimensionality of the covariate space, the inclusion of 11 monthly
indicators renders the approach computationally prohibitive.
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Learning trajectory for the two dynamic policies start at epoch 10 and are moving averages over the last
(where available) 100 training epochs. The welfare under a purely random policy (50% treatment probability)
is normalized to 1.

Figure 1: Welfare Achieved on the Dynamic Problem

(a) Absolute Coefficients over the Training
Epochs

(b) Relative Coefficients over Training
Epochs (Divided by |intercept|)

Policy function coefficients over the course of training using the modified PPO algorithm with 10 parallel
processes (i.e., 10 simultaneous RL actors exploring the environment) over 2000 epochs.

Figure 2: Convergence of the Non-Stationary Policy Function Coefficients
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training typically declines from late winter through summer and recovers toward the end of

the year. This pattern is broadly stable, except for three notable outliers. February aligns

with the winter downturn but represents a sharper negative deviation. May breaks the cycle

entirely, showing unusually high treatment probability, while September disrupts the late-

year recovery with the most pronounced decline. These outliers plausibly reflect shifts in

the composition of unemployed workers, particularly the prevalence of seasonal layoffs in

sectors such as construction and agriculture after the summer, or retail after the holiday

season.

Lastly, Panel (b) in Figure 2 displays the rapid relative convergence of the coefficients

(relative to the intercept). In comparison, the absolute coefficient values in the policy func-

tion continue to increase gradually, making the policy more deterministic (i.e., action prob-

abilities nearing 0 or 1). The fast relative convergence means that in practice, we can trun-

cate training early and convert the logistic policy rule to a deterministic one for evaluation

(i.e., treat if the treatment probability exceeds 50%).

4.4 Why Dynamics Matter

There are a number of reasons why a policy rule based on simultaneous allocation is not

optimal in a dynamic setting. We focus on a comparison to the EWM approach, which

represents a state-of-the-art benchmark for simultaneous allocation problems, but most of

the following arguments apply more broadly to simultaneous allocation rules.

First, the budget constraint in the dynamic setting is inherently ‘softer’ when the class

of policies is restricted. Consider a simplified version of our example with constant arrival

rates (i.e., no variation across months) and a constant cost of treatment, with a budget that

enables treating at most 25% of the arrivals. Even in this simplified framework, the EWM

policy based on a population budget constraint of 25% need not be optimal. This is be-

cause we can alternatively employ a policy with a looser ‘nominal’ budget constraint, for

example, one that treats 30% of the population in a simultaneous setting. Under sequential

arrivals, this policy would still only treat 25% of arrivals before the money runs out. But
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because the class of policies is restricted, it can be the case that this looser policy is associ-

ated with a higher average reward per treated person, and therefore lead to greater welfare

overall (see also the discussion in Appendix B.1).21 Or, in cases where the policy under

the tighter nominal budget does not exhaust the full budget, loosening the nominal budget

could generate higher total welfare by allowing more individuals to be treated.22 Simul-

taneous allocations, constrained by strict budget rules, do not naturally account for these

nuances. In fact, one should search over all possible budget values above the given con-

straint to determine the EWM policy that leads to the highest welfare. A detailed analysis

of this effect is provided in Appendix B.3.23

Second, in settings with time-varying outcome distributions, adjusting the nominal bud-

get can alter the effective population distribution faced by the policy, as the program would

then terminate earlier. For instance, if the program ends in mid-June (as with our stationary

policy in Figure 1), the relevant population distribution is based on arrivals from January

through mid-June, rather than the full year. While EWM can be trained on an empirical

distribution approximating yearly arrivals, it cannot adapt to distributional shifts resulting

from varying budgets, as it assumes each arrival is an independent draw from a fixed yearly

distribution. In contrast, our approach simultaneously optimizes the nominal budget and

accounts for the timing of arrivals, allowing it to effectively choose the optimal population

distribution and also maximize welfare within that distribution.24 This is particularly im-

portant when covariate-reward relationships evolve over time or when earlier arrivals yield

higher rewards in ways not captured by covariates or the policy design.

21The restriction on the policy class is crucial. If we allow unrestricted policy rules the average reward per
treated person is monotonically decreasing in the budget constraint.

22The main reason for not exhausting the budget is again the restriction on the policy class, but it can also
occur as a consequence of several candidates having the exact same covariates.

23Additionally, varying candidate arrivals mean the share of treated individuals will vary under a fixed
budget. Thus, treating exactly 25% of candidates will result in leftover budget approximately half the time.
However, this disadvantage of the simultaneous solution diminishes as the number of candidates increases
and vanishes in the limit.

24It is able to achieve this because it maximizes a value function that is a nonlinear function of t. Con-
sequently, even the choice of optimal stationary policies - where t is absent from the policy function - is
indirectly influenced by the presence of t in the value function.
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In the empirical setting illustrated in Figure 1, the first explanation accounts for an 8%

improvement in total welfare.25 This improvement arises from comparing the ‘classic’

EWM policy, which operates with a nominal budget set at 25%, against an adjusted EWM

policy where the nominal budget is optimized through grid-search to maximize welfare in a

context where each arrival is assumed to be an independent draw from the fixed yearly dis-

tribution of arrivals. The remaining welfare gap between our dynamically optimal policies

and the EWM policies stems from the second explanation. The optimal stationary pol-

icy achieves 27% higher welfare than the ‘classic’ EWM policy and 17% higher welfare

than the EWM policy with the optimal nominal budget. The non-stationary policy even

achieves a welfare improvement of 133% and 116% over these two EWM policies. The

non-stationary policy is able to achieve substantially higher welfare than the stationary one

as it is able to adapt to the time-varying outcome distribution.

Of course, a non-stationary policy that employs time as a covariate in a flexible manner

can also exploit such a dependence between rewards and time. If arrival times are observed

in the dataset, they can be included as covariates in EWM to partially address this issue.

However, doing so is often computationally infeasible in practice, as the computational

effort grows exponentially in the number of covariates and this effort needs to be repeated

multiple times through a grid search to identify the optimal nominal budget.26 Furthermore,

a more fundamental limitation of EWM arises when policies and budget constraints depend

on z, t—variables that are not observed in the experimental dataset.27 In this case, it may

not even be possible to incorporate the budget dynamics in an EWM formulation.

25This magnitude varies depending on the initial budget (and the dataset). In Appendix B.3, we use a
simplified setting with only two covariates and a large grid search to find optimal coefficient values for each
budget. We find that this effect varies, but it can reduce total welfare by as much as 17%. With more
covariates, such a grid search becomes infeasible, but our RL algorithm computes the optimal policy directly
(and also automatically determines the right nominal budget level).

26In our setting, the computational challenge for EWM arises because, with the introduction of month
dummies, the state space becomes prohibitively large for EWM, and one would still need to determine the
optimal budget level through grid search. We did run a simpler version of EWM with a quadratic specification
for time, but it only improved welfare by 4.6%.

27Even where there is access to arrival times in the dataset, this time may not align with the time in the
implementation phase; see our discussion on discounting below.
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In fact, even when policies and budget changes depend only on x, the EWM budget

constraint remains sub-optimal. Put simply, EWM enforces the budget constraint on a

single realized sample path, whereas our approach imposes it uniformly across all potential

sample paths. Formally, EWM imposes

1
n ∑

i
∑

a∈{0,1}
Ga(xi)πθ (a|xi)≤ z0.

whereas the true constraint is ∫
Ḡθ (zt , t)dt ≤ z0,

and our method enforces
∫

Ĝθ (zt , t)dt ≤ z0. The gap between these expressions mirrors the

distinction between a finite-sample average and a continuous-time integral and is O(1/
√

n).

This discrepancy implies that EWM induces an O(1/
√

n) budget violation, which in turn

leads to an O(1/
√

n) increase in regret. Thus, even for stationary policies, EWM is ex-

pected to exhibit worse regret by a multiplicative factor.

Finally, simultaneous methods cannot easily accommodate discounting, and the sever-

ity of this limitation depends on the discount rate. In principle, discounting could be in-

corporated into EWM under highly restrictive conditions—specifically, if the experimental

period were very long, the policy had no budget constraints, and the experimental data

began at the exact start of policy implementation. In that case, one could solve

argmax
π

1
n

n

∑
i=1

e−βTi

[
YiWi

p(Xi,Ti)
+

Yi(1−Wi)

1− p(Xi,Ti)

]
.

However, in practice, the policy horizon typically far exceeds the duration of the exper-

iment (e.g., the JTPA study lasted only two years, while policy effects under reasonable

discounting assumptions may span much longer, as discussed in Appendix B.1). Addition-

ally, the experiment may not begin at the calendar start of the policy, causing misalignment

between the observed Ti = 0 in the dataset and the true policy start. We examine discount-
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ing in detail in Appendix B.1 but omit it from our main application to provide a cleaner

benchmark for comparison with EWM. Nonetheless, we argue that discounting is appro-

priate in the job-training context: all else equal, a policymaker would prefer to stop paying

unemployment benefits and start collecting taxes sooner.

5 Discussion

5.1 Limitations and Extensions

RCTs aim to inform future policy using past experimental data, assuming treatment effects

remain stable. This assumption is more realistic if the time between RCT and application

is short and the respective populations are similar. Our paper is no exception in this regard.

In case RCT data is trusted to inform policy, we aim to provide guidance on how this can

be done optimally. Our approach, however, also relies on the accuracy of the simulated

dynamics and other estimated features of the simulation. If real-world settings have struc-

tural breaks in the corresponding empirical data, and treatment effects and dynamics are

suspected to be unstable, our offline simulations of economic policy problems built from

existing data could be used to initialize policy parameters for subsequent online learning

and fine-tuning. Initializing policies in this way can reduce ethical and monetary costs of

exploration (see also Appendix A.8.3 for a discussion of online learning).

More generally, given a specific simulation built from offline data, there is the chance

of overfitting, in particular with very flexible policy function approximators like neural net-

works. A logistic policy function such as the one of our main application makes overfitting

much less likely and is additionally more interpretable than a neural network. If concerns of

overfitting remain, for example, for more flexible function approximators, policy functions

pre-trained in simulations could again be fine-tuned in online learning as outlined above.

While well-calibrated AI policy functions can allow for a level of consistency and dy-

namic sophistication of decisions that is difficult to attain for humans, they raise different

ethical challenges. Including more covariates may lead to higher welfare, but also more
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possibilities for statistical discrimination. In our framework, policymakers retain flexibility

in specifying the social welfare criterion, which provides scope to address ethical concerns

through careful and transparent design choices. In future research, it could be interesting to

study how “ethical constraints” can be added to the RL environment and reward structure,

such as changing the welfare criterion to one where rewards are higher if certain target

allocations are met.

Lastly, since arrival times in the setting studied in this paper are determined by the

timing of unemployment, we can assume these times to be exogenous from the perspective

of the arriving individual. In settings other than the job training, individuals could be

strategic and make dynamic arrival decisions. This could be modeled in the simulation

directly. Yet, also in the current application without such additional features, a policy

maker can always simply select a stationary policy function (i.e., one that does not include

budget and/or time) and thereby disincentivize strategically changed arrival times as they

would not affect policy decisions.

5.2 Further Applications and Generalization

The broader approach developed in this paper—building simulations of dynamic economic

policy problems using real-world data and causal inference with the goal of training AI

policy functions that support decisions—could provide a blueprint for a variety of work.

Retraining and other active labor market policies are of course not unique to Sweden.

For example, while in France all unemployed individuals are entitled to baseline services,

the government can choose to provide more intensive services to some job seekers. Be-

haghel et al. (2014) present RCT evidence on assigning some job seekers to caseworkers

with substantially lower caseloads (approximately one third of the regular number), allow-

ing for more intensive interactions, such as weekly meetings. These reduced caseloads also

imply binding capacity constraints. Utilizing their dataset and other sources could allow

building and solving a simulation of the French labor market case of allocation job training.

Staying further in the realm of applications for which we provide theoretical asser-
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tions in this paper—simulations with sequential arrivals as well as capacity and/or time

constraints—applications span a wide range of settings, limited primarily by the availabil-

ity of datasets that permit credible causal estimation. To illustrate the breadth of potential

applications, consider RCTs such as the one by Heller et al. (2017) to allocate scarce coun-

seling interventions,28 or the RCT of Portilla et al. (2025) on midwife home-visiting pro-

grams.29 In both examples, dynamic arrivals and capacity constraints arise naturally due to

a limited number of trained experts. Such datasets could be used for building simulations of

associated dynamic problems with the goal to learn AI policy functions and work towards

supporting the human policymakers who face these decisions. In addition, Appendix B.4

presents another application which constructs and solves a dynamic policy problem faced

by ‘sunsetting’ foundations by utilizing a randomized experiment about social media use

from Allcott et al. (2020).

More generally, applications are not restricted to RCT data. Our theory also supports

causal effects estimated from observational studies when selection is based on observables.

Moving beyond the scope of theory and regret bounds developed in the paper, future work

could extend the framework to include treatment effects obtained with quasi-experimental

methods such as instrumental variables or regression discontinuity designs. Successively

more complex and realistic economic simulations could also include causal effects esti-

mated from multiple data sources as building blocks. Conceptually, causal inference may

not be restricted to determining the consequences of policy actions, but could additionally

allow modeling how agents themselves causally impact each other and the wider environ-

ment simulated from empirical data.

28In this setting, individuals arrive sequentially following court decisions and are immediately assigned to
available programs. Capacity constraints arise naturally due to a limited number of trained counselors and
the treatment requiring twice-daily small-group sessions during their detention spell of typically three to four
weeks. Decisions must therefore be made upon arrival, as delaying treatment would reduce its effectiveness
given the short duration of detention and the immediate nature of the intervention.

29Pregnant women (near their due date) can apply and the intervention is tailored to the first weeks of an
infant’s life. Capacity constraints again bind due to limited availability of trained staff. Portilla et al. (2025)
provide causal estimates on long-term treatment effects in this setting.
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Finally, building simulations to improve challenging dynamic economic policy deci-

sions with AI extends beyond settings with budget and time constraints discussed in this

paper. Returning to the example of central bank interest rate decision from the introduction,

consider a setting in which an AI policy would support adjustments to complex interests

rate schedules during economic crisis. Interest rates are part of future economic states and

the dynamic problem of setting them optimally is a Markov Decision Process (MDP) and

suitable for RL methods. If the simulation was built from data rather than being solely a

theoretical macroeconomic model, however, it would have to address the Lucas critique.

This would require causally estimating the effects of changing interest rates on an economy

of forward-looking agents who adjust their expectations and behavior. Recent work such as

McKay and Wolf (2023); Caravello et al. (2024) might form a basis for such simulations,

aiming to estimate the causal effects of policy actions on an economy. Rewards would not

be given by individual-level treatment effects, but could be associated with keeping price

levels stable or employment levels high.

6 Conclusion
We study how simulations built with causal inference and existing empirical data can ex-

pand the use of AI methods to support challenging dynamic economic policy problems.

We consider dynamic settings where candidates arrive sequentially, and a policymaker with

limited budget or capacity must decide whether to provide treatment. For an application to

the dynamic allocation of reskilling programs in labor markets, we show that utilizing AI to

learn optimal decisions can substantially increase welfare relative to static approaches. We

allow for restricted classes of policy functions and provide a novel proof that their regret

decays at rate n−1/2 for sequential arrivals with budget and time constraints, the same as in

the static case.

A growing set of economic datasets permits the construction of policy simulations in

which AI methods could learn dynamic economic decisions. As the fidelity of economic
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simulations improves, recommendations generated by AI policy functions may become an

increasingly important input supporting human policymakers who face these highly com-

plex dynamic decisions.
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A Additional Details: Theory

A.1 Properties of PDE (6)

A.1.1 Desirable Properties of PDE (6)

PDE (6) characterizes hθ (·) in terms of only the expected (given z, t) rate of change,

λ (t)Ḡθ (z, t), of z, so, for example, the variance of δ (z) := z′− z does not matter for wel-

fare. The reason for this is that as N → ∞, the variance of z′− z declines at the rate N−2,

while the expected change is of the order N−1, so the mean dominates. Note also that the

PDE depends only on the current state s, thus enabling us to abstract away from the time

series dependence of z. These facts show how PDE (6) ameliorates the issues with the

discrete-time formulation. We remark on a few additional properties of the PDE below:

Large N approximation. Theorem 1, stated later in this section, shows that

sup
(z,t),θ∈Θ

∣∣hθ ,N(z, t)−hθ (z, t)
∣∣≤ K

√
1
N
. (12)

for some K < ∞. In our running example, N corresponds to the number of unemployed

individuals per year, which is a large number. Hence, we expect PDE (6) to provide a very
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good approximation in this setting.

General arrival processes. While it is natural to model arrivals as an exponential pro-

cess, this is not necessary. In fact, the randomness of the arrivals becomes irrelevant for the

properties of hθ (z, t) as N→ ∞. Let ∆t denote the waiting time between arrivals when the

last arrival was at time t. We require limN→∞E[N∆t ] = λ (t) and limN→∞ Var[N∆t ] = 0 at

each t (note that these are satisfied by the exponential distribution with parameter λ (t)N).

Any arrival process that satisfies these conditions will lead to PDE (6).

Batching. In practice, the policy maker may want to group arrivals into small batches

and apply the same policy rule on each batch. Let B denote the batch size. Then, PDE (6)

continues to apply as long as B/N → 0, so applying our proposed policy rules with such

small batches delivers the same welfare as not using batching. We can also account for

larger batch sizes, B/N→ c∈ (0,1), by using piece-wise constant policy rules (see Section

4). These are policy rules that remain unchanged for some specific time intervals.

A.1.2 Existence and Uniqueness of PDE (6)

We now provide formal results on the existence and uniqueness of PDE (6), along with

rates on the quality of the continuous time approximation.

The following ensures existence of a unique, continuous viscosity solution to (6):

Assumption 1. (i) Ḡθ (z, t), r̄θ (z, t) are Lipschitz continuous uniformly over θ ∈Θ.

(ii) λ (t) is bounded, Lipschitz continuous, and bounded away from 0.

(iii) There exists M < ∞ such that |r̄θ (z, t)|, |Ḡθ (z, t)| ≤M for all θ ,z, t.

(iv) There exists δ > 0 s.t Ḡθ (z, t) < −δ . This is only required for the case of the

boundary condition with z >−∞.

The sole purpose of Assumption 1(i) is to ensure hθ (z, t) exists and is uniform Lipschitz

continuous. Appendix A.8.6 provides primitive conditions for verifying Assumption 1(i)

under the soft-max policy class (4). Briefly, we require either ∥θ∥ be bounded away from
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∞, or at least one of the covariates be continuous.1 Assumption 1(ii) implies the arrival

rates vary smoothly with t and are bounded away from 0. Assumption 1(iii) is a mild

requirement ensuring the expected rewards and changes to z are bounded.

Assumption 1(iv) is required in situations where the boundary condition is determined

partly by z. Typically, we already have Ḡθ (z, t) < 0 in such settings (e.g., the budget can

only be depleted), so Assumption 1(iv) additionally requires Ḡθ (z, t) to be strictly bounded

away from 0. This is a mild restriction: if some people benefit from treatment and β > 0,

it is a dominant strategy to always treat some fraction of the population.

Lemma A.1. Suppose Assumptions 1(i)-(iii) hold. Then for each θ , there exists a unique

viscosity solution hθ (z, t) to (6) under the boundary conditions (46).

A.2 Informal Derivation of PDE (6) in a Simplified Setting

Because of the importance of PDE (6), we provide an intuitive derivation of it in a simpli-

fied setting with a budget constraint hθ (0, t) = 0 ∀ t, and where λ (t) = 1 for all t, r(s,a) is

independent of z, t and the budget evolves as Ga(s) =−I(a = 1). In short, this corresponds

to a setting where the policy maker starts with an initial allocation of money that can be

distributed among incoming arrivals, the treatment costs are constant and the program ends

when the budget runs out. In this setting, t is no longer a state variable. We can represent

Vθ ,N(x,z) in recursive form as

Vθ ,N(x,z) =
r(x,1)

N
πθ (1|x,z)+

(
1− β

N

)
Ex′∼F

[
Vθ ,N

(
x′,z− 1

N

)
πθ (1|x,z)+Vθ ,N(x′,z)πθ (0|x,z)

]

for z ≥ 1/N, with Vθ ,N(x,z) = 0 otherwise. In deriving the above, we used E[e−β∆t ] =

1− β̃

N , where β̃ = β + O(N−1), and replaced β̃ with β to simplify notation. Define

π̄θ (a|z) = Ex∼F [πθ (a|x,z)] and r̄θ (z) = Ex∼F [r(x,1)πθ (1|x,z)]. Then, taking expectations

1Note that Ga(s) is discontinuous in a. But this does not affect the continuity of Ḡθ (z, t) since G1(s) and
G0(s) enter separately in the definition of Ḡθ (z, t).
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with respect to x∼ F on both sides of the recursion for Vθ ,N(·) gives

hθ ,N(z) =
r̄θ (z)

N
+

(
1− β

N

){
hθ ,N

(
z− 1

N

)
π̄θ (1|z)+hθ ,N(z)π̄θ (0|z)

}
(13)

for z≥ 1/N, and hθ ,N(z) = 0, otherwise.

Now subtract hθ ,N(z) from both sides, take a second order Taylor expansion of hθ ,N(z−

1/N), and multiply the entire expression by N (the derivation is only for intuition, in reality,

hθ (·) need not be twice differentiable). Then, in the limit as N → ∞, we end up with the

following Ordinary Differential Equation (ODE) for the evolution of hθ (.):2

βhθ (z) = r̄θ (z)− π̄θ (1|z)∂zhθ (z), hθ (0) = 0. (14)

This is just a special case of PDE (6).

Suppose we restrict attention to stationary policies that do not change with z. Then,

π̄θ (1|z)≡ π̄θ , r̄θ (z)≡ r̄θ and we can obtain an explicit solution to (14) as hθ (z)= β−1r̄θ

(
1− e−β z/π̄θ

)
.

The optimal policy θ ∗ solves maxθ hθ (z0), where z0 is the initial budget. On the other hand,

the EWM rule with budget constraints corresponds to the population problem: maxθ r̄θ s.t. π̄θ ≤

α for some given α ∈ [0,1]. Clearly the two optimization problems are not equivalent. One

can of course solve the EWM problem for each α and choose the one that results in the

best value for hθ (z0), but this requires knowledge of hθ (·) provided in this paper (and this

derivation is only applicable to stationary policies).

A.3 Sample-Based Approximation of the (Discrete) Integrated Value

Function

Based on the estimates (8) and (9) we can construct a sample version of PDE (6) as

β ĥθ (z, t)−λ (t)Ĝθ (z, t)∂zĥθ (z, t)−∂t ĥθ (z, t)−λ (t)r̂θ (z, t) = 0 on U , (15)

2Sufficient conditions for a unique solution to (14) are provided in Appendix A.8.6.
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with the boundary condition (46). However, due to technical reasons, the existence of

a unique solution to PDE (15) is not guaranteed without additional assumptions. As a

result, it is helpful to view PDE (15) as a heuristic tool. In practice, we rely on a sample-

based approximation of the (discrete) integrated-value function (3), detailed below, which

circumvents these existence issues, but nevertheless approximates PDE (6) as n→ ∞.

The approximation discretizes arrivals so that the difference between arrival times is

specified as (the ‘prime’ notation denotes one-step ahead quantities)

t ′− t ∼min{Exponential(λ (t)bn),T − t} , (16)

with the censoring at T used as a device to impose a finite horizon boundary condition.

Here, bn plays a similar role as the population size N in Section 3, except that it is now

a computational choice. A large value of bn provides a closer approximation to the con-

tinuous time limit at the expense of higher computational costs. In practice, following our

theoretical results, we recommend choosing bn = O(n).

Continuing with the approximation scheme, the law of motion for z is given by

z′ = max
{

z+b−1
n Ga(s),z

}
. (17)

The rest of the environment is the same as in Section 3.

A.3.1 Intuition for Theorem 2

The continuous time approximation provides some intuition as to why the regret rate of

n−1/2 is the same as in the static case: when the rate of arrivals goes to infinity, the flow

utility and the rate of change of budget becomes predictable as the stochastic fluctuations

are averaged out in every (arbitrarily small) time interval. Consequently, only Ḡθ (z, t) and

r̄θ (z, t), i.e., the expected flow utility and the expected rate of change of budget matter for

welfare. By Kitagawa and Tetenov (2018) and Athey and Wager (2021), Ḡθ (z, t), r̄θ (z, t)
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and Ĝθ (z, t), r̂θ (z, t), are uniformly close. This suggests that the welfares in the population

and sample settings, determined as the solutions to PDEs (6) and (15), should be uniformly

close as well, which we verify using the theory of viscosity solutions.3 The n−1/2 rate for

the regret cannot be improved, since Kitagawa and Tetenov (2018) show that this rate is

optimal in the static case.

A.4 Dynamic Optimization Problem to Obtain h̃θ (z, t)

h̃θ (z, t) can be obtained as the fixed point to the following dynamic optimization problem:

h̃θ (z, t) =


r̂θ (z,t)

bn
+En,θ

[
e−β (t ′−t)h̃θ (z′, t ′) |z, t

]
0 for (z, t) ∈ Γ

, where (18)

En,θ

[
e−β (t ′−t) f

(
z′, t ′

)
|z, t
]

:=
∫

e−β
ω

bn Ex∼Fn

[
f
(

max
{

z+
G1(x, t,z)

bn
,z
}
, t +

ω

bn

)
πθ (1|x,z, t)

+ f
(

max
{

z+
G0(x, t,z)

bn
,z
}
, t +

ω

bn

)
πθ (0|x,z, t)

]
gλ (t)(ω)dω

for any function f , and gλ (t)(ω) denotes the right censored exponential distribution with

parameter λ (t) and censoring at ω = bn(T − t). The usual contraction mapping argument

ensures that h̃θ always exists as long as T < ∞ or β < 1.

A.5 Assumptions for Regret Bounds

We are interested in obtaining a probabilistic bound on the regret, hθ∗(z0, t0)− h
θ̃
(z0, t0),

from employing π
θ̃

as the policy rule. To this end, in addition to Assumption 1, we impose:

Assumption 2. (i) There exists M < ∞ such that |Y (a,z, t)|, |Ga(s)| ≤M ∀ (a,s).
3A technical complication here is that a solution to the empirical PDE (15) may not exist. For this reason,

we work with the solution to the approximation scheme (18).
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(ii) (Complexity of the policy function space) The collection of functions4

I ≡
{

πθ (1|·,z, t) : (z, t) ∈ Ū ,θ ∈Θ
}

indexed by z, t and θ , is a VC-subgraph class with finite VC index v1. Furthermore, for

each a = 0,1, the collection of functions

Ga ≡
{

πθ (a|·,z, t)Ga(·,z, t) : (z, t) ∈ Ū ,θ ∈Θ
}

is also a VC-subgraph class with finite VC index v2. Let v := max{v1,v2}.

Assumption 2(i) is a boundedness assumption, imposed mainly for ease of deriving the

theoretical results (see, e.g., Kitagawa and Tetenov, 2018). In practice, budget changes are

almost certainly bounded by a specific finite value.

The term v in Assumption 2(ii) is a measure of the complexity of the policy class.

Since the policy class is chosen by the policy maker, this only puts some mild restrictions

on that choice. Often, Ga(s) is independent of x, as in equation (1), in which case v1 = v2.

In calculating the VC dimension, we treat z, t as an index to the functions πθ (1|·,z, t),

similarly to θ . This is intuitive, since how rapidly the policy rules change with budget and

time is also a measure of their complexity.

The next set of assumptions relate to the properties of the observational data from which

we estimate r̂(s,a); see Section 3.5 for the terminology. Here, we consider the case where

(z, t) does not impact the potential outcomes, with extensions discussed in Appendix A.8.2.

Assumption 3. (i) Y (a,z, t)≡ Y (a).

(ii) {Yi(1),Yi(0),Wi,Xi}n
i=1 are an iid draw from the distribution F.

(iii) (Selection on observables) (Yi(1),Yi(0))⊥⊥Wi|Xi.

4Except for the Neumann boundary conditions, the domain of (z, t) in the definitions of I and Ga can
be taken to be U instead of Ū . For the Neumann boundary conditions, we require I and Ga to be defined
by continuously extending the ‘interior’ values of πθ (1|·) and Ga(·) to the boundary, even though the actual
policy and law of motion at the boundary may be quite different.
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(iv) There exists κ > 0 such that p(x) ∈ [κ,1−κ] for all x ∈ support(F).

Assumption 3(ii) assumes the observed data is representative of the population. As-

sumption 3(iii) requires the observational data to satisfy ignorability. Assumption 3(iv)

ensures the propensity scores are bounded away from 0 and 1. All three are trivially satis-

fied for RCT data.

Under Assumptions 2 and 3, there exist many different estimates of the rewards, r̂(x,1),

that are consistent for r(x,1). In this paper, we use the doubly robust estimates given in

Equation (11). We assume that the estimates µ̂(Xi,w), p̂(Xi) of µ(Xi,w), p(Xi) are ob-

tained through cross-fitting (see Chernozhukov et al., 2018, or Athey and Wager, 2021 for

a description). Specifically, we choose some non-parametric procedures, µ̃(x,w), p̃(x) for

estimating µ(x,w), p(x), and apply cross-fitting to weaken the assumptions required and

reduce bias. We impose the following high-level conditions on µ̃(x,w), p̃(x):

Assumption 4. (i) (Sup convergence) There exists c > 0 such that, for w ∈ {0,1},

sup
x
|µ̃(x,w)−µ(x,w)|= Op(n−c), sup

x
|p̃(x)− p(x)|= Op(n−c).

(ii) (L2 convergence) There exists some ξ > 1/2 such that

E
[
|µ̃(x,w)−µ(x,w)|2

]
≲ n−ξ , E

[
|p̃(x)− p(x)|2

]
≲ n−ξ .

Assumption 4 is taken from Athey and Wager (2021). The requirements imposed

are weak and satisfied by almost all non-parametric procedures such as series estimation,

LASSO, random forests etc (using appropriate tuning parameters).

A.6 Proofs

For semi-linear PDEs of the form (6), it is well known that a classical solution (i.e., a

solution hθ (z, t) that is continuously differentiable) does not exist. We instead employ the

weak solution concept of a viscosity solution (Crandall and Lions, 1983). This is a common
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solution concept for equations of the HJB form; see Crandall et al (1992) for a user’s guide,

and Achdou et al (2017) for a useful discussion.

We start by recalling the definition of a viscosity solution. We focus here on the Dirich-

let boundary condition. The other boundary conditions are discussed in Appendix A.7.

Consider the Dirichlet problem

F (z, t,u(z, t),Du(z, t)) = 0 on U ; u = 0 on Γ, (19)

where Du denotes the derivative with respect to (z, t), U is the domain of the PDE, and

Γ ⊆ ∂U is the set on which the boundary condition is specified. In what follows, let

y :=(z, t). Also, C 2(U ) denotes the space of all twice continuously differentiable functions

on U .

Definition 1. A bounded continuous u(·) is a viscosity sub-solution to (19) if:

(i) u≤ 0 on Γ, and

(ii) for each φ ∈ C 2(U ), if u−φ has a local maximum at y ∈U , then

F (y,u(y),Dφ(y))≤ 0.

Similarly, a bounded continuous u(·) is a viscosity super-solution to (19) if:

(i) u≥ 0 on Γ, and

(ii) for each φ ∈ C 2(U ), if u−φ has a local minimum at y ∈U , then

F (y,u(y),Dφ(y))≥ 0.

Finally, u is a viscosity solution to (19) if it is both a sub- and a super-solution.

We say that u is a viscosity sub-solution to (19) on U if only condition (ii) holds, i.e.,

it need not be the case that u ≤ 0 on Γ. Similarly, u is a viscosity super-solution to (19)

on U if only condition (ii) holds. Henceforth, whenever we refer to a viscosity super- or
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sub-solution, we will implicitly assume that it is bounded and continuous.

We say that a PDE is in Hamiltonian form if

F (y,u(y),Du(y)) = ∂tu(y)+H(y,u(y),∂zu(y)),

for some Hamiltonian H(·). Suppose that the PDE (19) can be written in Hamiltonian form.

Then there exists a unique viscosity solutions to (19) if the following regularity conditions

are satisfied (see, e.g., Crandall et al, 1992):

(R1) H(y,u, p) is uniformly continuous in all its arguments.

(R2) There exists a modulus of continuity ω(·) such that ∀ (y1,y2) ∈U ,

|H(y1,u, p1)−H(y2,u, p2)| ≤ ω (∥y1− y2∥+∥p1− p2∥) , and

|H(y1,u, p1)−H(y2,u, p1)| ≤ ω (∥y1− y2∥|1+∥p1∥|) .

(R3) H(y,u, p) is non-decreasing in u for all (y, p).

(R4) There exist some viscosity sub- and super-solutions to PDE (19).

A.6.1 Proof of Lemma A.1

Consider the PDE

∂τuθ +Hθ (z,τ,∂zuθ ) = 0 on ϒ≡ (z,∞)× (0,T ]; (20)

uθ = 0 on B ≡ {{z}× [0,T ]}∪{(z,∞)×{0}},

where Hθ (·) is defined as

Hθ (z,τ, p) :=−eβτ
λ (τ)r̄θ (z,τ)−λ (τ)Ḡθ (z,τ)p. (21)
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Let uθ denote a viscosity solution to (20). By Lemma A.3 in Appendix A.9 and the sub-

sequent discussion, there is a one-to-one transformation between uθ and any solution, hθ ,

for PDE (6) under the Dirichlet boundary condition (46); this transformation is given by

uθ (z, t) := e−β (T−t)hθ (z,T − t). Hence, hθ exists and is unique if and only if uθ also exists

and is unique.5

It thus suffices to show existence of a unique solution for (20). It is straightforward to

verify that the function Hθ (·) satisfies the regularity conditions (R1)-(R3) under Assump-

tion 1. Furthermore, the set B satisfies the uniform exterior sphere condition.6 When these

properties are satisfied, Crandall (1997, Section 9) shows that a unique viscosity solution

exists for (20), as long as we are able to exhibit continuous sub- and super-solutions to (20).

Under Assumption 1, it can be verified that one such set is −Lτ and Lτ , where L < ∞ is

chosen to satisfy |λ (τ)r̄θ (z,τ)| ≤M supτ λ (τ)< L.

A.6.2 Proof of Theorem 2

The following proof is based on an argument sketched by Souganidis (2009). We focus

here on the Dirichlet boundary condition with T < ∞ (but z could be −∞). The argument

for the setting with T = ∞ is similar, so we omit it.

All the statements in this section should be understood to be holding with probability

approaching 1. In what follows, we drop this qualification for ease of notation and hold this

to be implicit. We also employ the following notation: For any function f over (z, t), D f

denotes its Jacobian. Additionally, ∥∂z f∥ ,∥∂t f∥ and ∥D f∥ denote the Lipschitz constants

for f (·, t), f (z, ·) and f (·, ·).

To begin with we note that by Kitagawa and Tetenov (2018) and Athey and Wager

5The utility of this transformation is that we can now handle any β ∈ R.
6A set U is said to satisfy the uniform exterior sphere condition if there exists r0 > 0 such that every point

y ∈ ∂U is on the boundary of a ball of radius r0 that otherwise does not intersect Ū .
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(2021), we have

E

[
sup

(z,τ)∈ϒ,θ∈Θ

|r̂θ (z,τ)− r̄θ (z,τ)|
]
≤ K

√
v1

n
, and (22)

E

[
sup

(z,τ)∈ϒ,θ∈Θ

∣∣Ĝθ (z,τ)− Ḡθ (z,τ)
∣∣]≤ K

√
v2

n
,

for some K < ∞.

We represent PDE (6) by

Fθ (z, t, f ,∂z f ,∂t f ) = 0 on U ; f = 0 on Γ, (23)

with f denoting a function, and where

Fθ (z, t, l, p,q) :=−λ (t)Ḡθ (z, t)l− p+βq−λ (t)r̄θ (z, t).

Additionally, denote our approximation scheme (18) by

Sθ ([ f ], f (z, t),z, t) = 0 on U ; f = 0 on Γ, (24)

where for any function f1 and u ∈ R,

Sθ ([ f1],u,z, t,bn) := bnλ (t)
(

u−En,θ

[
e−β (t ′−t) f1(z′, t ′)|z, t

])
−λ (t)r̂θ (z, t). (25)

Here [ f ] refers to the fact that it is a functional argument. Note that hθ and h̃θ are the func-

tional solutions to (23) and (24) respectively. We make use of the following two properties

of Sθ (·): First, Sθ (·) is monotone in its first argument, i.e.,

Sθ ([ f1], f (z, t),z, t,bn)≥ Sθ ([ f2], f (z, t),z, t,bn) ∀ f2 ≥ f1. (26)
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Second, for any r ∈ R and m ∈ R+, it holds for all t ≤ T −b−1/2
n that

Sθ ([ f +m],r+m,z, t,bn)≥ Sθ ([ f ],r,z, t)+χm, (27)

where χ = β +O(b−1
n )> 0. The first property is trivial to show. As for the second, under

Assumption 1 and t ≤ T −b−1/2
n , it is straightforward to show

Sθ ([ f +m],r+m,z, t,bn)−Sθ ([ f ],r,z, t) = mbnλ (t)
(

1−En,θ

[
e−β (t ′−t)|z, t

])
= m(β +O(b−1

n )).

Our proof also makes use of Lemmas A.4 and A.5, which ensure existence of K1 < ∞

such that

∥hθ∥< K1, and sup
θ

∥Dhθ∥< K1. (28)

We now provide an upper bound for

mθ := sup
(z,t)∈Ū

(
hθ (z, t)− h̃θ (z, t)

)
. (29)

A lower bound for hθ − h̃θ can be obtained analogously. Clearly, we may assume mθ > 0,

as otherwise we are done. Denote (z∗
θ
, t∗

θ
) as the point at which the supremum is attained in

(29), or, if such a point does not exist, where the right hand side of (29) is arbitrarily close

to mθ . We consider three (not necessarily mutually exclusive) cases: (i) |t∗
θ
−T | ≤ 2K1ε ,

(ii) |z∗
θ
− z| ≤ 2K1ε , and (iii) |z∗

θ
− z| > 2K1ε and |t∗

θ
−T | > 2K1ε . Here, ε is any positive

number satisfying ε ≥
√

bn.

We start with Case (i). In view of (28), and the fact |t∗
θ
−T | ≤ 2K1ε , we have

|hθ (z∗θ , t
∗
θ )| ≤ 4K2

1 ε. (30)
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Now, we claim h̃θ (z, t) ≤ L{(T − t)+ b−1
n }, for some L < ∞ independent of θ ,z, t. Let

N[t,T ] be a random variable denoting the number of arrivals between t and the end point

T . Then N[t,T ] is first order stochastically dominated by N̄[t,T ] ∼ Poisson(λ̄bn(T − t)),

where λ̄ := supt λ (t)< ∞.7 Hence, E[N[t,T ]]≤ E[N̄[t,T ]] = λ̄bn(T − t). Furthermore, the

reward from any given arrival is at most supθ ,z,t |r̂θ (z, t)|/bn ≤ 2M/bn by Assumption 2(i)

and (22). Consequently,

h̃θ (z, t)≤
2M
bn

+E
[

N[t,T ]
2M
bn

]
≤ 2Mλ̄

{
(T − t)+b−1

n
}

:= L
{
(T − t)+b−1

n
}
.

Considering that we are in the case |t∗
θ
−T | ≤ 2K1ε , the previous statement implies

|h̃θ (z∗θ , t
∗
θ )| ≤ L

(
2K1ε +b−1

n
)
. (31)

In view of (30) and (31), we thus obtain

mθ ≤ (4K2
1 +2LK1)ε +Lb−1

n . (32)

This completes the treatment of the first case, when |t∗
θ
−T | ≤ 2K1ε .

We next consider Case (ii). At the end of this proof, we show that when Ḡθ (z, t)<−δ

(cf. Assumption 1(iv)), the expected number of arrivals subsequent to state z is bounded

above by 2δ−1 {bn(z− z)+C1} for some C1 < ∞ independent of θ ,z, t. Hence, by a similar

argument as that leading to (31), we have |h̃θ (z∗θ , t
∗
θ
)| ≤ L2{2K1ε +b−1

n } for some L2 < ∞.

Combined with the Lipschitz continuity of hθ , this implies the bound (32) also holds for

Case (ii).

We now turn to Case (iii), i.e., |z∗
θ
− z|> 2K1ε and |t∗

θ
−T |> 2K1ε . Denote

A ≡ {(z, t) ∈ Ū : |z− z|> 2K1ε ∩ |t−T |> 2K1ε}.
7Note that N̄[t,T ] is the number of arrivals between t and T under a Poisson process with parameter λ̄bn;

the rate of arrivals here is always faster than under the approximation scheme.
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Let hε
θ
(z, t) denote the sup-convolution of hθ (z, t):8

hε
θ (z, t) := sup

(r,w)∈Ū

{
hθ (r,w)−

1
ε

(
|r− z|2 + |w− t|2

)}
.

We make use of the following properties of hε
θ

: First, hε
θ

is a semi-convex function with

coefficient 1/ε (Lemma A.10).9 Second, by (28) and Lemma A.10,

sup
(z,t)∈Ū

|hθ (z, t)−hε
θ (z, t)| ≤ 4K2

1 ε, and (33)

sup
θ

∥Dhε
θ
∥ ≤ 4sup

θ

∥Dhθ∥ ≤ 4K1. (34)

Third, by Lemma A.11 (Assumption 1 ensures all relevant regularity conditions for Fθ (·)

are satisfied), there exists c < ∞ independent of (θ ,z, t) such that, in a viscosity sense,

Fθ (z, t,hε
θ ,∂zhε

θ ,∂thε
θ )≤ cε on A . (35)

We now compare Sθ (·) and Fθ (·) at the function hε
θ

. Consider any (z, t) ∈A . If hε
θ

is

not differentiable at (z, t), let (ż, ṫ) denote a point arbitrarily close to (z, t) where it is indeed

differentiable (note that hε
θ

is Lipschitz continuous, so this point can be chosen as close to

(z, t) as one wants). We can then expand

Sθ ([hε
θ ],h

ε
θ (z, t),z, t,bn)∼= Sθ ([hε

θ ],h
ε
θ (ż, ṫ),z, t,bn)

= bnλ (t)hε
θ (ż, ṫ)

(
1−En,θ

[
e−β (t ′−t)|z, t

])
(36)

+bnλ (t)En,θ

[
e−β (t ′−t){hε

θ (ż, ṫ)−hε
θ (z
′, t ′)

}
|z, t
]
+(−1)λ (t)r̂θ (z, t)

:= A(1)
θ
(z, t)+A(2)

θ
(z, t)+A(3)

θ
(z, t), (37)

where the notation ‘∼=’ in the first step indicates that we are performing the arbitrarily

8We discuss sup and inf-convolutions and their properties in Appendix A.10.
9See Appendix A.10 for the definition of semi-convex functions.
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small approximation of replacing hε
θ
(z, t) in the second argument of Sθ (·) with hε

θ
(ż, ṫ) -

recall that Sθ (·) is linear in its second argument and hε
θ

is Lipschitz continuous. Using∥∥hε
θ

∥∥≤ ∥hθ∥ ≤ K1 and Assumptions 1-4, it is straightforward to show

A(1)
θ
(z, t)≤ βhε

θ (ż, ṫ)+
C1

bn
, (38)

for some C1 independent of θ ,z, t. Next, consider A(2)
θ
(z, t). By semi-convexity of hε

θ
(see,

Lemma A.9),

hε
θ (z
′, t ′)≥ hε

θ (ż, ṫ)+∂zhε
θ (ż, ṫ)(z

′− ż)+∂thε
θ (ż, ṫ)(t

′− ṫ)− 1
2ε

{
|z′− ż|2 + |t ′− ṫ|2

}
∼= hε

θ (ż, ṫ)+∂zhε
θ (ż, ṫ)(z

′− z)+∂thε
θ (ż, ṫ)(t

′− t)− 1
2ε

{
|z′− z|2 + |t ′− t|2

}
,

where we again employ the arbitrarily small approximation of replacing ż, ṫ in the sec-

ond step with z, t (note that (34) ensures ∂zhε
θ
,∂thε

θ
are uniformly bounded). Substituting

the above into the expression for A(2)
θ
(z, t), and using Assumption 1, (22) and (34), some

straightforward algebra enables us to show that when ε ≥ b−1/2
n , 10

A(2)
θ
(z, t)≤−λ (t)Ḡθ (z, t)∂zhε

θ (ż, ṫ)−∂thε
θ (ż, ṫ)+Op

(
1

εbn
+

√
v
n

)
∼=−λ (ṫ)Ḡθ (ż, ṫ)∂zhε

θ (ż, ṫ)−∂thε
θ (ż, ṫ)+Op

(
1

εbn
+

√
v
n

)
, (39)

where C2 is again independent of (θ ,z, t), and we have made use of the continuity of

λ (·), Ḡθ (·) in the second step. Finally, to bound A(3)
θ
(z, t), we make use of Assumption

10To show this, we note that En,θ [bn(t ′− t)|z, t] = λ (t)−1 + O(b1/2
n exp{−λ (t)b1/2

n }) and
En,θ [bn(z′− z)|z, t] = Ĝθ (z, t) = Ḡθ (z, t) + Op(

√
v/n) when ε ≥ b−1/2

n . As for the quadratic terms,
observe that En,θ

[
(t ′− t)2|z, t

]
≤ (bn inft λ (t))−2, and En,θ

[
(z′− z)2|z, t

]
≤Cb−2

n since Ga(s) is bounded.
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1(ii) and (22), which together ensure

A(3)
θ
(z, t)≤−λ (t)r̄θ (z, t)+Op

(√
v
n

)
∼=−λ (ṫ)r̄θ (ż, ṫ)+Op

(√
v
n

)
. (40)

Combining (37)-(40), and setting C = max(C1,C2,C3), we thus find

Sθ ([hε
θ ],h

ε
θ (z, t),z, t,bn)≤ Fθ (ż, ṫ,hε

θ ,∂zhε
θ ,∂thε

θ )+C
{

1
bn

(
1+

1
ε

)
+

√
v
n

}
. (41)

In view of (41) and (35),

Sθ ([hε
θ ],h

ε
θ (z, t),z, t,bn)≤ cε +C

{
1
bn

(
1+

1
ε

)
+

√
v
n

}
. (42)

Let (here f+ := max( f ,0))

mε
θ := sup

(z,t)∈A

(
hε

θ (z, t)− h̃θ (z, t)
)+

,

and denote (z̆θ , t̆θ ) as the point at which the supremum is attained (or where the right hand

side of the above expression is arbitrarily close to mε
θ

). Now, by definition,

hε
θ ≤ h̃θ +mε

θ on A .

Then, in view of the properties (26), (27) of S(·),

χmε
θ = Sθ

(
[h̃θ ], h̃θ (z̆θ , t̆θ ), z̆θ , t̆θ ,bn

)
+χmε

θ

≤ Sθ

(
[h̃θ +mε

θ ], h̃θ (z̆θ , t̆θ )+mε
θ , z̆θ , t̆θ ,bn

)
(43)

≤ Sθ ([hε
θ ],h

ε
θ (z̆θ , t̆θ ), z̆θ , t̆θ ,bn) .
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Combining (43) and (42) gives

mε
θ ≤ c1ε +C

{
1
bn

(
1+

1
ε

)
+

√
v
n

}
, (44)

where c1 = χ−1c and C1 = χ−1C are independent of θ ,z, t. Hence, in view of (33) and

(44),

mθ ≤ (4K2
1 + c1)ε +C1

{
1
bn

(
1+

1
ε

)
+

√
v
n

}
. (45)

This completes the derivation of the upper bound for mθ under Case (iii).

Finally, in view of (32) and (45), setting ε = b−1/2
n gives the desired rate.

Bound on expected number of arrivals after z: It remains to show that the expected num-

ber of arrivals subsequent to a state with institutional variable z is bounded by 2δ−1 {bn(z− z)+C1},

as was needed for the analysis of Case (ii). Denote by {s̄i ≡ (xi,zi, ti,ai) : i = 1,2, . . .}

the sequence of state-action variables following any particular state-action variable s̄0 =

(x,z, t,a), and let

Ml :=
l

∑
i=1

{
Gai(xi,zi, ti)− Ĝθ (zi, ti)

}
.

Clearly, Ml is a martingale with respect to the filtration Fl := σ(s̄l−1, . . . , s̄0). Let N [s̄0] be

the random variable denoting the number of arrivals following s̄0, until either z goes below

z or time runs out. Then N [s̄0] = τ[s̄0]−1, where τ[s̄0] is the stopping time

τ[s̄0] := inf

{
l ∈ {1,2, . . .} : Ga(x,z, t)+

l−1

∑
i=1

Gai(xi,zi, ti)≤−bn(z− z) or tl−1 ≥ T

}
.

Now, Assumption 2(i) implies the martingale differences of Ml are bounded. Hence, we

can apply the Optional Stopping Theorem to obtain

En,θ
[
Mτ[s̄0]

]
= En,θ [M1] = 0.
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In other words,

En,θ

[
τ[s̄0]

∑
i=1

Gai(xi,zi, ti)−
τ[s̄0]

∑
i=1

Ĝθ (zi, ti)

]
= 0.

By Assumption 2(ii) and (22), −∑
τ[s̄0]
i=1 Ĝθ (zi, ti)≥ (δ/2)τ[s̄0]. Furthermore, by the defini-

tion of τ[s̄0] and the assumption |Ga(s)| ≤M, we have

En,θ

[
τ[s̄0]

∑
i=1

Gai(xi,zi, ti)

]
≥ En,θ

[
I(τ[s̄0]≥ 2)

{
Ga(x,z, t)+

τ[s̄0]−2

∑
i=1

Gai(xi,zi, ti)

}]
−3M

>−bn(z− z)−3M.

The above implies (δ/2)En,θ [τ[s̄0]] < bn(z− z)+ 3M or En,θ [N [s̄0]] < 2δ−1{bn(z− z)+

C1} where C1 := 3M. Note that this bound is independent of (x, t,a) in the definition of s̄0.

A.7 Alternative Boundary Conditions

As our main case, we use Dirichlet boundary conditions of the form

hθ (z, t) = 0 on Γ≡ {{z}× [t0,T ]}∪{(z,∞)×{T}}. (46)

Here, t0 is initial time, z is the lower bound on budget (0 in our empirical example) and T

is the time constraint (1 year in our example). The corresponding domain of PDE (6) is

U ≡ (z,∞)× [t0,T ).The boundary condition does not impose any restrictions on πθ (·).

It is possible to have lim(z,t)→Γ πθ (1|x,z, t) ̸= 0. In fact, it is generally optimal to let

lim(z,t)→Γ πθ (1|x,z, t) = 1 to treat as many individuals as possible before the constraints

are hit. The policy rule πθ (a|·) is only meant to be applied in the interior of U . On the

boundary, the terminal conditions take precedence. As the program terminates when the

boundary is reached, there may be an effective discontinuity in the policy makers’ actions

before and after the boundary. However, this does not affect the continuity of hθ (z, t).

Our methodology can be extended to allow for other types of boundary conditions, be-

yond the Dirichlet boundary condition considered in the main text. Different examples and
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constraints require different boundary conditions. We consider the following possibilities,

which arguably cover the majority of relevant applications:

Periodic boundary condition. When the program continues indefinitely, t is a relevant

state variable only as it relates to some periodic quantity, e.g., seasonality. So, in this

setting, U ≡ R×R, and we impose the periodic boundary condition:

hθ (z, t) = hθ (z, t +Tp) ∀ (z, t) ∈ R×R. (47)

Here, Tp denotes the period length. This boundary condition can only be valid if λ (t), Ḡθ (z, t), r̄θ (z, t)

are periodic in t with period length Tp. This implies that πθ should also be periodic.

Neumann boundary condition. The Neumann boundary condition is useful for imposing

a no-borrowing constraint. Specifically, suppose that instead of a fixed budget, the policy

maker receives a flow of funds at the rate σ(z, t) with respect to time, and the rate of interest

is b. Also assume that the policy maker faces a no-borrowing constraint at z = z, i.e., the

budget is not allowed to go below this level. Then, at z = z, the flow rate of change of

z is σ(z, t)+ bz and flow rewards are 0 (since no individual can be treated). Hence, the

evolution of hθ (z, t) at z = z is governed by

βhθ (z, t)−{σ(z, t)+bz}∂zhθ (z, t)−∂thθ (z, t) = 0, on {z}× [t0,T ). (48)

Intuitively, one can imagine that the coefficients Ḡθ (z, t), r̄θ (z, t) of PDE (6) are discontinu-

ous at z= z and this discontinuity gives rise to the boundary condition (48). Thus, boundary

conditions of this form allow the dynamics at the boundary to be different from those in

the interior. This can also be useful in examples with queues or capacity constraints (e.g.,

when the queue length is 0, or the capacity is full). The following generalization of (48)

accommodates all these examples: set U ≡ (z,∞)× [t0,T ) and the boundary condition to
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be

βhθ (z, t)− σ̄θ (z, t)∂zhθ (z, t)−∂thθ (z, t)− η̄θ (z, t) = 0, on {z}× [t0,T ), (49)

hθ (z,T ) = 0, on (z,∞)×{T}.

Here, σ̄θ (z, t) and η̄θ (z, t) are known functions. We require σ̄θ (z, t) > δ > 0 for all t, to

ensure z cannot decrease after hitting the boundary.

A.7.1 Formal Results

Lemma A.2 below extends Lemma A.1 to the other boundary conditions. First, we need

the following assumption.

Assumption 5. For the Neumann boundary condition, σ̄θ (z, t), η̄θ (z, t) are bounded and

Lipschitz continuous in t uniformly over θ ∈Θ. Furthermore, σ̄θ (z, t) is uniformly bounded

away from 0, i.e., σ̄θ (z, t)≥ δ > 0.

Lemma A.2. Suppose that Assumption 1 holds, along with β ≥ 0 for the periodic boundary

condition and Assumption 5 for the Neumann boundary condition. Then for each θ , there

exists a unique viscosity solution hθ (z, t) to PDE (6) under the periodic and Neumann

boundary conditions, (47) and (49).

Unfortunately, extending Theorem 2 to the other boundary conditions is not straightfor-

ward. Also, Theorem 2 does not allow for β = 0 in the Dirichlet setting as well. For these

remaining cases, we offer alternative results bounding the regret from using θ̂ , obtained as

θ̂ = argmax
θ

ĥθ (z0, t0), (50)

where ĥθ (z, t) is the solution to the empirical PDE (15). While estimation of θ̂ is not

always feasible (though PDE methods can be employed in some simple cases), the bounds

we obtain are useful as a baseline for the regret when there is no numerical error.
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Existence of ĥθ (z, t) does not follow from Lemma A.1. We need a comparison the-

orem (Crandall et al 1992), which will guarantee existence and uniqueness. A sufficient

condition for this is: Ga(x,z, t),πθ (x,z, t) are uniformly continuous in (z, t) for each (x,θ).

We will therefore assume this below. While certainly onerous - it precludes deterministic

policies that vary with (z, t) in the soft-max class (though any σ > 0 is fine) - we believe

more powerful comparison theorems can be devised that eliminate this requirement and

leave this as an avenue for future research.

Theorem A.1. Suppose that Assumptions 1-4 hold, along with Assumption 5 for the Neu-

mann boundary condition. Also suppose that Ga(x,z, t),πθ (x,z, t) are uniformly continuous

in (z, t) for each (x,θ). Then,

sup
(z,t)∈Ū ,θ∈Θ

∣∣ĥθ (z, t)−hθ (z, t)
∣∣= Op

(√
v
n

)
,

for the boundary conditions (46) , (49) and (47), the latter requiring β ≥ β0.

The theorem allows β to be arbitrary, even negative, under Dirichlet and Neumann

boundary conditions.

A.7.2 Proof of Lemma A.2 and Theorem A.1

We start by formally defining the viscosity solution concept under the Neumann boundary

condition. Specifically, consider a Cauchy problem with a nonlinear Neumann boundary

condition (in what follows, let Z denote the domain of z):

F (y,u(y),D(y)) = 0 on Z × (0, T̄ ]; (51)

B(y,u(y),Du(y)) = 0 on ∂Z × (0, T̄ ];

u(y) = 0 on Z ×{0}.
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Here, B(·) = 0 is the nonlinear boundary condition. In general, this boundary condition

may be over-determined and may not hold everywhere. We thus need some weaker notion

of the boundary condition as well. This is provided in the definition below, due to Barles

and Lions (1991); see also Crandall et al (1992).

Definition 2. A bounded continuous u(·) is a viscosity sub-solution to (51) if:

(i) u(z,0)≤ 0 for all z ∈Z , and

(ii) for each φ ∈ C 2(Z̄ × [0, T̄ ]), if u−φ has a local maximum at y ∈ Z̄ × (0, T̄ ],

F (y,u(y),Dφ(y))≤ 0 if y ∈Z × (0, T̄ ];

min{F (y,u(y),Dφ(y)) ,B(y,u(y),Dφ(y))} ≤ 0 if y ∈ ∂Z × (0, T̄ ].

Similarly, a bounded continuous u(·) is a viscosity super-solution to (51) if:

(i) u(z,0)≥ 0 for all z ∈Z , and

(ii) for each φ ∈ C 2(Z̄ × [0, T̄ ]), if u−φ has a local minimum at y ∈ Z̄ × (0, T̄ ],

F (y,u(y),Dφ(y))≥ 0 if y ∈Z × (0, T̄ ];

max{F (y,u(y),Dφ(y)) ,B(y,u(y),Dφ(y))} ≥ 0 if y ∈ ∂Z × (0, T̄ ].

Finally, u(·) is a viscosity solution to (51) if it is both a sub- and a super-solution.

As in Appendix A.6, we shall suppose that PDE (51) can be written in Hamiltonian

form, i.e., F(y,u,Du) = ∂tu+H(y,u,∂zu) for some Hθ (·). Following Barles and Lions

(1991), we require Hθ (·) to satisfy (R1)-(R3) in Appendix A.6 (with Z × (0, T̄ ] replacing

U in (R2)) for existence of a unique viscosity solution to (51). In addition, we also need

some regularity conditions on B(·):

(R4) B(y,u,q) is uniformly continuous in all its arguments.
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(R5) There exists a modulus of continuity ω(·) such that ∀ (y1,y2) ∈ ∂Z × (0, T̄ ],

|B(y1,u,q)−B(y2,u,q)| ≤ ω (∥y1− y2∥|1+∥q∥|) .

(R6) B(y,u,q) is non-decreasing in u for all (y,q).

(R7) Let n(y) denote the outward normal to Γ at y. There exists ν > 0 such that B(y,u,q+

λn(y))−B(y,u,q+µn(y))≥ ν(λ −µ) for all λ ≥ µ.

Proof of Lemma A.2 Periodic boundary condition. We construct the solution to the

periodic boundary condition as the long run limit of a Cauchy problem. In particular, we

employ a change of variables τ(t) = t∗− t, where t∗ is arbitrary, and let vθ (·) denote a

solution to the Cauchy problem

∂τvθ (z,τ)+ H̄θ (z,τ,vθ (z,τ),∂zvθ (z,τ)) = 0 on R× (0,∞);

vθ (z,τ) = v0 on R×{0},

where

H̄θ (z,τ,u, p) := βu−λ (τ)Ḡθ (z,τ)p−λ (τ)r̄θ (z,τ),

and v0 is some arbitrary Lipschitz continuous function, e.g., v0 = 0. We then claim that if

H̄θ (·) is periodic in τ (which is guaranteed by the fact λ (·), Ḡθ (z, ·), r̄θ (z, ·) are Tp-periodic,

see Section A.7), a unique periodic viscosity solution, hθ , satisfying (47) can be identified

as hθ (z, t∗−τ) = limm→∞ vθ (z,mTp+τ) for all τ ∈ [0,Tp]. We show this claim by following

the arguments of Bostan and Namah (2007, Proposition 5). First, we note that existence of a

solution vθ to the Cauchy problem is assured by the regularity conditions (R1)-(R3), which

are clearly satisfied under Assumption 1 when β ≥ 0. Now, define v+
θ
(z,τ) = vθ (z,τ +Tp).

By periodicity of H̄θ (·), v+
θ
(z,τ) is also a viscosity solution to ∂τvθ + H̄θ (z,τ,vθ ,∂zvθ ) =

0 on R× (0,∞). By Lemma A.4, |vθ | ≤ M < ∞ for some M < ∞. Combined with the
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Comparison Theorem for Cauchy problems (Lemma A.6), we obtain

sup
(z,w)∈R×[0,∞)

|v+
θ
(z,w)− vθ (z,w)| ≤ e−βw sup

z∈R
|v+

θ
(z,0)− vθ (z,0)| ≤ 2e−βwM.

Setting w = τ +mTp in the above equation, and denoting hm,θ (z, t∗− τ) := vθ (z,mTp + τ),

we have

sup
(z,τ)∈R×[0,Tp]

|hm+1,θ (z, t∗− τ)−hm,θ (z, t∗− τ)| ≤ 2e−βmTpM.

Thus, when β > 0, there exists a limit, hθ (z, t∗− τ), to the sequence {hm,θ (z, t∗− τ)}∞
m=1

on the domain (z,τ) ∈ R× [0,Tp]. This limit is periodic in Tp, as can be seen from the fact

|hm,θ (z, t∗−Tp− τ)−hm,θ (z, t∗− τ)| := |hm+1,θ (z, t∗− τ)−hm,θ (z, t∗− τ)| → 0

uniformly over all τ ∈ [0,Tp]. Additionally, since hm,θ (z, t∗− τ) is a viscosity solution to

∂τvθ +Hθ (z,τ,vθ ,∂τvθ ) = 0 on R× (0,∞) for each m, the stability property of viscosity

solutions (see, Crandall and Lions, 1983) implies that hθ (z, t∗− τ) is a viscosity solution

for this PDE as well. We have thus shown that there exists a periodic viscosity solution,

hθ (z, t∗− τ), to ∂τvθ + H̄θ (z,τ,vθ ,∂τvθ ) = 0 on R×R. That it is also unique follows

from the Comparison Theorem A.4 for periodic boundary condition problems. But ∂τvθ +

Hθ (z,τ,vθ ,∂τvθ ) = 0 is just the time-reversed version of the population PDE (6). Since t∗

was arbitrary, this implies hθ (z, t) is the unique periodic viscosity solution to PDE (6).

Neumann boundary condition. As in the proof of the Dirichlet setting, we start by

considering the transformed PDE problem

∂τuθ +Hθ (z,τ,∂zuθ ) = 0 on (z,∞)× (0,T ]; (52)

Bθ (z,τ,Duθ ) = 0 on {z}× (0,T ];

uθ (z,τ) = 0 on [z,∞)×{0},
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where Hθ (·) is defined in (21), and (here q := (q1,q2)
⊺)

Bθ (z,τ,q) :=−eβτ
η̄θ (z,τ)−λ (τ)σ̄θ (z,τ)q1 +q2. (53)

As in the Dirichlet setting, it suffices to show existence of a unique solution, uθ , to (52)

since this is related to hθ by hθ (z, t) = e−β (T−t)uθ (z,T − t). By Barles and Lions (1991,

Theorem 3), a unique solution to (52) exists as long as Hθ (·) and Bθ (·) satisfy the regularity

conditions (R1)-(R8). It is straightforward to verify (R1)-(R7) under Assumptions 1 and 5

(note that the outward normal to the plane {z}×(0,T ] is n= (−1,0)⊺, so (R7) holds as long

as σ̄θ (z,τ)> 0, as assured by Assumption 1(iv)). For (R8), a set of sub- and super-solutions

to (52) is given by −Lτ and Lτ , where L > supθ ,z,τ max{|λ (τ)Ḡθ (z,τ)|, |η̄θ (z,τ)|} and

Assumptions 1 and 5 guarantee such an L < ∞ exists.

Proof of Theorem A.1 We prove the theorem separately for the various boundary con-

ditions. In what follows, with a slight abuse of notation, we use the terminology ‘Xn ≤

Can wpc1’ (with probability close to 1) to represent ‘Xn = Op(an)’.

Dirichlet Boundary Condition We distinguish two sub-cases, depending on whether

T < ∞ or T = ∞. For our proof we choose the case of T < ∞. We later sketch how the

proof can be modified to deal with the other, arguably simpler, case where T = ∞ (but

z >−∞).

Without loss of generality, we may set t0 = 0. As in the proof of Lemma A.1, we make

a change of variable τ(t) := T − t, and employ the transformation uθ (z,τ) := eβτhθ (z,T −

τ). Note that uθ is the viscosity solution to (20). Similarly, we also define ûθ (z,τ) :=

eβτ ĥθ (z,T − τ), and note that ûθ is the viscosity solution to

∂τ ûθ + Ĥθ (z,τ,∂zûθ ) = 0 on ϒ, ûθ = 0 on B; where (54)

Ĥθ (z,τ, p) :=−eβτ
λ (τ)r̂θ (z,τ)−λ (τ)Ĝθ (z,τ)p, (55)
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and ϒ, B are defined in (20). Here, existence and uniqueness of ûθ , and by extension,

of ĥθ , follows by similar arguments as in the proof of Lemma A.1. Indeed, under the

conditions for Theorem A.1, Ĥθ (·) satisfies the regularity properties (R1)-(R3) for all θ ∈Θ

(in particular, note that uniform continuity of Ga(x,z, t),πθ (x,z, t) implies Ĝθ (z, t), r̂θ (z, t)

are also uniformly continuous).

We claim that for each θ ∈ Θ, uθ (z,τ)+ τC
√

v/n is a viscosity super-solution to (54)

on ϒ wpc1, for some appropriate choice of C. We show this using the definition of a

viscosity super-solution. First, note that uθ (z,τ)+ τC
√

v/n is bounded and continuous on

ϒ̄ since so is uθ (see, Lemmas A.4 and A.5). Now, take any arbitrary point (z∗,τ∗)∈ ϒ, and

let φ(z,τ) ∈ C2(ϒ) be any function such that uθ (z,τ)+ τC
√

v/n− φ(z,τ) attains a local

minimum at (z∗,τ∗). This implies uθ (z,τ)−ϕ(z,τ) attains a local minimum at (z∗,τ∗),

where ϕ(z,τ) := −τC
√

v/n + φ(z,τ). Since uθ (z,τ) is a viscosity solution to (20), it

follows

∂τϕ(z∗,τ∗)+Hθ (z∗,τ∗,∂zϕ(z∗,τ∗))≥ 0.

The above implies, after some algebra, that

∂τφ(z∗,τ∗)− eβτ∗
λ (τ∗)r̂θ (z∗,τ∗)−λ (τ∗)Ĝθ (z∗,τ∗)∂zφ(z∗,τ∗) (56)

≥C
√

v
n
− eβτ∗

λ̄ |r̂θ (z∗,τ∗)− r̄θ (z∗,τ∗)|− λ̄
∣∣Ĝθ (z∗,τ∗)− Ḡθ (z∗,τ∗)

∣∣ |∂zφ(z∗,τ∗)|,

where λ̄ := supτ λ (τ)< ∞ by Assumption 1(ii). We will now show that under some C < ∞,

the right hand side of (56) is non-negative wpc1 for all (θ ,z∗,τ∗). To this end, we first

note that Lemma A.5 assures uθ (·,τ) is Lipschitz continuous in its first argument, with a

Lipschitz constant L1 < ∞ independent of z,τ,θ . Consequently, for uθ (z,τ)−ϕ(z,τ) to

attain a local minimum at (z∗,τ∗), it has to be the case |∂zϕ(z∗,τ∗)| ≤ L1. This in turn

implies

|∂zφ(z∗,τ∗)| ≤ L1. (57)
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In view of (56) - (57) and (22), we can set C >C0λ̄ (eβT +L1), under which the right hand

side of (56) is bounded away from 0 wpc1. Hence, wpc1, uθ (z,τ)+τC
√

v/n is a viscosity

super-solution to (54) on ϒ. Since C < ∞ is independent of θ ,z,τ , this result holds true for

all θ ∈Θ.

The function ûθ is a viscosity solution, and therefore, a sub-solution to (54) on ϒ. At

the same time, uθ (z,τ)+ τC
√

v/n ≥ 0 = ûθ (z,τ) on B and we have already shown that

uθ (z,τ)+ τC
√

v/n is a viscosity super-solution to (54) on ϒ wpc1. Furthermore, as noted

earlier, Ĥθ (·) satisfies the regularity conditions (R1)-(R3) for all θ ∈ Θ. Consequently, we

can apply the Comparison Theorem A.3 to conclude

ûθ (z,τ)−uθ (z,τ)≤ τC
√

v
n
∀ (z,τ,θ) ∈ ϒ̄×Θ, wpc1.

A symmetric argument involving uθ (z,τ)− τC
√

v/n as a sub-solution to (54) implies that

an equivalent bound also holds for uθ (z,τ)− ûθ (z,τ). Converting the above results back to

hθ and ĥθ , we obtain

∣∣ĥθ (z, t)−hθ (z, t)
∣∣≤C(T − t)e−β (T−t)

√
v
n
∀ (z, t,θ) ∈ Ū ×Θ, wpc1.

This completes the proof of Theorem A.1 for the Dirichlet setting with T < ∞.

We now briefly sketch how the proof can be modified in the setting with T = ∞, but

z >−∞. We make the transformation uθ (z, t) = e−β thθ (z, t), and write the PDE for uθ (z, t)

in the form

∂zuθ +H(1)
θ

(t,z,∂tuθ ) = 0 on U ; uθ = 0 on Γ, (58)

where now

H(1)
θ

(t,z, p) := e−β t r̄θ (z, t)
Ḡθ (z, t)

+
p

λ (t)Ḡθ (z, t)
.

Note that Ḡθ (z, t)< 0 by Assumption 2(ii). The rest of the proof can then proceed as before
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with straightforward modifications, after reversing the roles of z and t.

Periodic Boundary Condition Choose some arbitrary t∗>Tp. Denote uθ (z,τ)= eβτhθ (z, t∗−

τ) and ûθ (z,τ) = eβτ ĥθ (z, t∗− τ). Existence of ûθ , ĥθ follows by similar reasoning as in

the proof of Lemma A.1. Set v0 := uθ (z,0) and v̂0 := ûθ (z,0). By Lemma A.3, uθ is the

viscosity solution to (note that the boundary condition is satisfied by definition of v0)

∂τ f +Hθ (z,τ,∂z f ) = 0 on ϒ≡ R× (0,∞); f (·,0) = v0, (59)

where Hθ (·) is defined in (21). Similarly, ûθ (z,τ) is the viscosity solution to

∂τ f + Ĥθ (z,τ,∂z f ) = 0 on ϒ; f (·,0) = v̂0, (60)

where Ĥθ (·) is defined in (21). Finally, we also define ũθ (z,τ) as the viscosity solution to

the Cauchy problem

∂τ f + Ĥθ (z,τ,∂z f ) = 0 on ϒ; f (·,0) = v0. (61)

Note that ũθ exists and is unique, by the same reasoning as in the proof of Lemma A.2.

Also, let h̃θ (z, t) := e−β t ũθ (z, t∗− t).

Observe that uθ and ũθ share the same boundary condition in (59) and (61). Further-

more, Lemma A.7 assures uθ (·,τ) is Lipschitz continuous in its first argument, with a

Lipschitz constant L1 < ∞ independent of z,τ, t,θ . Consequently, we can employ the same

arguments as those used in the Dirichlet setting to show

|ũθ (z,τ)−uθ (z,τ)| ≤C1τ

√
v
n
, wpc1,

for some constant C1 < ∞ independent of θ ,z,τ, t∗. In terms of h̃θ and hθ , this is equivalent
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to ∣∣h̃θ (z, t∗− τ)−hθ (z, t∗− τ)
∣∣≤C1τe−βτ

√
v
n
, wpc1.

Setting τ = Tp in the above expression, and noting that hθ is Tp-periodic, we obtain

∣∣h̃θ (z, t∗−Tp)−hθ (z, t∗)
∣∣≤C1Tpe−βTp

√
v
n
, wpc1. (62)

Now, we can also compare ũθ and ûθ on ϒ, using the Comparison Theorem A.3 (it is

straightforward to note that the regularity conditions are satisfied under the statement of

Theorem A.1). This gives us (henceforth, ( f )+ := max{ f ,0})

(ũθ (z,Tp)− ûθ (z,Tp))+ ≤ (ũθ (z,0)− ûθ (z,0))+ , wpc1.

Recall that ũθ (z,0) = v0 = uθ (z,0), by definition. Hence,

(ũθ (z,Tp)− ûθ (z,Tp))+ ≤ (uθ (z,0)− ûθ (z,0))+ , wpc1.

Rewriting the above in terms of h̃θ , ĥθ and hθ , and noting ĥθ is Tp-periodic, we get

eβTp
(
h̃θ (z, t∗−Tp)− ĥθ (z, t∗)

)
+
≤
(
hθ (z, t∗)− ĥθ (z, t∗)

)
+
, wpc1. (63)

In view of (62) and (63), wpc1,

(
hθ (z, t∗)− ĥθ (z, t∗)

)
+
≤
(
h̃θ (z, t∗−Tp)− ĥθ (z, t∗)

)
+
+C1Tpe−βTp

√
v
n

≤ e−βTp
(
hθ (z, t∗)− ĥθ (z, t∗)

)
+
+C1Tpe−βTp

√
v
n
.

Rearranging the above expression gives

(
hθ (z, t∗)− ĥθ (z, t∗)

)
+
≤C1

Tpe−βTp

1− e−βTp

√
v
n
, wpc1.
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We can analogously obtain an equivalent upper bound for
(
ĥθ (z, t∗)−hθ (z, t∗)

)
+

. Since t∗

was arbitrary, this concludes the proof of Theorem A.1 for the periodic setting.

Neumann Boundary Condition As before, denote uθ (z,τ) := eβτhθ (z,T−τ) and ûθ (z,τ) :=

eβτ ĥθ (z,T − τ). Existence of ûθ , ĥθ follows by a similar reasoning as in the proof of

Lemma A.2. Now, uθ (z,τ) is the viscosity solution to (see, Lemma A.3)

∂τuθ +Hθ (z,τ,∂zuθ ) = 0 on (z,∞)× (0,T ]; (64)

Bθ (z,τ,∂zuθ ,∂τuθ ) = 0 on {z}× (0,T ];

uθ (·,0) = 0,

where Hθ (·) and Bθ (·) have been defined earlier in (21) and (53). Similarly, ûθ is the

viscosity solution to

∂τuθ + Ĥθ (z,τ,∂zûθ ) = 0 on (z,∞)× (0,T ]; (65)

Bθ (z,τ,∂zûθ ,∂τ ûθ ) = 0 on {z}× (0,T ];

ûθ (·,0) = 0,

where Ĥθ (·) is defined in (21). As before, the proof strategy is to show that uθ (z,τ) +

τC
√

v/n and uθ (z,τ)− τC
√

v/n are viscosity super- and sub-solutions, wpc1, to (65) for

some C < ∞.

Denote wθ (z,τ) := uθ (z,τ)+ τC
√

v/n. Clearly, wθ (z,0) = 0 = ûθ (z,0). Furthermore,

by Lemma A.8, uθ is Lipschitz continuous uniformly over θ ∈Θ.11 Hence, we can recycle

the arguments from the Dirichlet setting to show that in a viscosity sense,

∂τwθ + Ĥθ (z,τ,∂zwθ )≥ 0 on (z,∞)× (0,T ], wpc1,

11It is straightforward to verify that under Assumption 1, the functions Hθ (·) and Bθ (·) satisfy conditions
(R1)-(R7) and (R9)-(R10) uniformly over all θ ∈Θ.
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for some suitable choice of C. Thus, to verify that wθ (z,τ) is a super-solution to (65), it

remains to show that in a viscosity sense and wpc1,

max
{

∂τwθ + Ĥθ (z,τ,∂zwθ ),Bθ (z,τ,∂zwθ ,∂τwθ )
}
≥ 0 on {z}× (0,T ]. (66)

Take an arbitrary point (z,τ∗) ∈ {z}× (0,T ], and let φ(z,τ) ∈ C2([z,∞)× (0,T ]) be any

function such that wθ (z,τ)− φ(z,τ) attains a local minimum at (z,τ∗). We then show

below that wpc1,

max
{

∂τφ + Ĥθ (z,τ∗,∂zφ),Bθ (z,τ∗,∂zφ ,∂τφ)
}
≥ 0, (67)

which proves (66).

Observe that if wθ (z,τ)− φ(z,τ) attains a local minimum at (z,τ∗), then uθ (z,τ)−

ϕ(z,τ) attains a local minimum at (z,τ∗), where ϕ(z,τ) := −τC
√

v/n+φ(z,τ). Lemma

A.8 assures uθ is Lipschitz continuous with Lipschitz constant L1. Hence, for (z,τ∗) to be

a local minimum of uθ (z,τ)−ϕ(z,τ) relative to the domain [z,∞)× [0,T ], it must be the

case12

|∂τϕ(z,τ∗)| ≤ L1, and ∂zϕ(z,τ∗)≤ L1. (68)

Now, by the fact uθ (z,τ) is a viscosity solution of (64), we have

max{∂τϕ +Hθ (z,τ∗,∂zϕ),Bθ (z,τ∗,∂zϕ,∂τϕ)} ≥ 0.

Suppose Bθ (z,τ∗,∂zϕ,∂τϕ)≥ 0. Then by ∂zϕ = ∂zφ and ∂τϕ = ∂τφ−C
√

v/n, it is easy to

verify Bθ (z,τ∗,∂zφ ,∂τφ)≥C
√

v/n≥ 0, which proves (67). So let us suppose instead that

Bθ (z,τ∗,∂zϕ,∂τϕ) < 0. We will use this to obtain a lower bound on ∂zϕ(z,τ∗). Indeed,

12It is possible that ∂zϕ(z,τ∗) < −L1 since (z,τ∗) lies on the boundary and we only define maxima or
minima relative to the domain [z,∞)× [0,T ].
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Bθ (z,τ∗,∂zϕ,∂τϕ)< 0 implies

σ̄θ (z,τ∗)∂zϕ(z,τ∗)>−eβτ
η̄θ (z,τ∗)+∂τϕ(z,τ∗)≥−CηeβT −L1,

where the last inequality follows from Assumption 1(iv) - which ensures η̄θ (z,τ) is bounded

above by some constant, say, Cη - and (68). But Assumption 1(iv) also assures that

σ̄θ (z, ·) is uniformly bounded away from 0. Hence we conclude ∂zϕ(z,τ∗) ≥ −L2 if

Bθ (z,τ∗,∂zϕ,∂τϕ) < 0, where L2 < ∞ is independent of θ ,τ∗. Combined with (68), this

implies

|∂zϕ(z,τ∗)| ≤max{L1,L2}, if Bθ (z,τ∗,∂zϕ,∂τϕ)< 0. (69)

Now, if Bθ (z,τ∗,∂zϕ,∂τϕ)< 0 as we supposed, it must be the case ∂τϕ+Hθ (z,τ∗,∂zϕ,∂τϕ)≥

0 to satisfy the requirement for the viscosity boundary condition. Then by similar argu-

ments as in the Dirichlet case, we obtain via (69) and (22) that13

∂τφ + Ĥθ (z,τ∗,∂zφ)≥ 0, wpc1,

as long as C >C0(exp(βT )+ λ̄ max{L1,L2}). We have thereby shown (67).

Returning to the main argument, we have shown by the above that uθ (z,τ)+ τC
√

v/n

is a super-solution to (65), wpc1. At the same time, ûθ (z, t) is the solution to (65). Further-

more, in view of the assumptions made for Theorem A.1, it is straightforward to verify that

Ĥθ (·),Bθ (·) satisfy the regularity conditions (R1)-(R7) for all θ ∈Θ. Hence, we can apply

the Comparison Theorem A.5 for the Neumann setting to conclude

ûθ (z,τ)−uθ (z,τ)≤ τC
√

v
n
∀ (z,τ,θ) ∈ [z,∞)× [0,T ]×Θ, wpc1.

A symmetric argument involving uθ (z,τ)−τC
√

v/n as a sub-solution to (65), implies that

13In terms of the notation in (22), the domain ϒ should be replaced with ϒ̄ ≡ [z,∞)× [0,T ] here. So, to
get the rates in (22), we use the fact that Assumption 2(iii) continuously extends πθ (1|s) and Ga(s) to the
boundary, see Footnote 18 in the main text.
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an equivalent bound also applies for uθ (z,τ)− ûθ (z,τ). Rewriting these bounds in terms of

hθ and ĥθ , we have thus shown

sup
z∈[z,∞);θ∈Θ

∣∣ĥθ (z, t)−hθ (z, t)
∣∣≤ (T − t)e−β (T−t)C

√
v
n
, wpc1.

This concludes our proof of Theorem A.1 for the Neumann boundary condition.

A.8 Theoretical Extensions

A.8.1 Time Varying Distribution of Covariates

In realistic settings, the distribution of the covariates may change with time. Let Ft denote

the joint distribution of covariates and potential outcomes at time t. We assume that the

conditional distribution of the potential outcomes given x is time-invariant, so the variation

in Ft is driven solely by variation in the covariate distribution. The distribution Ft is also in

general different from F , the distribution from which the data is drawn.

Assuming that the support of Ft(·) lies within that of F(·) for all t, we can write Ft(x) =∫
x̃≤x wt(x̃)dF(x̃), for some weight function wt(·).14 Let λx(t) denote the covariate specific

arrival rates. Then,

wt(x) =
λx(t)∫

λx̃(t)dF(x̃)
.

Our previous results amounted to assuming λx(t) ≡ λ (t) for all x. But now the net arrival

rate (i.e., averaging across all covariates) is given by λ (t) :=
∫

λx̃(t)dF(x̃).

With the above in mind, the PDE for the evolution of hθ (z, t) is the same as (6), but

with Ft replacing F in the definitions of r̄θ (z, t), Ḡθ (z, t). If wt(x), or equivalently, λx(t), is

known or forecast, we can estimate Ft using Fn,t := n−1
∑i wt(xi)δ (xi), where δ (·) denotes

the Dirac delta function. Based on this, we can construct our sample dynamic environment

by replacing Fn with Fn,t in Section 3.5 (e.g., for the PPO algorithm we would draw ob-

servations at random from Fn,t instead of Fn). With known weights, an extension of the

14As before, we use the same notation, F , for the marginal and joint distributions of {x,Y (1),Y (0)}.
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methods of Athey and Wager (2021) shows that Theorems A.1 and 2 continue to hold.

More realistically, however, λx(·) can often only be estimated or forecast at the level

of finite bins, with λx(t) ≡ λ j(t) for each x in bin j. This is the case, for instance, in our

empirical example, where we estimate the arrival distributions and arrival rates separately

for each calendar month (they are assumed to be constant within the month). In such

cases, we would approximate wt(·) with a piece-wise constant function ŵt(·) given by

ŵt( j) = λ j(t)/∑ j λ j(t) for each bin j.

A.8.2 Regret Bounds When the Outcomes Are Affected by z, t

In some applications E[Y (a,z, t)|s] = µa(s) may depend on all of s. Suppose that consistent

estimation of µa(s) is possible. Then, we can estimate the rewards as r̂(s,1) = µ̂1(s)−

µ̂0(s), and use this along with Fn to obtain the sample PDE (15).

Suppose there exists a sequence ψn such that, for a ∈ {0,1},

sup
x,(z,t)∈Ū

|µ̂a(x,z, t)−µa(x,z, t)|= Op(ψ
−1
n ). (70)

Primitive conditions for the above can be obtained on a case-by-case basis. Also, letting

VC(·) denote the VC dimension, suppose that for a ∈ {0,1},

VC
(
Īa
)
< ∞; where Īa :=

{
µa(·,z, t)πθ (1|·,z, t) : (z, t) ∈ Ū ,θ ∈Θ

}
. (71)

Under these assumptions, we can follow Kitagawa and Tetenov (2018) to show15

sup
(z,t)∈Ū ,θ∈Θ

|r̂θ (z, t)− r̄θ (z, t)|= Op(ψ
−1
n ).

We then have the following counterpart to Theorem 2 (a similar counterpart to Theorem

A.1 also exists), the proof of which follows the same reasoning and is thus omitted:

15On the other hand, the rate for
∣∣Ĝθ (z, t)− Ḡθ (z, t)

∣∣ is still
√

v/n.
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Theorem A.2. Suppose that Assumptions 1-3 hold, along with (70) & (71), and β > 0.

Then,

sup
(z,t)∈Ū ,θ∈Θ

∣∣h̃θ (z, t)−hθ (z, t)
∣∣≤ Op

(
ψ
−1
n +b−1/2

n

)
under the Dirichlet boundary condition (46). Furthermore, there exists β0 > 0 such that

the above also holds under the periodic boundary condition (47) as long as β ≥ β0.

A.8.3 Updating the Data and Online Learning

If the relevant treatment rewards, Y , are observable outside of a formal study (e.g., without

an RCT) but subject to delays, the data can be regularly updated to re-estimate the coef-

ficients with each new data set. This approach also allows for periodic recalibration of

candidate arrival rate forecasts. If rewards are observed instantly (though this is not true

in our setting), the PPO algorithm used to compute our optimal policy can be applied in

an online manner. However, this approach is not welfare-efficient, as it does not leverage

known dynamics, such as the budget’s law of motion or the fact that the distribution F is

independent of z. Instead, we propose a more efficient hybrid approach that combines a

general Actor-Critic (AC) algorithm, such as PPO, with Gradient Bandit algorithms, lead-

ing to what we term ‘AC with decision-time estimation of value functions’. Specifically, at

each state (x,z, t), and before administering an action, hθ is re-estimated.

To describe the procedure, let {Yi,Xi,Zi,Ti,Ai}n
i=1 denote the sequence of n observations

before the state (Xn+1,Zn+1,Tn+1) corresponding to the n+1-th arriving individual. Here,

Ai ∼ Bernoulli(πθi(1|Si)) are the actions of the policy maker, with θi denoting the policy

parameter at observation i, and Si := (Xi,Zi,Ti). Based on these observations, we estimate

the rewards as

r̂(n)(Xi,1) = µ̂(Xi,1)− µ̂(Xi,0)+(2Ai−1)
Yi− µ̂(Xi,Ai)

Aiπθi(1|Si)+(1−Ai)(1−πθi(1|Si))

for i = 1, . . . ,N, where µ̂(x,w) is estimated non-parametrically. Let Fn denote the empiri-
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cal distribution implied by {Yi,Ai,Xi}n
i=1. Then, using F̂n and r̂(n), along with the current

forecast λ (·), we compute an estimate ĥθn(z, t) := ν
⊺
n φz,t of hθn , where hθn is the integrated

value function under the current policy parameter θn. In particular, the value weight νn is

computed using TD learning (see, Sutton and Barto, 2018, Chapter 6) by simulating mul-

tiple episodes using the sample dynamics generated by F̂n, r̂(n)(·). We suggest initializing

the TD-learning step with the previous weights νn−1 to ensure fast convergence to the new

νn (this can be further speeded up with parallel updates). Based on the value of ĥθn , we

update θ as

θn+1 = θn +αn,θ e−β (Tn−T0)δn(Sn,S′n+1,An)∇θ lnπθn(An|Sn),

for some learning rate αn,θ , where

δn(Sn,S′n+1,An)

:= r̂(n)(Sn,An)+ I{(Zn+1,Tn+1) ∈U }e−β (Tn+1−Tn)ĥθn(Zn+1,Tn+1)− ĥθn(Zn,Tn).

Following this, we administer an action An+1 ∼ Bernoulli(πθn+1(1|Sn)). This results in an

instantaneous outcome Yn+1, and an evolution to a new state Sn+2. We then repeat the above

steps with the new state, and continue in this fashion indefinitely.

Note that in contrast to the estimation of the value function ĥθ , the policy function is

only updated online, once at each state (i.e., unlike the estimation of ĥθ , we do not update

it with simulated data). This strategy is similar to Gradient Bandit algorithms (see, Sutton

and Barto, 2018, Chapter 2).

A key tuning parameter in this approach is the learning rate, αn,θ , which must be care-

fully selected to achieve an optimal balance between exploration and exploitation. The

theoretical requirements for the learning rates are similar to those needed for convergence

in stochastic gradient descent, namely, ∑n αn,θ = ∞ and ∑n α2
n,θ < ∞ (these conditions also

apply to Gradient Bandit algorithms). While αn,θ = 1/n technically meets these condi-
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tions, it may be too slow in practical applications. Determining the optimal choice of αn,θ

is, however, beyond the scope of this paper.

Under this approach, the estimation error for ĥθ decreases with the number of indi-

viduals observed, regardless of the degree of exploration over the (z, t) space. By Theo-

rems 2 and A.1, if there are n observations before reaching state s, then supθ ,z,t |ĥθ (z, t)−

hθ (z, t)| >
√

v/n. This property is beneficial because, in many of our examples, we only

occasionally revisit the vicinity of any given state (e.g., if the policy duration spans a year,

we may encounter similar values of (z, t) only annually).

A.8.4 Alternative Welfare Criteria

In the main text, we treat the arrival rates λ (·) as forecasts and measure welfare based on

their “forecasted” values. Alternatively, rather than relying on point forecasts, we could

use density forecasts.

Density Forecasts Denote each forecast for the arrival rates by λ (t;ξ ), where ξ indexes

the forecasts. For example, in consensus or ensemble forecasts, each ξ may represent

a different estimate or model. For each ξ , we can obtain the integrated value function

hθ (z, t;ξ ) by replacing λ (t) in (6) with λ (t;ξ ). Let P(ξ ) denote some - possibly subjective

- probability distribution that the policy maker places over the forecasts. We take this

distribution as given. Then we define the ‘forecast’ welfare as

Wθ (z, t) =
∫

hθ (z, t;ξ )dP(ξ ).

The policy maker’s problem is to then choose θ ∗ such that

θ
∗ = argmax

θ∈Θ

Wθ (z0, t0).

It is straightforward to extend our AC algorithm to multiple forecasts: we simply draw a
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value of ξ from P(ξ ) at the start of every new episode. In consensus or ensemble forecasts,

this involves drawing a model at random based on the weights given to each of them.

Estimation of λ (t) One could alternatively calculate the welfare based on an unknown

but true value of λ (t), denoted by λ0(·). Denote the integrated value function under λ0(·)

by hθ (z, t;λ0). Under this alternative welfare criterion, the optimal choice of θ is

θ
∗
0 = argmax

θ∈Θ

hθ (z0, t0;λ0).

To simplify matters, assume that we only have access to a single point forecast or estimate

of λ0(·), denoted by λ̂ (·). The extension to density estimates is straightforward, so we do

not consider it here. We can use the observational data and the estimate λ̂ (·) to obtain an

empirical counterpart, ĥθ (z, t; λ̂ ), of hθ (z, t;λ0), where ĥθ (·; λ̂ ) is the solution to PDE (15)

in the main text, with λ (·) replaced by λ̂ (·). This suggests the following maximization

problem for estimating the optimal policy:

θ̂ = argmax
θ∈Θ

ĥθ (z0, t0; λ̂ ).

Note that the definition of θ̂ above is similar to that in the main text (cf. equation 50),

except for employing λ̂ (·) in place of λ (·).

In terms of the statistical properties, we now have to take into account the statistical un-

certainty between λ̂ (·) and λ0(·) while calculating the regret. Typically, estimation of λ0(·)

is orthogonal to estimation of the treatment effects (which are used for estimating r̄θ (z, t)).

Indeed, λ̂ (·) may be obtained from a completely different and much bigger dataset, e.g., for

estimating unemployment rates, we can potentially make use of large survey data, whereas

the observational dataset for estimating the rewards is typically much smaller.

We can decompose the regret into two parts: the first dealing with estimation of the

treatment effects, and the other with the estimation of λ0(·). Formally, letting R0(θ̂) denote
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the regret under the present welfare criterion, we have

R0(θ̂) := h
θ̂
(z0, t0;λ0)−hθ∗0

(z0, t0;λ0)

=
{

h
θ̂
(z0, t0; λ̂ )−hθ∗0

(z0, t0; λ̂ )
}
+ . . .

· · ·+
{

h
θ̂
(z0, t0;λ0)−h

θ̂
(z0, t0; λ̂ )+hθ∗0

(z0, t0;λ0)−hθ∗0
(z0, t0; λ̂ )

}
≤
{

h
θ̂
(z0, t0; λ̂ )−hθ∗0

(z0, t0; λ̂ )
}
+2 sup

θ∈Θ

∣∣∣hθ (z0, t0;λ0)−hθ (z0, t0; λ̂ )
∣∣∣

:= R
(I)
0 +R

(II)
0 .

The first term, R
(I)
0 , can be analyzed using the techniques developed so far. Indeed,16

R
(I)
0 ≤ 2 sup

θ∈Θ

∣∣∣ĥθ (z0, t0; λ̂ )−hθ (z0, t0; λ̂ )
∣∣∣≤ 2C

√
v
n

wpc1.

As for the second term, we can analyze it using the same PDE techniques as that used in

the proof of Theorem A.1. This gives us

R
(II)
0 ≤ 2C1 sup

t∈[t0,∞)

∣∣∣λ0(t)− λ̂ (t)
∣∣∣ ,

where the constant C1 depends only on (1) the upper bound M for |Ḡθ (z, t)| and |r̄θ (z, t)|,

and (2) the uniform Lipschitz constants for Ḡθ (z, t) and r̄θ (z, t).17 In particular, we em-

phasize that R
(II)
0 is independent of the complexity v of the policy space. It may even be

independent of n if, e.g., λ̂ (·) is constructed using a different dataset.

Combining the above, we have thus shown

R0(θ̂)≤ 2C
√

v
n
+2C1 sup

t∈[t0,∞)

∣∣∣λ0(t)− λ̂ (t)
∣∣∣ .

16We require λ̂ (·) to be uniformly upper bounded and bounded away from 0. This is clearly satisfied wpc1
if λ̂ (·)−λ0(·) = op(1) and λ0(·) is upper bounded and bounded away from 0.

17Assumption 1 assures that all these quantities are indeed finite.
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Thus, the regret rate is exactly the same as that derived in the main text, except for an

additional term dealing with estimation of λ0(·).

A.8.5 Non-Compliance

Our methods can be modified to account for non-compliance. For ease of exposition, we

will let the rewards be independent of z, t. We also assume that the treatment assignment

behaves similarly to a monotone instrumental variable in that we can partition individuals

into three categories: compliers, always-takers, and never-takers.

We will further suppose that the social planner cannot change any individual’s compli-

ance behavior. Then the only category of people for whom a social planner can affect a

welfare change are the compliers. As for the always-takers and never-takers, the planner

has no control over their choices, so it is equivalent to assume that the planner would al-

ways treat the former and never treat the latter. Formally, we can rescale the welfare so that

the rewards are given by r(x,0) = 0 ∀ x, and

r(xi,1) =

LATE(xi) if i is a complier

0 otherwise,
(72)

where LATE(x) denotes the local average treatment effect for an individual with covariate

x. Note that always-takers and never-takers are associated with 0 rewards. The evolution

of z is also different for each group:

N(z′− z) =


Ga(x, t,z) if i is a complier

G1(x, t,z) if i is an always-taker

G0(x, t,z) if i is a never-taker.

(73)

While the planner does not know any individual’s true compliance behavior, she can form

expectations over them given the observed covariates. Let qc(x),qa(x) and qn(x) denote
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the probabilities that an individual is respectively a complier, always-taker, or never-taker

conditional on x. Given these quantities, the analysis under non-compliance proceeds anal-

ogously to Section 3 in the main text. In particular, let hθ (z, t) denote the integrated value

function in the current setting. Then, the evolution of hθ (z, t) is still determined by PDE

(6), but with the difference that now

r̄θ (z, t) = Ex∼F [qc(x)πθ (1|x,z, t)r(x,1)] ,

and (in view of equation 73),

Ḡθ (z, t) = Ex∼F [qc(x){πθ (1|z, t)G1(x, t,z)+πθ (0|z, t)G0(x, t,z)}

+ qa(x)G1(x, t,z)+qn(x)G0(x, t,z)] .

In order to estimate the optimal policy rule, we need estimates of qc(x),qa(x),qn(x),

along with LATE(x). To obtain these, we suppose that the planner has access to an obser-

vational study involving Z as the instrumental variable, and W as the observed treatment.

Crucially, we assume the compliance behavior will be unchanged between the observa-

tional study and the planner’s subsequent rollout of the estimated policy. If this assumption

holds, we have qa(x) = E[W |X = x,Z = 0] and qn(x) = E[1−W |X = x,Z = 1]. We can

then obtain the estimates q̂a(x), q̂n(x) of qa(x),qn(x) through, e.g., Logistic regressions,

and compute q̂c(x) = 1− q̂a(x)− q̂n(x). To estimate LATE(x), we recommend the doubly

robust version of Belloni et al (2017). Given all these quantities, it is straightforward to

modify the algorithm in Section 4 in the main text to allow for non-compliance.
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A.8.6 Discussion of Assumption 1

We provide some primitive conditions under which the logistic policy class (4) satisfies

Assumption 1(i). Recall that the logistic class of policy functions is of the form

πθ (1|s) =
exp(θ⊺ f (s))

1+ exp(θ⊺ f (s))
,

where f (·) denotes a vector of basis functions over s. Let Sk−1 ≡ {θ̃ ∈Rk :
∥∥θ̃
∥∥= 1}. The

following conditions are sufficient to show Assumption 1(i):

Assumption R. (i) Ga(s) and r(s,1) are uniformly bounded. Furthermore, there exists

C < ∞ such that Ex∼F [|∇(z,t)Ga(s)|] < C and Ex∼F [|∇(z,t)r(s,1)|] < C uniformly over all

(z, t) ∈U .

(ii) There exists M < ∞ independent of (x,z, t) such that |∇(z,t) f (s)| ≤M. This can be

relaxed to Ex∼F [|∇(z,t) f (s)|]≤M if ∥θ∥ is bounded away from ∞.

(iii) Either ∥θ∥ is bounded away from ∞, or, there exists δ > 0 such that the probability

density function of θ̃⊺ f (s) in the interval [−δ ,δ ] is bounded for each θ̃ ∈ Sk−1 and (z, t) ∈

U .

Assumption R(i) imposes some regularity conditions on Ga(s) and r(s,1). In our em-

pirical example, these quantities do not even depend on (z, t), so the assumption is trivially

satisfied there. Assumption R(ii) ensures that f (s) varies smoothly with (z, t). Assump-

tion R(iii) provides two possibilities. If ∥θ∥ is compactly supported, it easy to see that the

derivatives of πθ (·|s) with respect to (z, t) are bounded, but this constrains the ability of

the policy class to approximate deterministic policies. As an alternative, we can require

that the probability density function of θ̃⊺ f (s) around 0 is bounded for any given (z, t) and

θ̃ ∈ Sk−1. It is easy to verify that this alternative condition holds as long there exists at least

one continuous covariate, the coefficient of θ̃ corresponding to that covariate is non-zero,

and the conditional density of that covariate given the others is bounded away from ∞. The
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case of discrete covariates with ∥θ∥→ ∞ presents some difficulties and is discussed in the

next sub-section. Under Assumptions R, it is straightforward to show the following result:

Proposition 1. Suppose that Assumptions R(i)-R(iii) hold. Then Ḡθ (z, t) and r̄θ (z, t) are

Lipschitz continuous uniformly over θ .

Discrete Covariates with arbitrary ∥θ∥ With purely discrete covariates and arbitrary

∥θ∥, Ḡθ (z, t) and r̄θ (z, t) are generically discontinuous, except when the policy is indepen-

dent of (z, t). Nevertheless, depending on the boundary condition, we can allow for some

discontinuities and still end up with a Lipschitz continuous solution. For instance, the re-

sults of Ishii (1985) imply a comparison theorem (akin to Theorem A.3 in Section A.9) can

be derived under the following alternative to Assumption 1(i):

Assumption 1a. Suppose that the boundary condition is either a periodic one, or of the

Cauchy form hθ (z,T ) = 0 ∀ z. We can then replace Assumption 1(i) with the following:

Ḡθ (z, t) and r̄θ (z, t) are integrable in t for any (z,θ), and Lipschitz continuous in z uni-

formly over (t,θ). A similar condition also holds, with the roles of z, t reversed, if the

boundary condition is in the form hθ (z, t) = 0 ∀ t.

The above condition is also sufficient for proving (uniform) Lipschitz continuity of

hθ (z, t). This enables us to verify our main Theorems 2 and A.1 under the weaker Assump-

tion 1a.

The general case, when Ḡθ (z, t) and r̄θ (z, t) may be discontinuous in both arguments,

is more difficult, but we offer the following comments: Suppose that there are K distinct

covariate groups in the population. Then we can create 2K strata, each corresponding to

regions of (z, t) where the (deterministic) policy function takes the value 1 for exactly one

particular subgroup from the K groups. In this way, we can divide the space U into discrete

regions, also called stratified domains, within which Ḡθ (z, t) and r̄θ (z, t) are constant. Dis-

continuities occur at the boundaries between the strata. Under some regularity conditions,

Barles and Chasseigne (2014) demonstrate existence and uniqueness of a solution in this
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context, and also prove a comparison theorem. It is unknown (to us), however, whether this

solution is Lipschitz continuous.

A.9 Properties of Viscosity Solutions

This section collects various properties of viscosity solutions for the proofs of Theorems 2

and A.1. Our first lemma concerns the relationship between the population PDE (6) from

the main text, and the ‘transformed’ PDE (20) introduced in Appendix A.6. The population

PDE (6) is given by

Fθ (z, t, f ,D f ) = 0 on U ; where, (74)

Fθ (z, t,u,q1,q2) := βu−λ (t)Ḡθ (z, t)q1−q2−λ (t)r̄θ (z, t),

and U is some open set. The transformed PDE is given by

∂τ f +Hθ (z,τ,∂z f ) = 0 on ϒ; where, (75)

Hθ (z,τ, p) :=−eβτ
λ (τ)r̄θ (z,τ)−λ (τ)Ḡθ (z,τ)p,

and ϒ := {(z,T − t) : (z, t) ∈ U }. The following lemma shows that there is a one-to-one

relationship between the viscosity solutions to these PDEs:

Lemma A.3. If uθ is a viscosity solution to (75) on ϒ, then e−β (T−t)uθ (z,T − t) is a vis-

cosity solution to (74) on U . Similarly, if hθ is a viscosity solution to (74) on U , then

eβτhθ (z,T − τ) is a viscosity solution to (75) on ϒ.

Proof. We only prove the first claim, as the proof of the other claim is analogous. Suppose

that uθ is a viscosity solution to (75). We will show that h̃θ (z, t) := e−β (T−t)uθ (z,T − t)

is a viscosity solution to (74) on U . To this end, consider any φ ∈ C 2(U ) such that

h̃θ (z, t)− φ(z, t) attains a local maximum at some (z∗, t∗) ∈ U . It is without loss of gen-

erality to suppose that h̃θ (z∗, t∗)− φ(z∗, t∗) = 0, as the requirements for a viscosity so-

lution only involve the derivatives of φ and we can therefore always add or subtract a
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constant to φ . We then have eβ (T−t) {hθ (z, t)−φ(z, t)} ≤ 0 for all (z, t) in a neighbor-

hood of (z∗, t∗), i.e., eβ (T−τ) {hθ (z, t)−φ(z, t)} also attains a local maximum at (z∗, t∗).

This implies eβτ {hθ (z,T − τ)−φ(z,T − τ)}, as a function of (z,τ), attains a local max-

imum at (z∗,T − t∗) ∈ ϒ, or, equivalently, uθ (z,τ)− φ̃(z,τ) attains a local maximum at

(z∗,T − t∗) ∈ ϒ, where φ̃(z,τ) := eβτφ(z,T − τ). Since uθ is a viscosity solution, we thus

have

∂τ φ̃(z∗,T − t∗)+Hθ (z∗,T − t∗,∂zφ̃(z∗,T − t∗))≤ 0,

and therefore, after getting rid of a positive multiplicative constant, eβ (T−t∗), we get

β h̃θ (z∗, t∗)−λ (t∗)Ḡθ (z∗, t∗)∂zφ(z∗, t∗)−∂tφ(z∗, t∗)−λ (t∗)r̄θ (z∗, t∗)≤ 0,

where we have made use of the definitions of Hθ (·) and φ̃(·), along with the fact h̃θ (z∗, t∗)=

φ(z∗, t∗). The above implies that h̃θ (z, t) is a viscosity sub-solution to PDE (74) on U . By

an analogous argument, we can similarly show h̃θ (z, t) is a viscosity super-solution to PDE

(74) on U . Hence, h̃θ (z, t) := e−β (T−t)uθ (z,T − t) is a viscosity solution to PDE (74) on

U .

While Lemma A.3 is only stated for the interior domain U , it is straightforward to

extend it to the boundary. For the Dirichlet boundary condition, it is easy to verify that if

uθ = 0 on B ≡ {(z,T − t) : (z, t) ∈ Γ}, then h̃θ (z, t) := e−β (T−t)uθ (z,T − t) = 0 on Γ (an

analogous statement also holds for hθ ). One can prove similar claims for the Neumann

boundary conditions as well, using the same arguments. Hence, the relationship between

the viscosity solutions hθ (z, t) and uθ (z, t) holds under all the boundary conditions consid-

ered in this paper. These results imply that hθ exists and is unique if and only if uθ exists

and is unique as well.

In the remainder of this section, we collect properties of viscosity solutions broken

down into separate cases for each of the boundary conditions:
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A.9.1 Dirichlet Boundary Condition

Consider the Dirichlet problem for PDEs in Hamiltonian form:

∂t f +H (z, t, f ,∂z f ) = 0 on U ; u = 0 on Γ. (76)

The following comparison theorem is due to Crandall and Lions (1986, Theorem 1). Recall

the notation ( f )+ := max{ f ,0}.

Theorem A.3. (Comparison Theorem - Dirichlet form) Suppose that the function H(·)

satisfies conditions (R1)-(R3) from Appendix A.6. Let u,v be respectively, a viscosity sub-

and super-solution to

∂t f +H (z, t, f ,∂z f ) = 0 on U ,

where U is an open set. Then

sup
Ū

(u− v)+ ≤ sup
∂U

(u− v)+. (77)

If, alternatively, U is the of the form Z × (0,T ], where Z is any open set, we can replace

∂U in the statement with Γ≡ {∂Z × [0,T ]}∪{Z ×{0}}.

The above theorem can be applied on any open set U ; we do not need to specify the

actual boundary condition.

Lemma A.4. Suppose that Assumptions 1-4 hold for PDE (6) under the Dirichlet boundary

condition (46). Then there exists L0 < ∞ independent of θ ,z, t such that |hθ (z, t)| ≤ L0. In

addition, for the setting with T < ∞, there exists K < ∞ such that |hθ (z, t)| ≤ K|T − t|. In a

similar vein, for the setting with z >−∞, there exists K1 < ∞ such that |hθ (z, t)| ≤K1|z−z|.

Proof. Consider the Dirichlet problem with T < ∞. Define uθ (z,τ) := eβτhθ (z,T − τ).

Then uθ (·) is the viscosity solution to (20). Now, it is straightforward to verify that

φ(z,τ) := Kτ is a super-solution to (20) as long as K ≥ supz,τ |λ (τ)r̄θ (z,τ)| (note that
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|λ (τ)r̄θ (z,τ)| is uniformly bounded by virtue of Assumption 2(i)). Hence, by the Com-

parison Theorem A.3, it follows uθ ≤ φ on Ū .18 This implies uθ ≤ KT everywhere, and

furthermore, since hθ (z, t) = e−β (T−t)uθ (z,T − t), that |hθ (z, t)| ≤ K|T − t|. A similar ar-

gument, after switching the roles of z,τ , also proves |hθ (z, t)| ≤ K1|z− z|.

Lemma A.5. Suppose that Assumptions 1-4 hold for PDE (6) under the Dirichlet boundary

condition (46). Then there exists L1 < ∞ independent of θ ,z, t such that hθ (z, t) is locally

Lipschitz continuous in both arguments with Lipschitz constant L1.

Proof. We consider three cases: (i) z = −∞, (ii) T = ∞, and (iii) z > −∞ and T < ∞. For

cases (i) and (ii), the claim follows by similar arguments as in Souganidis (1985, Proposi-

tion 1.5). For case (iii), the claim follows by similar arguments as in Crandall and Lions

(1986, Theorem 4).

A.9.2 Periodic Boundary Condition

Consider time-periodic PDEs of the form

∂t f +H (z, t, f ,∂z f ) = 0 on U ; (78)

f (z, t) = f (z, t +Tp) ∀ (z, t) ∈U .

We first present a stronger version of the Comparison Theorem for Cauchy problems,

due to Crandall and Lions (1983). This turns out to be useful to prove a comparison theorem

for the periodic problem (78).

Lemma A.6. Suppose β ≥ 0, and the function H(·) satisfies conditions (R1)-(R3) from

Appendix A.6. Let u,v be, respectively, viscosity sub- and super-solutions to

∂t f +H (z, t, f ,∂z f ) = 0 on R× (t0,∞).

18It is straightforward to verify that all relevant regularity conditions for the application of Theorem A.3
are satisfied under Assumption 1.
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Then for all t ∈ [t0,∞),

eβ (t−t0) sup
z∈R

(u(z, t)− v(z, t))+ ≤ sup
z∈R

(u(z, t0)− v(z, t0))+ .

Theorem A.4. (Comparison Theorem - Periodic form) Suppose that the function H(·) sat-

isfies conditions (R1)-(R3) from Appendix A.6, and that it is Tp-periodic in t. Also suppose

that β ≥ 0. Let u,v be respectively, Tp-periodic viscosity sub- and super-solutions to (78)

on U . Then u(x, t)≤ v(x, t) on R×R.

Proof. By Lemma A.6, for any t0 ∈ R,

eβTp sup
z∈R

(u(z,Tp + t0)− v(z,Tp + t0))+ ≤ sup
z∈R

(u(z, t0)− v(z, t0))+ .

But by periodicity, u(z,Tp + t0)− v(z,Tp + t0) = u(z, t0)− v(z, t0). Hence,

supz∈R (u(z, t0)− v(z, t0))+= 0. But the choice of t0 was arbitrary; therefore, u(z, t)≤ v(z, t)

on R×R.

Lemma A.7. Suppose that Assumptions 1-4 hold for the periodic boundary condition

(47), and the discount factor β is sufficiently large. Then there exists L1 < ∞ independent

of θ ,z, t such that hθ is locally Lipschitz continuous with Lipschitz constant L1.

Proof. That hθ (z, t) is Lipschitz continuous in z follows by similar arguments as in Crandall

and Lions (1986, Theorem 3). For the Lipschitz continuity of hθ (z, t) in t, we can argue as

in Souganidis (1985, Proposition 3.4).

A.9.3 Neumann Boundary Condition

For results on the Neumann boundary condition, we impose additional regularity conditions

on H(·) and B(·), i.e., in addition to (R1)-(R8) in Appendices A.6 and A.7.2. These are

needed to prove Lipschitz continuity of solutions, and are given by (as before, we use the

notation y := (z, t)):
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(R9) There exist C1,C2 < ∞ such that

|H(y1,u, p1)−H(y2,u, p2)| ≤C1 (∥y1− y2∥+∥p1− p2∥) , and

|H(y1,u, p)−H(y2,u, p)| ≤C2 ∥p∥∥y1− y2∥ .

(R10) There exist C3,C4 < ∞ such that

|B(y1,u, p1)−B(y2,u, p2)| ≤C3 (∥y1− y2∥+∥p1− p2∥) , and

|B(y1,u, p)−B(y2,u, p)| ≤C4 ∥p∥∥y1− y2∥ .

It is straightforward to verify that under Assumptions 1-4, the regularity conditions (R1)-

(R7) and (R9)-R(10) are satisfied by Hθ (·) and Bθ (·) in PDE (52), with constants C1,C2,C3C4

independent of θ (this is due to uniform boundedness and Lipschitz continuity of λ (t),

Ḡθ (z, t) and r̄θ (z, t) imposed in Assumption 1). The condition (R8) is not required for the

results below (it is only used to show existence of a solution). The conditions (R1)-(R7)

are also satisfied by Ĥθ (·) in the sample PDE (65) under the additional assumption - made

is the statement of Theorem A.1 - that Ga(x,z, t),πθ (x,z, t) are uniformly continuous in

(z, t). (R9) and (R10) may not be satisfied by Ĥθ (·). But they are not needed to prove a

comparison theorem, being used only to show Lipschitz continuity of solutions, which we

do not require for the sample PDE (65).

The following results are taken from Barles and Lions (1991), but see also Crandall et

al (1992, Theorem 7.12). We refer to those papers for the proofs.

Theorem A.5. (Comparison Theorem - Neumann form) Suppose that the functions H(·)

and B(·) satisfy conditions (R1)-(R7) in Appendices A.6 and A.7.2. Let u,v be respectively,

a viscosity sub- and super-solutions to (51). Then u(x, t)≤ v(x, t) on Z̄ × [0, T̄ ].

Lemma A.8. Suppose that the functions H(·) and B(·) satisfy conditions (R1)-(R7) in

Appendices A.6 and A.7.2, along with (R9)-(R10). Then the unique viscosity solution, u, of
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PDE (51) is Lipschitz continuous on Z̄ × [0, T̄ ], where the Lipschitz constant depends only

on the values of C1-C4 in (R9)-(R10).

A.10 Semi-Convexity and Concavity, Sup and Inf Convolutions

In this section, we collect various properties of semi-convex/concave functions, and sup/inf-

convolutions used in the proof of Theorem 2. Since the results are well-known in the liter-

ature, we will only state them here. material for the proofs.

A.10.1 Semi-Convexity and Concavity

In what follows, we take y to be a vector in Rd . Moreover, for any vector y, |y| denotes its

Euclidean norm.

Definition 3. A function u on Rd is said to be semi-convex with the coefficient c if u(y)+
c
2 |y|

2 is a convex function. Similarly, u is said to be semi-concave with the coefficient c if

u(y)− c
2 |y|

2 is concave.

Lemma A.9. Suppose that u is semi-convex. Then u is twice differentiable almost every-

where. Furthermore, at every point y for which Du exists,

u(y+h)≥ u(y)+h⊺Du(y)− c
2
|h|2 ∀ h ∈ Rd.

An analogous property also holds for semi-concave functions. We can also extend the

scope of the theorem to points where Du does not exist by considering one-sided deriva-

tives, which can be shown to exist everywhere for semi-convex functions.

A.10.2 Sup and Inf Convolutions

Let u(y) denote a continuous function on some open set Y . Let ∂Y denote the boundary of

Y , and Ȳ its closure. Also, ∥Du∥ denotes the Lipschitz constant for u, with the convention

that it is ∞ if u is not Lipschitz continuous.
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Definition 4. The function uε is said to be the sup-convolution of u if

uε(y) = sup
ỹ∈Ȳ

{
u(ỹ)− 1

2ε
|ỹ− y|2

}
.

Similarly, uε is said to be the inf-convolution of u if

uε(y) = inf
ỹ∈Ȳ

{
u(ỹ)+

1
2ε
|ỹ− y|2

}
.

The following lemma characterizes the properties of sup-convolutions (similar results

apply for inf-convolutions):

Lemma A.10. Suppose that u is continuous on Ȳ . Then,

(i) uε is semi-convex with coefficient 1/ε .

(ii) For all y ∈ Ȳ , |uε(y)−u(y)| ≤ 4∥Du∥2
ε .

(iii) ∥Duε∥ ≤ 4∥Du∥ .

Our next lemma concerns PDEs of the form

F(y,u(y),Du(y)) = 0 on Y .

We assume that F(·) satisfies the following property:

|F(y1,q1, p)−F(y2,q2, p)| ≤C|p|{|q1−q2|+ |y1− y2|}, (79)

where C < ∞ is some constant. Define Yε as the set of all points in Y that are at least

2∥Du∥ε distance away from ∂Y , i.e.,

Yε := {y ∈ Y : |y−w|> 2∥Du∥ε ∀ w ∈ ∂Y }.

Lemma A.11. Suppose that u is a viscosity solution to F(y,u,Du) = 0 on Y , and ∥Du∥ ≤
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m < ∞. Suppose also that F(·) satisfies (79). Then, there exists some c depending on only

C (from 79) and m such that F(y,uε ,Duε)≤ cε in the viscosity sense for all y ∈ Yε .

B Additional Details: Empirical Application

B.1 Stylized Problem with Analytical Solution

If we impose a finite budget without a time constraint and assume constant arrival rates,

we can solve this simpler problem by deploying Ordinary Differential Equation (ODE)

techniques. This has three advantages: First, we can reach a solution even if there is

no inherently predictable number of candidates. The algorithm trades off the need for

selectivity against discounting future rewards. Methods devised for simultaneous allocation

are not applicable as they rely on a fixed number of candidates. Second, we can obtain both

the optimal stationary and non-stationary policy and analyze the welfare cost of choosing

the former in a setting that allows for more detailed exploration. Third, we illustrate how

to compute solutions analytically in such simple settings.

Simulated Economic Problem. As mentioned above, we assume constant arrival rates

and no time constraints for this setting. In our main application, we extend this by in-

corporating time-varying arrival rates and the time constraint of a fiscal year, which are

both more representative of real-world job training programs. However, also the current

example resembles several other real-world settings, such as non-perpetual foundations. In

Appendix B.4, we provide an empirical application involving such a foundation.19

We model that the policymaker begins with an initial budget z0, normalized to represent

the fraction of expected annual arrivals that can be treated. For example, if z0 = 0.25 and

5000 candidates are expected, the budget allows treatment for up to 1250 individuals, with

the cost of training c set to c = 1/5000. For each arrival, the policymaker decides whether

to offer job training based on the remaining budget and the individual’s characteristics.

19The lack of a time constraint means no pre-defined duration, not an infinite one. In our application
in Appendix B.4, the non-stationary policy’s budget lasts just over eight years (using a budget for 25% of
arrivals, 5% administrative costs, and a discount factor of -ln(0.9)).
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Training is free for individuals but costly to the policymaker. The reward, i.e., the outcome

from treatment assignment, is the wage gain from treatment, with wage gains under no

training normalized to 0. We obtain reward estimates r̂(x,1) from a cross-fitted doubly

robust procedure, where we use OLS to estimate the conditional means, µ(x,a), and the

propensity score is 2/3, as set by the RCT. This is described in detail in Section 4.

Solving the Problem. We consider two policy classes: (A) a stationary one of the

form πA
θ
(1|s) = I{θ⊺x≥ 0}, and (B) a non-stationary one πB

θ
(1|s) = I{ f (z)⊺x≥ 0}, where

x = (1,age, education, previous earnings) and the functions f are allowed to vary unre-

strictedly with budget (z). We compute the optimal stationary and non-stationary policies

using piecewise constant policy approximations (see Krylov, 1999). Intuitively, we solve

a sequence of allocation problems, starting with the case where the budget allows for the

treatment of only a single individual. We then work backward, incrementally adding bud-

get, until we solve the problem for the full initial budget. To achieve this, we approximate

f (·) with functions that stay constant within a set of grid points {0,∆z,2∆z, . . . ,z0} for bud-

get. The values of f (z) within each grid are computed recursively, starting from z = 0. By

letting ∆z→ 0, we can approximate the optimal f arbitrarily well. We use ∆z = 1/5000

(halving ∆z barely affects the results, see Appendix B.2). These ODE techniques are fea-

sible due to the single state variable, z, in hθ (·). With more state variables, this method

quickly becomes intractable and we recommend employing RL algorithms.

Results and Discussion. The policy rules select a group of people for treatment given

each value of (initial) budget. Figure A1 illustrates how the coefficients of the optimal

policy change with budget. For instance, for a budget of 0.5, the coefficients for age and

education are negative, implying that the non-stationary policy selects young, low-educated

individuals. The selected individuals comprise only about 12% of the sample (see Figure

A2), but their rewards are roughly three times higher than the sample average. As the

policy is restricted to be linear, it excludes some high reward individuals. The current

group of treated people, for example, excludes the ten individuals with the highest-rewards.
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Including any of them would either lower the group’s average reward or reduce its size,

leading to longer waiting times and, consequently, lower welfare due to discounting.

(a) Non-Stationary Policy (b) Stationary Policy

Figure A1: Effect of Budget on Policies

A budget of 1 corresponds to the expected cost of treating all arrivals of one year. We use a discount factor of
β =− ln(0.9), i.e., rewards accruing after 1 year are multiplied by 0.9. The stationary policy is only affected
by initial budget as it is restricted to stay constant. The non-stationary policy responds to the remaining
budget both at the initial value and over the course of its use.

Treated groups vary across budget levels and may not overlap. With a higher budget, it

can be advantageous to target a larger group with lower average rewards to realize rewards

sooner. Under a large budget, a more selective policy would delay rewards further into the

future, resulting in welfare loss due to discounting. Consequently, a higher budget tends to

support a less restrictive policy.

Figure A2 compares stationary and non-stationary policies.20 The optimal stationary

policy varies with the initial budget, z0, but always treats a weakly smaller share of arrivals

when z = z0. This is because the non-stationary policy can be more generous initially and

more selective as the budget is depleted. The stationary policy must remain constant even

as the budget is used up and is inferior due to this restriction (Figure A6 in Appendix B.4

20We emphasize that the welfare differences presented are based solely on in-sample evaluations. Due to
potential biases introduced by in-sample optimization and the considerable variability in welfare outcomes,
we caution that these differences may not reach statistical significance.
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A budget of 1 corresponds to the expected cost of treating all arrivals of one year. The share treated remains
constant between an initial budget of 5 and 10. If not indicated otherwise, we use a discount factor of
− log(0.9).

Figure A2: Effects of the Initial Budget

shows how policies respond to current budget). The welfare gain from the non-stationary

policy varies with the initial budget level. For very large budgets, the gain approaches zero

because the differences mainly occur in the distant future, which is heavily discounted. This

is easily noticeable in Figure A2 under the lower discount factors -ln(0.25) and -ln(0.5), but

it is generally true for all discount factors with sufficiently high initial budgets. For a tiny

budget (say one that allows treating only 1 person) the gain is also 0 as both policies solve

the same problem. In between, the welfare gain from using the non-stationary policy is

non-monotonic in budget due to the discrete nature of the covariates. The latter causes the

stationary policy to abruptly change its treated group based on the initial budget, thereby

shifting the reference point for the welfare gain. Overall, the welfare gains range between

0% and 26%, depending on the initial budgets and discount factors.

Further details. In this application and Appendix B.4, we normalize the initial budget z0

to represent the fraction of expected annual arrivals that can be treated. Notably, due to the

infinite horizon, this fraction may exceed one. Figure A1 illustrates how the coefficients

of the optimal policy vary with budget. Given our assumption of constant cost, the cost

of treating one individual is 1/N, where N is the expected annual arrival count. Ideally,

we set ∆z = 1/N when using a piecewise constant policy approximation. If N is large,

however, this can be computationally intensive. To address this, we experimented with
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different values in the denominator, adjusting ∆z by factors of up to four, and observed no

significant differences in the results.

We also use this simplified version to assess the sensitivity of our approach to sample

size by randomly splitting our data in two 50% subsamples. While we observe some sen-

sitivity, it remains modest: averaging across 50,000 initial budgets from 0.0002 to 10, we

find welfare outcomes from the 50% subsamples to be 12% and 15% higher for stationary

and non-stationary policies, respectively, compared to the full sample.21

B.2 Details for Sections 4.1 - 4.3

This section offers an in-depth overview of the main empirical application, along with

detailed guidance on implementing the PPO algorithm.

Recall that in this setting, we normalize the budget so that z0 = 1 corresponds to suf-

ficient funds for treating 25% of expected arrivals in a given year if the treatment were

assigned at random. Because of the variable costs, a strategic policy may therefore be able

to treat slightly more than 25% eventually.

All individual-level covariates x are converted to their respective z-scores. Note that

budget z runs from 1 to 0 and time t from 0 to 1. While we discretize time into monthly

dummies for the non-stationary logistic policy functions, the neural network-based value

functions always use continuous budget and time, along with individual-level covariates,

as their states. We find that training results improve if we subtract 0.5 from budget and

time, so that they become centered around zero just as the z-scores of the individual-level

covariates.

The cost of treating an individual is determined by their approximate unemployment

insurance payments. We follow the KROM setting and use the minimum wage as lower

bound, the average wage as upper bound, and 80% of previous earnings in between. Since

our data is from the late 1980s in the US, we use 419$ as lower and 1667$ as upper bound
21Welfare outcomes from each 50% subsample were computed and averaged. The welfare from the first

subsample is 10% and 12% higher for stationary and non-stationary policies, while the second subsample
yields 14% and 18% higher welfare respectively.
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of monthly income as well as an unemployment duration of 3 months (see U.S. Department

of Labor, 2024; Social Security Administration, 2024; St. Louis Fed, 2024).

To determine the optimal policy functions, we implement an adapted version of the PPO

algorithm from Spinning Up (Achiam, 2018), tailored to our dynamic RCT environment.

While most hyper-parameters can simply be kept at their default values, we observe sensi-

tivity to the learning rate of the policy function when using logistic policies. A grid search

over learning rates reveals that απ = 0.1 performs robustly for our logistic policies, which

is notably higher than the default απ = 0.0003 typically recommended for neural networks.

For logistic policies, this higher learning rate promotes more effective exploration before

reaching relative convergence (where the convergence of coefficients is best evaluated rel-

ative to the intercept, as illustrated in Figure 2).22 The learning rate for the value function

(αv = 0.001) appears to be less critical, so we retain the default setting. We also set the

discount factor to 1 and adjust the steps per epoch and maximum steps per episode to align

with the specifics of our environment.

The remaining hyper-parameters for PPO are kept at their default values: the clip ra-

tio for the objective function (0.2), the learning rate for the value function (0.001), the

structure of the value function’s neural network (two hidden layers with 64 neurons each,

using the tanh activation function), the number of training epochs per batch of collected

data (80), the discount factor in the generalized advantage estimation (0.97), and the target

Kullback-Leibler divergence between old and new policies (0.01). For full details on the

algorithm, its pseudo-code, and its parameters, see the paper by Schulman et al. (2017) and

the Spinning Up implementation at https://github.com/openai/spinningup/tree/

master/spinup/algos/pytorch/ppo which incorporates some further heuristics such as

normalization of advantage estimates.

In addition to tuning the learning rates for the policy function, we modify the Spinning

22The learning rate 0.1 performs robustly across stationary and non-stationary logistic policy functions and
rewards. Small further setting-specific adjustments of this rate could yield a few residual percentage points
in welfare in some instances.
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Up PPO code to support logistic policy functions, accommodate differences in state rep-

resentation across value functions, and distinguish between stationary and non-stationary

policy functions in our application. We also create a dynamic environment that emulates

the KROM setup, designed in a format compatible with standard reinforcement learning

environments (Towers et al., 2024; Brockman et al., 2016) and included in the code accom-

panying this paper. For full project code, refer to the repository at https://github.com/

friedrichgeiecke/dynamic_treatment. The broader idea of building dynamic envi-

ronments—also referred to as simulators—based on real-world data and causal inference

using RCT or observational data can be generalized. Future research could expand this

approach to other datasets, enabling RL algorithm training and testing in new domains.

We train an optimal policy for our environment using the modified PPO algorithm with

10 parallel processes (i.e., 10 simultaneous RL actors exploring the environment) over 2000

epochs. In each epoch, gradient-based parameter updates are performed using interaction

data collected in buffers across the parallel processes, all of which update the same global

parameters. We repeat this training process 50 times with different pseudo-random seeds

to generate 50 sets of policy parameters. This approach is applied to both the stationary

and non-stationary policies, ultimately selecting the highest-performing seed for each.23

To demonstrate that 2000 training epochs are sufficient for training the logistic policies in

our problem, Figure 2 in the main text displays the convergence of the policy coefficients

for the non-stationary policy.

Neural Network Policies. To demonstrate the flexibility of this approach with respect

to the policy function class, we also train two example neural network policies over 10,000

epochs. Figure A3 shows the resulting welfare trajectories over the course of training. The

best-performing seed for each policy is displayed, though seed-to-seed welfare variation

is relatively low for neural network policy functions in this context. The learning rate for

these policies is set to 0.01, while all other hyperparameters remain unchanged, aside from

23Notably, for the stationary policy, most top seeds yield highly similar policy functions.
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Figure A3: Welfare Achieved on the Dynamic Problem - Neural Network Policies

Learning trajectory for the two dynamic policies start at epoch 10 and are moving averages over the last
(where available) 100 training epochs. The welfare under a purely random policy (50% treatment probability)
is normalized to 1.

those defining the neural network structure. Specifically, the policies follow Spinning Up’s

default settings with two hidden layers of 64 neurons each, resulting in approximately 4,500

parameters for our non-stationary policy. The policy networks employ tanh activations for

the hidden layers and a softmax activation for the output layer. Similar to the value function,

the non-stationary neural network policy takes as input individual-level covariates, budget,

and continuous time, allowing it to leverage continuous variables without relying heavily

on discretization, unlike the logistic policies.

Although these policies achieve substantially higher welfare, careful hyper-parameter

tuning and out-of-sample evaluation would be necessary to prevent over-fitting. For decision-

makers prioritizing interpretability, logistic policies may be preferable due to their straight-

forward structure. Compared to the logistic policies, we also observe that the welfare levels

under stationary and non-stationary policies are closer to each other. This is likely because

neural networks can effectively differentiate individuals based solely on their covariates,
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making them less reliant on temporal or seasonal information.

B.3 Details for Section 4.4

In Section 4.4 we provided two major arguments as to why a policy rule based on simulta-

neous allocation such as EWM is not optimal in a dynamic setting.

Our first argument posited that the budget constraint in a dynamic setting is inherently

‘softer’ and this has welfare implications. To evaluate the significance of this claim, we

examine a simplified version of our main application, limiting the covariates to education

and prior earnings, and keeping both arrival distributions and rates constant. Aside from

sequential arrivals, this setup closely resembles that of Kitagawa and Tetenov (2018). To

maintain comparability, we compute the rewards r(x,1) using inverse probability weight-

ing, as in Kitagawa and Tetenov (2018). This setting is theoretically equivalent to EWM if

it uses the optimal nominal budget.

To leverage the simplicity of this setting—and to preempt concerns regarding whether

the algorithms in Kitagawa and Tetenov (2018) achieve the global maximum—we use a

grid search to identify the optimal policies across different budget levels. Specifically, we

apply a grid of one billion points across the intercept and two covariates. For each possible

budget level, we determine both the optimal simultaneous allocation policy (conditional on

the granularity of the grid), which maximizes welfare by treating up to a set number of

individuals, and the optimal dynamic policy. The latter either coincides with the simulta-

neous allocation policy or is the policy with the highest average treatment effect (ATT) that

exceeds budget capacity, depending on which yields greater welfare.24

Figure A4 illustrates the performance of these policies in a dynamic setting. In 40.9%

of budget levels, the flexibility afforded by a ‘softer’ budget constraint results in an im-

proved dynamic policy, with an average welfare gain of 5.3%, reaching up to 17.1% in

some cases. Furthermore, in 49.7% of scenarios, this improvement is partially or fully due
24We also trained PPO policies on this simulated setting and subsequently compared the best PPO policy’s

performance with that of the grid search policy. The results indicate that the welfare achieved by PPO is only
approximately 2.1% below that of the grid search policy.
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Figure A4: Welfare Consequences of Suboptimal Budget Constraints

The budget is normalized such that a budget of 1 is sufficient to treat the total sample of 9223 people.

to a higher Average Treatment effect on the Treated (ATT) enabled by the softer budget

constraint. All these considerations are apparent at the budget levels just below 0.2, where

the welfare under both policies are initially identical. As the budget increases, more of it

remains unused, ultimately making a policy with a lower ATT but complete budget utiliza-

tion preferable. At this point, the dynamic policy diverges from the simultaneous allocation

policy, providing higher welfare. With further budget increases, the welfare of the simul-

taneous allocation policy eventually begins to rise, indicating a shift in the policy rule so

that it now fully exhausts the budget within the year. Nevertheless, a welfare gap persists

between the two; this is due to the fact that the dynamic policy chooses a different nominal

budget, enabling it to achieve a higher ATT.

Next, to assess the importance of the second argument provided in Section 4.4, we ana-

lyze the stationary dynamic policy from Appendix B.1 in more detail. Simulations indicate

that this policy considers 2,362 arrivals before reaching its budget limit, effectively result-

ing in a stopping point after 5–6 months based on average monthly arrivals. Figure A5(a)
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shows how the policy maximizes welfare per unit cost within these initial 5 months, disre-

garding the remainder of the year, which becomes inconsequential under this policy. Thus,

the stationary dynamic policy not only establishes the optimal point at which the budget

should be exhausted and the program concluded early, but also identifies the allocation rule

that maximizes welfare for candidates arriving within this timeframe.

(a) Stationary Dynamic Policy (b) EWM Policy with ‘Dynamic Budget’

Figure A5: Monthly Analysis of Stationary and EWM Policy

Even if EWM is provided with the ‘optimal dynamic budget’—determined by apply-

ing the stationary dynamic policy to the simultaneous allocation problem to estimate the

required budget—it remains suboptimal. This is because EWM fails to account for the fact

that stopping early changes the effective population distribution of arrivals. It thus fails to

strategically allocate this budget to maximize rewards under this changed population dis-

tribution (see Figure A5(b)). EWM exhausts this budget after approximately six months;

however, unlike the stationary dynamic policy, it does not adjust to prioritize optimal al-

location based on the population distribution within this timeframe. As a result, while the

EWM policy may be better suited for arrivals in the latter half of the year, this advantage is

irrelevant since the budget is already depleted by that time.

In theory, providing EWM with this ‘optimal dynamic budget’ might improve its per-

formance if early arrivals offered significantly higher rewards—although not to the extent

that a dynamic policy would benefit, given its ability to optimize specifically for candidates
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arriving while the budget remains. However, in our setting, we found no evidence of high-

reward individuals arriving disproportionately early in the year. Consequently, allocating

EWM this optimal dynamic budget is actually detrimental, as it lacks the capacity to adjust

accordingly.25 Finally, even if this adjustment had improved EWM’s performance, EWM

could not have independently identified this ‘optimal dynamic budget’, even with a grid

search over the various budget levels.

B.4 Further Application: Non-Perpetual Foundations

Non-perpetual (“sunsetting”) foundations are designed to exhaust their assets in pursuit of

their mission and dissolve once their assets are exhausted. A prominent example is the Bill

& Melinda Gates Foundation, but this structure is also appealing for smaller foundations,

where the administrative demands of perpetual existence could detract from focusing re-

sources effectively and timely on their mission (see Galligan and Milway, 2020). While

these foundations do not evaluate each candidate project immediately, they do review them

periodically. The foundation’s lifespan remains unspecified, with its duration implicitly

governed by the budget constraint.

Due to this structure, non-perpetual foundations that periodically review and fund projects

generally meet the three key assumptions for this specific setting. First, applications are

commonly reviewed only once. Second, the budget constraint is binding, by the legal

definition of a non-perpetual foundation. Third, the assumption that candidates appear se-

quentially is approximately satisfied: if candidates apply in sequence and decisions are

made immediately, this holds exactly. More often, foundations review candidates in peri-

odic batches. If the number of candidates per period is small relative to the total number of

candidates, our results still hold approximately; they can even hold exactly under our PDE

based methods (see the discussion on batching in Section 3.4). Whether or not strategic ar-

25The EWM policy could be improved by excluding candidates arriving in the second half of the year from
the simultaneous allocation problem. However, it’s important to note that this six-month cutoff is derived
from the stationary dynamic policy—something that cannot be determined through simultaneous methods
alone.
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rival is a concern depends on the specific setting. If it is, a stationary policy would arguably

be more appropriate.

As mentioned above, non-perpetual foundations are often motivated by considerations

of administrative costs. It is straightforward to incorporate such costs into our setting. We

suppose, in addition to the cost of treatment, that the budget declines linearly with time

as δ z = uδ t. Since we normalize the cost of treating everyone in a single year to 1, the

parameter u represents the fraction of the budget expended on administrative overhead. For

a fixed u, the ODE for the evolution of hθ (.) changes very slightly to:

βhθ (z) = r̄θ (z)− (π̄θ (1|z)+u)∂zhθ (z), h(0) = 0. (80)

To illustrate how our methods can be applied in these settings, we use the RCT dataset

from Allcott et al. (2020) on the welfare effects of social media. Consider a non-perpetual

foundation dedicated to supporting individuals struggling with social media addiction by

offering free social-media detox retreats. The foundation aims to maximize cumulative

welfare and reviews applications on a weekly basis until its budget is depleted. For our

analysis, we employ three covariates—age, education, and earnings—to construct doubly

robust estimates of the treatment’s effect on the subjective well-being index (SWB) from

Allcott et al. (2020). We assume annual operating costs amounting to 5% of the initial

budget. For simplicity, we adopt the assumptions of constant treatment costs and applicant

arrival rates as in Appendix B.1.

We normalize the budget again so that z0 represents enough money to treat the expected

number of arrivals in a given year. If we assume, for example, 10 arrivals per week, z0 = 1

indicates the availability of funds to treat 520 candidates.

Since operating costs are a fraction of the initial budget z0, the exact value of z0 now

influences the optimal non-stationary policy. The left panel of Figure A6 shows how the

policies change with current budget, under a discount factor of−ln(0.9) and with z0 = 0.25.

The right panel replicates the analysis from Figure A2 (right) in Appendix B.1, but applied
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Figure A6: Effects of the Initial Budget

A budget of 1 corresponds to the expected cost of treating all arrivals of one year. The share treated remains
constant between an initial budget of 5 and 10. If not indicated otherwise, we use a discount factor of
− log(0.9).

to the current context of social media-detox. As before, the welfare advantage of the non-

stationary policy over the stationary one is highly sensitive to both the initial budget and the

discount factor. Notably, the equivalent of Figure A2 (right) in this application resembles

the findings in Appendix B.1 (not displayed).
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