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Abstract

Invention disclosure facilitates knowledge spillovers, supporting future progress but
potentially limiting appropriability for the inventor. In this paper, I examine invention dis-
closure behavior by analyzing the readability of patent texts, using both traditional and
novel Al-based readability scores. Using two difference-in-differences analyses, I find
that following the 1980 Bayh-Dole Act and the staggered establishment of Technology
Transfer Offices, two institutional changes that strengthened commercialization incentives
in university innovation, university patents became less readable in their detailed descrip-
tions. This decrease in readability does not extend to patent summary texts, suggesting
that university inventors selectively obfuscate technical details on how to make and use the
invention. The effect is intensified in technological fields with higher competitive pressure
and is associated with a decline in external follow-on citations. These findings suggest
that disclosure choices arise not only in the decision of whether to patent or rely on trade
secrecy, but also in the degree of information disclosure within patents. Institutional shifts
toward commercialization may weaken the patent system’s disclosure function, with pat-
terns consistent with reduced downstream knowledge diffusion.
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1 Introduction

The concept of “standing on the shoulders of giants” emphasizes that innovation builds upon the
collective knowledge and achievements of previous generations. Extensive literature (Romer
1990, Scotchmer 1991, Kortum 1993, Jones 1995a, Weitzman 1998, Jones 1995b, Young 1998,
Cockburn and Henderson 1996, Jones 2009, Jones 2010, Hall and Harhoff 2012, Akcigit et al.
2018) underscores the idea that knowledge gives rise to further knowledge. This principle
aligns closely with the idea that knowledge disclosure — the open sharing of ideas and discover-
ies — generates broad societal benefits. Such disclosure is crucial in technological and scientific
fields, where each breakthrough lays the groundwork for future advancements. Recognizing
the social benefits of innovation disclosure, policymakers strive to promote the dissemination
of knowledge, encouraging inventors and researchers to make their discoveries publicly acces-
sible.!

From the standpoint of the inventor, however, there may be reluctance to disclose techno-
logical details due to concerns about appropriability — the ability to capture profits from their
inventions. In many cases, inventors or firms may opt to keep innovation information private
rather than disclosing it publicly. Previous studies have highlighted how inventors and firms
utilize trade secrecy and lead time as appropriation mechanisms, allowing them to retain control
over their ideas and potentially gain a competitive edge in the market (Mansfield 1986, Cohen
et al. 2000, Mezzanotti and Simcoe 2023). Thus, there is a trade-off in invention disclosure be-
tween the societal perspective, which emphasizes social benefits, and the individual viewpoint
of inventors or firms, who consider their private gains and appropriability conditions.

The patent system mixes both private incentives for encouraging invention while also try-
ing to promote invention disclosure (Gallini 2002). Specifically, under the patent system, patent
applicants disclose their inventions publicly in exchange for short-term monopoly rights. The
U.S. Supreme Court aims to use the disclosure requirement to promote the dissemination of
knowledge and further innovation.? To fulfill this objective, the U.S. Patent and Trademark Of-
fice (USPTO) and the U.S. Code (USC) require that a patent include a clear and comprehensive
written description of the invention, along with instructions for how to make and use it. The
patent’s detailed description should be thorough enough to enable individuals with ordinary
expertise in the relevant field, science, or domain to implement and apply the invention without

the need for extensive trial and error.3

! An example is the implementation of the “Bermuda Principles” by the Human Genome Project (HGP), where
both scientists and policymakers agreed that rapid release of the project’s genomic data was essential for advancing
scientific discovery and improving human health (see, e.g., Contreras 2011).

>The U.S. Supreme Court stated in Kewanee Oil Co. v. Bicron Corp., 416 U.S. 470 (1974): “The information
in patents adds to the general store of knowledge and is of such importance to the public weal that the Federal
Government is willing to pay the high price of 17 years of exclusive use for its disclosure, which disclosure, it is
assumed, will stimulate ideas and the eventual development of further significant advances in the art.”

3Source: https://www.uspto.gov/patents/basics/apply/utility-patent. The explana-
tion must be accessible to anyone skilled in the relevant field, allowing them to replicate the invention (as stated
in35 U.S.C. § 112(a)).


https://www.uspto.gov/patents/basics/apply/utility-patent

While patent applications are crafted within a regulatory environment designed to incen-
tivize disclosure, in reality, legal and social science scholarship argues that patent documents
often contain inadequate and unclear information (Roin 2005, Fromer 2008, Devlin 2009, Sey-
more 2009, Lemley 2011, Ouellette 2011, Sampat 2018, Kong et al. 2023). Certain legal schol-
ars point out that, despite the requirements of 35 U.S.C. § 112(a), patent documents often fail
to effectively convey the intricacies of advanced technologies (Devlin 2009). They suggest that
patents can be difficult to comprehend and are often “unreadable” (Seymore 2009), with patent
writers sometimes using vague or unclear language to safeguard their proprietary knowledge
(Roin 2005, Fromer 2008). Additionally, it is argued that the Federal Circuit has permitted
vague disclosures, so that patent writers are incentivized to draft them this way (Lemley 2011).
These observations raise critical questions: Do inventors strategically disclose their inventions
in patent documents, and if so, how? Can we measure this disclosure behavior? Under what
circumstances are inventors more likely to disclose more or less knowledge information?

This study examines how institutional environments related to invention commercialization
shape knowledge disclosure in patents. On one hand, clear patent disclosures can enhance cus-
tomer acquisition, foster partnerships, support licensing opportunities, and improve access to
financing by making inventions more comprehensible and appealing to investors and collabo-
rators.* On the other hand, obfuscation can help inventors prevent their inventions from being
easily imitated or surpassed by competitors, thereby preserving their competitive advantage.’
This tension suggests that the extent of disclosure in patents may be a decision by inventors,
shaped by their institutional environment.

To study this, the paper focuses on how shocks to the university innovation commercial-
ization environment affect patent disclosure behavior. To the best of my knowledge, research
on the degree of patent disclosure is limited. Addressing this question systematically and em-
pirically presents two main challenges. First, measuring patent disclosure behavior is difficult.
Second, we need causal identification to study the impact of the institutional environment on
patent disclosure. To address the first challenge, I use textual analysis to construct readabil-
ity scores to proxy the clarity and sufficiency of the patent document. To address the second,
I leverage two natural experiments and employ difference-in-differences analyses to identify
causal effects.

To measure the patent information disclosure, I conduct textual analysis to create readability
scores for patent documents. Traditional readability measures have been widely used in finance

and accounting studies to analyze financial documents (Li 2008, You and Zhang 2009, Miller

“Disclosure can signal the value and credibility of an invention, attracting potential investors and deterring
competitors (Spence 1974, Bhattacharya and Ritter 1983, Long 2002, Scotchmer 2004, Graham and Hegde 2015,
Hegde and Luo 2018).

By revealing key details, disclosure exposes inventions to imitation and intensifies competition, which can
diminish their commercialization potential (Bhattacharya and Ritter 1983, Horstmann et al. 1985, Mansfield 1986,
Anton and Yao 1994, Cohen et al. 2000, Anton and Yao 2004, McGurk and Lu 2015, Mezzanotti and Simcoe
2023). Previous studies have argued that to maintain a competitive edge, inventors may choose not to patent at all
(Horstmann et al. 1985, Mansfield 1986, Cohen et al. 2000, McGurk and Lu 2015, Mezzanotti and Simcoe 2023).



2010, Beyer et al. 2010, Loughran and McDonald 2014, Campbell et al. 2014, Loughran and
McDonald 2016). Recent literature applies those measures outside financial documents. For
instance, Hengel (2022) examines articles in the peer review process using traditional linguistic
measures. Funk and Iriberri (2020) applies traditional readability measures to explore whether
the complexity of abstracts varies by gender. Ashtor (2022), Kong et al. (2023), and Dyer et al.
(2024) extend these linguistic features to construct readability measures for patent documents.
For my analysis, I first follow the previous literature to construct classical readability measures
typically used for technical documents.

I validate the traditional readability measures using data from patent examiners’ decisions
on rejections. In the patent application rejections dataset, each document-action is associated
with specific action types and subtypes. The 112(a) criteria mandate that a patent’s detailed
description must include a comprehensive and clear account of the invention, along with in-
structions on how to construct and use it. I calculate traditional readability scores for the de-
tailed descriptions of rejected applications and find that these scores can predict the likelihood
of rejection based on the 112(a) criteria.

I then develop a novel Al-based readability measure using the transformer-based language
model SciBERT (Beltagy et al. 2019) to analyze the detailed descriptions of rejected patents.
By combining text embeddings generated by SciBERT with patent examiners’ rejection deci-
sions, I train supervised learning models to predict the probability of rejection under the 112(a)
rule. These predicted probabilities serve as Al-based readability scores, offering a novel mea-
sure of text readability as interpreted by patent examiners.

To identify the causal impact of institutional environments on patent disclosure, I leverage
two natural experiments. The enactment of the Bayh-Dole Act in 1980 marked a plausibly ex-
ogenous shift in the institutional environment of U.S. universities. It removed key restrictions
and granted universities the right to pursue the commercialization of inventions funded by the
federal government (Eisenberg 1996, Henderson et al. 1998a, Henderson et al. 1998b, Mow-
ery and Sampat 2001, Rabitschek and Latker 2005). After the passage of the Bayh-Dole Act,
there was an explosion in the growth of Technology Transfer Offices (TTOs) in U.S. universi-
ties and a substantial increase in the commercialization of university inventions and resulting
revenue (Henderson et al. 1998a, Henderson et al. 1998b, Chukumba and Jensen 2005, Litan
etal. 2007). TTOs introduced the professionalization of the patenting process and commercial-
ization by providing patent attorneys and business managers to assist university inventors. The
establishment of TTOs can be seen as an institutional shock for inventors at specific universi-
ties. Instead of the one-time policy shock of the Bayh-Dole Act, TTO establishments represent

staggered shocks across universities.®

%These two shocks are institutional changes in university innovation and can be viewed as mutual robust-
ness checks. The Bayh-Dole Act and the staggered rollout of university TTOs provide complementary quasi-
experiments. Bayh—Dole is a one-time federal shock, though its effects may be confounded by contemporaneous
events. In contrast, TTO formation varies across universities and over time, supplying cross-sectional and tem-
poral variation. I analyze data at the inventor level to reduce organizational confounds and test parallel trends to



Taken together, using all granted patents’ detailed descriptions from 1976 to 1990, I pro-
vide large-scale evidence on whether these institutional changes in the university commercial-
ization environment positively, negatively, or insignificantly affect university patent disclosure.
Specifically, I employ two difference-in-differences analyses to compare the readability change
in university patents and corporate patents before and after these institutional shocks. Corpo-
rate patents, which are not directly affected by these policy changes, serve as a control group to
isolate the impact of the shocks on university patents. The analyses are conducted both at the
organizational level, comparing university and corporate assignees, and at the individual level,
tracking changes in patent disclosure for given university and corporate inventors.

The results show a decline in the readability of university patents’ detailed descriptions fol-
lowing the 1980 Bayh-Dole Act, relative to corporate patents. A similar reduction is observed
after the establishment of Technology Transfer Offices (TTOs). Analyses at both the organiza-
tional and inventor levels show a decline in the clarity and sufficiency of detailed descriptions
in university patents, while summary and background sections remain unchanged. This pattern
suggests selective adjustments in disclosure following these institutional changes.

Further analyses suggest that changes in commercialization incentives may be one key
mechanism driving this disclosure behavior. Evidence shows that shifts in patent character-
istics, such as basic versus applied orientation, originality and generality, and overall quality,
are unlikely to fully account for the decline in readability. The results are also difficult to rec-
oncile with a uniform shift in legal drafting: while readability declines in detailed descriptions,
I find little comparable change in the claims section, which is more directly tied to legal scope.
By separately examining the timing of the Bayh-Dole Act and the establishment of Technology
Transfer Offices (TTOs), and by disentangling the role of legal expertise from inventors, the
results are consistent with selective adjustments in disclosure. Heterogeneous treatment effects
across technological fields reveal that university inventors are more likely to reduce readability
in areas with higher competitive pressure.” Together, these results highlight a broader response
in innovation disclosure: when inventors anticipate commercialization potential, they may re-
duce the readability of patent descriptions to limit imitation, thereby diminishing openness in
sharing how to make and use the invention.

I also analyze citation patterns to better understand knowledge spillovers. The results reveal
a significant decline in external citations to university patents in the treatment group following
the Bayh-Dole Act and the establishment of TTOs, relative to a control group. Using the Bayh-
Dole Act as an instrument for readability, I interpret the 2SLS results as descriptive evidence
rather than causal due to possible violations of the exclusion restriction. Nevertheless, the as-
sociation between reduced patent readability and lower external citations suggests that dimin-

ished disclosure clarity may have contributed to limited knowledge diffusion, alongside other

assess the DID assumption, acknowledging residual endogeneity (e.g., influential inventors affecting TTO timing).
Together, Bayh—Dole and TTO variation strengthen identification.

"This interpretation is consistent with broader evidence that weaker intellectual property protection can inten-
sify competitive pressure and shift firms toward alternative appropriability strategies (e.g., Acikalin et al. 2023)
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potential mechanisms. These findings suggest important welfare implications: the shift in the
university innovation commercialization landscape brought about by the Bayh-Dole Act and
the rise of TTOs has reduced the clarity and sufficiency of patent descriptions and diminished
knowledge spillovers. Policies designed to encourage commercialization might thus generate
unintended consequences for transparency and knowledge diffusion. This potential decline in
how openly universities share their scientific discoveries should be carefully considered when
shaping future innovation policy.

The rest of the paper is organized as follows. Section 2 reviews the related literature. Sec-
tion 3 develops the conceptual framework. Section 4 describes the data, measures, and baseline
sample. Section 5 outlines the empirical strategy and presents the main results, examining how
institutional changes affect patent disclosure. Section 6 explores underlying mechanisms and

discusses effects on follow-on innovation. Section 7 concludes.

2 Prior Literature

Previous research on invention disclosure has discussed the strategies of inventors and firms,
particularly their decisions on whether to file a patent, the timing between patent filing and
licensing or data sharing practices, the allocation of rights, and the associated costs and benefits
of patenting (Horstmann et al. 1985, Mansfield 1986, Aghion and Tirole 1994, Green and
Scotchmer 1995, Cohen et al. 2000, Long 2002, Landes et al. 2003, Scotchmer 2004, Grushcow
2004, Baker and Mezzetti 2005, Gans and Murray 2011, Graham and Hegde 2015, Gans et al.
2017, Hegde and Luo 2018, McGurk and Lu 2015, Mezzanotti and Simcoe 2023). This paper
goes beyond the binary decision of whether to patent to examine the degree of patent clarity
and sufficiency. The issue of inadequacy and lack of clarity in patent documents has been
discussed in prior literature (Roin 2005, Fromer 2008, Devlin 2009, Seymore 2009, Lemley
2011, Ouellette 2011, Sampat 2018), though systematic empirical studies remain limited (Kong
et al. 2023). This paper extends prior work by introducing novel Al-based readability scores
and analyzing the causal impact of institutional changes on patent disclosure.

This paper further contributes to the literature on university commercialization policy. Prior
studies have analyzed patenting rates, entrepreneurial formation, and invention commercializa-
tion following the Bayh—Dole Act and university TTOs (Henderson et al. 1998a, Henderson
et al. 1998b, Jaffe 2000, Mowery and Ziedonis 2002, Thursby and Thursby 2002, Jensen
et al. 2003, Mowery et al. 2001, Mowery and Sampat 2004, Rothaermel and Thursby 2005,
Rothaermel et al. 2007).8 Shane (2004) finds that the Bayh-Dole Act provided incentives for

universities to shift patenting in lines of business where licensing is effective. Hvide and Jones

8Henderson et al. (1998a), Henderson et al. (1998b), Jaffe (2000) show that university patenting increased
during this period while others (Mowery and Ziedonis 2002, Mowery et al. 2001, and Mowery and Sampat 2004)
argue that the rise of university patenting cannot be credited entirely to the Act, as university patenting appears to
have been rising before the passage of the Act.



(2018) analyzes the end of the “professor’s privilege” in Norway and finds a decline in both en-
trepreneurship and patenting rates after this reform. Hsu and Kuhn (2023) examines that tech-
nology transfer offices (TTOs) allocate resources for patent applications and finds that inven-
tors’ licensing experience is a strong predictor of patent impact and commercialization success.
Lerner et al. (2024) examine how the commercial impact of academic research changes when
scholars move across universities. While previous studies have centered on patent volume, ci-
tation, and entrepreneurship, less attention has been paid to patent knowledge disclosure. This
paper addresses this gap by incorporating patent disclosure as a critical factor in evaluating the
impact of university commercialization policy.

This paper also relates to the literature on text readability and obfuscation. In financial
reporting, firms often make annual reports harder to read to conceal poor performance (Li
2008, Bushee et al. 2018). In loan approvals, strategic verbosity is employed (Larrimore et al.
2011). Academia and scientific grants also see obfuscation, with complex language and se-
lective reporting used to mask truth or exaggerate proposals (Nosek et al. 2012, Head et al.
2015, Markowitz 2019). In the patent domain, inventors may engage in partial disclosure (An-
ton and Yao 2002, Anton and Yao 2004). Additionally, obfuscation tactics include cluttered
patent claims (Freilich 2017), irrelevant prior-art citations (Kuhn et al. 2020), and strategies to
hinder examiners’ assessments (Figueroa and Lemus 2024). This paper empirically examines
obfuscation in patents. Patents serve as strategic tools for protecting, communicating, and at
times concealing technological knowledge. Understanding what information firms and inven-
tors choose to disclose or to obscure reveals how they manage the trade-off between appropri-
ability and knowledge diffusion. My work sheds light on this process by analyzing disclosure
behavior as a choice shaped by institutional and policy regimes.

This paper expands on readability measures derived from textual analysis in related litera-
ture. In addition to using traditional readability measures that have been utilized in previous
literature (Li 2008, You and Zhang 2009, Miller 2010, Beyer et al. 2010, Loughran and Mc-
Donald 2014, Campbell et al. 2014, Loughran and McDonald 2016, Hengel 2022, Funk and
Iriberri 2020, Ashtor 2022, Kong et al. 2023, Dyer et al. 2024, Bearson and Roche 2025), 1
also use rejection information from patent examiner decisions to construct Al-based readabil-
ity scores. Following recent papers on transformer-based language models (Devlin et al. 2018,
Beltagy et al. 2019) and supervised learning models to construct large-scale text-based mea-
sures from unstructured documents (Miric et al. 2023), I use the transformer-based language
model SciBERT, combined with supervised learning models, to construct Al-based readability
scores.

More broadly, this paper speaks to a large literature on knowledge spillovers and cumula-
tive innovation, which shows that technological knowledge can spill across firms, that patent
rights and disclosure rules can shape downstream research and the diffusion of such knowl-
edge, and that access to existing knowledge can itself affect subsequent scientific production
(Jaffe et al. 1993, Bloom et al. 2013, Williams 2013, Galasso and Schankerman 2015, Biasi



and Moser 2021, Hegde et al. 2023). Existing evidence, much of it from biomedical set-
tings, is mixed (Sampat 2018): some studies find limited barriers from patents, while others
show that patenting, patent invalidation, disclosure, and ownership rules can materially affect
downstream research and cumulative innovation. Walsh et al. (2007) found that academic re-
searchers rarely felt constrained by existing patents, though commercially oriented researchers
reported more barriers. Murray and Stern (2007) and Huang and Murray (2009) observed that
patenting and patent strategy can impede the open diffusion and long-run supply of public sci-
entific knowledge. Sampat and Williams (2019) found that gene patents do not significantly
impede follow-on innovation, whereas Williams (2013) earlier showed that private ownership
of genomic data caused notable declines in related research. Other work shows that patent in-
validation increases subsequent citations to focal patents, that access to information disclosed
in patents facilitates cumulative innovation, and that stronger patent protection can in some set-
tings stimulate follow-on corporate scientific research (Galasso and Schankerman 2015, Fur-
man et al. 2021, Arora et al. 2024). Relatedly, work on mandatory disclosure in the patent
system shows that forcing firms to reveal proprietary information can be privately costly but
socially beneficial (Kim and Valentine 2021). This paper contributes to this body of work by
providing evidence on how follow-on innovation responds to changes in the innovation com-

mercialization environment.

3 Conceptual Framework

3.1 Institutional Settings
3.1.1 The 1980 Bayh-Dole Act

In this paper, I first use the 1980 Bayh-Dole Act as an exogenous shock to universities. Before
1980, the federal government held the right to claim royalties and income from patents when
such innovations were supported by federal funding. While university inventions could be as-
signed as patents to the universities themselves, commercialization faced major institutional
constraints. These included mandates for non-exclusive licensing, restrictions on granting ex-
clusive licenses, and government oversight that allowed federal agencies to revoke commer-
cialization rights if certain conditions were not met (Eisenberg 1996, Henderson et al. 1998a,
Henderson et al. 1998b, Mowery and Sampat 2001, Rabitschek and Latker 2()05).9

As a result, many university patents before 1980 were pursued primarily for prestige and

academic recognition, rather than for commercial value (Henderson et al. 1998a, Henderson

9For instance, under the 1963 Kennedy Memorandum, contractors were typically permitted to retain title to
federally funded inventions, but this was subject to a non-exclusive, royalty-free license granted to the government.
If contractors held rights beyond this non-exclusive license, they were required to submit regular reports on their
commercialization uses. Moreover, the government retained “march-in” rights, allowing it to revoke exclusivity
(Eisenberg 1996).



et al. 1998b).1

The passage of the Bayh-Dole Act in 1980 fundamentally altered this landscape. The
Act granted universities rights to retain title to inventions derived from federally funded re-
search, effectively allowing them to commercialize them—including through exclusive agree-
ments—and collect royalties and incomes with far fewer bureaucratic hurdles (Henderson et al.
1998a, Mowery and Sampat 2001, Eisenberg 1996). Moreover, Bayh-Dole required that uni-
versities share patent-related income with the inventors, stipulating in 35 U.S.C. § 202(c)(7)
that inventors must receive a share of royalties. While the law does not mandate a fixed dis-
tribution formula, universities typically follow a standardized practice of splitting net revenues
among the inventors, their departments, and the institution after deducting administrative costs
(Ouellette and Tutt 2020, Contreras 2022).

The shift in the university commercialization landscape brought about by the Bayh-Dole
Act provides a valuable opportunity to examine how institutional systems influence the disclo-
sure behavior of institutions and inventors. Assessing the impact of this shift offers insights not
only into the specific policy change but also into how institutional frameworks shape behavior

in the broader context of technological advancement.

3.1.2 University Technology Transfer Offices

I next exploit the establishment of university Technology Transfer Offices (TTOs) as a sec-
ond institutional shock affecting inventors within universities. Following the passage of the
Bayh-Dole Act, which enabled universities to commercialize their federally funded inventions,
U.S. universities increasingly established TTOs to manage and commercialize their intellec-
tual property. These offices were viewed as vehicles for generating revenue and facilitating the
transfer of innovation to the market (Orozco 2019, Contreras 2022).

TTOs are typically staffed by professionals such as attorneys and business managers with
expertise in patents, licensing, and commercialization processes (Contreras 2022). Rather than
pursuing decentralized or discipline-specific commercialization pathways, many universities
adopted a centralized model, relying on TTOs as the primary channel for disseminating inno-
vation (Litan et al. 2007). These offices play a key role in promoting university patent com-
mercialization by transferring usage rights to businesses, entrepreneurs, and startups, and by
providing legal and managerial support for licensing activities (Henderson et al. 1998a, Hen-
derson et al. 1998b).!! The establishment of TTOs thus marks a shift toward professionalized,

institutionally driven patenting and commercialization processes within universities.

10This posed a significant barrier to widespread university patenting, particularly considering that approximately
70% of university research was federally funded. As a result, patents granted to universities during this time fell
into one of three categories: patents representing the outcomes of research that did not rely on federal funding;
patents pursued primarily for prestige and recognition rather than for commercial potential; and patents stemming
from federal research that required a specific title rights waiver from the funding agency (Henderson et al. 1998a,
Henderson et al. 1998b).

Source: https://patents.princeton.edu/about-us/what-technology-transfer
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3.2 Theoretical Hypotheses

University inventors face competing incentives that shape their disclosure decisions. Follow-
ing prior literature (Merton 1973, Stern 2004, Sauermann and Roach 2012, Lam 2011, Gans
et al. 2017, Ouellette and Tutt 2020, Burrage et al. 2024), I consider two primary returns for
university inventors in patenting: (1) financial returns and (2) broader returns. Broader re-
turns include reputational gains through recognition of novel ideas, which can influence career
trajectories, and social impact by facilitating the adoption of their technology, advancing the
public good, and validating their research. Financial returns, on the other hand, stem from
income received through commercialization. While many studies suggest that university re-
searchers place relatively large emphasis on broader returns (Merton 1973, Stern 2004, Evans
and Leighton 1989, Hamilton 2000, Shane et al. 2003, Sauermann and Roach 2012, Gans et al.
2017, others argue that financial incentives do matter to university inventors (Lam 2011, Ouel-
lette and Tutt 2020, Burrage et al. 2024).

It is natural to think that broader returns increase with disclosure, as greater openness fos-
ters recognition and societal contributions (Merton 1973, Partha and David 1994, Shane et al.
2003, Stern 2004, Murray and Stern 2007, Evans and Leighton 1989, Hamilton 2000). The im-
pact of disclosure on financial returns, however, remains unclear. Two contrasting arguments
might emerge from the literature. First, financial returns may increase with disclosure. Dis-
closure can signal the value and credibility of an invention, securing financing on terms that
reflect its innovation potential, attracting potential investors and deterring competitors (Spence
1974, Bhattacharya and Ritter 1983, Long 2002, Scotchmer 2004, Graham and Hegde 2015,
Hegde and Luo 2018). Under this “signaling” view, greater transparency enhances financial
returns, incentivizing inventors to disclose more. Second, financial returns may decrease with
disclosure. By revealing key details, disclosure exposes inventions to imitation and intensifies
competition, which can diminish their commercialization potential (Bhattacharya and Ritter
1983, Horstmann et al. 1985, Mansfield 1986, Cohen et al. 2000, Anton and Yao 1994, Anton
and Yao 2004, McGurk and Lu 2015, Mezzanotti and Simcoe 2023). In this “imitation” view,
higher disclosure reduces financial returns, prompting inventors to limit disclosure to safeguard
their invention’s competitive advantage.

To formalize the disclosure trade-off in a simple way, consider a university inventor who
selects a disclosure level d, where d € R and higher values represent greater levels of disclosure.

Let the inventor’s objective function be:

U(d;0)=(1—0)B(d)+6n(d)—C(d),

where B(d) captures the broader returns to disclosure, such as contributing to public knowl-
edge and scientific progress. The broader returns increase when d increases, so B'(d) > 0. The
term 7w(d) represents the private financial returns to disclosure. 7’(d) depends on contextual

factors: greater clarity and sufficiency can increase value through signaling or reduce value by



inviting imitation. Assume both B(d) and 7(d) are concave (B”(d) < 0 and n”(d) < 0). The
cost function C(d) captures the non-financial cost of disclosure, and is assumed to be increasing
and convex: C'(d) > 0,C"(d) > 0.

The parameter 6 € [0, 1] denotes the institutional emphasis on commercialization. A low
0 corresponds to environments with weak commercialization infrastructure, such as the pre-
Bayh-Dole era, where university inventors derive most value from broader returns. A high
0, in contrast, reflects institutional settings with strong commercialization incentives, such as
post-Bayh-Dole reforms or the establishment of university technology transfer offices. Thus, 0

can be interpreted as the weight placed on financial versus broader returns.

The first-order condition for the optimum d* is:

‘;—Z: (1-0)B'(d*)+6x'(d*)—C'(d*) =0. (1)

Differentiate (1) with respect to 6:

od* _ B'(d*) - 7'(d")
96 (1—6)B"(d*)+6n"(d")—C"(d*)’

Because the denominator is negative under standard concavity assumptions, the sign of %

depends on the difference in marginal returns. This gives rise to three distinct theoretical cases:

Case 1 — Strategic obfuscation. If B'(d*) — ' (d*) > 0, then % < 0. This implies that when
institutions place greater emphasis on financial incentives, inventors reduce their level of
disclosure, provided that the marginal broader returns to disclosure exceed the marginal
financial returns. A plausible scenario is when the marginal financial benefit of disclosure
is relatively weak or even negative — for instance, when imitation concerns outweigh the
signaling value of clarity and sufficiency. As a result, inventors may strategically obscure
technical details in their patents when they anticipate a higher likelihood of commercial-

izing their invention.

Case 2 — Enhanced clarity. If 7/(d*) — B'(d*) > 0, then % > 0. Here, an increase in com-
mercialization support leads to greater disclosure. This inequality implies that, at the
margin, the financial returns to disclosure exceed the marginal broader returns. This
can occur when in the financial return the signaling value of clear patents is strong, and
the risks of imitation are comparatively limited. In such environments, inventors benefit
from making their patents more accessible and transparent, increasing the readability of

descriptions to signal and communicate value in the market.

Case 3 — Neutral effect. If B'(d*) = ©/(d*), then % = 0. This case implies that commer-
cialization incentives have no effect on the optimal level of disclosure when, at the mar-

gin, the financial returns from disclosure equal the broader returns.

10



Integrating these theoretical perspectives, the effects of changes in the university innova-
tion commercialization environment on university-based innovation are ambiguous. Prior to
the Bayh-Dole Act, university inventors were more likely to achieve reputational and social
impacts but had limited opportunities to benefit financially from patents. The Bayh-Dole Act
and TTO establishment, which represented a significant shift by enabling university inventors
for commercialization, introduced stronger financial incentives into patenting activities. This
shift in the university innovation commercialization landscape provides a valuable opportunity
to examine how institutional systems influence the disclosure behavior of inventors. The actual

effects remain an empirical question, which I address in the empirical sections.

4 Data and Measures

4.1 Patent Data
4.1.1 Basic Information from Patent’s Application

I obtain patent information from PatentsView.org and the USPTO. As shown in Appendix Fig-
ure Al, the patent data contains much information, such as application date, inventor name,
assignee name, cited patents, technology classification, and so on.

I use the assignee’s name(s) in patent documents to determine whether a patent is associated
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with a university. If the assignee’s name includes terms such as “university,” “institution,’
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“institute,” “college,” “Uni.,” or similar variations, I classify the patent as university-affiliated.
Similarly, if the assignee’s name contains terms like “company,” “LLC,” “corporation,” “Co.,”

or other corporate designations, I categorize the patent as a corporate patent.

4.1.2 Patent Citations

I use citation data from the NBER patent citations database (Hall et al. 2001) 12 which includes
nearly 3 million U.S. patents issued between January 1963 and December 1999, along with
over 16 million citations made to these patents from 1975 to 1999.

A key focus is on the extent to which patents cite prior inventions by the same assignee
(“self-citations”) versus those by different, unrelated assignees. The NBER data provide details
on the proportion of self-citations each patent receives. I incorporate this proportion into my
analysis, distinguishing between self-citations (internal knowledge transfers) and citations from

other assignees (external citations, indicating potential knowledge spillovers).

4.1.3 Office Action Research Dataset for Patents

The dataset from the United States Patent and Trademark Office (USPTO) captures details

stemming from Office actions administered by patent examiners to patent applications through-

12Source: https://www.nber.org/research/data/us-patents—1975-1999
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out the patent evaluation procedure during the 2008 to mid-2017 period. An “Office action” is
a written communication to the applicant regarding the examiner’s determination concerning
patent granting eligibility. Typically, it discloses the rationale behind any rejections, objections,
or requirements and includes relevant information or references that the applicant might find
beneficial in formulating a response to the examiner and determining whether to pursue the
application further (Lu et al. 2017).

Within the patent application rejections data file, each document-action is paired with action
types and subtype combinations, such as 101 rejection (pertaining to subject matter eligibility,
statutory double patenting, utility, etc.), 102 rejection (related to lack of novelty), 103 rejection
(centered on obviousness), 112 rejection (covering written description, indefinite claims, etc.),
double patenting rejection, and so on. I use 112(a) rejections, which are issued when a patent
application fails to provide a clear and enabling written description of the invention, to train the

Al-based readability scores, as detailed in Section 4.3.2 below.

4.1.4 Patent Text Extraction

I then extract the text from each patent, encompassing the patent background and summary,
and patent detailed description. In my main analysis, I use U.S. granted patent texts from 1976
for my main sample, as full-text access is available for all U.S. patents granted since 1976.!3
To validate traditional readability measures and construct the SciBERT-based readability score,
I extract U.S. patent application texts from 2008 to 2017, aligning with the time span covered
by the Office Action Research Dataset. For reference, an illustration of a patent document text
is provided in Appendix Figure A2, with the red portion representing the patent summary, and
the green section containing the detailed description. Each segment of the patent text serves

distinct purposes, and further information can be accessed on the USPTO website!*:

— Patent Background and Summary Text. The background outlines the relevant field of
the invention, often incorporating paraphrased U.S. patent classification definitions or describ-
ing the subject matter known to the inventors. The summary provides a concise overview of
the invention’s core features and stated objectives. Together, these components introduce the

invention and situate it within its broader technological context.

— Patent Detailed Description Text. The patent detailed description defines the exact in-
vention for which a patent is sought, differentiating it from other inventions and prior art. It
describes a specific embodiment of the process, machine, manufacture, composition of matter,
or improvement, and explains the mode of operation or underlying principle when applicable.
The description is aimed to be sufficient so that any person of ordinary skill in the pertinent

art, science, or area could make and use the invention without extensive experimentation. The

3Source: https://bulkdata.uspto.gov/
14Source: https://www.uspto.gov/patents/basics/apply/utility-patent
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best mode contemplated by the inventor of carrying out the invention must be set forth in the
description. Ultimately, the patent detailed description teaches how to make and use the inven-
tion.

— Patent Claim Text. Additionally, I obtain the patent claim text for each patent. The
claims within the specification precisely define the subject matter considered by the inventor(s)
as the invention. These claims establish the extent of the patent’s protection and significantly
influence whether the patent is granted. In essence, the patent claim defines the scope of legal

protection of the invention.

4.2 TTO Data

The Association of University Technology Managers (AUTM) provides data on U.S. univer-
sities” Technology Transfer Offices (TTOs), including their establishment dates. I obtained
TTO data from AUTM and used university names as unique identifiers to match with patent
assignees. Merging the datasets involved manually cross-referencing university names between
the USPTO and AUTM datasets. To address cases where different assignee names refer to the
same university, I perform manual verification and consolidate these variations into a single

university entity. '

4.3 Readability Measures
4.3.1 Traditional Readability Scores

To measure the readability of a patent document, I first apply textual analysis to construct
traditional readability scores — metrics originally developed by linguists to assess the clarity
and sufficiency and complexity of written text based on the patent’s language. As illustrated
in Figure 1, traditional readability metrics primarily depend on two factors: the recognition
level of semantic elements and the intricacy of syntactic elements. To simplify application, the
traditional readability formulas are based on two key assumptions. Firstly, they approximate
semantic and syntactic elements using easily calculable variables. For instance, the number of
syllables in a word often serves as an indicator of its semantic complexity, while the length
of a sentence in words is commonly used to gauge syntactic complexity. Secondly, these for-
mulas disregard the sequential arrangement of words and sentences, averaging the semantic
metrics across all words and syntactic metrics across all sentences without considering their
order (Collins-Thompson 2014).16

15Some TTO data in AUTM are not specific to individual universities but operate at a system-wide level. For
example, multiple assignees within the University of California System, such as UCLA, UCSD, UC Merced, UC
Davis, UC Berkeley, UC Irvine, UC Riverside, UCSF, UC Santa Barbara, and UC Santa Cruz, fall under the
umbrella of the University of California System in AUTM datasets.

16Using natural language processing and textual analysis method to construct the traditional readability scores
are commonly used in accounting and finance studies on financial reports (see Li 2008, You and Zhang 2009,
Miller 2010, Beyer et al. 2010, Loughran and McDonald 2014, Campbell et al. 2014, Loughran and McDonald
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This paper applies four readability measures to assess patent readability. These four read-
ability scores are developed either to measure the readability of technical manuals or assess
a manuscript’s complexity during the editing process.!” Developed for the U.S. Air Force,
the Automated Readability Index is tailored to accommodate technical documents.'® The
Flesch—Kincaid grade level was developed (Kincaid et al. 1975) to describe how many grades
(years of formal education) are needed to understand the text.'” The Coleman-Liau Index ap-
proximates the U.S. grade level needed to understand the text like the readability of textbooks
(Coleman and Liau 1975). Flesch Reading Ease score represents how easy a text is to un-
derstand, using the same core measures as the Flesch—Kincaid grade level (word length and
sentence length), but different weighting factors (Flesch 1948). Thus, if we see text A has a
lower Flesch Reading Ease score or a larger Flesch-Kincaid Grade Level, Automated Read-
ability Index, and the Coleman-Liau Index than text B, we could conclude that text A is harder
to read than text B. In my empirial analysis, except for the Flesch Reading Ease, all readability
scores are multiplied by -1 so that lower values correspond to harder-to-read text. The Flesch
Reading Ease score is already scaled such that lower values indicate more difficult text and is
not transformed.

Since patent documents contain many technical terms, those readability scores for techni-
cal manuals and/or textbooks might be suitable in my research context. The details of those

readability scores’ formulas are shown in Figure 1.

4.3.2 Al-Based Readability Scores Derived from SciBERT

In this section, I use patent examiners’ decisions to construct novel Al-based readability scores.

— Patent Examiner’s Decisions. The Office Action Research Dataset from the United States
Patent and Trademark Office (USPTO) captures office actions administered by patent exam-
iners to patent applications throughout the patent evaluation procedure. Specifically, 112 re-
jection (a) is the focus of my analysis. The following is a quotation of 35 U.S.C. § 112(a):
“IN GENERAL.—The specification shall contain a written description of the invention, and

2016). Kong et al. (2023) and Dyer et al. (2024) expand such readability measures to the patent documents.

17See, e.g., DuBay (2004), and https://readabilityformulas.com/how-to-decide-which-
readability-formula-to-use/

18«The Air Force makes extensive use of written materials such as manuals, reports, staff studies, training
documents, letters, etc. The readability of a document greatly influences the time required to extract needed
information from the document. Likewise, it influences the probability that the information extracted will be
correctly understood and used. The costly effects of inadequate communication are well-known. Deficiencies
in written communications often could be precluded by the preparation of more readable Air Force documents.
An Automated Readability Index, as described in this report, offers a fast and economical means of obtaining an
index of readability of Air Force materials such as textbooks and technical manuals. Use of such an Automated
Readability Index would contribute significantly to the efficiency of many Air Force operations." — Smith and
Senter (1967).

19The formula was under contract to the U.S. Navy in 1975 by J. Peter Kincaid and his team and first used by
the Army for assessing the difficulty of technical manuals in 1978 and soon after became a United States Military
Standard (McClure 1987).
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of the manner and process of making and using it, in such full, clear, concise, and exact terms
as to enable any person skilled in the art to which it pertains, or with which it is most nearly
connected, to make and use the same, and shall set forth the best mode contemplated by the
inventor or joint inventor of carrying out the invention.”

Therefore, when a patent application receives a 112 rejection (a) from the patent examiner,
it indicates that the examiner perceives the written description of the invention as insufficient
and ambiguous, making it difficult for others to comprehend how to create and utilize said
invention. I view this form of rejection as an evaluation of the human-examiner readability
regarding the detailed description of the patent.

I use the rejection data file for patent applications and link the detailed description text
for each of them. I choose final versions of patent applications that were never granted.”’ 1
then create the predefined classes variable “rejected by 112(a)” representing 112(a) rejection.
This is a binary variable, taking a value of 1 if there were any instances of 112(a) rejection(s),
and O otherwise. It is worth mentioning that a single application action may contain multiple
rejections from different types. If an application faced at least one rejection categorized as
112(a), I interpret it as reflecting examiner concerns with whether the invention is sufficiently
disclosed and comprehensible by others and assign it a dummy value of 1.2!

The training process used to generate Al-based readability scores is described below. Fur-

ther details are discussed in Appendix C.

Step 1: Generate SciBERT Embeddings on Detailed Description Text. I use the text of
the rejected patent application’s detailed description as input and apply the pre-trained language
model SciBERT on the input text to generate the SCciBERT embedding — a representation in a
768-dimensional numerical vector space.””> SciBERT is a specialized large-language model

designed for scientific text. Figure 2 displays the overview of the SciBERT model.

Step 2: Train Supervised Learning Models on Readability. After generating SCIBERT
embeddings for the detailed descriptions of all rejected patent applications, I use the embed-
dings to predict patent rejection. Specifically, I undertake supervised learning, using positive
and negative instances of 112(a) rejections as the outcome, and employing both Ordinary Least

Squares (OLS) regression and XGBoost models to predict rejection decisions from the text em-

20T do so to avoid some cases, as some applications might initially face rejection and then be resubmitted,
making it challenging to distinguish between the initially rejected documents and those that were resubmitted.
Please note one limitation that the rejected patent application dataset is excluded from my main analysis sample.
For the main analysis, I utilize all patents granted from 1976 to 1990. The patent rejection dataset spans from
2008 to 2017 from the USPTO (Lu et al. 2017).

2IThe dataset is highly imbalanced, with only about 13.8% of observations classified as rejected by 112(a).

22SciBERT retains BERT’s architecture but undergoes pretraining on scientific publications (1.14M scientific
articles). Patent detailed descriptions often exceed the maximum token length that SciBERT can handle, which
is 512 tokens. To address this, I extract the first 128 tokens, the last 128 tokens, and the middle 256 tokens from
each patent description, creating shorter descriptions that preserve essential information while fitting within the
model’s constraints.
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beddings.?? For training, 75% of the samples are randomly selected from each stratum of the

rejected patent applications, while the remaining 25% serves as the test data.>*

Step 3: Evaluate Model Performance. Despite the dataset’s imbalance — only 13.8% of
observations are positive — the models perform reasonably well (see Appendix C for details).
Both the OLS and XGBoosting models achieve strong recall rates (83—84%) in identifying true
positives. While the ROC AUC scores (0.58-0.60) indicate moderate discriminative power,
they are sufficient for constructing a proxy measure of readability, given the goal is not high-
stakes prediction, but rather to estimate the likelihood of a 112(a) rejection as a function of
textual clarity and sufficiency. Additional evaluation using Fj scores further supports the mod-
els’ ability to prioritize recall, suggesting they are effective in identifying patents likely to be
rejected under 112(a). In this context, the predicted probability of rejection serves as a mean-
ingful and appropriate proxy for measuring variation in patent readability.

Traditional readability scores yield comparable recall but exhibit slightly lower ROC AUC,
indicating that both Al-based and traditional measures capture meaningful variation aligned

with examiner decisions.

Step 4: Apply Supervised Learning Models to Generate Readability Scores. I apply
the trained supervised learning models with SciBERT embedding to all patent detailed descrip-
tions in my main sample to generate predicted probabilities of rejection by 112(a).

Figure 3 presents an overview of the steps involved in constructing the readability scores
using SciBERT. I interpret the predicted probability as a Al-based readability score. Higher

predicted probabilities indicate greater difficulty in comprehending the patent document.

4.3.3 Comparison of Different Readability Measures

This paper uses both traditional and Al-based readability measures, each with distinct strengths
and limitations. Traditional readability scores are simple to compute, applicable across patent
sections, and capture syntactic and semantic features of text. However, they rely on surface-
level characteristics and overlook deeper cognitive aspects of comprehension. In contrast, Al-
based readability measures provide a rich, high-dimensional assessment of text. These scores
estimate the likelihood of 112(a) rejections due to unclear writing but are restricted to the
description section, as 112(a) applies only to the patent specification and not to other sections.

Additionally, the scores are subject to limitations imposed by token constraints.”> They also

Z0LS, a linear regression model, is advantageous for its simplicity and interpretability but may struggle with
complex, non-linear relationships in the data. XGBoost, an advanced gradient boosting technique, excels in
handling non-linear patterns and interactions but is more computationally intensive.

24This approach ensures that both datasets maintain the same proportion across the relevant strata, enabling
robust model evaluation.

25Full detailed descriptions often exceed SciBERT’s maximum token limit of 512. To address this, I extract
the first 128 tokens, the last 128 tokens, and the middle 256 tokens from each patent description, creating shorter
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function as black boxes and may reflect biases from their training data.?

Given that both traditional readability measures and Al-based readability measures have
their pros and cons and they capture different features of the readability of patent texts, I use
both in my analysis. This combined approach allows for a more comprehensive assessment
of readability, leveraging the strengths of each method to better understand the clarity and
sufficiency and complexity of patent documents. By incorporating both traditional and Al-
based readability measures, my analysis aims to provide a well-rounded evaluation of patent
text readability, ensuring that comprehensive aspects are considered.

In Appendix D.1, I present real examples of how traditional readability measures and Al-

based readability scores are applied to patent texts.

4.4 Baseline Sample

Table 1 presents summary statistics for the baseline sample, which includes patents filed be-
tween 1976 and 1990. Approximately 2.44% of the observations have university assignees,
while 97.56% are assigned to corporations.?’” Except for the Flesch Reading Ease, all read-
ability scores are multiplied by -1 so that lower values correspond to harder-to-read text. The
Flesch Reading Ease score is already scaled such that lower values indicate more difficult text

and is not transformed.

S Empirical Analyses

5.1 Initial Descriptive Evidence

Figure 4 provides a first look at the data, comparing conditional mean readability scores of
university and corporate patents. Prior to 1980, university patents were more readable, based
on both traditional (Automated Readability Index) and Al-based (SVL-XGBoost Readability
Score) metrics. After 1980, readability scores for university patents decreased — indicating
reduced clarity and sufficiency — and the gap with corporate patents narrowed. Appendix Figure
A3 presents corresponding results based on additional readability measures: Flesch-Kincaid
Grade Level, Coleman-Liau Index, Flesch Reading Ease, and SVL-OLS Readability Score, all
of which show similar trends to Figure 4. This suggests university patents’ detailed descriptions

have been getting harder to read after the year 1980.

inputs that preserve essential information while conforming to the model’s constraints. However, this approach
may not fully capture the entirety of the original text.

26The model is trained on 112(a) rejections from 2008-2017, while the main analysis focuses on patents from
1976-1990. Readability standards and drafting practices may vary across these periods. Also, the application
text is from the published application (PGPub). According to USPTO consultations, amendments may occur after
publication, meaning examiners may review a different version than what appears in PGPub.

271 exclude the patents containing both university assignee(s) and corporate assignee(s).
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Appendix D.1 provides a real-world example of an individual inventor at a U.S. university
whose patent disclosure became less readable following the Bayh-Dole Act and the estab-
lishment of a Technology Transfer Office. This example traces the same inventor over time,
holding constant the technological field and assignee, and demonstrates a decline in the clarity

and sufficiency of detailed descriptions after the institutional shocks.

5.2 Empirical Strategy

Both the Bayh-Dole Act and the staggered establishment of Technology Transfer Offices
(TTOs) can be viewed as quasi-experiments that provide potentially exogenous shocks to the
institutional environment, and they can serve as complements to each other in empirical analy-
sis. The Bayh—Dole Act represents a one-time federal policy change in 1980, but one might be
concerned that other contemporaneous events could confound its estimated effects. In contrast,
TTO formation occurred on a staggered timeline across universities, which offers useful cross-
sectional and temporal variation to help address such concerns. Since TTOs are established at
the university level, analyzing data at the individual inventor level offers a more robust speci-
fication than purely organizational-level analysis. However, even with an inventor-level focus,
endogeneity may persist; for example, a highly influential inventor might directly or indirectly
influence their university’s decision to establish a TTO. While this possibility cannot be fully
ruled out, I conduct parallel trends tests to assess the plausibility of the DID assumption and
to reduce this concern. In addition, the Bayh—Dole Act provides a complementary source of

potential exogenous variation that further strengthens identification.

5.2.1 DID Setting I: The 1980 Bayh-Dole Act

The main analysis uses difference-in-differences regressions. Using the 1980 Bayh-Dole Act,
which was implemented in December 1980 as the policy shock, I divide the period from 1976
to 1980 as the pre-trend period and the period from 1981 to 1990 as the post-trend period, and
compare the change in patent readability scores in the control group (corporation patents) and
the treatment group (university patents), as shown in Figure Sa.

I first run the baseline regression specification at the organization level:
Y, = a+ BTreated; x Post; + l; + ®; + V. + &p, (2)

where Y), is the readability score for patent p. Treated; = 1 if patent’s assignee j is a university,
and O otherwise. Post; = 1 if patent p’s application year is after the 1980 Bayh-Dole Act, and 0
otherwise.

I run the specification (2) with multiple fixed effects, including application year fixed effects
(1), assignee fixed effects (w;), and technology classification fixed effects (v.). Year fixed ef-

fects absorb any systematic shocks or trends common to all applications within a given year.
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Assignee and technology classification fixed effects control for time-invariant heterogeneity
across assignees and technology fields, capturing persistent differences in organizational char-
acteristics and technological domains.?® The standard errors are clustered at the assignee level.

In addition to running the regression at the assignee level, I also examine the effects of the

shock at the individual level. I construct DID specification at the individual level as:
Y, = a+ BTreated; x Post; + A + [ + @j + Ve + €, (3)

Specification (3) extends the baseline model in (2) by incorporating inventor fixed effects
(A4) to control for time-invariant inventor-level heterogeneity and by clustering standard errors
at the inventor level >’

In this setting, 1 generally analyze the effects of innovation commercialization by using
the DID with a one-time shock on university patents and corporate patents. One might be
concerned that the 1980 Bayh-Dole Act might not fully consider variations in innovation com-
mercialization to each U.S. university. Thus, in the next section, I consider TTO establishment

within a university as an innovation commercialization shock for that university.

5.2.2 DID Setting II: University TTO Establishment

I next consider TTO establishment within each university as a shock to inventors within that
university and run the difference-in-differences regressions, as shown in Figure 5b.

I first follow the organization-level specification in equation (2) and then apply the individual-
level specification in equation (3), in both cases modifying Post; to equal 1 if the patent p’s

application year is after TTO establishment year for organization j, and O otherwise.

5.2.3 Regressions for Dynamics

To study dynamic effects, I include a full set of leads and lags around the Bayh-Dole Act.
I construct a time variable time = year - 1980 (the Bayh-Dole Act year). Given my sample
period is from 1976 - 1990, I run the specification (4) by the dummy variable Time"™, where
7€ {-4,-3,...,9,10} and Time'™® = 1 if T = time and 0 otherwise.

10

Yy =0a+B: Y Treated;x Timei™ + A+l + @j + Ve + € (4)
T=—4

28The patent classification file is structured in ascending order according to the patent application document
numbers. Initially, it lists all Primary U.S. Classifications, followed by the Secondary U.S. Classifications. Given
that a single patent can fall under multiple classifications, I utilize the primary technology classification (primary
CPC code) for each patent in my analysis. See, e.g., USPTO Bulk Downloads: Patent Classification Information(
https://www.google.com/googlebooks/uspto-patents—-class.html)

2To address a concern that inventors might change their affiliations before and after year 1980, I also run
specifications which only include inventors who stayed in either universities or corporations (without switching
between the two groups) before and after year 1980.
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In the DID setting II, the time variable time; = year - TTO establishment year for each
assignee j. As TTO establishment year varies across universities, I run the specification (5) by
the dummy variable Timetfl_;nej, where 7; € {—4,-3,...,3,4,5} and Timetflfej = 1 if t; = time;

and 0 otherwise.>"

5 .
Yy=a+B: Y Treated;x Timez, ' + A+ iy + @) + Ve + € (5)

‘Cj:74

If the identification assumption holds, B; represents the causal effect of the Bayh-Dole Act
or TTO establishment on the outcome of interest T years (before) after the implementation of
the Bayh-Dole Act or the establishment of the TTO. The parallel trend assumption is likely
satisfied if B; fluctuates around zero and shows no significant deviations in the years leading
up to the Bayh-Dole Act in 1980 or prior to the establishment of the TTO.

5.3 Empirical Results
5.3.1 The Patent Detailed Description Have Become Harder to Comprehend

— DID Setting I: The 1980 Bayh-Dole Act. In the DID setting I analysis, I first utilize the
traditional readability score (Automated Readability Index) and the Al-based readability score
derived from SciBERT(SVL-XGBoost Readability Score)!, and subsequently conduct regres-
sions with additional readability measures for robustness checks. Panel A of Table 2 presents
evidence of a significant decrease of 0.454 in the Automated Readability Index at the inventor
level. Relative to the control group mean of -13.124, this corresponds to a 3.5% decline in
text readability, indicating that university patents’ detailed descriptions became less readable
following the 1980 Bayh-Dole Act. Columns (1) and (2) report results at the assignee level,
while columns (3) and (4) report results at the inventor level. Panel B of Table 2 shows a 0.009
decrease in the SVL-XGBoost Readability Score (relatively, the control group mean is -0.143),
representing a 6.3% decline in readability among university inventors following the 1980 Bayh-
Dole Act, compared to corporate inventors. Across all specifications, whether at the assignee
level or inventor level, and regardless of the fixed effects applied, the coefficients of the DID

interaction term are positive and statistically significant, as shown in Table 2.

— DID Setting II: University TTO establishment. In the second DID setting, I again uti-
lize the Automated Readability Index and the SciBERT-derived SVL-XGBoost Readability
Score, followed by additional robustness checks with other readability measures in the ap-
pendix. Panel A of Table 3 shows a significant decrease of 0.356 in the Automated Readability
Index at the inventor level, relative to a control group mean of -13.124. This suggests that

0The time; equals -4 for all time; that are 4 or more years before the shock, and time; equals 5 for all time;
that are 5 or more years after to the shock.
31For interpretability, I multiply both scores by -1, so that lower values correspond to harder-to-read text.
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the readability of university patent descriptions has declined following the establishment of
Technology Transfer Offices (TTOs). Columns (1) and (2) present results at the assignee level,
while columns (3) and (4) focus on the inventor level. Panel B of Table 3 indicates a 0.014
decrease in the SVL-XGBoost Readability Score, relative to a control group mean of -0.143,
among university inventors compared to corporate inventors after the TTOs were established.
As in the previous setting, the coefficients of the DID interaction term are consistently positive

and statistically significant across all specifications.

— Dynamic Effects. Following the Act’s implementation in December 1980, I perform a re-
gression where the treatment effect is interacted with year-specific indicator variables relative
to 1980. Figure 6 illustrates the estimated coefficients and their corresponding 95-percent con-
fidence intervals. The figure reveals that the readability scores of both the treatment and control
groups fluctuated around zero with no significant differences prior to the implementation of the
Bayh-Dole Act in 1980. This pattern supports the identifying assumption of parallel trends for
both groups. Additionally, the coefficients generally turn significantly negative after the Bayh-
Dole Act, indicating that university patent descriptions have become harder-to-read after the
policy change. The dynamic estimates show a further decline in readability around 1985. One
possible explanation is the 1984 amendment to the Bayh-Dole Act, which relaxed restrictions
on certain exclusive licenses and may have further strengthened universities’ commercializa-
tion incentives.

Figure 7 plots the estimated coefficients and their 95-percent confidence intervals to show
that the identifying assumption where the trends are parallel for the treatment and the control
group is likely to hold in the DID setting II. The readability score of the two groups did not
significantly differ before TTO establishment, and the effect became significantly negative after
TTO establishment.

Overall, these dynamic analyses underscore the impact of the Bayh-Dole Act and TTO
establishment on “the harder to read” of patent descriptions, highlighting a shift in the way
university patents are drafted in the wake of the 1980 Bayh-Dole Act and TTO establishment.

5.3.2 Unchanged Readability in Patent Background and Summary Text

One possible concern is that university inventors may have altered their writing behavior or
other aspects of patent applications more broadly following the institutional shocks, rather than
selectively changing the detailed description section. To address this, I conduct a falsification
test by constructing readability scores for the background and summary sections of each patent
and running the same difference-in-differences regressions. It is important to note that Section
112(a) rejections primarily focus on whether the detailed description and disclosed embodi-
ments adequately show possession of the invention and teach how to make and use it, rather

than on the background or summary sections. Consequently, because the Al-based readability
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scores use examiner 112(a) rejections linked to detailed descriptions, applying this model to
background and summary sections would not be appropriate due to fundamental differences in
content and structure. For this analysis, I therefore rely on traditional readability measures for
background and summary sections.

The insignificant coefficients in Panel A and Panel B in Table 4 reveal that there is no de-
crease in the readability of patent background and summary text in two difference-in-differences
settings. Figure 8 plots the estimated coefficients and their 95-percent confidence intervals over
year, reinforcing the findings that there is no significant readability change in patent background
and summary text from university inventors after the 1980 Bayh-Dole Act or TTO establish-
ment.

These results suggest that university inventors tend to make the detailed descriptions of their
patents more difficult to read, while keeping the background and summary sections unchanged.
This distinction is important because the detailed description is meant to teach how to make
and use the invention, whereas the background and summary provide context. These findings
imply that after the institutional changes brought by the Bayh-Dole Act and TTO establishment,
university inventors may be strategically limiting the disclosure of core techniques in their

patents, particularly when it comes to explaining how to create and utilize their inventions.

5.3.3 Additional Checks

— Multiple Measures. As an additional check, I assess the robustness of the main findings
using multiple traditional and Al-based readability metrics. Table A10 reports results for DID
Setting I (Bayh-Dole Act), and Table A11 for DID Setting II (TTO establishment). Each col-
umn corresponds to a different readability measure: the Automated Readability Index, Flesch-
Kincaid Grade Level, Coleman-Liau Index, Flesch Reading Ease, and two Al-based scores
(SVL-XGBoost and SVL-OLS). Except for Flesch Reading Ease, all scores are transformed so
that lower values consistently indicate more difficult-to-read text.

Across both settings, university patents exhibit significant declines in readability following
the institutional shocks. As expected, there are no significant changes in the readability of

background and summary sections (Tables A12 and A13).

— Alternative Staggered Difference-in-Differences Settings. To address concerns arising
from the staggered timing of TTO establishments across universities, I implement the CSDID
method developed by Callaway and Sant’Anna (2021) as a robustness check for DID Setting
II. A key advantage of CSDID is its ability to appropriately aggregate treatment effects under
staggered adoption, by constructing counterfactual outcomes for treated units based on trends
among a carefully selected control group of untreated units (Callaway and Sant’Anna 2021,
Roth 2022).%?

320ne limitation, however, is that CSDID requires panel data with a single observation per unit per time period.
To meet this requirement, I aggregate the patent data to the inventor-year level by computing the mean readability
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Appendix Table A14 presents additional robustness checks using CSDID to assess the treat-
ment effect of TTO establishment. Panel A of Table A14 shows the traditional readability score
and Panel B of A14 shows the Al-based readability score. Appendix Figure A4 illustrates the
treatment effects over time using CSDID. These results are consistent with the findings in the

main analysis.

— Intensive Margin of “Stayers”. In the main analysis, the dynamic treatment assignment
is captured by the time-varying treated indicator, ensuring that each observation is correctly
classified at each point in time. This generalized DID framework compares the average treat-
ment effect among those classified as treated at each time point. To address potential noise
or confounding effects from inventors who transition between universities and corporations, I
focus on a subgroup of inventors who never moved before and after the shocks. This approach
helps isolate the treatment effect but may have drawbacks, such as reducing the sample size
and potentially excluding informative cases, which could impact statistical power.

Table A15 examines the intensive margin of “stayers,” defined as university inventors who
patented with university assignees both before and after the Bayh-Dole Act (in DID setting I).
The control group comprises corporate inventors who patented with corporate assignees both
before and after the Bayh-Dole Act. Table A16 examines the intensive margin of "stayers,"
defined as university inventors who patented with the same university assignee before and after
the establishment of their respective TTOs (in DID setting II). For the control group, I include
inventors who consistently patented within the same corporate assignee throughout the sample

period, as there is no analogous shock for them.

— Control-group Contamination. A potential concern is that the institutional shocks may
also affect the control group through local spillovers, since prior work shows that such regime
change can generate geographically localized effects on nearby economic activity and innova-
tion (Hausman 2022, Fehder et al. 2025). I address this concern in two ways. First, the raw
trends suggest that the divergence in readability is driven primarily by the treatment group: uni-
versity patents exhibit a clear decline in readability after the shock, while the corporate control
group remains relatively stable. This pattern is inconsistent with strong spillover effects on the
control group.

Second, I implement a geographic exclusion test. I re-estimate the main specifications after
excluding corporations located in the same cities as treated universities, since these firms are
the most likely to be affected by local knowledge spillovers. The results remain robust. Tables
A17 and A18 report estimates that are consistent with the main findings.

A related concern is that the Bayh-Dole Act may also affect small businesses. To address

this issue, I rerun the baseline difference-in-differences specification after excluding observa-

score for each inventor annually. This aggregation may reduce precision, as it limits the ability to control for
patent-level characteristics such as technological fields.
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tions marked with small_entity_indicator in the PatEx dataset (Graham et al. 2015).
Table A19 reports results that are again consistent with the main analysis.

The findings remain consistent with the main results, providing robust evidence that the
Bayh-Dole Act and the establishment of TTOs affected the intensive margin: university inven-

tors made their patent descriptions less readable after the shocks than before.

6 Discussion of Potential Mechanisms

6.1 Obfuscation in Response to Commercialization Incentives

The main analysis documents a significant decline in the readability of university patents’ de-
tailed descriptions after the Bayh-Dole Act and the establishment of Technology Transfer Of-
fices (TTOs), while no such change is observed in the summary or background sections. This
pattern is consistent with strategic disclosure behavior driven by commercialization incentives,
as predicted by my theoretical framework. This section further explores the underlying mech-

anisms.

6.1.1 Technological Fields with Greater Competition

The main results of this paper show that university inventors reduced the readability of their
patents’ detailed descriptions following the shocks. Based on the theoretical hypothesis, this
finding may reflect that concerns about imitation dominate inventors’ disclosure decisions when
they anticipate greater future commercialization potential. To further test this hypothesis, I
examine heterogeneity in the effects across technological fields with varying degrees of com-
petition, as measured by the Herfindahl-Hirschman Index (HHI). The HHI captures the con-
centration of patent ownership within each Cooperative Patent Classification (CPC) code. It is
computed by aggregating patents at the CPC-year level, constructing a three-year backward-
looking average based on lagged values of the Herfindahl-Hirschman Index (HHI). The HHI
for each year is calculated by summing the squared patent shares of all assignees within a given
CPC class. This rolling average smooths fluctuations.>> A lower HHI indicates a less concen-
trated technological space and, therefore, greater competitive pressure and imitation risk.

Panel A and Panel B in Table 5 present the heterogeneous treatment effects by technological

3For a given CPC class c and year 7, let si.c, denote the share of patents granted to assignee i. Then the yearly

HHI is defined as:
Nc,l

HHL., = Y s7.,.

i=1
where N, is the number of assignees active in class c in year ¢. To construct a rolling measure of competition, I
generate lagged HHI values for the previous one, two, and three years within each CPC class. I then compute a

three-year backward-looking average of HHI, denoted HHI(CI_’?g) = % (HHI.;— +HHI.,_» +HHI,_3).
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field competitiveness.>* “Competitive Fields” is a dummy variable equal to 1 if the technology
field falls within the bottom 50% of the Herfindahl-Hirschman Index (HHI), indicating higher
competition, and 0 otherwise. Across both policy shocks, university inventors tended to reduce
the readability of their patents’ detailed descriptions more in competitive fields. However, no
significant effects were observed in the readability of the background and summary sections. In
DID Setting I (Bayh-Dole Act), the triple interaction terms are statistically significant for both
the traditional and Al-based readability scores in the detailed description section, indicating
a robust effect. In DID Setting II (TTO establishment), the effects in the detailed description
section remain strong and statistically significant for the Al-based readability score. The tradi-
tional readability measure exhibits similar directional patterns, although its coefficients are less
statistically significant.

The findings suggest that increased competition amplifies the tendency to obscure techni-
cal details, as inventors seek to protect their innovations from potential imitation and preserve
commercialization opportunities. These results are consistent with economic theory and empir-
ical evidence in previous literature suggesting that heightened technological competition can
lead inventors to reduce their innovation disclosure (Horstmann et al. 1985, Anton and Yao
2004, Glaeser and Landsman 2021, Fadeev 2023).3> This pattern provides further support for
the theoretical hypothesis of strategic obfuscation in response to commercialization incentives:
when institutions place greater emphasis on commercialization incentives, inventors reduce

their level of disclosure, particularly in contexts where imitation concerns are high.

6.1.2 Timing of Readability Declines

Universities’ disclosure practices may have been shaped either by the Bayh-Dole Act’s direct
enhancement of commercialization incentives, by the subsequent establishment of TTOs which
provided additional commercialization incentives and institutional support such as legal and
technical expertise, or by the combined effects of both. The analysis below disentangles the
timing of readability declines to assess whether they occurred after Bayh-Dole alone, after
TTOs alone, or after both.

To further test whether enhanced commercialization potential influences disclosure behav-
ior, I focus on periods prior to TTO establishment in treated universities. Since the Bayh-Dole
Act primarily introduced commercialization rights, this approach allows a cleaner identification
of its direct impact, separate from the additional institutional changes (such as professionaliza-
tion and legal support) introduced by TTOs. As shown in Table 6, university inventors had
already begun reducing the readability of their patent descriptions even before TTOs were es-

tablished. Notably, there was no corresponding change in the readability of the summary or

34CPC classes are classified as “competitive” if their lagged HHI average falls below the median of the CPC-
year HHI distribution.

3 Glaeser and Landsman (2021) finds that a 1% increase in realized technological competition leads to a 0.04%
increase in the delay before patent disclosure. This behavior arises from concerns that competitors may use
disclosed information to circumvent or surpass the innovation.
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background sections. This pattern further supports the hypothesis that the Bayh-Dole Act,
by enhancing commercialization incentives, encouraged inventors to disclose less in order to
safeguard the commercial value of their inventions.

As central actors in university commercialization, TTOs manage intellectual property rights,
oversee licensing, and guide inventors through the patenting process (Hellmann 2007, Hvide
and Jones 2018, Faccin et al. 2022). To isolate their effect, I restrict the sample to the post-1980
period, conditional on the Bayh-Dole Act being in place.*® As shown in Table 7, inventors fur-
ther reduced the readability of patent descriptions following the establishment of TTOs. Again,
there was no corresponding change in the readability of the summary or background sections.
This pattern suggests that TTOs, by reinforcing inventors’ commercialization incentives, may
have contributed to more strategic disclosure. However, this does not fully rule out the alterna-
tive possibility: that professional guidance provided by TTOs may have influenced disclosure
practices. I address this possibility in the next section through additional robustness checks,

including controls for professional legal support.

6.1.3 Impacts on Knowledge Diffusion

The obfuscation of patent text may limit knowledge spillovers, undermining a primary motive
of the patent system. Here I consider a measure of knowledge spillovers, drawing on citation
behavior (Hall et al. 2001, Henderson et al. 1998a, Mowery and Ziedonis 2002). I begin by
estimating difference-in-differences regressions using total citations as the main outcome. As
shown in column (1) in Table 8, patents from the treatment group receive significantly fewer
citations following the Bayh-Dole Act and the subsequent establishment of Technology Trans-
fer Offices (TTOs), relative to the control group. This result is consistent with prior research
by Henderson et al. (1998a) and Mowery and Ziedonis (2002), who found that patents granted
to institutions that began patenting after Bayh-Dole tended to receive fewer citations. Previ-
ous literature suggests that the lower citation rates of university patents issued after 1980 may
reflect their being perceived as less “important” or “general.”

While existing literature points to factors such as reduced importance or generality of post-
1980 university patents, I propose an additional channel: the decline in citations may also stem
from changes in disclosure behavior. This mechanism does not rule out other explanations
but offers a complementary perspective on reduced knowledge diffusion. To further test this,
I disaggregate citations into internal and external types. Internal citations are defined as those
made by patents assigned to the same organization as the cited patent and do not reflect broader
knowledge diffusion. In contrast, external citations are those made by patents from different or-
ganizations and more directly capture spillovers across institutional boundaries. Disaggregated

results, presented in Table 8, reveal that the decline in total citations is driven primarily by a re-

36Restricting the analysis to the post-1980 period creates a uniform IP environment under Bayh-Dole but sharply
limits pre-treatment observations. This loss of statistical power makes the key coefficient less precise, and its
significance declines relative to the main specification.
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duction in external citations, with internal citations remaining largely unchanged. This pattern
is further supported by year-by-year estimates shown in Figures 9 and 10, which demonstrate
that the decline in citations following the policy shocks is concentrated in external citations.

Further, I utilize the 1980 Bayh-Dole Act as an instrumental variable (IV) to estimate the
readability scores of patent disclosures. These scores are then used in a two-stage least squares
(2SLS) regression to determine their relationship with citation. The results, presented in Table
9, show that a decrease in the readability of patent detailed descriptions significantly predicts
a reduction in both total and external citations. These 2SLS findings reinforce the hypothesis
that reduced readability in patent disclosures negatively correlates with knowledge spillover.

It is important to note that the two-stage least squares regression does not provide a fully
causal estimate in this context. Accordingly, I interpret the IV estimates as descriptive evidence:
the observed reduction in follow-on external citations is consistent with a readability-based
mechanism. These findings offer a complementary perspective by highlighting readability as
a potential channel through which knowledge diffusion is reduced, while acknowledging that

multiple other mechanisms may simultaneously be at work.

6.2 Alternative Explanations and Confounding Factors

To further test confounding factors that might explain the observed decline in patent readability,
I examine alternative explanations. Could the effects be driven by a shift in the basic versus
applied orientation of university patents? Are changes in originality or generality responsible
for the patterns observed? Could changes in legal support and attorney involvement be influ-
encing how patents are drafted? The following analyses address each of these questions in
turn. Together, these tests help isolate the effect of commercialization incentives on disclosure
behavior from other potential sources of variation.

First, to account for potential shifts in the basic-applied orientation of patents. The results
remain robust after controlling for the orientation variables (Tables A20 and A21). Next, |
examine the originality and generality of patents. Adding these controls does not alter the main
results (Tables A22 and A23), reinforcing the view that these patent characteristics are not fully
driving the observed effects. Patent quality is another potential confounder. To explore this, I
use two proxies for patent quality. First, I use the journal associated with the paper paired to
the patent from the Patent-Paper Pairs (PPP) dataset (Marx and Scharfmann, 2024) as a proxy
for the quality of the invention. These journal indicators are included as fixed effects in the
regressions, and the results remain consistent (Tables A24 and A25). Second, I use market
value from the KPSS dataset (Kogan et al., 2017), which I examine separately in a correlational
analysis. The KPSS results show only weak and mixed correlations between market value
and readability (Figure AS5), further supporting the conclusion that shifts in patent quality are
unlikely to fully explain the main findings.

Finally, I consider the role of professional legal support in driving the observed changes. A
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natural alternative explanation is that the decline in readability reflects increased attorney in-
volvement. However, note that increased legal support, for example through university TTOs,
may itself be one dimension of the institutional change associated with commercialization envi-
ronment, rather than an entirely separate mechanism. While attorneys are typically responsible
for drafting claims in precise legal language, inventors are primarily responsible for providing
the technical content, as noted in prior research (Bryan et al. 2020, Andriosopoulos et al. 2023)
and confirmed by my discussions with legal practitioners (Discussion of inventor and attorney’s
roles in Appendix D.3). While disentangling the effects of attorneys is beyond the primary
scope of this paper and still an open question, I address potential bias from attorney-specific
drafting styles by including attorney fixed effects in robustness checks. Including attorney fixed
effects (Tables A26 and A27) slightly attenuates the coefficients but does not eliminate the main
effect. This suggests that professionalization may contribute to the changes but is unlikely to
be the sole driver.

An additional comparison comes from patent claims, the section most directly tied to legal
scope and legal drafting. If the observed pattern primarily reflected a general shift in legal
drafting, one might expect corresponding changes in claims readability. By contrast, I find
little evidence of a comparable decline in claims readability after either institutional change
(Appendix Table A29).37 This pattern suggests that the estimated effect is concentrated in
technical disclosure rather than reflecting a uniform change in patent drafting style.

Together, these robustness checks provide little support for these alternative perspectives.

Full methodological details and robustness results are provided in Appendix D.2.

7 Conclusion

This paper examines patent disclosure behavior by constructing readability scores as a proxy
for patent information disclosure, using both traditional and novel Al-based readability scores
through natural language processing methods. I employ difference-in-differences approaches
to identify the impact of institutional changes on patent disclosure. First, I use the 1980 Bayh-
Dole Act, which granted universities patent property rights and the potential for economic
benefits from their inventions, as an institutional shock. Second, I consider the establishment
of technology transfer offices (TTOs) as shocks to university inventors, introducing support for
the innovation commercialization processes. Across both settings, university patents become
less readable in their detailed descriptions, while background and summary sections change
little.

The results are consistent with the view that stronger commercialization incentives can re-
duce the clarity of patent disclosure, particularly in settings where imitation concerns are likely

to be stronger. The larger effects in more competitive technological fields support this interpre-

3Because patents typically contain multiple claims, I construct a patent-level measure of claims readability by
averaging readability scores across all claims within a patent.
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tation. The contribution of the paper is to document a systematic and previously underexplored
margin through which institutions may shape the informational content of patents.

I also show that these institutional changes are associated with declines in external cita-
tions to university patents. Although these citation patterns should be interpreted cautiously,
they are consistent with the possibility that lower disclosure clarity may reduce downstream
knowledge diffusion. More broadly, the findings suggest that policies designed to stimulate
commercialization may affect not only whether inventions are patented, but also how clearly
patented knowledge is disclosed.

These results point to a broader issue in innovation policy. The costs and benefits of com-
mercialization policy are usually evaluated in terms of patenting, licensing, startup formation,
or other observable outputs. This paper highlights an additional margin: the clarity of disclo-
sure within patents themselves. If institutions that strengthen commercialization also weaken
the disclosure function of patents, then the social effects of innovation policy may depend not
only on how much invention is produced, but also on how effectively patented knowledge re-

mains available for follow-on research.
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Figures

Figure 1: Traditional Readability Measures

Semantic Features

Example:

Word syllable count serves as a
proxy for semantic complexity.

|

Automated Readability Index
Flesch-Kincaid Grade Level
The Coleman-Liau Index

Flesch Reading Ease

Notes: The figure shows the two factors considered in traditional readability scores and the original formulas for
four traditional readability scores. Traditional readability metrics simplify the measurement of textual complexity
through two main assumptions. First, they approximate semantic and syntactic difficulty using easily quantifiable
variables. For instance, word syllable count serves as a proxy for semantic difficulty, while sentence length (in
words) captures syntactic complexity. Second, these formulas ignore the sequential arrangement of words and
sentences, instead averaging semantic and syntactic metrics across the entire text (Collins-Thompson, 2014). In
the main analysis, all readability scores, except the Flesch Reading Ease score, are multiplied by negative one
based on their original formulas so that lower values indicate harder-to-read text. The Flesch Reading Ease score

Syntactic Features

Example:
Sentence length (in words) serves as
a proxy for syntactic complexity.

|

Traditional

Readability Scores

4.71(charaters/words) + 0.5(words/

sentences) - 21.43 High score: hard-to-read

0.39(total words/total sentences) +

11.8(total syllables/total words) -15.59 High score: hard-to-read

0.0588L - 0.296S - 15.8; L : the average
number of letters per 100 words and S :
the average number of sentences per
100 words

206.835 - 1.015(total words/total
sentences) - 84.6(total syllables/total
words)

High score: hard-to-read

Low score: hard-to-read

is already scaled such that lower values correspond to more difficult text and is therefore not transformed.
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Figure 2: The SciBERT Model

1.14M Scientific Papers General-Purpose Pretraining

Training:

(1) the prediction of randomly
masked tokens

(2) the prediction of sentence
continuity

Output

SciBERT model (a transformer-based
language model pre-trained on BERT)

Notes: The figure displays the overview of the SCciBERT model. SciBERT is a transformer-based language model
built on BERT and pre-trained on 1.14 million scientific papers (Beltagy et al. 2019). It generates contextualized
vector representations (known as embeddings) that capture meanings of text. The underlying BERT framework
(Devlin et al. 2018) uses a deep neural network with a transformer architecture (Vaswani et al. 2017) to process text
bidirectionally. It is trained on two tasks: predicting randomly masked tokens and determining sentence continu-
ity. This architecture allows SciBERT to encode domain-specific language and understand textual dependencies,
making it particularly suited for analyzing scientific and technical writing.
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Figure 3: Construction of Al-based Readability Scores derived from SciBERT

Generate SciBERT Embeddings on Detailed Description Text

Detailed Embeddinas:
Rei description text . Lo
ejected patent SciBERT model Vector
applications representation
\ 4
Train Supervised Learning Models on Readability
Rejection reasons:
5mheddings: e.g., 112(a) . Supervised
‘ector > N I
representation learning models
v
Apply Supervised Learning Models to Generate Readability Scores
Supervised
learning models
Detailed
Patents in the description text \Ef:'c;h‘:rddings' Al-based
main analysis: —————»  SciBERT Model —» ~— " readability scores

representation

Notes: The figure displays the process of the construction of the Al-based readability scores derived from SciB-
ERT. First, for each rejected patent application, the detailed description text is processed using the SciBERT
language model to generate contextualized embeddings. Second, the resulting embeddings serve as inputs to
supervised learning models —Ordinary Least Squares (OLS) and XGBoost— which are trained to predict 112(a)
rejection outcomes. Third, trained models are then applied to all patents in the main sample to generate predicted
rejection probabilities. These probabilities are interpreted as Al-based readability scores, with higher values indi-
cating greater textual obscurity.
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Figure 4: Conditional Mean of Readability Over Time
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Notes: The figure displays the (conditional) mean of readability of university patents and corporate patents over
time, conditionally on technology classifications (CPC codes) and assignees. The two readability measures used
are the Automated Readability Index and the SciIBERT-XGBoost readability score. Both are originally scaled such
that higher values indicate lower readability (i.e., more difficult to understand) or a higher likelihood of rejection.
For interpretability, I multiply both scores by —1, so that lower values correspond to harder-to-read text.
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Figure 5: Illustration of Two DID Settings

Treatment group: University patents

Pre-shock Post-shock

Control group: Corporate patents
(a) Hlustration of DID Setting I (The Bayh-Dole Act in 1980)

Treatment group: University patents

Pre-shock Post-shock

Year TTO establishment

Control group: Corporate patents

(b) Ilustration of DID Setting II (TTO establishment)

Notes: This figure displays two difference-in-differences (DID) settings. Subfigure (a) illustrates the use of the
1980 Bayh-Dole Act as the policy shock. Subfigure (b) uses the staggered establishment of university Technology
Transfer Offices (TTOs) as the shock. Curly braces indicate the pre-shock and post-shock periods.
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Figure 6: DID Setting I: Readability of Detailed Description by 1980 Bayh-Dole Act Over Year
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Notes: The figure displays changes in readability around 1980 Bayh-Dole Act relative to the control group. Sub-
figure (a) displays traditional readability score (Automated Readability Index), and subfigure (b) shows shows
SciBERT readability score (SVL-XGBoost readability score). As the Act was implemented after December 1980,
I conduct a regression where the treatment effect is interacted with indicator variables representing each year
relative to 1980. The 95 percent confidence interval around the estimates is plotted with vertical red lines. The
two readability measures used are the Automated Readability Index and the SciBERT-XGBoost readability score.
Both are originally scaled such that higher values indicate lower readability (i.e., more difficult to understand) or

a higher likelihood of rejection. For interpretability, I multiply both scores by —1, so that lower values correspond
to harder-to-read text.
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Figure 7: DID Setting II: Readability of detailed description by TTO establishment Over Year
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Notes: The figure displays changes in readability around TTO establishment relative to the control group. Sub-
figure (a) displays traditional readability score (Automated Readability Index), and subfigure (b) shows shows
SciBERT readability score (SVL-XGBoost readability score). The 95 percent confidence interval around the esti-
mates is plotted with vertical red lines. The two readability measures used are the Automated Readability Index
and the SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower
readability (i.e., more difficult to understand) or a higher likelihood of rejection. For interpretability, I multiply
both scores by —1, so that lower values correspond to harder-to-read text.
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Figure 8: Readability Change of Patent Background and Summary Text Over Year
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Notes: The figure displays changes in readability change of patent background and summary text over years. Panel
(a) shows the regression result in the DID I setting at the inventor level, and panel (b) shows the regression result
in the DID II setting at the inventor level. The 95 percent confidence interval around the estimates is plotted with
vertical red lines. The readability measure used is the Automated Readability Index. It is originally scaled such

that higher values indicate lower readability (i.e., more difficult to understand), I multiply scores by —1, so that
lower values correspond to harder-to-read text.
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Figure 9: Citation Change by the 1980 Bayh-Dole Act Over Year
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Notes: The figure displays changes in citations around 1980 Bayh-Dole Act relative to the control group. Sub-
figure (a) displays the overall citations received from patents, subfigure (b) shows external citations (citations
excluding the self-citations), and subfigure (c) shows the self-citations. The 95 percent confidence interval around
the estimates is plotted with vertical red lines. As the Act was implemented after December 1980, I conduct a
regression where the treatment effect is interacted with indicator variables representing each year relative to 1980.
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Figure 10: Citation Change by the TTO Establishment Over Year Over Year
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Notes: The figure displays changes in citations around the TTO establishment over year relative to the control
group. Subfigure (a) displays the overall citations received from patents, subfigure (b) shows external citations

(citations excluding the self-citations), and subfigure (c) shows the self-citations. The 95 percent confidence
interval around the estimates is plotted with vertical red lines.
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Tables

Table 1: Summary Statistics

Panel A: University Observations (N= 15011)

Variables Mean SD Min P25 Median P75 Max
Automated Readability Index -12.680 2.382  -42.700 -14.000 -12.500 -11.200 -4.200
Flesch-Kincaid Grade -10.380 2.320 -25.500 -11.800 -10.400  -8.900 -3.000
Coleman-Liau Index -11.918 2.074 -41.400 -13.090 -11.840 -10.680 0.340
Flesch Reading Ease 52.331 9.277 -11.940 46.510 52260 58.080 88.130
SVL-XGBoost -0.182  0.089 -0.709 -0.212 -0.153 -0.125 -0.008
SVL-OLS -0.192  0.074 -0.556 -0.219 -0.174 -0.143 -0.007
Total Citations 10.565 14.130 0.000 3.000 6.000 13.000 292.000
External Citations 9.638 13.503 0.000 2.000 5.833  12.000 292.000
Internal Citations 0.928 2.100 0.000 0.000 0.000 1.000 36.094

Panel B: Corporate Observations (N= 599496)

Variables Mean SD Min P25 Median P75 Max
Automated Readability Index -13.124  3.316 -287.600 -14.600 -12.800 -11.200 1.900
Flesch-Kincaid Grade -10.885 2.721 -131.200 -12.600 -10.900 -9.100 1.500
Coleman-Liau Index -11.262  2.837 -210970 -12.310 -10910 -9.750 5.320
Flesch Reading Ease 53.601 10.266 -584.830 47.490 53.810 59.740 110.630
SVL-XGBoost -0.143  0.052 -1.104  -0.158 -0.134 -0.114 0.059
SVL-OLS -0.148 0.043 -0.577 -0.172 -0.145 -0.121 0.044
Total Citations 8.414 11.410 0.000 2.000 5.000 11.000 631.000
External Citations 6.987 9.891 0.000 1.333 4.000 9.000 619.453
Internal Citations 1.427 3.817 0.000 0.000 0.000 1.250 210.870

Notes: This table reports summary statistics for the baseline sample, including both traditional readability scores and Al-
based readability scores for the detailed descriptions and citations of patent observations. Except for the Flesch Reading
Ease, all readability scores are multiplied by -1 so that lower values correspond to harder-to-read text. The Flesch Reading
Ease score is already scaled such that lower values indicate more difficult text and is not transformed.
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Table 2: DID Setting I: Readability Change of Patent Detailed Description

Panel A: Traditional Readability Score

Assignee Level

Inventor Level

M 2

3) “)

Post x Treated

-0.246%*%  -0.259%**
(0.099) (0.098)

S0.453% % (. 45455
(0.093)  (0.093)

YearFE X X X X
AssigneeFE X X X X
InventorFE X X
ClassficationFE X X
R-squared 0.192 0.201 0.522 0.523
Observations 418271 418270 614507 614507

Panel B: Al-based Readability Score

Assignee Level

Inventor Level

M 2

3) “)

Post x Treated

-0.016%**  -0.016%**
(0.002) (0.003)

-0.009#**  -0.009%**
(0.002) (0.002)

YearFE X X X X
AssigneeFE X X X X
InventorFE X X
ClassficationFE X X
R-squared 0.159 0.182 0.412 0414
Observations 418271 418270 614507 614507

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID
setting I (the 1980 Bayh-Dole Act) for patent detailed descriptions. The two readability measures used are
the Automated Readability Index and the SciBERT-XGBoost readability score. Both are originally scaled
such that higher values indicate lower readability (i.e., more difficult to understand) or a higher likelihood
of rejection. For interpretability, I multiply both scores by —1, so that lower values correspond to harder-
to-read text. In Panel A, the dependent variable is the transformed traditional score (—1x Automated
Readability Index); in Panel B, it is the transformed Al-based score (—1x SciBERT-XGBoost Readability
Score). Columns (1)-(2) are on the assignee level, and columns (3)-(4) are on the inventor level. Standard
errors in columns (1)-(2) are clustered at assignee levels. Standard errors in columns (3)-(4) are clustered

at inventor levels.

*** denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table 3: DID Setting II: Readability Change of Patent Detailed Description

Panel A: Traditional Readability Score

Assignee Level

Inventor Level

M 2

3) “)

Post x Treated

-0.289#*  -0.312%*
(0.128) (0.131)

-0.358**  -0.356**
(0.160) (0.161)

YearFE X X X X
AssigneeFE X X X X
InventorFE X X
ClassficationFE X X
R-squared 0.192 0.200 0.522 0.523
Observations 417246 417245 612742 612742

Panel B: Al-based Readability Score

Assignee Level

Inventor Level

M 2

3) “)

Post x Treated

-0.016%**  -0.015%**
(0.004) (0.005)

-0.015%%%  -0.014%**
(0.004) (0.004)

YearFE X X X X
AssigneeFE X X X X
InventorFE X X
ClassficationFE X X
R-squared 0.158 0.182 0.412 0.414
Observations 417246 417245 612742 612742

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID
setting II (TTO establishment) for patent detailed descriptions. The two readability measures used are
the Automated Readability Index and the SciBERT-XGBoost readability score. Both are originally scaled
such that higher values indicate lower readability (i.e., more difficult to understand) or a higher likelihood
of rejection. For interpretability, I multiply both scores by —1, so that lower values correspond to harder-
to-read text. In Panel A, the dependent variable is the transformed traditional score (—1x Automated
Readability Index); in Panel B, it is the transformed Al-based score (—1x SciBERT-XGBoost Readability
Score). Columns (1)-(2) are on the assignee level, and columns (3)-(4) are on the inventor level. Standard
errors in columns (1)-(2) are clustered at assignee levels. Standard errors in columns (3)-(4) are clustered

at inventor levels.

*** denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table 4: Readability of Background and Summary in Two DID Settings

Panel A: DID Setting I (Bayh-Dole Act)

Assignee Level Inventor Level
(1) (2) (3) 4)
Post x Treated -0.005 -0.025 -0.045 -0.039
(0.134) (0.137) (0.110) (0.109)
YearFE X X X X
AssigneeFE X X X X
InventorFE X X
ClassficationFE X X
R-squared 0.233 0.244 0.564 0.565
Observations 418271 418270 614507 614507
Panel B: DID Setting II (TTO Establishment)
Assignee Level Inventor Level
(1) (2) 3) 4)
Post x Treated -0.007  -0.022 -0.046  -0.055
(0.140) (0.139) (0.155) (0.155)
YearFE X X X X
AssigneeFE X X X X
InventorFE X X
ClassficationFE X X
R-squared 0.232  0.244 0564  0.565
Observations 417246 417245 612742 612742

Notes: This table reports the estimated coefficients and standard errors (in parentheses) from two
difference-in-differences specifications examining the impact of policy shocks on the readability of
patent background and summary sections. Panel A uses DID Setting I based on the 1980 Bayh-Dole
Act. Panel B uses DID Setting II based on university TTO establishment. The dependent variable
in all columns is the transformed traditional score (—1x Automated Readability Index). Columns
(1)-(2) are on the assignee level, and columns (3)-(4) are on the inventor level. Standard errors in
columns (1)-(2) are clustered at assignee levels. Standard errors in columns (3)-(4) are clustered at
inventor levels.

*** denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table 5: Heterogeneous Effects across Technology Fields in Two DID Settings

Panel A: DID Setting I (Bayh-Dole Act)
Detailed Description Background and Summary

Traditional Readability =~ Al-based Readability Traditional Readability

@ ©)) 3 (C)) (&) )

Competitive Fields 0.055%#*  -0.042%*  -0.001** 0.001 0.057+##%* 0.088 7

(0.013) (0.021) (0.000) (0.000) (0.019) (0.033)
Post x Treated -0.204* -0.206* -0.002 -0.003 -0.032 -0.004

(0.116) (0.115) (0.003) (0.003) (0.158) (0.159)
Post x Treated x Competitive Fields -0.234%*%  -0.231%*%  -0.007*** -0.006%**  -0.094 -0.118

(0.092) (0.092) (0.002) (0.002) (0.131) (0.132)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X
R-squared 0.527 0.527 0.420 0.421 0.570 0.571
Observations 575171 575171 575171 575171 575171 575171
Panel B: DID Setting II (TTO Establishment)

Detailed Description Background and Summary

Traditional Readability ~ Al-based Readability Traditional Readability

(H 2 (3) 4 ) (6)
Competitive Fields 0.054%**  _0,042%* -0.001** 0.001 0.057%** 0.088#**
(0.013) (0.021) (0.000) (0.000) (0.019) (0.033)
Post x Treated -0.157 -0.162 -0.005 -0.005 -0.055 -0.038
(0.193) (0.194) (0.005) (0.005) (0.202) (0.203)
Post x Treated x Competitive Fields -0.201°* -0.188 -0.009*** -0,008***  -0.026 -0.045
0.117) (0.119) (0.003) (0.003) (0.150) (0.153)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X
R-squared 0.526 0.527 0.420 0.421 0.569 0.570
Observations 573410 573410 573410 573410 573410 573410

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in regressions on heterogeneous effects across technology
competition under two DID settings. Panel A uses DID Setting I based on the 1980 Bayh-Dole Act. Panel B uses DID Setting II based on university
TTO establishment. Competitive Fields is a dummy variable equal to 1 if the technology field falls within the bottom 50% of the Herfindahl-Hirschman
Index (HHI), indicating higher competition, and 0 otherwise. Columns (1)-(4) are on the patent detailed descriptions, and columns (5)-(6) are on the
patent background and summary. Columns (1), (2), (5), and (6) use the transformed traditional score (—1x Automated Readability Index). Columns
(3)-(4) use the transformed Al-based score (—1x SciBERT-XGBoost Readability Score). The two readability measures used are the Automated
Readability Index and the SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower readability (i.e.,
more difficult to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores by —1, so that lower values correspond to
harder-to-read text. Standard errors are clustered at the inventor level.

*#% denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table 6: Impact of the Bayh-Dole Act on University Inventors’ Disclosure Behavior (Before TTO
establishment)

Detailed Description Background and Summary
Traditional Readability ~Al-based Readability =~ Traditional Readability
) 2) 3) “) &) (6)
Post x Treated -0.389*** -0.384*** -0.004*  -0.004* -0.180 -0.172
(0.115) (0.114)  (0.002) (0.002) (0.144) (0.143)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X
R-squared 0.523 0.524 0.396 0.397 0.564 0.565
Observations 605831 605831 605831 605831 605831 605831

Notes: This table presents the estimated coefficients and standard errors (in parentheses) from a DID analysis
examining the impact of the Bayh-Dole Act on university inventors’ disclosure behavior (pre-TTO establish-
ment). Columns (1)-(4) are on the patent detailed descriptions, and columns (5)-(6) are on the patent background
and summary. Columns (1), (2), (5), and (6) use the transformed traditional score (—1x Automated Readabil-
ity Index). Columns (3)-(4) use the transformed Al-based score (—1x SciBERT-XGBoost Readability Score).
The two readability measures used are the Automated Readability Index and the SCiIBERT-XGBoost readability
score. Both are originally scaled such that higher values indicate lower readability (i.e., more difficult to under-
stand) or a higher likelihood of rejection. For interpretability, I multiply both scores by —1, so that lower values
correspond to harder-to-read text. Standard errors are clustered at the inventor level.

*** denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table 7: Impact of TTO establishment on University Inventors’ Disclosure Behavior (After Bayh-
Dole Act)

Detailed Description Background and Summary

Traditional Readability ~Al-based Readability =~ Traditional Readability

(1) (2 (3) “4) 5) (6)
Post x Treated -0.326** -0.315% -0.002 -0.001 -0.098 -0.086
(0.160) (0.161) (0.005) (0.005) (0.157) (0.157)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X
R-squared 0.578 0.579 0.459 0.460 0.594 0.595
Observations 417334 417334 417334 417334 417334 417334

Notes: This table reports the estimated coefficients and standard errors (in parentheses) from a DID analysis
examining the impact of TTO establishment on university inventors’ disclosure behavior, focusing on sample
period after 1980. Columns (1)-(4) are on the patent detailed descriptions, and columns (5)-(6) are on the patent
background and summary. Columns (1), (2), (5), and (6) use the transformed traditional score (—1x Automated
Readability Index). Columns (3)-(4) use the transformed Al-based score (—1x SciBERT-XGBoost Readability
Score). The two readability measures used are the Automated Readability Index and the SciBERT-XGBoost
readability score. Both are originally scaled such that higher values indicate lower readability (i.e., more difficult
to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores by —1, so that lower
values correspond to harder-to-read text. Standard errors are clustered at the inventor level.

*** denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table 8: Change of Follow-On Innovation in Two DID Settings

Panel A: DID Setting I (Bayh-Dole Act)
(1) Total Citations (2) External Citations (3) Internal Citations

Post x Treated -3.216%** -3.437%%* 0.221%%*
(0.669) (0.636) (0.092)
YearFE X X X
AssigneeFE X X X
InventorFE X X X
ClassficationFE X X X
R-squared 0.512 0.529 0.437
Observations 614408 614408 614408

Panel B: DID Setting II (TTO Establishment)
(1) Total Citations (2) External Citations (3) Internal Citations

Post x Treated -2.313%** -2.325%** 0.012
(0.699) 0.641) (0.160)
YearFE X X X
AssigneeFE X X X
InventorFE X X X
ClassficationFE X X X
R-squared 0.512 0.529 0.437
Observations 612644 612644 612644

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in regressions on citations. Panel A uses DID
Setting I based on the 1980 Bayh-Dole Act. Panel B uses DID Setting II based on university TTO establishment. Column (1) uses the
total citations, column (2) uses external citations, and column (3) uses the internal citations. Standard errors are clustered at the inventor
level.

*##%* denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table 9: Impact on Follow-On Innovation

(a) 2SLS Regression on Total Citations

(1) (2)

Traditional Readability Score = 7.091%*%**
(2.124)
Al-based Rgd?mility Score 368.741%**
(117.483)

YearFE X X
AssigneeFE X X
InventorFE X X
ClassficationFE X X
Observations 614408 614408

(b) 2SLS Regression on External Citations

(1) (2)

Traditional Readability Score = 7.579%**
(2.140)
Al-based Readability Score 394,094
(119.085)

YearFE X X
AssigneeFE X X
InventorFE X X
ClassficationFE X X
Observations 614408 614408

(c) 2SLS Regression on Internal Citations

) 2)
Traditional Readability Score -0.488**
(0.220)
Al-based Readability Score 125353+
(11.683)
YearFE X X
AssigneeFE X X
InventorFE X X
ClassficationFE X X
Observations 614408 614408

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in 2SLS regressions on
all citations, external citations, and internal citations. Table (a) is on total citations, Table (b) is on external
citations, and Table (c) is on internal citations. Every column (1) uses the predicted Automated Readability
Index, and column (2) uses the predicted SciBERT-XGBoost readability score. Standard errors are clustered at
the inventor level. The two readability measures used are the Automated Readability Index and the SciBERT-
XGBoost readability score. Both are originally scaled such that higher values indicate lower readability (i.e.,
more difficult to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores by —1,
so that lower values correspond to harder-to-read text.

*** denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Appendices

A Tables

Table A10: DID Setting I: Patent Detailed Description

Traditional Readability Scores Al-based Readability Scores
ey (2 3) @ ) (6)
Automated Flesch-Kincaid Coleman-Liau Flesch Reading ~ SvL SVL
Readability Index Grade Index Ease XGBoost OLS
Post x Treated -0.454 %% -0.277%%* -0.234%% -1.164%%* -0.009%*%* -0.004**
(0.093) (0.070) (0.072) (0.320) (0.002) (0.002)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X X X X
R-squared 0.523 0.674 0.592 0.539 0414 0.577
Observations 614507 614507 614507 614507 614507 614507

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID setting I (the 1980 Bayh-Dole Act).
Column (1) uses the Automated Readability Index score, Column (2) uses the Flesch-Kincaid Grade score, Column (3) uses the Coleman-Liau
Index score, Column (4) uses the Flesch Reading Ease score, Column (5) uses the SVL-XGBoost readability score, and Column (6) uses the
SVL-OLS readability score. Except for Column (4), all scores are multiplied by -1 so that lower values correspond to harder-to-read text. The
Flesch Reading Ease score (Column 4) is already scaled such that lower values indicate more difficult text and is not transformed. Standard
errors are clustered at the inventor level.

*** denotes statistical significance at 1% level, ** 5% level, * 10% level.

Table A11: DID Setting II: Patent Detailed Description

Traditional Readability Scores Al-based Readability Scores
(D 2 (€)) @ 5 (6)
Automated Flesch-Kincaid Coleman-Liau Flesch Reading SVL SVL
Readability Index Grade Index Ease XGBoost OLS
Post x Treated -0.356%* -0.144 -0.305%* -1 11 -0.014%%:* -0.010%*:*
(0.161) (0.096) (0.134) (0.533) (0.004) (0.003)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X X X X
R-squared 0.523 0.674 0.592 0.539 0.414 0.578
Observations 612742 612742 612742 612742 612742 612742

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID setting II (TTO establishment). Column
(1) uses the automated readability index score, column (2) uses Flesch-Kincaid grade score, column (3) uses the Coleman-Liau index score,
column (4) uses the Flesch reading ease score, column (5) uses the SVL-XGBoost readability score, and column (6) uses the SVL-OLS
readability score. Except for Column (4), all scores are multiplied by -1 so that lower values correspond to harder-to-read text. The Flesch
Reading Ease score (Column 4) is already scaled such that lower values indicate more difficult text and is not transformed. Standard errors are
clustered at the inventor level.

**% denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table A12: DID Setting I: Patent Background and Summary

Multiple Readability Scores

() (2) (3) (4)
Automated Flesch-Kincaid Coleman-Liau Flesch Reading
Readability Index Grade Index Ease
Post x Treated -0.039 0.042 -0.006 0.295
(0.109) (0.090) (0.054) (0.348)
YearFE X X X X
AssigneeFE X X X X
InventorFE X X X X
ClassficationFE X X X X
R-squared 0.565 0.614 0.599 0.552
Observations 614507 614507 614507 614507

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID
setting I (the 1980 Bayh-Dole Act) for patent background and summary text. Column (1) uses the auto-
mated readability index score, column (2) uses Flesch-Kincaid grade score, column (3) uses the Coleman-
Liau index score, and column (4) uses the Flesch reading ease score. Except for Column (4), all scores are
multiplied by -1 so that lower values correspond to harder-to-read text. The Flesch Reading Ease score
(Column 4) is already scaled such that lower values indicate more difficult text and is not transformed.
Standard errors are clustered at the inventor level.

*##% denotes statistical significance at 1% level, ** 5% level, * 10% level.

Table A13: DID Setting II: Patent Background and Summary

Multiple Readability Scores

(1) (2) (3) “)
Automated Flesch-Kincaid Coleman-Liau Flesch Reading
Readability Index Grade Index Ease
Post x Treated -0.055 0.088 -0.044 0.170
(0.155) (0.131) (0.080) (0.519)
YearFE X X X X
AssigneeFE X X X X
InventorFE X X X X
ClassficationFE X X X X
R-squared 0.565 0.613 0.598 0.552
Observations 612742 612742 612742 612742

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID
setting IT (TTO establishment) for patent background and summary text. Columns (1) uses the automated
readability index score, column (2) uses Flesch-Kincaid grade score, columns (3) uses the Coleman-Liau
index score, and columns (4) uses the Flesch reading ease score. Except for Column (4), all scores are
multiplied by -1 so that lower values correspond to harder-to-read text. The Flesch Reading Ease score
(Column 4) is already scaled such that lower values indicate more difficult text and is not transformed.
Standard errors are clustered at the inventor level.

*** denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table A14: Average Treatment Effect of Individual Inventor in DID setting II (CSDID)

Panel A: Traditional Readability Score Coefficient =~ SE Z P-value LL UL

Automated Readability Index -0.545 0229 -2379 0.017 -0.993 -0.096
Panel B: Al-based Readability Score ~ Coefficient = SE zZ P-value LL UL
SVL-XGBoost -0.022 0.007 -3.300 0.001 -0.035 -0.009

Notes: This table reports the average treatment effects using CSDID specification for DID setting I1. In Panel A,
the dependent variable is the transformed traditional score (—1x Automated Readability Index); in Panel B, it is the
transformed Al-based score (—1x SciBERT-XGBoost Readability Score). CSDID requires panel data with a single
observation per unit per time period. To meet this requirement, I aggregate the patent data to the inventor-year level
by computing the mean readability score for each inventor annually. This aggregation may reduce precision, as it
limits the ability to control for patent-level characteristics such as technological fields. See Callaway and Sant’ Anna
(2021) for details.
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Table A15: DID Setting I: Readability Change for Stayers

Detailed Description Background and Summary
Traditional Readability ~ Al-based Readability Traditional Readability
@) (@) (€)) “ (&) ©)
Post x Treated -0.515%** -0.512%** -0.009*%** -0.009*** -0.184 -0.181
(0.112) (0.112) (0.002) (0.002)  (0.130) (0.130)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X
R-squared 0.463 0.464 0.284 0.285 0.488 0.490
Observations 303937 303936 303937 303936 303937 303936

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID setting
I (the 1980 Bayh-Dole Act) for stayers. Columns (1)-(4) are on the patent detailed descriptions, and columns
(5)-(6) are on the patent background and summary. Columns (1), (2), (5), and (6) use the transformed traditional
score (—1x Automated Readability Index). Columns (3)-(4) use the transformed Al-based score (—1x SciBERT-
XGBoost Readability Score). The two readability measures used are the Automated Readability Index and the
SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower readability
(i.e., more difficult to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores by
—1, so that lower values correspond to harder-to-read text. Standard errors are clustered at the inventor level.

**% denotes statistical significance at 1% level, ** 5% level, * 10% level.

Table A16: DID Setting II: Readability Change for Stayers

Detailed Description Background and Summary
Traditional Readability ~Al-based Readability =~ Traditional Readability
(1) (2) 3) “) &) (6)

Post x Treated -0.483* -0.484* -0.012*%*  -0.011*%*  -0.263 -0.262

(0.248) (0.248) (0.005) (0.005)  (0.182) (0.182)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X
R-squared 0.538 0.538 0.396 0.397 0.580 0.581
Observations 381688 381688 381688 381688 381688 381688

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID setting II
(TTO establishment) for stayers. Columns (1)-(4) are on the patent detailed descriptions, and columns (5)-(6) are
on the patent background and summary. Columns (1), (2), (5), and (6) use the transformed traditional score (—1 x
Automated Readability Index). Columns (3)-(4) use the transformed Al-based score (—1x SciBERT-XGBoost
Readability Score). The two readability measures used are the Automated Readability Index and the SciBERT-
XGBoost readability score. Both are originally scaled such that higher values indicate lower readability (i.e.,
more difficult to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores by
—1, so that lower values correspond to harder-to-read text. Standard errors are clustered at the inventor level.
*#% denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table A17: DID Setting I: Same-City Exclusion

Detailed Description Background and Summary
Traditional Readability ~ Al-based Readability Traditional Readability
&) 2 3) “ &) 6

Post x Treated -0.432%** -0.427*** -0.009*** -0.009%** -0.138 -0.129

(0.097) (0.096) (0.002) (0.002)  (0.117) (0.117)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X
R-squared 0.557 0.558 0.443 0.444 0.578 0.579
Observations 331285 331285 331285 331285 331285 331285

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID setting 1
(the 1980 Bayh-Dole Act) excluding control group located within a certain city of any treated university. Columns
(1)-(4) are on the patent detailed descriptions, and columns (5)-(6) are on the patent background and summary.
Columns (1), (2), (5), and (6) use the transformed traditional score (—1x Automated Readability Index). Columns
(3)-(4) use the transformed Al-based score (—1x SciBERT-XGBoost Readability Score). The two readability mea-
sures used are the Automated Readability Index and the SciBERT-XGBoost readability score. Both are originally
scaled such that higher values indicate lower readability (i.e., more difficult to understand) or a higher likelihood
of rejection. For interpretability, I multiply both scores by —1, so that lower values correspond to harder-to-read
text. Standard errors are clustered at the inventor level.

**% denotes statistical significance at 1% level, ** 5% level, * 10% level.

Table A18: DID Setting II: Same-City Exclusion

Detailed Description Background and Summary

Traditional Readability ~ Al-based Readability Traditional Readability

(1) (2) (3) 4) (5) (6)
Post x Treated -0.313* -0.310%* -0.014*** -0.013*** -0.090 -0.099
0.172) 0.172) (0.004) (0.004) (0.162) 0.162)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X
R-squared 0.508 0.509 0.435 0.436 0.575 0.576
Observations 369604 369604 369604 369604 369604 369604

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID setting
II (TTO establishment) excluding control group located within a certain city of any treated university. Columns
(1)-(4) are on the patent detailed descriptions, and columns (5)-(6) are on the patent background and summary.
Columns (1), (2), (5), and (6) use the transformed traditional score (—1 x Automated Readability Index). Columns
(3)-(4) use the transformed Al-based score (—1 x SciBERT-XGBoost Readability Score). The two readability mea-
sures used are the Automated Readability Index and the SciBERT-XGBoost readability score. Both are originally
scaled such that higher values indicate lower readability (i.e., more difficult to understand) or a higher likelihood
of rejection. For interpretability, I multiply both scores by —1, so that lower values correspond to harder-to-read
text. Standard errors are clustered at the inventor level.

*#% denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table A19: DID Setting I: Small Entity Exclusion

Detailed Description Background and Summary

Traditional Readability ~Al-based Readability =~ Traditional Readability

(1) (2) 3) “4) (5 (6)
Post x Treated -0.442%** -(0.439*** _0,007** -0.007** -0.205 -0.193
(0.155) (0.155) (0.003) (0.003) (0.134) (0.134)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X
R-squared 0.518 0.519 0.415 0.416 0.563 0.564
Observations 462459 462459 462459 462459 462459 462459

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID setting I
(the 1980 Bayh-Dole Act) excluding small entities. Columns (1)-(4) are on the patent detailed descriptions, and
columns (5)-(6) are on the patent background and summary. Columns (1), (2), (5), and (6) use the transformed
traditional score (—1x Automated Readability Index). Columns (3)-(4) use the transformed Al-based score
(—1x SciBERT-XGBoost Readability Score). The two readability measures used are the Automated Readability
Index and the SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate
lower readability (i.e., more difficult to understand) or a higher likelihood of rejection. For interpretability, I
multiply both scores by —1, so that lower values correspond to harder-to-read text. Standard errors are clustered
at the inventor level.

*#* denotes statistical significance at 1% level, ** 5% level, * 10% level.
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Table A20: DID Setting I: Readability Change with Patent’s Orientation as Control

Detailed Description Background and Summary
Traditional Readability Al-based Readability Traditional Readability
@ @) 3 (G ) (©) Q) ® (&)

Post x Treated  -0.455%%% _0463%%% _0.464%+% _0.009%%* _0.009%%* _0.000%** _0.040  -0.042  -0.042
0.093)  (0.093)  (0.093)  (0.002)  (0.002)  (0.002)  (0.109)  (0.109)  (0.109)

Basicness (Share)  0.477%%* 0.454 %% 0.000 0.000 0.283%#:* 0.277%%*
(0.023) (0.023) (0.000) (0.000) (0.022) (0.022)
Basicness (LDA) 0.733%%%  (),646%** 0.003%***  (.003%** 0.239%*%  (),186%%#*
(0.043) (0.043) (0.001) (0.001) (0.046) (0.046)
YearFE X X X X X X X X X
ClassficationFE X X X X X X X X X
AssigneeFE X X X X X X X X X
InventorFE X X X X X X X X X
R-squared 0.524 0.524 0.525 0.414 0.414 0.414 0.565 0.565 0.565
Observations 614507 614507 614507 614507 614507 614507 614507 614507 614507

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in a baseline DID setting I (the 1980 Bayh-Dole Act) with patent’s
orientation features as controls (details in Appendix D.2). Details of the two control variables are provided in Appendix C.3. Columns (1)-(3) use the
traditional readability score (Automated Readability Index) for detailed descriptions, while columns (4)-(6) use the SciBERT-XGBoost score. Columns
(7)-(9) report the results for the background and summary sections using the traditional readability score. Columns (1)-(4) are on the patent detailed
descriptions, and columns (5)-(6) are on the patent background and summary. The two readability measures used are the Automated Readability Index and
the SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower readability (i.e., more difficult to understand) or
a higher likelihood of rejection. For interpretability, I multiply both scores by —1, so that lower values correspond to harder-to-read text. Standard errors
are clustered at the inventor level.

*#% denotes statistical significance at the 1% level, ** at the 5% level, and * at the 10% level.

Table A21: DID Setting II: Readability Change with Patent’s Orientation as Control

Detailed Description Background and Summary
Traditional Readability Al-based Readability Traditional Readability
@ @ 3 “) ® (O] O ® ®

Post x Treated -0.354%*  -0.353**  -0.352%* -0.014*** -0.014*** -0.014***  -0.054 -0.054 -0.053
(0.164) (0.163) (0.166) (0.004) (0.004) (0.004) (0.155) (0.155) (0.155)

Basicness (Share) 0.474%%* 0.45]%** 0.000 -0.000 0.280%** 0.274%**
(0.023) (0.023) (0.000) (0.000) (0.022) (0.022)
Basicness (LDA) 0.732%*%  (),645%** 0.003***  (.003%** 0.243%** (,190%***
(0.043) (0.043) (0.001) (0.001) (0.046) (0.046)
YearFE X X X X X X X X X
ClassficationFE X X X X X X X X X
AssigneeFE X X X X X X X X X
InventorFE X X X X X X X X X
R-squared 0.524 0.524 0.524 0.414 0.414 0.414 0.565 0.565 0.565
Observations 612742 612742 612742 612742 612742 612742 612742 612742 612742

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in a baseline DID setting II (TTO establishment) with patent’s
orientation features as controls (details in Appendix D.2). Details of the two control variables are provided in Appendix C.3. Columns (1)-(3) use
the traditional readability score (Automated Readability Index) for detailed descriptions, while columns (4)-(6) use the SciBERT-XGBoost readability
score. Columns (7)-(9) report the results for the background and summary sections using the traditional readability score. The two readability measures
used are the Automated Readability Index and the SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower
readability (i.e., more difficult to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores by —1, so that lower values
correspond to harder-to-read text. Standard errors are clustered at the inventor level.
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Table A22: DID Setting I: Readability Change with Patent’s Originality and Generality as Control

Detailed Description Background and Summary
Traditional Readability Al-based Readability Traditional Readability
@ @) 3 “ &) Q) Q) ®) ®

Post x Treated — -0.455%%% -0.454%%* -0.455%** -0.009*** -0.009%** -0.009*** -0.020 -0.038 -0.020
(0.095) (0.093) (0.095) (0.002) (0.002) (0.002)  (0.110)  (0.109) (0.110)

Originality -0.011 -0.013 0.000 0.000 0.003 0.009
(0.024) (0.024) (0.000) (0.000)  (0.019) (0.019)
Generality 0.012 0.015 0.001***  0.001** -0.053#**  -(0.048**
(0.019) (0.021) (0.000) (0.000) (0.019) (0.020)
YearFE X X X X X X X X X
ClassficationFE X X X X X X X X X
AssigneeFE X X X X X X X X X
InventorFE X X X X X X X X X
R-squared 0.523 0.523 0.523 0.416 0.414 0.416 0.566 0.565 0.566

Observations 603732 614400 603724 603732 614400 603724 603732 614400 603724

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in a baseline DID setting I (the 1980 Bayh-Dole Act) with
patent’s originality and generality features as controls (details in Appendix D.2). Columns (1)-(3) use the traditional readability score (Automated
Readability Index) for detailed descriptions, while columns (4)-(6) use the SciBERT-XGBoost readability score. Columns (7)-(9) report the results
for the background and summary sections using the traditional readability score. The two readability measures used are the Automated Readability
Index and the SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower readability (i.e., more difficult
to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores by —1, so that lower values correspond to harder-to-read
text. Standard errors are clustered at the inventor level.

*#% denotes statistical significance at the 1% level, ** at the 5% level, and * at the 10% level.

Table A23: DID Setting II: Readability Change with Patent’s Originality and Generality as Control

Detailed Description Background and Summary
Traditional Readability Al-based Readability Traditional Readability
@ @) 3) “) ®) (6) Q) ®) ®

Post x Treated -0.358%* -0.354** -0.358** -0.015%** -0.015*** -0.015*** -0.011 -0.046 -0.011
(0.164)  (0.161)  (0.164) (0.004) (0.004) (0.004)  (0.156)  (0.155) (0.156)

Originality -0.009 -0.011 0.000 0.000 -0.001 0.005
(0.024) (0.024) (0.000) (0.000)  (0.019) (0.019)
Generality 0.009 0.012 0.001***  0.001** -0.053%**  -(0,048%**
(0.019) (0.021) (0.000) (0.000) (0.019) (0.020)
YearFE X X X X X X X X X
ClassficationFE X X X X X X X X X
AssigneeFE X X X X X X X X X
InventorFE X X X X X X X X X
R-squared 0.523 0.523 0.523 0.415 0.414 0.415 0.566 0.565 0.566

Observations 601996 612636 601988 601996 612636 601988 601996 612636 601988

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in a baseline DID setting II (TTO establishment) with
patent’s originality and generality features as controls (details in Appendix D.2). Columns (1)-(3) use the traditional readability score (Automated
Readability Index) for detailed descriptions, while columns (4)-(6) use the SciBERT-XGBoost readability score. Columns (7)-(9) report the results
for the background and summary sections using the traditional readability score. The two readability measures used are the Automated Readability
Index and the SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower readability (i.e., more difficult
to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores by —1, so that lower values correspond to harder-to-
read text. Standard errors are clustered at the inventor level.

**% denotes statistical significance at the 1% level, ** at the 5% level, and * at the 10% level.
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Table A24: DID Setting I: Readability Change Adding Journal Fixed Effects

Detailed Description Background and Summary
Traditional Readability ~Al-based Readability =~ Traditional Readability

&) 2 3

Post x Treated -0.413%#* -0.010%** -0.032

(0.090) (0.002) (0.112)
YearFE X X X
ClassficationFE X X X
AssigneeFE X X X
InventorFE X X X
JournalFE X X X

R-squared 0.526 0.419 0.566

Observations 614103 614103 614103

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID setting I
(the 1980 Bayh-Dole Act) adding journal fixed effects (details in Appendix D.2). Column (1) uses the traditional
readability score (Automated Readability Index) for detailed descriptions, while column (2) uses the SciBERT-
XGBoost readability score. Column (3) reports the results for the background and summary sections using
the traditional readability score. The two readability measures used are the Automated Readability Index and the
SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower readability
(i.e., more difficult to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores
by —1, so that lower values correspond to harder-to-read text. Standard errors are clustered at the inventor level.
*** denotes statistical significance at the 1% level, ** at the 5% level, and * at the 10% level.

Table A25: DID Setting II: Readability Change Adding Journal Fixed Effects

Detailed Description Background and Summary
Traditional Readability ~Al-based Readability =~ Traditional Readability

&) 2 3

Post x Treated -0.379%* -0.015%** -0.087

(0.176) (0.004) (0.160)
YearFE X X X
ClassficationFE X X X
AssigneeFE X X X
InventorFE X X X
JournalFE X X X

R-squared 0.525 0.419 0.566

Observations 612338 612338 612338

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline under DID
setting II (TTO establishment) adding journal fixed effects (details in Appendix D.2). Column (1) uses the
traditional readability score (Automated Readability Index) for detailed descriptions, while column (2) uses the
SciBERT-XGBoost readability score. Column (3) reports the results for the background and summary sections
using the traditional readability score. The two readability measures used are the Automated Readability Index
and the SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower
readability (i.e., more difficult to understand) or a higher likelihood of rejection. For interpretability, I multiply
both scores by —1, so that lower values correspond to harder-to-read text. Standard errors are clustered at the
inventor level.

*** denotes statistical significance at the 1% level, ** at the 5% level, and * at the 10% level.
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Table A26: DID Setting I: Readability Change Adding Attorney Fixed Effects

Detailed Description Background and Summary

Traditional Readability ~Al-based Readability =~ Traditional Readability

(1) (2 (3)
Post x Treated -0.423%%%* -0.007%#** 0.048
(0.094) (0.002) (0.121)
YearFE X X X
AssigneeFE X X X
InventorFE X X X
ClassficationFE X X X
AttorneyFE X X X
R-squared 0.561 0.442 0.608
Observations 610737 610737 610737

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID setting I
(the 1980 Bayh-Dole Act) adding attorney fixed effects (details in Appendix D.2). Column (1) uses the traditional
readability score (Automated Readability Index) for detailed descriptions, while column (2) uses the SciBERT-
XGBoost readability score. Column (3) reports the results for the background and summary sections using
the traditional readability score. The two readability measures used are the Automated Readability Index and the
SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower readability
(i.e., more difficult to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores
by —1, so that lower values correspond to harder-to-read text. Standard errors are clustered at the inventor level.
*** denotes statistical significance at the 1% level, ** at the 5% level, and * at the 10% level.

Table A27: DID Setting II: Readability Change Adding Attorney Fixed Effects

Detailed Description Background and Summary
Traditional Readability SciBERT-Readability = Traditional Readability
) () 3)
Post x Treated -0.351%*%* -0.011%** 0.010
(0.152) (0.004) (0.156)
YearFE X X X
AssigneeFE X X X
InventorFE X X X
ClassficationFE X X X
AttorneyFE X X X
R-squared 0.561 0.441 0.608
Observations 608962 608962 608962

Notes: This table reports the estimated coefficients and standard errors (in parentheses) in baseline DID setting
IT (TTO establishment) adding attorney fixed effects (details in Appendix D.2). Column (1) uses the traditional
readability score (Automated Readability Index) for detailed descriptions, while column (2) uses the SciBERT-
XGBoost readability score. Column (3) reports the results for the background and summary sections using
the traditional readability score. The two readability measures used are the Automated Readability Index and the
SciBERT-XGBoost readability score. Both are originally scaled such that higher values indicate lower readability
(i.e., more difficult to understand) or a higher likelihood of rejection. For interpretability, I multiply both scores
by —1, so that lower values correspond to harder-to-read text. Standard errors are clustered at the inventor level.
*** denotes statistical significance at the 1% level, ** at the 5% level, and * at the 10% level.
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Table A28: Impact on Follow-On Innovation: Multiple Readability Measures

(a) 2SLS Regression on All Citations

(1) (2) 3) ) (5) ©)
Automated Readability Index  7.091%**
(2.124)
Flesch—md Grade 11.599%*
(3.825)
Coleman-Liau Index 13.780%*
(5.360)
Flesch lgad\ing Ease 2.765%*
(0.981)
SVL-OLS 857.895%*
(406.703)
SVL-XGBoost 368741+
(117.483)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X X X X
Observations 614408 614408 614408 614408 614408 614408
(b) 2SLS Regression on External Citations
@ ) 3) @) ®) 6
Automated Readability Index = 7.579%**
(2.140)
Flesch-Kincaid Grade 12,3967+
(3.909)
Coleman-Liau Index 14.728%#*
(5.496)
Flesch @ng Ease 2.955%*
(1.002)
SVL-OLS 916.879%*
(422.227)
SVL-XGBoost 394,094+
(119.085)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X X X X
Observations 614408 614408 614408 614408 614408 614408
(c) 2SLS Regression on Internal Citations
Q)] (2 3) ) ) (6)
Automated Readability Index -0.488%**
(0.220)
Flesch-Kincaid Grade -0.797++
(0.386)
Coleman-Liau Index -0.947%%*
(0.458)
Flesch @ng Ease -0.190%*
(0.091)
S@LS -58.984*
(32.149)
SVL-XGBoost -25.353 %
(11.683)
YearFE X X X X X X
AssigneeFE X X X X X X
InventorFE X X X X X X
ClassficationFE X X X X X X
Observations 614408 614408 614408 614408 614408 614408

*** denotes statistical significance at 1%

level, ** 5% level, * 10% level.
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Notes: This table reports the estimated coefficients and standard errors (in parentheses) in 2SLS regressions on
citations. Table (a) is on total citations, Table (b) is on external citations, and Table (c) is on internal citations.
Column (1) uses the predicted Automated Readability Index, column (2) uses the predicted Flesch-Kincaid Grade
Level, column (3) uses the predicted Coleman-Liau Index, column (4) uses predicted Flesch Reading Ease, column
(5) uses predicted SVL-OLS readability score, and column (6) uses predicted SVL-XGBoost readability score.
Except for Column (4), all scores are multiplied by -1 so that lower values correspond to harder-to-read text. The
Flesch Reading Ease score (Column 4) is already scaled such that lower values indicate more difficult text and is
not transformed. Standard errors are clustered at the inventor level.



Table A29: Readability Change of Patent Claims

Bayh-Dole Act  TTO Establishment

(D) (2) (3) 4)
Post x Treated -0.969 -0.961 0.820 0.801
(0.600) (0.599) (0.826) (0.824)

YearFE X X X X
AssigneeFE X X X X
InventorFE X X X X
ClassficationFE X X
R-squared 0.589  0.591 0.589 0.591

Observations 614490 614490 612725 612725

Notes: This table reports estimated coefficients for regressions using the claims section. Columns (1)—(2) use the
Bayh-Dole Act as the shock, while columns (3)—(4) use TTO establishment as the shock. Because patents typically
contain multiple claims, I construct a patent-level measure of claims readability by averaging readability scores
across all claims within a patent. The dependent variable in all columns is the transformed traditional readability
score (—1x Automated Readability Index). Standard errors are clustered at the inventor level.

*** denotes statistical significance at 1% level, ** 5% level, * 10% level.

68



B Figures

Figure Al: An Example of Patent Document (Basic Information)

United States Patent pg

Senyei et al.

4,357,259
Nov. 2, 1982

[11]
[43]

[54]

(751

[73]

[21]

22

[63]

[51]
[52]

[58]

METHOD OF INCORPORATING
WATER-SOLUBLE HEAT-SENSITIVE
THERAPEUTIC AGENTS IN ALBUMIN
MICROSPHERES

Inventors: Andrew E. Senyei; Kenneth J.
Widder, both of Chicago, Ill.

Northwestern University, Evanston,
1.

Assignee:

Appl. No.: 859,842

Filed: Dec. 12, 1977

Related U.S. Application Data

Continuation-in-part of Ser. No. 820,812, Aug. 1, 1977,
abandoned.

Int. CL3 s B01J 13/02; AOIN 25/28;
A61K 9/64

US. Cl i 252/316; 252/62.53;
252/62.54; 424/1; 424/22; 424/36; 424/181;
427/338

Field of Search 252/316; 424/22, 36;

427/338; 106/135

69

References Cited
U.S. PATENT DOCUMENTS

2,989,417 6/1961 Overman ... ... 1067135 X
3,137,631 6/1964 Soloway . 424736 X
3,474,777 10/1969 Figge et al. .. 424/19 X
3,663,687 5/1972 Evans . 264/0.5 X
3,937,668 2/1976 Zolle ... 252/316

OTHER PUBLICATIONS

Kramer: J. Pharm. Sci., 63, 1646-1647 (1974).
Zolle et al.: Int. J. Appl. Radiat., 21, 155-167 (1970).
Scheffel et al.: J. Nucl. Med., 13, 498-503 (1972).

Primary Examiner—Richard D. Lovering
[57] ABSTRACT

A method is provided for incorporating water-soluble
therapeutic agents in albumin microspheres. This
method is particularly advantageous where the thera-
peutic agent is heat-sensitive. All steps of the method
can be carried out at relatively low temperatures, such
as ambient room temperature. The method may be ap-
plied to the preparation of intravascularly-administra-
ble, magnetically-responsive microspheres.

[56]

4 Claims, No Drawings



Figure A2: An Example

of Patent Document (Text)

4,357,259

i

METHOD OF INCORPORATING
WATER-SOLUBLE HEAT-SENSITIVE
THERAPEUTIC AGENTS IN ALBUMIN
MICROSPHERES

CROSS-REFERENCE

This application is a continuation-in-part of copend-
ing application Ser. No. 820,812, filed Aug. 1, 1977, and
now abandoned, which discloses but does not claim the
subject matter of this application.

microspheres can be recovered for medical use or fur-
ther processing. This discovery makes posslble lhe
of containing

heat-sensitive therapeutic and/or diagnostic agents. As.
subsequently used hercin the term “therapeutic agent”
is intended to be inclusive of clinical agents which can
be administered in microcapsular form, whether used
primarily for treatment or diagnosis.

According to the method of the present invention,
the aqueous albumin is dispersed and emulsified in a
non-polar solvent (viz. a vegetable oil). The resulting

BACKGROUND AND PRIOR ART

In 1970, Zolle et al. reported the preparation of me-
tabolizable radioactive human serum albumin micro-
spheres. Int. J. Appl. Radiat, 21, 155-16 (1970). The
microspheres were prepared by dispersing droplets of a
25% solution of albumin in heated cottonseed oil with
continuous stirring. Solidified were ob-

‘water-in-oil emulsion containing droplets of the desired
size can then be introduced into a body of the same
solvent, such as vegetable oil, to further disperse the
droplets. Neither the pre-formed emulsion or the bod

of vegetable oil are heated, ordinary room temperature
or lower being satisfactory. The oil is removed by
washing zhe dlspefsed droplets with an oil-soluble wa-

tained after heating for 75 minutes at temperatures from
118" 10 165° C. The microspheres were separated from
the oil by centrifugation, washed free of oil with diethyl
ether and dried in air. A similar procedure is described
in Zolle U.S. Pat. No. 3,937,668 for incorporating pre-
cipitated drugs and other substances in albumin micro-
spheres. According to the Zolle patent, it is necessary to
heat the oil in which the microspheres are formed to a
temperature above 100° C. to evaporate water and to
form the spheric albumin particles having the precipi-
tate encapsulted therein, Schefte e o prepared albu.
min udy of the

System using a modiication of the Zolle procedure.
Aqueous albumin was homogenized at room tempera-
ture with a small quantity of the oil, and the resulting
emulsion was dispersed in a body of oil heated to
175°-185° C. with continuous stirring. On cooling, di-
ethyl ether was added, the microcapsules recovered by
centrifugation, washed with diethyl cther, and dried
Scheffel et al. . Nucl. Med., 13, 498-503 (1972). In 1974,
Kramer proposed the use of a similar procedure for
preparing albumin microspheres as vehicles for achicv-
ing specificity in drug delivery. Mercaptopurine was
dissolved in the aqueous albumin prior to conversion to
‘microspheres, and this water-soluble drug was shown to
be entrapped in the microspheres. Kramer proposed
that sonication could be used to produce smaller and
more uniform size particles. Kramer, J. Pharm. Sc., 63,
1646-1647 (1974).

SUMMARY OF INVENTION

Prior to the present invention, it was believed that in
order to prepare recoverable albumin microspheres,
one had to disperse the droplets of liquid aqueous albu-
min with the diagnostic or therapeutic agent in heated
oil at temperatures of 100° C. or above, thereby forming
the droplets into solid microspheres. This heating pro-
cedure evaporated water from the microspheres and
denatured the albumin. This procedure was not usable
for the encapsulation of heat-sensitive therapeutic
agents. At temperatures of 100° C. or above, partial or
complete inactivation of many important ‘therapeutic
agents will occur.

In the development of the present invention, it was
discovered that albumin microspheres can be prepared
without heating the aqueous albumin droplets. Even
though water is not evaporated from the droplets and
there is no denaturation of the albumin, water-soluble
drugs can be entrapped in the microspheres, and the

t, and the resulting micro-
spheres are recovered in a portion of the organic sol-
vent. Thereafter, the recovered microspheres can be
dried, either with or without further treatment to
harden the microspheres. The mechanism of formation
of the microspheres is not fully understood. On the basis
of prior knowledge, it is surprising that the micro-
spheres as recovered do not coalesce bul retain their
structure as individual

DETAILED DESCRIPTION

The, matrix material for forming the microspheres is
albumin. Human serum albumin (HSA) is preferred.
‘The albumin matrix material may be modified by using
it in combination with a minor proportion of other bio-
degradable amino acid polymers. For example, from 0
to 25 parts by weight (dry basis) of hemoglobin (prefer-
ably human hemoglobin) or a synthetic amino acid
polymer can be combined with 75-100 parts of albumin.
Useable synthetic amino acid polymers include poly-L-
lysine and poly-L-glutamic acid, having a molecular
wWeight ranging from 20,000 to 50,000, Preferably, how-
ever, human serum albumin is employed as the sole
matrix material.

In preparing the microspheres, an aqueous solution of
the albumin matrix material is prepared, which can be
formed into microspheres. The amount of matrix mate-
rial to be used will usually be within the range from 5 to
50 parts by weight of the matrix material per 100 parts
of water. Preferred proportions are from 20 to 30 parts
per 100 parts of water. The water-soluble heat-sensitive
therapeutic agent may be dissolved in the water of the
matrix material solution, either before or after preparing

the matrix sol .

‘The aqueous solution of the albumin matrix material
containing the therapeutic agent is emulsified with an
oil, which is preferably a vegetable il, such as cotton-
seed oil, peanut oil, or the like. Other oil or suitable
non-polar solvents for forming water-in-oil emulsions
can be used. The aqueous phase at the time of addition
of the oil may also contain the magnetic particles when
previously added to the aqueous solution of the matrix
material and dispersed therein. The proportions of the
aqueous phase to the oil phase can conveniently range
from about 1 to  parts by weight of the aqueous phase
per 100 parts of the oil phase. This provides separation
of the oil droplets, and prevents coalescence of the
droplets in forming the microspheres. The water-in-oil
emulsion is then treated to reduce the size of the dis-

4,35

7,259

T
Wwas used instead of the 36 mg of Example I. The miicro-
Capsule product contained approximately by dry
\eight 50% Fe3Os, 4% adriamycin, and 46% albumin.

EXAMPLE IV

Microcapsules were prepared by the identical proce-
dure of Example 1, using approximately the same
amount of Fe3Os as in Example I1L. The Fe;Os was in
the form of an aqueous suspension containing a surfac-
ant, aqueous base Ferrofluidics Fe;Os Catalog No.
|A-01, 400 gauss saturation (Ferrofluidics Corporation,
Burlington, Mass.). 0.3 ml of the A-01 product was
added, containing approximately 130-140 mg Fe;Os.
The average Fe3Os particle size was in the range of
150-200 Angstroms. The microcapsular product con-
tained approximately by dry weight 51% FexOs, 4%
‘adriamycin, and 45% albumin.

EXAMPLE V

A. Same procedure as Example I except micro-
spheres are not hardened by a cross-linking agent. The
oil bath is at a temperature of 20°-25° C. After the oil
lhas been washed away with diethyl ether anhydrous 4
times, the spheres are separated from the remaining
'solvent, air dried, then lyophilized, and stored at 4*

Stability of the resultant microspheres was tested as
follows: First, 5 microliters of 125I-bovine serum albu-
imin (New England Nuclear, 1.51 mCi/mg) was added
to the initial homogenate to trace label the micro-
'spheres. An aliquot of the resultant microspheres was
then suspended and sonicated for 2 minutes in 0.154 M
NaCl-0.1% Tween 80 and incubated at 37° C. for 24 and
48 hours. After this period of time, the suspension was.
centrifuged at 2000X g for 10 minutes and the superna-
tant and pellet were counted in a gamma counter. The
number of counts obtained in the supernatant (after
subtracting free label) divided by the total number of
counts was regarded as the percentage breakdown of
the carrier (non-pelleting). Only 16% of the micro-
spheres had deteriorated after 24 hrs and 37% after 48
hrs. With formaldehyde or heat-hardening less than or
equal to 3% deterioration occurs in 48 hrs.

B. Same procedure as Example I except 3,400 units of |
urokinase was added to the 125 mg of HSA omitting the
No cross-linking was done in

Two mg of e resutant microspheres were placed
into 16 12 75 mm tubes of duplicate time course of 0,
15, 30, 60 minutes; 2, 4, and 6 hours. At the appropriate
time, microspheres were suspended in sodium barbital

8
zero time all tubes were centrifuged at 3,500 RPM
(l900><g) for 15 minutes at 4° C. and 25 microliters of

were pipetted into wells in
fibrin-agar plates. Plates were then read 4 and 6 hours
later for fibrinolysis (i.e. diameters).

It was found that 60% of maximum lysis was seen
after 10 minutes on fibrin-agar plate.

OTHER EXAMPLES

As a variation of the procedure of the foregoing ex-
amples, butanedione (5% v/v in anhydrous ether) or
butyraldehyde (10% v/v in anhydrous ether) is em-
ployed as a cross-linking agent, the contact time ranging
from 5 minutes to 2 hours. The product can be recov-
ered and dried as described in Example L.

As a further variation of the procedure for the fore-
‘going examples, 20 mg of poly-L-lysine or polyglutamic
acid is combined with the 125 mg of human serum albu-
‘min. The rest of the procedure is identical to Example I.

12 ‘We claim:

1. The method of incorporating a water-soluble heat-
sensitive therapeutic agent in albumin microspheres, in
which all steps thercof are carried out at a temperature
within the range from 1° to 45° C., said method includ-

C. |25 ing the steps of preparing an aqueous albumin solution

of the said therapeutic agent, said albumin solution con-
taining from S to 50 parts by weight of albumin per 100
parts of water and from 1 to 20 parts by weight of said
therapeutic agent per 100 parts of albumin, emulsifying
30 said albumin solution with a vegetable oil to form a
water-in-oil emulsion containing dispersed droplets of
the albumin solution, removing the oil by washing the
dispersed droplets with an oil-soluble water-immiscible
organic solvent, and recovering the resulting micro-
35 spheres, wherein said method also includes the step of
contacting said microspheres with an organic solvent
solution of an aldehydé hardehing agent to increase the
stability of said microspheres and to decrease the release
rate of said drug therefrom.

2. The method of claim 1 in which said hardening
agent is formaldehyde, and in which said organic sol-
vent solution is formed by transferring formaldehyde
from an aqueous solution thereof into said organic sol-
vent, the residual aqueous solution being separated from
45 said organic solvent solution prior to said contacting.

e method of claim 1 or claim 2 in which said
albumin solution also contains magnetic particles.
4. The method of claim 13 or claim 2 in which said
organic solvent solution contains from 0.2 to 20% by
50 weight of said aldehyde hardening agent.

40

buffer (0.05 M) and left at room Finally, at

Notes: This is an example of a patent document text, with the red portion representing the patent summary, the

green section containing the detailed description, and the yellow area containing the patent claims.
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Figure A3: Conditional Mean of Multiple Readability Scores Over Time
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Notes: The figure displays the (conditional) mean of (different) readability scores of university patents and cor-

porate patents over time, conditionally on technology classifications (CPC codes) and assignees. Except for the

Flesch Reading Ease, all scores are multiplied by -1 so that lower values correspond to harder-to-read text. The

Flesch Reading Ease score is already scaled such that lower values indicate more difficult text and is not trans-

formed.
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Figure A4: DID Setting II: Readability Change of Patent Detailed Descriptions by TTO estab-
lishment Over Year (CSDID)
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Notes: The figure displays changes in aggregate (mean) readability around TTO establishment relative to the
control group using CSDID. CSDID requires panel data with a single observation per unit per time period. To
meet this requirement, I aggregate the patent data to the inventor-year level by computing the mean readability
score for each inventor annually. This aggregation may reduce precision, as it limits the ability to control for
patent-level characteristics such as technological fields.
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Figure AS: Correlation between Readability Scores and Patent Market Value
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Notes: This figure shows the correlation between patent market value (“xi_real””) and readability scores. Panels
(a) and (c) present raw correlations. Panels (b) and (d) control for assignee and application year fixed effects. The
two readability measures used are the Automated Readability Index and the SciBERT-XGBoost readability score.
Both are originally scaled such that higher values indicate lower readability (i.e., more difficult to understand) or a
higher likelihood of rejection. For interpretability, I multiply both scores by —1, so that lower values correspond to
harder-to-read text. “xi_real” is defined in Kogan et al. (2017) as the value of innovation deflated to 1982 (million)

dollars using the CPIL.
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C Technical Details

C.1 Use SciBERT to Process the Text

SciBERT is a transformer-based language model built on BERT (Beltagy et al. 2019) and pre-
trained specifically on scientific literature. In the BERT framework (Devlin et al. 2018), embed-
dings are vector representations of text that capture contextual nuances, effectively condensing
complex language into a manageable vector space. BERT, or Bidirectional Encoder Represen-
tations from Transformers, captures word context bi-directionally using a deep neural network
with a transformer architecture (Vaswani et al. 2017). This architecture processes all text tokens
through 12 layers of fully connected attention mechanisms, enabling the model to understand
complex and long-range dependencies in text. BERT is trained on two tasks: predicting ran-
domly masked tokens and determining whether one sentence logically follows another.

Unlike BERT, which is pre-trained on general domain corpora like news articles and Wikipedia,
SciBERT is optimized for scientific texts, improving performance on scientific natural language
processing (NLP) tasks. The SciBERT model generates 768-dimensional embeddings in its fi-
nal layer (see Figure 2 for an overview). However, patent detailed descriptions often exceed
the maximum token length that SCIBERT can handle, which is 512 tokens. To address this, I
extract the first 128 tokens, the last 128 tokens, and the middle 256 tokens from each patent de-
scription, creating shorter descriptions that preserve essential information while fitting within
the model’s constraints.

The [CLS] token, added at the beginning of the input sequence, is processed through a
dense layer followed by a tanh activation function. Its embedding is designed to capture the
overall meaning of the entire sequence (Devlin et al. 2018). For my analysis, I use this 768-

dimensional embedding vector as input in model training.

C.2 [Evaluate Model Performance

1,® and the Receiver

To evaluate the performance of models, I first utilize key metrics: recal
Operating Characteristic Area Under the Curve (ROC AUC).*

The OLS model achieves a recall of 0.83. Similarly, the XGBoosting model shows a re-
call of 0.84. The high recall values indicate that these models are effective at identifying the
majority of applications that should be flagged for potential rejection under 112(a), capturing
approximately 83-84% of all true positive cases. The ROC AUC values, which measure the
models’ ability to distinguish between positive and negative instances, are 0.60 and 0.58 for the

OLS and XGBoosting models, respectively. This suggests that the models have a roughly 60%

3Recall, also known as sensitivity or true positive rate, measures the model’s ability to identify all relevant
s . _ True Positives (TP)
positive cases. It is defined as Recall = f—posmves (TP False Negatives (FN)
39ROC AUC refers to the area under the Receiver Operating Characteristic curve, which quantifies the model’s
ability to distinguish between positive and negative cases. Values range from 0.5 (no discrimination) to 1 (perfect

discrimination).
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and 58% probability of correctly ranking a randomly chosen positive instance higher than a ran-
domly chosen negative instance across various threshold levels.While modest, this reflects the
challenge of achieving high precision in a highly imbalanced setting. Combined with the high
recall scores, the model still provides a useful proxy for identifying unreadable patents under
§112(a). These values reflect moderate discriminative ability but highlight the challenges posed
by the highly imbalanced nature of the dataset (only around 13.8% observations are positive).*

To further assess model performance in this imbalanced setting, I report Fﬁ—scores, which
allow for differential weighting of recall and precision to better reflect the specific goals of the
analysis.*!

While the standard Fj-score (f = 1) assumes equal costs for both types of classification
errors, my analysis favors sensitivity to identify potential “obfuscated” patents. As 3 increases,
the metric becomes more lenient toward false positives in exchange for higher coverage of
true positive cases. In this context, the F;, F3, and F4 scores are 0.43, 0.57, and 0.66, respec-
tively. These values underscore the model’s effectiveness in retrieving the majority of relevant
rejections despite the extreme sparsity of the positive class. Although the corresponding low
precision reflects the inherent difficulty of predictive accuracy in imbalanced data, the high re-
call ensures that few “low-readability” cases are missed, which is critical for maintaining the
integrity of the subsequent empirical analysis.

It is important to note that this model is not used for high-stakes classification tasks (such
as automated rejection decisions), but rather to generate a continuous score that reflects the
likelihood a patent would be deemed “unreadable” under §112(a). While the AUC is modest
and may not support strong predictive classification, it is sufficient for constructing a proxy
measure with weak-to-moderate signal for readability under the context.

Turning to the traditional readability scores, I present the performance metrics of the same
models using these scores as predictors. The OLS model achieved a high recall of 0.96 but
showed relatively low discriminative power, with a ROC AUC of 0.54. The XGBoosting
model exhibited a lower recall of 0.78 but reached the same ROC AUC. These results sug-
gest that while traditional readability metrics may have limitations in ranking performance,
they nonetheless capture meaningful variation in patent text clarity and sufficiency—as evi-
denced by their alignment with examiner decisions. The traditional readability scores show
comparable good recall to the machine learning models but slightly lower ROC AUC and PR
AUC values. This indicates that traditional readability measures are somewhat less effective
at ranking the readability of patent descriptions compared to the machine learning models, yet

they still provide an assessment of patent readability.

4040835 observations with 112(a) rejections, and 254968 observations with non-112 (a) rejections.
' The Fg-score is defined as:

Precision - Recall
(B2 - Precision) + Recall

Fﬁz(l-i-ﬁz)'
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C.3 Detailed Methodology for Classifying Patent Orientation
C.3.1 The Share-Based Method

The share-based method classifies patents by analyzing the proportion of predefined keywords
associated with basic and applied research. Basic research is represented by keywords such

29 ¢

as “theory,” “concept,

99 <

theoretical,” “basic,” and “research-based,” while applied research is
characterized by terms like “applied,” “application,” “process,” “industrial,” “practical,” and
“commercial.”

To ensure consistency, patent descriptions are preprocessed by removing special characters,
converting to lowercase, and eliminating stop words. After tokenization, the occurrences of
basic and applied keywords are counted. The share of basicness is calculated as the proportion
of basic keywords relative to the total number of basic and applied keywords in the patent,
while appliedness is calculated analogously. For instance, a patent with 8 basic keywords and
2 applied keywords would have a basic share of 0.8 and an applied share of 0.2. If no keywords
from either set appear, neutral scores of 0.5 are assigned to both metrics.

This method is computationally efficient and offers an intuitive way to classify patents based

on their content, serving as a straightforward benchmark for thematic alignment.

C.3.2 The LDA-Based Method

The LDA-based method uses Latent Dirichlet Allocation (LDA) to identify latent thematic
structures in patent descriptions. LDA assumes that each patent is a mixture of topics, and each
topic is a distribution over words. This probabilistic approach enables a nuanced classification
of patents.

First, patent descriptions are preprocessed and converted into a document-term matrix,
where rows represent patents, and columns represent words. The LDA model then identi-
fies a predefined number of topics (e.g., five). Each topic is characterized by a distribution over
words, and the most representative keywords for each topic are extracted. Topics are classified
as basic or applied based on the proportion of basic and applied keywords within them. For
example, a topic dominated by terms such as "basic" and "theory" would have a high basicness
score, while a topic emphasizing "application" or "industrial" would score higher in applied-
ness. The basicness and appliedness scores for each patent are calculated as weighted averages
of the topic-specific scores, with weights determined by the patent’s distribution over topics.

This method captures latent patterns in patent descriptions, allowing for a probabilistic and
flexible classification framework. By combining the LDA-based method with the share-based
approach, I leverage the strengths of both methodologies. The share-based method provides
a direct and interpretable measure, while the LDA-based method uncovers deeper thematic

structures, creating a robust framework for classifying patents as basic or applied.
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D Evidences

D.1 A Real-World Example

To illustrate both what the readability measures capture in patent documents and the mechanism
proposed in the paper, I examine a concrete example from the dataset in which the readabil-
ity of a university inventor’s patent disclosures declines following the Bayh-Dole Act and the
establishment of the university’s Technology Transfer Office (TTO). For a fair comparison, I
focus on patents filed by the same inventor at the same university, within the same technolog-
ical classification (CPC class G09: Education; Cryptography; Display; Advertising; Seals),
but across the pre- and post-shock periods. While the inventions themselves are different, the
institutional setting, assignee, and technological field are held constant.

Specifically, I compare two patents filed by the same inventor at a U.S. university. The first
was filed in 1976, prior to both the enactment of the Bayh-Dole Act and the establishment of
the university’s TTO. The second was filed in 1983, after both institutional changes had taken
place. This comparison serves two purposes. First, it provides a concrete illustration of the
textual features captured by the readability measures. Second, it offers a qualitative example
consistent with the paper’s mechanism: following an institutional shift that increased the value
of commercialization, patent disclosures may become less transparent and more difficult for
outside readers to parse.

Both traditional readability measures and the Al-based readability measure indicate that the
later patent is substantially more difficult to read than the earlier one. The patent filed in 1976 is
relatively straightforward and technical, using standard engineering terminology and schematic
references. In contrast, the patent filed in 1983 is densely worded, repetitive, and filled with
vague references to system behavior, making it considerably more difficult for an outsider to
interpret. The latter text introduces layers of complexity that obscure rather than clarify the
underlying invention.

Since the detailed descriptions are lengthy, I extract only the first paragraph from each as an
illustrative example. I put these excerpts in ChatGPT, which highlights whether the language
is clear or obscure. In the annotated examples, segments identified as vague or difficult to
interpret are enclosed in parentheses, with brief explanations from ChatGPT clarifying why
those parts are considered unclear (e.g., overuse of abstract terms, unclear referents, excessive

length, or embedded technical complexity).

Pre-Shock Patent (filed in 1976):

Referring now to FIG. 1, there is schematically illustrated a gas discharge panel
or plasma panel 10 of the type described in the aforementioned U.S. Pat. No.
3,559,190, having a plurality of crossing electrodes in respective arrays on each

side of the panel separated by insulating material containing a gaseous medium.
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For purposes of describing the present invention, the plasma panel 10 shown in
FIG. 1 is illustrated as including four electrodes in each array, and it is to be
understood that the normal plasma panel may contain, for instance, 512 electrodes
in each array — although panels with as many as 1024 electrodes in each array
have been constructed
The electrodes in the Y matrix array are each connected to respective conductive
lines 12, 14, 16 and 18; and the electrodes in the X matrix array are respectively
connected to lines 20, 22, 24 and 26

In the illustrated plasma panel, there are therefore 16 gas cells or
locations defined on the panel by an intersection of respective electrodes in the X
and Y matrix array. For instance, gas cell or location 0, 0 on the panel is defined

between lines 12 and 20; and gas cell 1, 1 is defined between lines 22 and 14

Post-Shock Patent (filed in 1983):

FIG. 1 is a block diagram illustrating a cluster subsystem 10 for storing a plural-
ity of instructional programs for execution by associated apparatus
, and for paging program segments to that other
apparatus as required
, a high speed communication subsystem interconnecting said
cluster subsystem and a plurality of processor stations 20. Typically, the processor
stations each include a microprocessor and associated electronic memory. Typ-
ically, the electronic memory at a processor station does not have the capacity
to store even a single instructional program
Rather the instructional programs
are segmented into segments (for example 2-3 kilobytes) and
transmitted to a requesting processor station. The dimensions or parameters char-
acterizing the various elements are
arranged so that for up to some limiting number of processor stations
, the delay occasioned by the necessity for
extracting a program segment from the cluster subsystem, shipping it to a processor
station, storing it in the processor station memory, and executing the stored pro-
gram segment, presents no more than a barely perceptible delay to the user
. For those user keyboard inputs which can be
accommodated by the program segment located at the processor station
, ho communication is necessary between the processor station and
the cluster subsystem. There are in fact only two different occasions when the pro-
cessor station must communicate with the cluster subsystem, and those are when

the processor station requires a different program segment than the one located in
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the electronic memory of the processor station , and
those occasions when information is transmitted to the cluster subsystem in order

to build a user proficiency indication

This example illustrates how university inventors may have responded to enhanced com-
mercialization opportunities and institutional changes by reducing the readability of their patent’s

detailed descriptions.

D.2 Details about Alternative Explanations and Confounding Factors
D.2.1 Changes in Patent Characteristics

—Patent Basic vs. Applied Orientation. One potential concern is that the readability changes
may be driven by shifts in the basic-applied orientation of the inventions themselves—whether
patents are more basic or more applied in their orientation—rather than changes in disclosure
strategy. Basic patents are defined as those typically grounded in fundamental research, em-
phasizing theoretical advancements, new principles, or foundational innovations. They may
not have immediate commercial applications but can serve as a basis for further research and
development (Trajtenberg et al. 1997, Henderson et al. 1998a, Angori et al. 2024). For instance,
patents with a more basic orientation might naturally exhibit different readability patterns com-
pared to more applied patents. If the shock leads to a systematic shift in the basic-applied
orientation of patents filed, such a change could confound the interpretation of the results.

To address this, I implement two complementary measures of patent orientation: a share-
based keyword method and an LDA-based topic model (Appendix C.3). As shown in Tables

A20 and A21, the results remain consistent after controlling for patent orientation.

— Patent Originality and Generality. Another potential concern is that the observed changes
in patent readability may be influenced by shifts in the originality and generality of patents.
These measures reflect key aspects of a patent’s role in the innovation ecosystem (Trajtenberg
et al. 1997, Hall et al. 2001) and may be correlated with both disclosure strategies and read-
ability patterns. Both measures are derived from the NBER patent database (Hall et al., 2001),
which provides systematic methodologies for calculating originality and generality based on

citation patterns.*?

“2Patent originality reflects the diversity of prior art citations, indicating whether an invention draws upon a wide
range of technological fields. Highly original patents, which integrate diverse knowledge sources, may exhibit
different readability characteristics compared to less original patents. For instance, patents with greater originality
may involve more complex or interdisciplinary language, which could influence their measured readability.

Patent generality, on the other hand, captures the breadth of influence a patent has across subsequent techno-
logical fields. Patents with higher generality are cited by inventions spanning a wide array of fields, suggesting
their broad applicability. The language used in such patents might be designed to appeal to a broader audience,
potentially affecting readability.
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As shown in Tables A22 and A23, the results remain robust even after accounting for these
variables. Including these controls ensures that the observed changes in readability are not fully

influenced by shifts in the originality and generality of patents.

— Patent Quality. An additional concern is that the observed changes in patent readability
may reflect shifts in the quality of patents rather than changes in strategic disclosure. Patent
quality, often associated with the economic and technological value of an invention, is an impor-
tant factor that could influence both readability and disclosure decisions. High-quality patents
may be written differently to maximize their impact, which could confound the analysis.
Measuring patent quality is inherently challenging, and previous literature often relied on
citation counts as a proxy. However, this approach is imperfect, particularly in my context, as
citations are likely to correlate with readability. For example, patents with clearer language
may receive more citations simply because they are easier to interpret, introducing potential

bias into the analysis.

Patent Quality: Journals from Patent-Paper Pairs as Proxies. First, I leverage the Patent-
Paper Pairs (PPP) dataset from Marx and Scharfmann (2024), which matches patents from
PatentsView to academic papers in OpenAlex authored by the same individual. Marx and
Scharfmann (2024) constructed these PPPs using multiple criteria, including machine learning
models that analyze textual similarities between titles and abstracts, as well as patent-paper
citations identified by Marx and Fuegi (2022). These matched pairs ensure that the patent and
the paper describe the same invention, providing a reliable link between the two. Importantly,
many — but not all — PPP pairs include direct citations from the patent to the paper, further
strengthening their connection.

I use the journal associated with the paper as a proxy for the quality of the invention, in-
corporating it as fixed effects in my main regressions. This approach accounts for potential
variation in quality by controlling for differences in the perceived prestige or rigor of the jour-
nals in which the related research was published.*?

The results from specifications adding the journal fixed effects are shown in Tables A24
and A25 and remain consistent with main results, indicating that the observed changes in
patent readability are unlikely to be fully driven by shifts in invention quality. This robust-
ness check strengthens the interpretation that the observed readability changes are more likely
attributable to strategic disclosure adjustments following institutional changes, rather than just

being a byproduct of variations in the quality of inventions.

“For patents without an associated paper, I assign a category labeled "NA" to ensure that these observations
remain in the sample, thereby avoiding a reduction in sample size and preserving statistical power. For patents
with more than one associated paper linked to different journals, I randomly select one journal as the representative

Proxy.
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Patent Quality: Market Values as Proxies. 1 second use data from the KPSS dataset
(Kogan et al., 2017), which estimates patent market value—a proxy for patent quality in mon-
etary terms—based on patents held by public firms. Unlike citation-based measures, the KPSS
dataset offers an independent assessment of patent quality by linking patents to their economic
value, reducing potential endogeneity issues with readability. Note that the KPSS dataset cov-
ers patents for public firms and does not include university patents. Consequently, this data
cannot be directly applied to my sample. Instead, I present correlation results as suggestive
evidence.

As illustrated in Figure A5, there is a small negative correlation between patent market value
and the SVL-XGBoost readability score (raw: -0.025; conditional on assignee and year fixed
effects: -0.011), and a slight positive correlation with the automated readability score (raw:
0.060; conditional on assignee and year fixed effects: 0.014). The fact that these correlations
are both modest and in opposite directions, yet both readability scores decrease in my main
analysis, suggests that the observed decline in readability is unlikely to be driven by changes in
patent quality. This finding supports the interpretation that the decrease in readability reflects a
genuine shift in disclosure practices rather than changes in patent quality following the shock.

D.2.2 TTOs: Commercialization Incentives and Professionalization

TTOs likely influenced disclosure behavior through two mechanisms: (1) reinforcing commer-
cialization incentives, and (2) introducing professional legal and technical expertise. TTOs play
a central role in university commercialization by managing IP rights, overseeing licensing, and
guiding inventors through the patenting process (Hellmann 2007, Hvide and Jones 2018, Faccin
et al. 2022). To isolate their effect, I restrict the sample to post-1980, conditional on the Bayh-
Dole Act being in place. As shown in Table 7, inventors further reduced patent readability
after TTOs were established. This suggests that the presence of TTOs—either by reinforcing
inventors’ commercialization incentives or through the guidance of professionals—may have
contributed to more strategic disclosure.**

Qualitative evidence (see Appendix D.3.1) suggests that patent attorneys often leverage
their legal and technical expertise to craft claims that strategically protect intellectual prop-
erty. Accordingly, the rise of Technology Transfer Offices (TTOs) likely influenced the patent
drafting process by introducing attorneys into the preparation of applications, thereby shap-
ing the clarity and sufficiency of patent language. However, prior research (Bryan et al. 2020,
Andriosopoulos et al. 2023) and my discussions with legal practitioners suggest a division of
labor: attorneys are primarily responsible for phrasing claims in precise legal language, while
inventors remain principally responsible for providing the technical information disclosed in

patents.

#Restricting the analysis to the post-1980 period creates a uniform IP environment under Bayh-Dole but sharply
limits pre-treatment observations. The resulting loss of statistical power makes the key coefficient less precise and,
in this subsample, its significance falls relative to the main specification.
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To further disentangle the role of legal expertise from inventors’ own incentives, I link
patents to attorney identifiers from USPTO PatentsView and include attorney fixed effects in
the analysis.45 As shown in Tables A26 and A27, the main effects remain robust. Although
the inclusion of attorney fixed effects modestly attenuates the coefficients, the results indicate
that professionalization might contribute to—but did not solely drive—the observed decline in
readability. The results suggest that attorneys serve as instruments in the technical disclosure
process, executing strategies that align with inventors’ incentives to manage how their inven-
tions are revealed. Rather than independently shaping disclosure practices, attorneys act as
executors of inventor-driven goals.

Overall, the findings support the view that inventors strategically adapted their disclosure
practices in response to evolving commercialization incentives, amplified by institutional sup-
port through TTOs.

D.3 Patent Drafting and Motivation

Patent drafting in the United States may be undertaken by inventors themselves or, more com-
monly in institutional and commercial contexts, through collaboration between inventors and
patent professionals (attorneys or agents), with each section of a patent document typically
authored or heavily influenced by one or the other. The background and summary, detailed
description, and claims serve distinct purposes and are written with different strategic and legal
considerations in mind. Although inventors and attorneys may work together on the overall
application, their contributions differ systematically across sections, reflecting their respective
expertise and incentives.

The Background and Summary frame the invention in relation to prior art and emphasize
its novelty. In U.S. practice, anything stated in the background can be treated as “applicant ad-
mitted” prior art—meaning the applicant is on record admitting certain information was known
before the invention. This creates an incentive to keep the background generic and noncommit-
tal to avoid limiting the scope of protection.*®

The Detailed Description of the Invention is the heart of the technical disclosure and the
section where inventor input is greatest. Inventors provide the substantive content—technical
explanations, schematics, and examples—drawing on their “unmatched technical expertise”
and unique understanding of the invention’s novel features.*’ In practice, inventors often sup-
ply an initial write-up or invention disclosure describing how the invention works, sometimes

including drawings or specific embodiments. Patent attorneys then refine this material to meet

“For patents without an attorney, I assign a category labeled "NA" to ensure that these observations remain
in the sample, thereby avoiding a reduction in sample size and preserving statistical power. For patents listing
multiple attorneys (around 30% in the sample), I use the first-listed attorney as the primary identifier. In practice,
when multiple attorneys are of record, it is likely that official correspondence from the Office is directed to the first-

llsted attorney (https ://blueironip.com/ufags/how-does—the-uspto-handle-correspondence-from-multiple-attorneys—-in-a-patent—
application/.

46 .
Source.https ://outlierpatentattorneys.com/patent-drafting-strategy-background-and-summary-sections

47 .
SOurCC.hLLps ://patentpc.com/blog/the-role-of-inventor-input-in-patent-drafting
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legal standards such as enablement and clarity and sufficiency under 35 U.S.C. § 112(a).*8
While the attorney shapes the final language, the content largely reflects the inventor’s perspec-
tive, making this section more sensitive to inventor-driven changes in disclosure practices.

The Claims define the legal boundaries of the invention and are almost always drafted by
the attorney, with inventor input limited to clarifying scope and identifying essential features.
Claims require specialized legal language and must satisfy doctrines such as definiteness, nov-
elty, and non-obviousness. One guide notes that “one of the primary objectives of patent draft-
ing is to establish claims that are both broad enough to prevent close variations of the invention
by competitors and defensible in scope.”*® Attorneys frequently begin the application by draft-
ing the claims first, then build the rest of the document to support them.

Understanding this division of labor is important for interpreting variation in patent read-
ability. For instance, changes in the clarity and sufficiency of the detailed description are more
likely to reflect inventor-side responses to institutional or policy shocks. While disentangling
these effects is beyond the primary scope of this paper and still an open question, I address
potential bias from attorney-specific drafting styles by including attorney fixed effects in ro-

bustness checks.

D.3.1 Examples of Patent Attorneys’ Professional Services

To illustrate the role of patent attorneys in shaping disclosure practices, I reviewed publicly
available legal commentary and guidance from both practicing attorneys and legal scholars.
The following examples include perspectives from a full-service patent law firm and from a
law professor. These sources highlight the tension between meeting disclosure requirements

and protecting client interests, often encouraging strategic language and selective detail.

* Example 1:

"A good patent lawyer will draft the patent application in such a way as to include a
sufficient amount of detail to articulate the invention and thereby have it admitted while
not limiting it too much so that it cannot be used as an enforcement device against in-

fringers...

Use broad and strategic language: Drafting approach: Draft the patent application using
broad and strategic language that captures the essence of the invention without revealing

every specific implementation detail.">"

— Cohn Legal, PLLC (a full-service patent law firm)

* Example 2:

4 .
gsource.https ://www.upcounsel.com/patent-drafting
gsource:https ://www.upcounsel.com/patent-drafting

Source:https ://www.cohnlg.com/practices/patents/
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"Some amount of obfuscation will be familiar to patent attorneys today across various
fields. Although not illegal, most patents avoid detailing the core invention... Likewise,
some patent attorneys will have walked the tight-line between the patentability disclosure
requirement and client-interest in keeping certain trade secrets... Perhaps all of this goes

along with traditional core roles of attorneys — advocating and keeping secrets."!

— "Obfuscation and Patenting of @#$%" by Dennis Crouch, Professor, University of

Missouri School of Law

51 Source:https ://patentlyo.com/patent/2021/05/obfuscation-and-patenting.html
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