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Abstract

Changes in inequality indices such as the Gini coefficient or top shares are hard to in-
terpret: the same movement can reflect different underlying forces. This paper presents
an accounting framework that decomposes the change in any distributional index into
three fundamental forces: drift (systematic differences in growth rates across the distri-
bution), dispersion (idiosyncratic shocks), and demography (entry and exit in the econ-
omy). Standard axioms — scale invariance, the transfer principle, population invariance
— have natural interpretations in terms of these three forces. The framework unifies ex-
isting decompositions for weighted averages (Melitz and Polanec (2015) and extends them
to broader classes of indices. I use this decomposition in two applications: understanding
what drives heterogeneity in wealth Gini coefficients across European countries, and the
rise in Herfindahl indices across U.S. banking markets.

Empirical researchers routinely summarize distributions with a single index: a quantile, a

top share, the Gini coefficient, entropy, or the Herfindahl-Hirschman Index. Such statistics are

useful because they compress an infinite-dimensional object into one number simplify com-

munication to policymakers, and often serve as sufficient statistics in economic models.1 Yet

their very parsimony makes dynamic interpretation difficult. A country whose Gini coefficient

falls by two points over a decade could be one where the rich systematically lose ground rela-

tive to the poor, one where incomes are actually mean-reverting while idiosyncratic reshuffling

partially offsets the compression, or one where demographic turnover — the entry and exit of

cohorts — tips the balance. Each scenario implies different economic forces and different pol-

icy responses, yet all produce the same scalar change. More broadly, the same net movement in

any distributional index may reflect systematically faster growth of initially high-ranked units,

greater reshuffling among survivors, or changes in population composition through entry and

exit.

This paper derives the local law of motion of any smooth distributional index. The key

observation is that there are only three primitive local perturbations of a distribution that mat-

ter dynamically: adding or removing mass at a point, giving incumbent mass at a point a

*Columbia University, mg3901@columbia.edu.
1Examples include social welfare criteria of the form ∑i U(Cit), which are closely related to Atkinson indices,

the Herfindahl index in simple models of oligopoly, and price dispersion in New-Keynesian models.
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common proportional increase, and subjecting incumbent mass at a point to a local mean-

preserving spread. Each perturbation loads on the index’s influence function or its derivatives,

and aggregating these three responses along a path with growth, risk, and turnover yields a

continuous-time decomposition into drift, dispersion, and demography, together with a discrete-

time accounting framework for panel data.

The conceptual payoff is that classical axioms from inequality measurement become exact

restrictions on these three objects. Scale invariance is equivalent to the statement that common

proportional growth has zero local effect. The Pigou-Dalton transfer principle is equivalent to

the statement that local mean-preserving spreads weakly raise the index. Population invari-

ance is equivalent to the statement that representative replication has no demographic effect.

The standard axioms therefore determine which dynamic forces survive and how they are

signed.

The framework also clarifies what distinguishes canonical index families. Ordered weighted

averages such as top shares and the Gini coefficient load on survivor growth through rank.

Generalized entropy indices load on survivor growth and risk through income level, and use

the same level weights for drift and dispersion up to a scalar coefficient. The Herfindahl-

Hirschman Index shares the survivor weights of a quadratic entropy index but, because it is

not population invariant, attaches independent weight to turnover in the number of units. The

decomposition therefore provides a common language for comparing indices that are often

studied separately.

The main empirical application studies wealth inequality across five European countries

using the panel components of the Household Finance and Consumption Survey and the UK

Wealth and Assets Survey. The decomposition reveals that while dispersion consistently raises

inequality across all countries, drift varies widely — negative in most countries but strongly

positive in France — and this heterogeneity in drift accounts for nearly all cross-country varia-

tion in Gini changes. A secondary application studies U.S. local banking concentration, where

the non-population-invariant HHI introduces a demographic dilution channel absent from

standard inequality indices.

Related literature. A large empirical literature documents secular trends in distributional

indices—top income shares (Piketty and Saez, 2003), wealth concentration (Saez and Zucman,

2016), market power (Autor et al., 2020)—yet the same net change in an index can reflect very

different underlying forces, and existing frameworks for distinguishing them are specific to

particular statistics.

The paper’s organizing device is the influence function (Hampel, 1974), applied to inequal-

ity measurement by Cowell and Victoria-Feser (1996). A related use of the influence function

appears in the decomposition literature on distributional indices associated with DiNardo et

al. (1996) and Firpo et al. (2009); see Fortin et al. (2011) for a survey. There the conceptual

question is different: the goal is to attribute changes in a cross-sectional index to changes in

the distribution of observable characteristics or their returns across cross sections. The present

paper instead combines the influence function with the Kolmogorov forward equation. Inte-
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grating the two yields the law of motion of any smooth distributional index, decomposed into

drift, dispersion, and demography.2

This continuous-time formulation also connects the paper to random growth models of

inequality (Gabaix et al., 2016; Benhabib et al., 2011; Achdou et al., 2022; Gomez and Gouin-

Bonenfant, 2024) and to the Pareto exponent theory of Beare and Toda (2022), which study

how heterogeneous growth and risk shape the evolution of distributions. The present paper

focuses instead on the induced dynamics of scalar distributional indices.

The framework unifies and extends accounting frameworks for weighted averages (Melitz

and Polanec, 2015), variance (Campbell et al., 2019), and top shares (Gomez, 2022). For panel

data, the continuous-time decomposition has an exact discrete-time counterpart, with closed-

form expressions for the main canonical index families.

The results also give dynamic content to the axiomatic theory of inequality measurement

(Atkinson, 1970; Bourguignon, 1979; Shorrocks, 1980, 1984): standard properties of inequality

indices map directly onto restrictions on each component of the decomposition. They also

complement the subgroup-decomposability literature (Shorrocks, 1995): rather than asking

when an index level splits into within- and between-group terms, this paper shows how any

smooth index change splits into drift, dispersion, and demography. The decomposition also

shows that, under stochastic income dynamics, the mobility measure of Genicot and Ray (2023)

conflates genuine differential growth with a negative dispersion term that only panel data can

separate (Remark 2).

The rest of the paper proceeds as follows. Section 1 introduces the influence function,

derives the continuous-time law of motion, and presents the discrete-time accounting frame-

work. Section 2 shows that standard axioms restrict these three components. Section 3 com-

putes the decomposition for canonical index families. Section 4 applies the framework to

wealth inequality and market concentration.

1 Theory

1.1 Influence Functions

A distributional index is a mapping from a class of measures to the real line. Formally, let

X ⊆ R denote the support and let ν : F → R, where F is a class of finite measures on X such

that |ν(G)| < ∞ for all G ∈ F .

Following Hampel (1968) and Hampel (1974), I define the influence function of ν at G by

adding mass at a point.

Definition 1 (Influence Function). For a distributional index ν and a measure G ∈ F , the

2Mathematically, the influence function is the first variation of the distributional index with respect to the un-
derlying measure, and the law of motion (Proposition 1) is an instance of the chain rule for functionals on the space
of measures—known in the mean-field game literature as the “Itô formula on Wasserstein space” (Carmona and
Delarue, 2018, Section 5.6).
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influence function is:3

IFν(x; G) ≡ lim
ϵ↓0

ν (G + ϵδx)− ν(G)

ϵ
,

where δx denotes a point mass at x.

In words, IFν(x; G) measures the influence of adding an infinitesimal proportion of obser-

vations at x on the value of ν. Because any smooth perturbation of a measure can be decom-

posed into additions and removals of point masses, the influence function linearizes arbitrary

distributional changes.

1.2 Law of Motion

Consider an economy populated by a continuum of agents indexed by i. Let Ωt denote the

set of agents alive at time t, and let xit denote the wealth of agent i ∈ Ωt. Denote by Gt the

cross-sectional measure of wealth at time t. For a quantity y, we write ∆y ≡ y(t + ∆t)− y(t).

Assumption 1. Over a short interval ∆t, the wealth of surviving agents changes by

∆xit

xit
= µt(xit)∆t + σt(xit)

√
∆t ε it, (1)

where µt(x) is the expected growth rate at wealth x, σt(x) is the volatility of the growth rate,

and ε it is a mean-zero, unit-variance shock independent across agents. In addition, agents exit

with wealth measure ΨDt ∆t and enter with wealth measure ΨBt ∆t, where ΨBt and ΨDt are

finite measures on X whose total mass, like that of Gt, need not be normalized.

The cross-sectional distribution moves through three primitive channels, each loading on

a different order of the influence function:

entry or exit at x : IFν(x; Gt),

systematic growth at x : x ∂x IFν(x; Gt) · µt(x)∆t,

idiosyncratic shock at x : 1
2 x2 ∂xx IFν(x; Gt) · σt(x)2 ∆t.

Figure 1 illustrates the key idea: once we know the effect of adding a point mass at x — which

is precisely IFν(x; Gt) — we know the effect of everything else by finite differences. Shifting

mass from x to x(1 + µ ∆t) is a removal at x and an addition at x(1 + µ ∆t), so its effect is

IFν(x(1+ µ ∆t))− IFν(x), which is proportional to the first derivative. Splitting mass symmet-

rically from x to x(1 ± σ
√

∆t) is a removal at x and two half-additions at x(1 ± σ
√

∆t), so its

effect is 1
2 IFν(x(1+ σ

√
∆t))+ 1

2 IFν(x(1− σ
√

∆t))− IFν(x), which is proportional to the second

derivative. Although the dispersion channel arises from a second-order Taylor expansion, it is

3The standard contamination definition perturbs (1 − ϵ)G + ϵδx = G + ϵ(δx − G), keeping total mass fixed.
Denoting its influence function by IFc

ν , linearity of the Gateaux derivative gives IFc
ν(x; G) = IFν(x; G) −∫

X IFν(z; G) dG(z). The two definitions coincide when ν is population invariant (
∫

X IFν dG = 0); see Section 2.1.
The add-mass definition is the relevant one here because entry and exit change the size of the measure.
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a first-order term in ∆t whenever ∂xx IFν ̸= 0: shocks of size σ
√

∆t get squared by the convex-

ity of IFν, producing an effect of order σ2 ∆t. This is the same mechanism as in Itô’s lemma,

where the second-order term of a Taylor expansion survives in the limit because the variance

of a shock scales linearly with time. Dispersion is therefore of the same order as drift, not a

negligible correction.

(a) Demography

+

xB

−

xD

IFν(xB) − IFν(xD)

(b) Drift

x x(1+µ∆t)

IFν

(
x(1+µ∆t)

)
− IFν(x)

≈ x ∂xIFν(x) · µ∆t

(c) Dispersion

xx(1−σ
√
∆t) x(1+σ

√
∆t)

1
2

1
2

1
2 IFν

(
x(1+σ

√
∆t)

)
+ 1

2 IFν

(
x(1−σ

√
∆t)

)
− IFν(x)

≈ 1
2 x2 ∂xxIFν(x) · σ2 ∆t

Figure 1: Three perturbations of the cross-sectional distribution.
Notes: The influence function IFν(x) gives the effect of adding or removing mass at x on any distributional index ν. Panel (a):

demography adds or removes a point mass. Panel (b): drift shifts mass from x to x(1 + µ ∆t), loading on the first derivative of
IFν. Panel (c): dispersion splits mass symmetrically from x to x(1 ± σ

√
∆t), loading on the second derivative.

Proposition 1 (Local Law of Motion of a Distributional Index). Under Assumption 1, suppose
that either Gt has a smooth density or IFν(· ; Gt) ∈ C2. Then, as ∆t → 0,

lim
∆t→0

∆ν(Gt)

∆t
=
∫

X
x ∂x IFν(x; Gt) µt(x) dGt(x)︸ ︷︷ ︸

Drift

+
1
2

∫
X

x2 ∂xx IFν(x; Gt) σt(x)2 dGt(x)︸ ︷︷ ︸
Dispersion

+
∫

X
IFν(x; Gt) dΨBt(x)︸ ︷︷ ︸

Birth

−
∫

X
IFν(x; Gt) dΨDt(x)︸ ︷︷ ︸

Death︸ ︷︷ ︸
Demography

. (2)

Each term is a weighted average — of growth rates, volatilities, or entry/exit distributions

— against a weighting function, or kernel, derived from the influence function. The drift kernel
x ∂x IFν(x; Gt) measures how the index responds to a proportional increase at x; the drift term

is its covariance with growth rates µt(x). The dispersion kernel 1
2 x2 ∂xx IFν(x; Gt) measures the

curvature of the influence function; the dispersion term weights volatilities σt(x)2 against it, so

that mean-zero reshuffling raises the index whenever this kernel is positive. The demographic
kernel is IFν itself, since entry and exit are additions and removals of mass. Section 2 shows that

standard axioms restrict these three kernels, and Section 3 computes them for each canonical

index family.

Economically, drift and dispersion capture two fundamentally distinct sources of inequal-

ity. Dispersion is the origin of inequality: even among agents with identical initial positions,

idiosyncratic shocks create differences, so that inequality can rise without any systematic di-
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vergence. Drift determines whether existing inequality is perpetuated or eroded: it is positive

when agents who are already richer grow systematically faster, and negative when growth is

mean-reverting. The two forces are conceptually independent — an economy can have high

dispersion but zero drift (pure reshuffling), or high drift but zero dispersion (deterministic

divergence) — and their relative importance is an empirical question that requires panel data.

Figure 2 illustrates why the decomposition matters in practice: starting from the same dis-

tribution, the same increase in inequality can arise through three entirely different mechanisms

— richer individuals growing faster (drift), similar individuals receiving different shocks (dis-

persion), or birth and death changing the population composition (demography). A scalar

change in the index cannot distinguish these forces; the decomposition can.

(a) Drift

t t+1

i1

i2
i3

i4

Richer individuals
grow faster

(b) Dispersion

t t+1

i1

i2
i3

i4

Similar individuals
hit by different shocks

(c) Demography

t t+1

death

birth

i1

i2
i3

i4

Birth and death change
the population

Figure 2: Three scenarios with similar increases in inequality.
Notes: Each dot represents an individual; height indicates income or wealth. All three panels start from the same distribution.

Inequality rises in each case, but the mechanism differs. Panel (a): richer individuals grow faster, widening existing gaps (drift).
Panel (b): individuals with similar initial positions receive different shocks, creating new dispersion (dispersion). Panel (c): one
individual dies (exits the economy) and another is born (enters the economy) at a different position, changing the population
composition (demography).

The decomposition extends naturally to several settings discussed in the Appendix, in-

cluding arbitrary continuous-time processes via a generator form, multiple variables, jump-

diffusion processes, and weighted averages.

Remark 1 (Regularity). The density assumption in Proposition 1 covers all indices in this paper,

including those whose influence function has kinks (e.g., the top share); the C2 alternative

covers all distributions, including discrete ones, for indices with smooth influence functions

(e.g., generalized entropy). When neither condition holds, the discrete-time decomposition of

Proposition 2 applies: the identity itself requires no regularity, and the general drift definition

requires only ∂x IFν, which exists for all indices in this paper. For each canonical index family,

Table 2 provides closed-form expressions that bypass ∂x IFν entirely.

1.3 Discrete-Time Accounting Framework

Proposition 1 identifies the three forces that move a distributional index: drift, dispersion, and

demography. For panel data observed at discrete intervals, each force has a natural empirical

counterpart that can be computed exactly. Let S = Ωt ∩ Ωt+∆t denote the set of survivors, and

let G̃t and G̃t+∆t denote the distributions of survivor wealth at t and t + ∆t.
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Demography. The simplest term to compute is demography: it measures how the index

changes when we add entrants or remove exiters. Comparing the full population with the

survivor population at each endpoint gives

Demography =
[
ν(Gt+∆t)− ν(G̃t+∆t)

]
︸ ︷︷ ︸

Birth

+
[
ν(G̃t)− ν(Gt)

]
︸ ︷︷ ︸

Death

.

The first bracket is the effect of adding entrants at t + ∆t; the second is the effect of remov-

ing exiters at t. Computing demography requires only evaluating the index on the full and

survivor populations — no knowledge of the influence function is needed.

Drift. Among survivors, the change ν(G̃t+∆t) − ν(G̃t) reflects both systematic growth and

idiosyncratic reshuffling. To isolate the first-order effect of systematic growth, approximate

using ∂x IFν(xit; G̃t):

Drift = E
[
∂x IFν(xit; G̃t)∆xit

∣∣∣ i ∈ S
]

.

This values each survivor’s observed change at the rate ∂x IFν(xit; G̃t), which measures how

much a small income increase at xit raises the index. Drift is positive when units with high

∂x IFν grow faster. For each canonical index, this takes a simple closed form derived in Sec-

tion 3. Just as the demography term compares the full and survivor distributions at each

endpoint, one could alternatively define the drift term by comparing the survivor distribution

with a counterfactual distribution Ĝt+∆t in which each survivor moves deterministically by

E[∆xit | xit], i.e., Drift∗ = ν(Ĝt+∆t)− ν(G̃t). The definition above can be seen as a first-order

approximation of this counterfactual: the two coincide as ∆t → 0, and for finite intervals the

difference is O(µ2 ∆t2), second-order relative to the stochastic dispersion O(σ2 ∆t). The first-

order definition avoids nonparametric estimation of conditional growth rates and yields exact

closed forms for each index family (Table 2).

Dispersion. The dispersion term is defined as the residual — the part of the actual survivor

change not captured by the first-order approximation:

Dispersion = ν(G̃t+∆t)− ν(G̃t)− Drift.

For specific indices, the dispersion can also be computed in closed form (see Section 3), but the

general definition is always this residual.

Proposition 2 (Discrete-Time Decomposition). The three terms above sum to the total change:

∆ν(Gt) = Drift + Dispersion + Demography. (3)

As ∆t → 0, each term is asymptotically equivalent to its counterpart in Proposition 1.
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Remark 2 (Dispersion as a Distinct Economic Force). When a distributional index rises, a nat-

ural interpretation is that growth has been systematically unequal. The decomposition shows

this inference can be misleading: the dispersion term captures a separate force. In an economy

with no differential growth (µt(x) = µ for all x), the drift term has no effect on a scale-invariant

index, yet the index still rises through the dispersion channel whenever incomes are stochas-

tic. Separating drift from dispersion requires panel data. This distinction is relevant for the

upward mobility measure of Genicot and Ray (2023), which equals the growth rate of Atkin-

son equivalent income; see Appendix A.4.

2 Properties of the Decomposition

Recall that each component of the decomposition is a weighted average against a kernel de-

rived from the influence function: the demographic kernel IFν(x; G), the drift kernel x ∂x IFν(x; G),

and the dispersion kernel 1
2 x2 ∂xx IFν(x; G). These are the zeroth, first, and second derivatives

of the influence function. Each classical axiom restricts exactly one order of this hierarchy:

population invariance restricts IFν itself (order 0), scale invariance restricts ∂x IFν (order 1), and

the transfer principle restricts ∂xx IFν (order 2). Table 1 previews the results.

Table 1: Each classical axiom restricts one component of the decomposition.

Axiom Component Implication

Population invariance Demography Demography = 0 unless selection on entry and exit

Scale invariance Drift Drift = 0 unless differential growth across units

Transfer principle Dispersion Dispersion ≥ 0: reshuffling always raises the index

2.1 Population Invariance and Demography

The demography term compares the full population with the survivor population. To state the

key property, write ΨBt = (ηt + δt)Ψ̄Bt and ΨDt = δtΨ̄Dt, where Ψ̄Bt and Ψ̄Dt are probability

distributions, ηt + δt ≡ ΨBt(X) and δt ≡ ΨDt(X) are the gross entry and exit rates, and ηt is

the net population growth rate. The natural benchmark is representative replication — adding

entrants drawn from the same distribution as incumbents — which should have no effect on

an inequality measure, since doubling a population while preserving its shape does not change

relative positions.

Definition 2 (Population Invariance). ν is population invariant (Dalton, 1920) if ν(λG) = ν(G)

for all λ > 0.

Proposition 3 (Population Invariance, Replication, and Demography). ν is population invariant
if and only if

∫
X IFν(x; G) dG(x) = 0 for all G. Consequently, for a population-invariant index, rep-

resentative entry and exit have zero demographic effect, and demography reduces to selective turnover:
Demography = (ηt + δt)

∫
X IFν dΨ̄Bt − δt

∫
X IFν dΨ̄Dt.
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Proof. The first-order effect of representative replication is
∫

X IFν dG. This is zero for all G if

and only if ν(λG) is constant in λ.

The top share, the Gini, and generalized entropy are all population invariant: their de-

mography term captures only selective entry and exit. The HHI is the leading non-population-

invariant example: adding a representative firm mechanically lowers concentration through a

1/N dilution effect.

2.2 Scale Invariance and Drift

The drift term captures the first-order effect of systematic growth. In the discretized formu-

lation, when every survivor grows at the same rate µ̄ (i.e., µt(x) = µ̄ for all x), each income

changes by ∆xit = µ̄ xit ∆t. The question is whether this common scaling affects the index.

Definition 3 (Scale Invariance). ν is scale invariant (Kolm, 1976) if ν(Gλ) = ν(G) for all λ > 0,

where Gλ is the distribution of λx when x ∼ G.

Proposition 4 (Scale Invariance, Common Growth, and Drift). ν is scale invariant if and only if∫
X x ∂x IFν(x; G) dG(x) = 0 for all G. Consequently, for a scale-invariant index, common proportional

growth has zero drift and, for any µ̄t,

Drift =
∫

X
x ∂x IFν(x; Gt) · (µt(x)− µ̄t) dGt(x).

Proof. Scaling all incomes by 1 + ϵ changes each individual’s income by ϵx. The local effect on

ν is ϵ
∫

X x ∂x IFν dG, which is zero for all G if and only if ν(Gλ) is constant in λ.

For scale-invariant indices, only differential growth matters: an economy where everyone

grows at 3% has zero drift, and the index moves only through the covariance between individ-

ual growth rates µt(x) and the drift kernel x ∂x IFν(x; Gt).

2.3 Transfer Principle and Dispersion

The dispersion term captures the second-order effect of idiosyncratic shocks. In the discretized

formulation, each survivor experiences a mean-zero shock σt(xit)
√

∆t ε it. By a second-order

(Jensen) effect, these shocks can raise or lower the index depending on the curvature of the

influence function.

Definition 4 (Transfer Principle). ν satisfies the Pigou-Dalton transfer principle (Dalton, 1920) if

transferring τ > 0 from a richer unit to a poorer one, without reversing their ranking, reduces

the index.

Proposition 5 (Transfer Principle and Dispersion). ν satisfies the transfer principle if and only if
IFν(· ; G) is convex for all G. Consequently, Dispersion ≥ 0.

Proof. A transfer of τ > 0 from y to x < y changes ν by approximately τ[∂x IFν(x; G) −
∂x IFν(y; G)], which is non-positive for all x < y if and only if ∂x IFν(· ; G) is non-decreasing,
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i.e., IFν(· ; G) is convex. The sign of the dispersion term then follows from Jensen’s inequality

applied to IFν(· ; G̃t).

The connection to Jensen’s inequality is direct. The dispersion term is approximately the

average convexity gap of the influence function:

Dispersion ≈ E
[

IFν(xit+∆t; G̃t)− IFν(xit; G̃t)− ∂x IFν(xit; G̃t)∆xit

]
.

For any function f , the quantity f (y)− f (x)− f ′(x)(y − x) is non-negative if and only if f is

convex. When IFν(· ; G) is convex (i.e., the transfer principle holds), the dispersion is therefore

non-negative: mean-zero shocks always raise the index.

3 Canonical Index Families

This section computes the decomposition for each canonical index family. The decomposition

itself is always the same; what changes across indices is which parts of the distribution receive

weight. Table 2 previews the closed-form drift and dispersion expressions; the rest of the sec-

tion derives them. Throughout this section, Gt and Gt+∆t denote the survivor distributions G̃t

and G̃t+∆t, sit = xit/E[xit] denotes relative income among survivors, and Rit denotes CDF rank

among survivors. The demography term is always [ν(Gt+∆t)− ν(G̃t+∆t)] + [ν(G̃t)− ν(Gt)], as

in Proposition 2.

Table 2: Decomposition formulas for canonical indices.

Index Decomposition of ∆ν

Name Formula Drift Dispersion

Top p share
1
p

E
[
sit 1Rit≥1−p

] 1
p

E
[
∆sit 1Rit≥1−p

] 1
p

E
[
sit+∆t ∆1Rit≥1−p

]
Gini E[(2Rit−1) sit] E[(2Rit−1)∆sit] 2 E[sit+∆t ∆Rit]

OWA (general) E[w(Rit) sit] E[w(Rit)∆sit] E[sit+∆t ∆w(Rit)]

HHI N E
[
s2

it

]
2N E[sit ∆sit] N E

[
(∆sit)

2
]

GE(1) E[sit ln sit] E[ln sit · ∆sit] E
[

sit+∆t ln
sit+∆t

sit

]
GE(α)

1
α(α−1)

(E[sα
it]−1)

1
α−1

E
[
sα−1

it ∆sit

]
1

α(α−1)
E
[
sα

it+∆t−sα
it−α sα−1

it ∆sit

]
Notes: All averages are over survivors. For population-invariant indices, sit = xit/E[xit] denotes relative income (with contem-

poraneous mean, so E[sit] = 1 and E[∆sit] = 0). Rit denotes CDF rank among survivors. For HHI, sit = xit/ ∑j xjt denotes market
shares and N the number of survivors. The demography term is always [ν(Gt+∆t)− ν(G̃t+∆t)] + [ν(G̃t)− ν(Gt)].
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The OWA and GE families are both population invariant, so ν depends only on the distribu-

tion of relative income sit = xit/E[xit], while the HHI is the leading non-population-invariant

case.

3.1 Ordered Weighted Averages

A natural first class is Ordered Weighted Averages (OWA), axiomatized by Mehran (1976) and

Yaari (1988). They cover quantiles, top percentile shares, and the Gini coefficient.

Definition 5. Consider a weighting function w : [0, 1] → R+ such that
∫ 1

0 w(r) dr = 1. The

corresponding OWA is defined as:

ν(G) = E[w(Rit) sit]

where sit = xit/E[xit] denotes relative income and Rit = Gt(xit) denotes the CDF rank.

The top p share is w(r) = 1r≥1−p/p. The standard Gini coefficient is the OWA with w(r) =
2r − 1.4 OWA indices are scale invariant and population invariant; they satisfy the transfer

principle if and only if w(·) is weakly increasing. Since E[∆sit] = 0 (relative income has mean

one at both dates), the discrete-time decomposition from Table 2 takes the form:

ν(Gt+∆t)− ν(Gt) = E[w(Rit)∆sit]︸ ︷︷ ︸
Drift

+E[sit+∆t ∆w(Rit)]︸ ︷︷ ︸
Dispersion

The drift holds rank constant and weights income changes ∆sit by the rank weight w(Rit).

The dispersion captures re-ranking: it weights changes in rank weights ∆w(Rit) by final rela-

tive income sit+∆t. In continuous time, the drift kernel is w(R) s and the dispersion kernel is
1
2 w′(R) g(x) s2, where g(x) is the density (see Appendix for derivation).

Top share. With w(r) = 1r≥1−p/p, the drift weights only survivors initially above the thresh-

old, and the dispersion captures individuals crossing in and out of the top group. This recovers

the decomposition in Gomez (2022).

Gini coefficient. With w(r) = 2r − 1, the drift weight is (2Rit − 1): individuals are weighted

by rank, with those above the median contributing positively. The dispersion captures all rank

changes, weighted by final income. Because the OWA is linear in w, and the Gini weight can

be expressed as a weighted average of top-share weights, the Gini decomposition is the corre-

sponding weighted average of top-share decompositions: νGini(G) =
∫ 1

0 2p νp(G) dp, where νp

denotes the top p share.

4The OWA with w(r) = 2r equals 1 + Gini. The constant is immaterial for the decomposition, which concerns
changes.
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3.2 Generalized Entropy

The generalized entropy (GE) family provides the natural contrast to OWA indices. Character-

ized by Bourguignon (1979) and Shorrocks (1995), it is the unique class of additively decom-

posable distributional indices. It includes the Theil-L index (α = 0), the Theil-T index (α = 1)—

also known as the Theil index (Theil, 1967), which measures departures from equality using

Shannon entropy (Shannon, 1948)—and is ordinally equivalent to the Atkinson index.5

Definition 6. The generalized entropy index with parameter α is:

να(G) =
E[sα

it]− 1
α(α − 1)

GE indices are scale invariant, population invariant, and satisfy the transfer principle for

all α, with influence function

IFν(s; G) =
EG[sα]

α(α − 1)

(
sα

EG[sα]
− 1 − α (s − 1)

)
The discrete-time decomposition from Table 2 is:

να(Gt+∆t)− να(Gt) =
1

α − 1
E
[
sα−1

it ∆sit

]
︸ ︷︷ ︸

Drift

+
1

α(α − 1)
E
[
sα

it+∆t − sα
it − α sα−1

it ∆sit

]
︸ ︷︷ ︸

Dispersion

The drift captures the first-order effect of changes in relative income, weighted by sα−1
it , while

the dispersion is the second-order (Taylor) residual of sα. Since ν2 = Var(s)/2, the α = 2 case

reduces to half the variance decomposition of Campbell et al. (2019).

In contrast to OWA indices, both the drift and dispersion kernels weight by income level
(sα−1) rather than rank. The parameter α controls which part of the distribution receives more

weight: α < 1 emphasizes the bottom, α = 1 weights proportional to income, and α > 1

emphasizes the top. In continuous time (see Appendix B.3), both kernels are proportional to

sα: the drift kernel is 1
α−1 sα and the dispersion kernel is 1

2 sα. This common-weighting property

characterizes the GE family (see Appendix B.4).

4 Empirical Applications

This section illustrates the decomposition in two settings. The main application studies wealth

inequality across European countries through the Gini coefficient and top shares. A secondary

application studies local banking concentration through the Herfindahl-Hirschman Index, where

the failure of population invariance introduces a demographic dilution channel. In both set-

5The Atkinson index with parameter ϵ > 0 is defined as

Aϵ(G) ≡
{

1 − (1 − ϵ(1 − ϵ)ν1−ϵ(G))1/(1−ϵ) if ϵ > 0 and ϵ ̸= 1
1 − e−ν1−ϵ(G) if ϵ = 1
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tings, the decomposition reveals that the same scalar change can reflect very different under-

lying forces.

4.1 Wealth Inequality across European Countries

I apply the framework to wealth inequality using two European household wealth surveys

with panel components. The Household Finance and Consumption Survey (HFCS), coordi-

nated by the European Central Bank, links waves 3 (∼2017) and 4 (∼2020–21) for Germany,

Spain, France, and Italy. The UK Wealth and Assets Survey (WAS) links rounds 6 (2016–18)

and 7 (2018–20) for Great Britain.6

I restrict attention to survivor households present in both waves. In each wave, I normalize

net wealth by the cross-sectional mean, so that the top p share equals E[x/x̄ | R ≥ 1 − p]/p. I

then apply the top-share decomposition of Gomez (2022) at each p ∈ {0.01, 0.02, . . . , 0.99}, and

obtain the Gini decomposition by integrating with weights 2p.

Figure 3 and Table 3 show the total change and its decomposition for the top 1% share

and the Gini coefficient across the five countries. Dispersion is consistently positive across

all countries, indicating that idiosyncratic reshuffling raises inequality everywhere. In four of

the five countries (Germany, Spain, Great Britain, Italy), drift is negative and is partially offset

by positive dispersion, so that net Gini changes are modest. France is the exception: a large

positive drift drives a substantial Gini increase.

Table 4 decomposes the cross-country variance of each index change into covariance shares.

For the Gini, drift accounts for 96% of cross-country variance, while dispersion accounts for

only 4%, consistent with the fact that cross-country heterogeneity is driven by differences in

drift (as in France) rather than dispersion. For the top 1% share, dispersion plays a larger role

(60%), reflecting the greater sensitivity of tail indices to reshuffling. Table 5 reports that drift

and dispersion are weakly positively correlated (0.24) across countries for the Gini.

Table 3: Gini decomposition by country.

Total Drift Dispersion

Germany 0.041 −0.060 0.101
Spain −0.056 −0.131 0.076
France 0.451 0.366 0.085
Great Britain −0.070 −0.113 0.043
Italy 0.087 −0.018 0.106

Notes: HFCS wave 3 to wave 4 (DE, ES, FR, IT); WAS round 6 to round 7 (GB). Values are obtained by integrating the top-share
decomposition with Gini weights 2p over p ∈ (0, 1).

6Among HFCS countries with panel data, I restrict to those with at least 1,500 panel households to ensure
reliable percentile-level estimates. HFCS net wealth is multiply imputed in five implicates, and all results average
across implicates. The WAS sample includes approximately 11,600 survivor households. In both surveys, I use
rounded survey weights as frequency weights for quantile computation and decomposition, with baseline weights
held constant across waves.
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Figure 3: Wealth inequality decomposition by country.
Notes: HFCS wave 3 (∼2017) to wave 4 (∼2020–21) for DE, ES, FR, IT; WAS round 6 (2016–18) to round 7 (2018–20) for GB.

Left panels show the total change; right panels decompose the change into drift and dispersion. Net wealth is normalized
by the cross-sectional mean in each wave. Frequency weights (rounded survey weights, held constant across waves) are used
throughout. HFCS results average across five multiply imputed datasets.

Table 4: Variance decomposition of wealth inequality changes across countries.

Share of var(∆ν)

Drift Dispersion

Top 1% 39.1% 59.8%
Gini 95.9% 4.1%

Notes: Five countries (DE, ES, FR, IT, GB). Each entry is cov(component, ∆ν)/var(∆ν). The two shares sum to approximately
100%.

Table 5: Correlation of Gini components across countries.

Drift Dispersion

Drift 1.00
Dispersion 0.24 1.00

Notes: Five countries (DE, ES, FR, IT, GB).

4.2 Rising Concentration in the Banking Industry

The Herfindahl-Hirschman Index (HHI), denoted H, shows how the decomposition changes

when population invariance fails. Letting sit = xit/ ∑j xjt denote market shares, H = N E[s2
it].
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The HHI is scale invariant and satisfies the transfer principle, but unlike GE(2), it is not popu-

lation invariant: adding firms drawn from the same distribution mechanically decreases con-

centration. The full decomposition, including entry and exit, is:

∆H = 2N E[sit ∆sit]︸ ︷︷ ︸
Drift

+ N E
[
(∆sit)

2]︸ ︷︷ ︸
Dispersion

+
[

H(Gt+∆t)− H(G̃t+∆t)
]
+
[

H(G̃t)− H(Gt)
]

︸ ︷︷ ︸
Demography

The drift is positive when larger firms gain share, and the dispersion is always non-negative

by the transfer principle. Unlike population-invariant indices, the demography term includes

a mechanical dilution effect: even representative entry reduces HHI toward 1/N (see Ap-

pendix B.2).

Local Banking. I illustrate the HHI decomposition using U.S. local banking markets. I use

the FDIC Summary of Deposits, which reports branch-level deposits for all FDIC-insured in-

stitutions annually from 1994 to 2024.7 For each county-year pair (t, t + 1), I classify banks as

survivors, entrants, and exiters, and compute the four terms of the HHI decomposition.

Local banking concentration has risen steadily from roughly 1,500 to 2,600 (county-level

HHI, weighted by average deposits, 1994–2024). The central finding is that this moderate net

increase masks much larger gross forces. Drift (cumulative ≈ −1,800) is the dominant force

reducing concentration: in the typical county, larger banks systematically lose deposit share to

smaller survivors, a strong mean-reversion pattern consistent with smaller community banks

and credit unions gaining local market share even as national consolidation proceeds. Dis-
persion (cumulative ≈ +1,900) increases concentration, as predicted by the transfer principle;

even mean-zero shocks to market shares raise HHI through a Jensen’s inequality effect. Demog-
raphy (cumulative ≈ +1,050) also increases concentration, driven mainly by the exit of small

banks through acquisition: when a bank is acquired, the acquirer’s CERT persists while the

target’s CERT disappears from the data, concentrating deposits among fewer competitors.

Table 6 contrasts the cumulative decomposition at two levels of aggregation: the national

aggregate (treating all banks as competing in a single market) and the deposit-weighted aver-

age across county-level markets. The two rows tell strikingly different stories. At the national

level, HHI rose from 28 to 388, driven almost entirely by demography (+370): the number of

FDIC-insured banks fell from roughly 13,000 to 4,500, primarily through mergers and acqui-

sitions. Among surviving banks, drift is negative (−136) and dispersion modest (+126). At

the county level, the increase is larger (+1,148) and the gross forces much larger still: drift

(−1,834) and dispersion (+1,913) nearly cancel, with demography (+1,069) tipping the bal-

ance. The same industry yields fundamentally different decompositions depending on the

market definition, illustrating both the sensitivity of the HHI to the number of competitors

(non-population invariance) and the importance of decomposing scalar concentration changes

into their primitive forces.

7Data from the FDIC BankFind Suite API (https://api.fdic.gov/banks/sod). Following the banking litera-
ture, I define markets as counties and compute each bank’s local deposit share by summing branch deposits within
each county.

15

https://api.fdic.gov/banks/sod


Table 6: HHI decomposition for U.S. banking, 1994–2024.

∆H Drift Dispersion Demography

National aggregate 360 -136 126 370
Avg. county market 1148 -1834 1913 1069

Notes: All values on the HHI × 10,000 scale. “National aggregate” treats all banks as competing in a single market. “Avg. county
market” is the deposit-weighted average of county-level decompositions. Source: FDIC Summary of Deposits.

The negative drift is the most striking finding. One might expect consolidation to produce

a positive drift, with large acquirers gaining share among survivors. While acquisitions do

contribute positively to drift, this is more than offset by organic mean reversion: in the typical

county, the largest bank loses deposit share year over year. The rise in concentration therefore

comes from dispersion and demography, not from a systematic tendency of dominant incum-

bents to grow.

Table 7 decomposes the cross-county variance of ∆H into the contributions of each force,

weighted by average deposits. Since ∆H = Drift + Dispersion + Demography exactly, the

variance decomposes as

var(∆H) = cov(Drift, ∆H) + cov(Dispersion, ∆H) + cov(Demography, ∆H),

and the three covariance shares sum to 100%. Dispersion accounts for 80% and demography

for 55%, while drift works in the opposite direction (−35%). Table 8 reports the weighted

correlation matrix: drift and dispersion are strongly negatively correlated (−0.84), indicating

that counties with more reshuffling also experience more mean reversion.

Table 7: Variance decomposition of ∆H across counties.

Share of var(∆H) explained by

Drift Dispersion Demography

−34.8% 80.1% 54.7%

Notes: 3,229 counties, weighted by average of 1994 and 2024 deposits. Since Drift + Dispersion + Demography = ∆H exactly,
the three covariance shares sum to 100%.

Table 8: Weighted correlation matrix of HHI components across counties.

Drift Dispersion Demography
Drift 1.00
Dispersion −0.84 1.00
Demography −0.55 0.42 1.00

Notes: 3,229 counties, weighted by average of 1994 and 2024 deposits.

The banking application complements the inequality illustration by highlighting the role of

non-population invariance: unlike indices of income or wealth inequality, concentration mea-

sures are sensitive to the number of competitors, and the decomposition makes this sensitivity

explicit through the demographic dilution term.
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5 Conclusion

Distributional indices remain indispensable because they summarize complex distributions

parsimoniously. But that same parsimony obscures the forces that move them over time. This

paper provides a general decomposition of the change in any smooth distributional index into

drift, dispersion, and demography, and shows that these three terms are governed by the in-

dex’s influence function and its derivatives.

The decomposition yields two main payoffs. The first is conceptual. Classical axioms from

inequality measurement have direct dynamic content: scale invariance removes the common-

growth component of drift, the transfer principle signs the dispersion term, and population

invariance removes the neutral-growth component of demography. The second is compar-

ative. Different indices differ because they place different sensitivity weights on drift, dis-

persion, and demography. Ordered weighted averages emphasize rank, generalized entropy

indices emphasize income level, and non-population-invariant indices such as the Herfindahl-

Hirschman Index attach independent importance to turnover in the number of units.

The empirical applications illustrate why this matters. In European wealth inequality, dis-

persion consistently raises inequality across countries, but drift varies widely: it is negative

in most countries yet strongly positive in France, and this heterogeneity in drift accounts for

nearly all cross-country variation in Gini changes. In local banking concentration, a similar

tension between drift and dispersion is compounded by a demographic channel that arises

because the HHI is not population invariant. More broadly, the framework preserves the

tractability of scalar indices while recovering part of the dynamic information lost when an

entire distribution is compressed into a single number. For empirical work, this suggests that

the relevant dynamic sufficient statistics are often not one distributional index, but the three

forces that move it.
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A Appendix for Section 1

A.1 Proofs

Proof of Proposition 1. The two regularity conditions cover complementary cases.

Case 1: Gt has a smooth density. Let gt(x) denote the density. Since ν is Gateaux differentiable

with derivative linear in the perturbation direction and given by integration against IFν:

d
dt

ν(Gt) =
∫

X
IFν(x; Gt) ∂tgt(x) dx (4)

The Kolmogorov forward equation associated with the process (1) gives:

∂tgt(x) = −∂x(µt(x) x gt(x)) +
1
2

∂xx(σ
2
t (x) x2 gt(x)) + ψBt(x)− ψDt(x)

where ψBt and ψDt are the densities of ΨBt and ΨDt. Substituting into (4) and integrating the

first two terms by parts (once and twice, respectively) yields the drift and dispersion terms.

This route does not require IFν to be twice differentiable: when IFν is only piecewise smooth

(e.g., the top share, where IFν has a kink at the threshold qp), the integration by parts produces

boundary terms at each kink. For the dispersion, the boundary contribution at a kink q equals
1
2 q2 σt(q)2 ft(q) [∂x IFν(q+)− ∂x IFν(q−)], which is the distributional interpretation of the ∂xx IFν

integral. The demography term arises directly from the ψBt − ψDt contribution.

Case 2: IFν(· ; Gt) ∈ C2. An alternative route is to work with the empirical projection

uN(x1, . . . , xN) = ν
( 1

N ∑N
i=1 δxi

)
, apply finite-dimensional Itô’s lemma, and then pass to the

large-population limit. For smooth indices, this delivers the same formula and does not re-

quire Gt to have a density, so it covers generalized entropy indices on discrete distributions. It

does not cover the top share, whose influence function has a kink. See Carmona and Delarue

(2018, Section 5.6) for the related chain-rule argument on the space of measures.

When neither condition holds — for instance, the top p share in a market with N discrete

firms — neither continuous-time route applies. In such cases, the discrete-time decomposition

of Proposition 2 is the appropriate framework: it is an exact identity requiring no regularity.

Proof of Proposition 2. Part 1: The identity. Since dispersion is defined as ν(G̃t+∆t) − ν(G̃t) −
Drift, the sum Drift + Dispersion = ν(G̃t+∆t)− ν(G̃t) by construction. Adding demography:

Drift + Dispersion + Demography =
[
ν(G̃t+∆t)− ν(G̃t)

]
+
[
ν(Gt+∆t)− ν(G̃t+∆t)

]
+
[
ν(G̃t)− ν(Gt)

]
= ν(Gt+∆t)− ν(Gt).

Part 2: Convergence to Proposition 1. Under Assumption 1, ∆xit = xitµt(xit)∆t+ xitσt(xit)
√

∆t ε it.

A second-order Taylor expansion of IFν(· ; G̃t) around each survivor’s initial income gives:

ν(G̃t+∆t)− ν(G̃t) = E
[
∂x IFν(xit; G̃t)∆xit +

1
2 ∂xx IFν(xit; G̃t) (∆xit)

2
∣∣∣ i ∈ S

]
+ o(∆t).
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The discrete drift is the first term. Since ε it is mean-zero and independent of xit:

Drift
∆t

= E
[

xit ∂x IFν(xit; G̃t) µt(xit)
∣∣∣ i ∈ S

]
∆t→0−−−→

∫
X

x ∂x IFν µt dGt.

For the dispersion, using E[(∆xit)
2 | xit] = x2

itσt(xit)
2∆t + O(∆t2):

Dispersion
∆t

∆t→0−−−→ 1
2

∫
X

x2 ∂xx IFν σ2
t dGt.

For demography, recall Demography = [ν(Gt+∆t)− ν(G̃t+∆t)] + [ν(G̃t)− ν(Gt)]. Over the in-

terval ∆t, agents with measure ΨDt ∆t exit and agents with measure ΨBt ∆t enter. The survivor

distribution at t satisfies G̃t ≈ Gt − ΨDt ∆t, so by the definition of the influence function:

ν(G̃t)− ν(Gt) ≈ −∆t
∫

X
IFν(x; Gt) dΨDt(x).

Similarly, Gt+∆t ≈ G̃t+∆t + ΨBt ∆t, so:

ν(Gt+∆t)− ν(G̃t+∆t) ≈ ∆t
∫

X
IFν(x; Gt) dΨBt(x).

Combining:

Demography
∆t

∆t→0−−−→
∫

X
IFν dΨBt −

∫
X

IFν dΨDt.

A.2 General Continuous-Time Processes and Jump-Diffusions

The diffusion specification in Assumption 1 is convenient but not essential. The same decom-

position applies to time-inhomogeneous Markov survivor processes for which an extended

generator exists and the local first moment is well defined.

Let Xt denote the state of a surviving unit. For smooth scalar test functions φ, define the

extended generator by

(
At φ

)
(x) ≡ lim

h↓0

1
h

E[φ(Xt+h)− φ(Xt) | Xt = x] ,

whenever the limit exists. Define the local drift coefficient by

bt(x) ≡ lim
h↓0

1
h

E[Xt+h − Xt | Xt = x],

and let (
Adrift

t φ
)
(x) ≡ bt(x)φ′(x), Adispersion

t ≡ At − Adrift
t .

Thus Adrift
t captures the predictable first-order displacement of surviving units, while Adispersion

t

is the residual mean-zero reshuffling / risk component after subtracting that first-order effect.

Two cases are useful.
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Case 1: Diffusion. For the diffusion model in the main text,

dXt

Xt
= µt(Xt)dt + σt(Xt)dWt,

we have

(
Adrift

t φ
)
(x) = xµt(x)φ′(x),(

Adispersion
t φ

)
(x) =

1
2

x2σt(x)2φ′′(x).

Case 2: Compensated jump-diffusion. For a compensated jump-diffusion specification,

dXt

Xt−
= µt(Xt)dt + σt(Xt)dWt +

(
eϕt(Xt)U − 1

)
dNt − EU

[
eϕt(Xt)U − 1

]
λ dt,

where Nt is a Poisson process with intensity λ, U is an i.i.d. bounded jump shock drawn at

each jump, and the jump shocks are independent of Wt and Nt, we have

(
Adrift

t φ
)
(x) = xµt(x)φ′(x),(

Adispersion
t φ

)
(x) =

1
2

x2σt(x)2φ′′(x)

+ λ EU

[
φ(xeϕt(x)U)− φ(x)− x

(
eϕt(x)U − 1

)
φ′(x)

]
.

Proposition 6 (Markov Continuous-Time Local Law of Motion). Suppose survivor dynamics are
governed by the extended generator At defined above. Then for any smooth distributional index ν,

d
dt

ν(Gt) =
∫

X

(
Adrift

t IFν(·; Gt)
)
(x) dGt(x)

+
∫

X

(
Adispersion

t IFν(·; Gt)
)
(x) dGt(x)

+
∫

X
IFν(x; Gt) dΨBt(x)−

∫
X

IFν(x; Gt) dΨDt(x).

Proof. Apply the extended generator to the scalar test function x 7→ IFν(x; Gt), integrate over

the survivor distribution, and add the demographic mass-flow term. The decomposition into

drift and dispersion follows from writing At = Adrift
t + Adispersion

t . Because the paper works

with the continuum cross-sectional law Gt rather than a random empirical measure, the result-

ing law of motion is deterministic.

Ignoring demography, in the case of the compensated jump-diffusion process above, Propo-
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sition 6 becomes

d
dt

ν(Gt) =
∫

X
x ∂x IFν(x; Gt) µt(x) dGt(x)︸ ︷︷ ︸

Drift

+
1
2

∫
X

x2 ∂xx IFν(x; Gt) σt(x)2 dGt(x)︸ ︷︷ ︸
Dispersion (diffusion)

+ λ
∫

X
EU

[
IFν(x eϕt(x)U ; Gt)− IFν(x; Gt)− x

(
eϕt(x)U − 1

)
∂x IFν(x; Gt)

]
dGt(x)︸ ︷︷ ︸

Dispersion (jumps)

.

The drift term is unchanged from the diffusion case, since the jump process is compensated.

The jump dispersion term captures the nonlinear effect of discrete jumps beyond the first-

order displacement already incorporated in the drift. When ν satisfies the transfer principle

(∂xx IFν ≥ 0, i.e., IFν is convex), the jump dispersion term is non-negative by Jensen’s inequality.

A.3 Multivariate Distribution

We now generalize to multiple variables as well as multiple sources of idiosyncratic risk (Brow-

nian motions). For generality, we use the additive form for the multivariate process, since

different variables may have different natural scales. Denote x = [x1, . . . , xn] and G the multi-

variate distribution. We define ν as the distributional index. The influence function generalizes

directly:

IFν(x; G) ≡ lim
ϵ↓0

ν (G + ϵ δx)− ν(G)

ϵ

where δx denotes a point mass at x.

Assume

dxt = µt(xt)dt + Σt(xt)dWit

for a n-dimensional vector µt, a n × n matrix Σt and n-dimensional vector of standard Brown-

ian Motion Wit.

Proposition 7.

d
dt

ν(Gt) =
∫

X
(∇IFν)

′µt dGt︸ ︷︷ ︸
Drift

+
1
2

∫
X

Tr
(
Σ′

t (Hess IFν)Σt
)

dGt︸ ︷︷ ︸
Dispersion

where ∇IFν denotes the Jacobian of IFν, Hess IFν denotes its Hessian, and Tr denotes the trace operator.

Proof. The multivariate Kolmogorov forward equation for the process dxt = µtdt + ΣtdWit is:

∂tgt(x) = −∑
j

∂xj(µjt gt) +
1
2 ∑

j,k
∂xjxk

(
[ΣtΣ

′
t]jk gt

)
Substituting and integrating by parts—once for the drift terms and twice for the diffusion
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terms—yields:

d
dt

ν(Gt) =
∫

X
∑

j
∂xj IFν · µjt dGt +

1
2

∫
X

∑
j,k

∂xjxk IFν · [ΣtΣ
′
t]jk dGt

which in matrix notation is
∫

X(∇IFν)′µt dGt +
1
2

∫
X Tr(Σ′

t(Hess IFν)Σt) dGt.

To fix ideas, consider the case of a two-dimensional vector, x = [x1, x2]:

dx1it = µ1t(x1it, x2it)dt + σ1t(x1it, x2it)dZ1it

dx2it = µ2t(x1it, x2it)dt + σ2t(x1it, x2it)dZ2it

with corr(dZ1it, dZ2it) = ρt(x1it, x2it), which gives:

d
dt

ν(Gt) =
∫

X
(∂x1 IFνµ1t + ∂x2 IFνµ2t) dGt︸ ︷︷ ︸

Drift

+
1
2

∫
X

(
∂2

x1
IFνσ2

1t + ∂2
x2

IFνσ2
2t + 2∂x1x2 IFνρtσ1tσ2t

)
dGt︸ ︷︷ ︸

Dispersion

One natural application is a size-weighted productivity average, where one variable is firm

productivity and the other is firm size.

A.4 Relation to upward mobility

The Atkinson equivalent income aα(G) = (EG[x−α])−1/α for α > 0 is a welfare-weighted aver-

age of incomes that declines (relative to the mean) as inequality rises. Its growth rate measures

the combined effect of growth and changing inequality on social welfare, and is the basis of

the upward mobility measure axiomatized by Genicot and Ray (2023). Throughout this subsec-

tion, incomes are assumed to be strictly positive. We show how this growth rate decomposes

into drift and dispersion under the population dynamics in Assumption 1.

Proposition 8 (Decomposition of the Growth Rate of Atkinson Equivalent Income). Define
E−α[ f ] ≡

∫
X x−α f (x) dGt/

∫
X x−α dGt. Under Assumption 1, ignoring demography:

d
dt

ln aα(Gt) = E−α[µt(x)]︸ ︷︷ ︸
drift

− α + 1
2

E−α[σ
2
t (x)]︸ ︷︷ ︸

dispersion

. (5)

The drift term is a pro-poor weighted average of individual growth rates (equivalently, the instanta-
neous upward mobility measure Mα of Genicot and Ray, 2023). The dispersion term is strictly positive
whenever σ2

t > 0.
The growth rate of the ratio aα/ȳ (a measure of equality, since aα ≤ ȳ with equality only under

perfect equality) is:

d
dt

ln
aα

ȳ
= (E−α[µt(x)]− E1[µt(x)])︸ ︷︷ ︸

relative drift

− α + 1
2

E−α[σ
2
t (x)]︸ ︷︷ ︸

dispersion

, (6)

22



where E1[µt(x)] =
∫

X x µt(x) dGt/
∫

X x dGt is the income-weighted (plutocratic) growth rate.

The relative drift is positive when the pro-poor weighted growth rate exceeds the pluto-

cratic growth rate — that is, when lower-income individuals are systematically growing faster.

This is the force that most observers have in mind when discussing whether inequality is ris-

ing or falling. The dispersion term, by contrast, is always non-positive for the ratio aα/ȳ:

idiosyncratic volatility mechanically raises inequality even in the absence of any systematic

divergence. Separating the two requires panel data: the drift term depends on the covariance

between individual income levels and individual growth rates, which is only observable when

individuals are tracked over time.

The measure of Genicot and Ray (2023) over an interval [s, t] is µα = 1
t−s [ln aα(y(t)) −

ln aα(y(s))], which equals the time integral of (5). Their axioms — Growth Progressivity, re-

ducibility, and additivity — characterize this measure under continuously differentiable in-

come trajectories, where σt ≡ 0 and the dispersion term vanishes. In that deterministic setting,

µα captures drift alone: the pro-poor weighted average growth rate, which is the economically

relevant object. But when the formula is applied to stochastic income data — as in their em-

pirical exercises using repeated cross-sections — it captures the combined effect of drift and

dispersion. A key feature of their approach is panel independence: the measure depends only

on the marginal distributions at dates s and t, not on individual trajectories. The decompo-

sition above shows that this is both a strength and a limitation. Panel independence allows

measurement from repeated cross-sections, but it also means that µα cannot separate system-

atic differential growth from the mechanical effect of idiosyncratic risk. In environments with

substantial idiosyncratic volatility — as documented in the income dynamics literature — the

dispersion component may be quantitatively important.

Proof. Define Pβ ≡ EG[xβ]. By Itô’s lemma, d(xβ) = β xβ µ(x) dt + 1
2 β(β − 1) xβ σ2(x) dt +

martingale. Taking cross-sectional expectations:

d
dt

ln Pβ = β Eβ[µ] +
β(β − 1)

2
Eβ[σ

2]. (7)

Since ln aα = − 1
α ln P−α, substituting β = −α:

d
dt

ln aα = −1
α

(
−α E−α[µ] +

(−α)(−α − 1)
2

E−α[σ
2]

)
= E−α[µ]−

α + 1
2

E−α[σ
2],

establishing (5). For (6), note that ȳ = P1, and (7) with β = 1 gives d ln ȳ/dt = E1[µ] (the

second-order term vanishes since β(β − 1) = 0). Subtracting yields (6).
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B Appendix for Section 3

B.1 Weighted Average

The multivariate framework nests the decomposition of a weighted average. Consider ν(G) =

EG[x1x2] (e.g., average productivity x1 weighted by size x2). Then:

IFν(x; G) = x2x1 − EG[x2x1]

d
dt

ν(Gt) = EGt [x2µ1t + x1µ2t]︸ ︷︷ ︸
Drift

+EGt [ρtσ1tσ2t]︸ ︷︷ ︸
Dispersion

For the case of average productivity π weighted by size share s = S/EG[S]:

d
dt

ν(Gt) = EGt [sµπt + πµst]︸ ︷︷ ︸
Drift

+EGt [ρt σπtσst]︸ ︷︷ ︸
Dispersion

This recovers exactly the decomposition of Melitz and Polanec (2015). Note that for a weighted

average (a linear functional), the dispersion term depends on the covariance between the two

shocks, not on the variance of either shock individually.

B.2 Demography

For all population-invariant indices in Section 3, the discrete-time decomposition separates the

change among survivors from the effect of entry and exit:

ν(Gt+∆t)− ν(Gt) = ν(G̃t+∆t)− ν(G̃t)︸ ︷︷ ︸
Drift+Dispersion

+ ν(Gt+∆t)− ν(G̃t+∆t) + ν(G̃t)− ν(Gt)︸ ︷︷ ︸
Demography

where S = Ωt ∩ Ωt+∆t is the set of survivors.

In continuous time, since the OWA and generalized entropy indices in Section 3 are popu-

lation invariant (Section 2.1), the demography term reduces to:

Demography = (ηt + δt)
∫

X
IFν(x; Gt) dΨ̄Bt(x)− δt

∫
X

IFν(x; Gt) dΨ̄Dt(x)

For indices satisfying the transfer principle, IFν is convex with
∫

X IFν dGt = 0: it is negative for

low incomes and positive for high incomes. The demography term is therefore positive when

entrants are richer than average or exiters are poorer than average.

OWA indices. Using integration by parts, the demography term can be written in terms of

the CDFs Ψ̄Bt and Gt:

∫
X

IFν(x; Gt) dΨ̄Bt(x) =
1

EGt [x]

∫
X

w(Gt(x)) (Ψ̄Bt(x)− Gt(x)) dx + ν(Gt)

(
1 − EΨ̄Bt [x]

EGt [x]

)
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The first term captures the effect of rank differences between entrants and incumbents: it is

positive when entrants are concentrated at ranks where w is large (e.g., the top for top shares).

The second term captures the mean income difference, weighted by the index value. For the

top p share (w(r) = 1r≥1−p/p), this simplifies to:

∫
X

IFν dΨ̄Bt =
1

EGt [x]

(
EΨ̄Bt [max(x − qp, 0)]

p
− ν(Gt)EΨ̄Bt [x]

)

where qp denotes the (1 − p)-th quantile of Gt (i.e., the threshold for the top p share). This is

large when entrants have high incomes above qp.

Comparison with Gomez (2022). For the top share, the discrete-time decomposition in this

paper differs slightly from the one in Gomez (2022). In that paper, the “within” term tracks

the wealth growth of individuals who were initially in the top group and survive, P0 \ D.

The “between” term captures reshuffling among survivors between the top and the rest. The

“demography” term accounts for deaths—using a time-adjusted wealth for the deceased—and

births into the top group, both measured relative to qt+∆t, the quantile threshold at t + ∆t.
In the present paper, the demography term instead operates at time t: removing the dead

from the full population at t changes the survivor distribution G̃t, which promotes individ-

uals from just below the threshold qp into the top group of the survivor population, at their

time-t wealth. The drift and dispersion terms then track all survivors—including these newly

promoted individuals—from t to t + ∆t.
The two decompositions have the same continuous-time limit and are quantitatively very

close for short time intervals. To see why, note that the mass of promoted individuals is

O(δt∆t). Their contribution to drift and dispersion over the interval ∆t is therefore O(δt∆t ·∆t),
which vanishes relative to ∆t as ∆t → 0. The same reasoning applies to population growth.

The advantage of the present formulation is that it holds as an exact accounting identity for

any ∆t and any death rate δt—it does not require the number of deaths to be infinitesimal.

Generalized entropy. Using the explicit influence function:

∫
X

IFν dΨ̄Bt =
1

α(α − 1)

(
EΨ̄Bt

[(
x

EGt [x]

)α]
− 1 − α

(
EΨ̄Bt [x]
EGt [x]

− 1

))

This has the same functional form as να itself, but evaluated at the entrant distribution Ψ̄Bt

relative to the incumbent mean EGt [x]. It is zero when entrants have the same distribution as

incumbents and positive (by convexity) whenever entrants differ.

Herfindahl-Hirschman Index. The HHI is not population invariant, so the full demography

term from Proposition 1 applies. The influence function is:

IFH(x; G) =
x2(∫

X x′ dG
)2 − 2 H(G) x∫

X x′ dG
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Note that
∫

X IFH dG = H − 2H = −H < 0, confirming the index is not population invariant.

The full continuous-time decomposition is:

d
dt

H(Gt) = 2N EGt
[
s2

it (µt(x)− µ̄t)
]︸ ︷︷ ︸

Drift

+ N EGt
[
s2

it σt(x)2]︸ ︷︷ ︸
Dispersion

+
∫

X
IFH(x; Gt) dΨBt(x)−

∫
X

IFH(x; Gt) dΨDt(x)︸ ︷︷ ︸
Demography

The demography term can be decomposed into a selection effect and a dilution effect. Writing

ΨBt = (ηt + δt)Ψ̄Bt and ΨDt = δtΨ̄Dt as in Section 2.1:

Demography = (ηt + δt)

(∫
X

IFH dΨ̄Bt + H
)
− δt

(∫
X

IFH dΨ̄Dt + H
)

︸ ︷︷ ︸
selection

−ηt H︸ ︷︷ ︸
dilution

The dilution term −ηt H is always negative: population growth mechanically reduces concen-

tration even when entrants are drawn from the same distribution as incumbents. This is the

continuous-time analog of the 1/N effect.

The full discrete-time accounting framework is:

H(Gt+∆t)− H(Gt) = 2N E[sit ∆sit | i ∈ S]︸ ︷︷ ︸
Drift

+ N E
[
(∆sit)

2 | i ∈ S
]︸ ︷︷ ︸

Dispersion

+ H(Gt+∆t)− H(G̃t+∆t) + H(G̃t)− H(Gt)︸ ︷︷ ︸
Demography

where sit = xit/ ∑j xjt denotes market shares and N the number of survivors, consistent with

Table 2.

B.3 Derivation of the GE Decomposition

Write s = x/EG[x] for income shares, so that να = 1
α(α−1) (E

G[sα] − 1). Under the diffusion

dx = xµ dt + xσ dW, shares follow ds/s = (µ − µ̄) dt + σ dW, where µ̄ = EG[xµ]/EG[x]. By

Itô’s lemma,

d(sα) = sα
[
α(µ − µ̄) dt + ασ dW + 1

2 α(α − 1)σ2 dt
]

.

Taking expectations and dividing by α(α − 1):

d
dt

να =
1

α − 1
EGt [sα(µ − µ̄)] +

1
2

EGt
[
sασ2] = 1

α − 1
EGt

[(
x

EGt [x]

)α

(µ − µ̄)

]
+

1
2

EGt

[(
x

EGt [x]

)α

σ2
]

.

B.4 Characterization of Generalized Entropy

Theorem 1 (Dynamic Characterization of Generalized Entropy). Let ν be a smooth, scale-invariant,
population-invariant distributional index satisfying the transfer principle. Suppose the dispersion
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weight is multiplicatively separable in income level and distribution: there exist functions h : F → R+

and ϕ : R+ → R+ such that

x2 ∂xx IFν(x; G) = h(G) ϕ(x) for all x and G,

where ϕ does not depend on G. Then ν belongs to the generalized entropy family, up to affine rescaling.

Proof. Scale invariance implies IFν(λx; Gλ) = IFν(x; G). Differentiating twice: λ2 ∂xx IFν(λx; Gλ) =

∂xx IFν(x; G). Substituting separability: ϕ(λx)/ϕ(x) = h(G)/[λ2h(Gλ)] is independent of x,

so ϕ(x) = ϕ(1) xr for some r > −2. Setting α = r and integrating twice: IFν(x; G) =

C(G) xα + A(G) x + B(G). The scaling relation gives C(G) = κ/EG[x]α. Population invari-

ance and scale invariance pin down A(G) and B(G). The resulting influence function is that of

κ να(G).
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