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Abstract

We explore the implications of a new fact: expected financial returns are inversely
correlated to the rich-poor gap in parents” expenditure share on children’s human
capital. A model with endogenous human capital accumulation and credit con-
straints naturally generates this pattern and connects low expected financial returns
to rising wage inequality, falling intergenerational mobility, and a rising high-earner
labor share. In the calibrated model, 3% lower financial returns generates a 17%
rise in cross-sectional labor income variance and a 7% higher parent-child labor in-
come intergenerational elasticity. We use our model to study additional implications,
including the effects of wealth taxation.
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The professional classes especially, while generally eager to save some capital
for their children, are even more on the alert for opportunities of investing it
in them.

—Alfred Marshall, Principles of Economics, 1890

How is the labor income distribution affected by a low financial return environment?
Over the past 40-50 years, interest rates in advanced economies have been declining and
are projected to remain low (Laubach and Williams, 2003; Holston et al., 2017), an impor-
tant driver of low overall expected rates of return-on-capital. During a similar timeframe,
and within similar advanced economies, labor income dispersion has risen (Piketty and
Saez, 2003, 2006; Piketty et al., 2018). This paper offers theory and evidence on the effect
of low expected financial returns on high labor income inequality, via uneven human
capital accumulation.

We start with a novel motivating fact: the rich-poor gap in parent-on-child educa-
tional investment has grown since 1980 in the US, a period of falling real interest rates
and other expected financial returns. In the 20 years prior to 1980, rates fell and then
rose, and the rich-poor educational investment gap mirrored this pattern, growing in the
1960s and falling in the 1970s. We refer to this phenomenon as human capital tilting: low
rates coincide with a larger human capital investment gap, and vice versa.

To understand the causes and consequences of human capital tilting, we present a
model of the family that consumes and invests in both financial and human capital,
subject to borrowing constraints. The key question for our model is what happens when
expected future financial returns fall.

Like any real investment activity, human capital investment should rise as interest
rates and other expected financial returns fall. Intuitively, the “discount rate” on human
capital declines with expected return-on-capital. At the same time, the “cash flows”
of human capital are future wages that do not offset the discount rate effect—in fact,
under standard assumptions, wages rise as the return-on-capital falls, due to a capital
deepening effect. By contrast, low rates induce a fall in both the discount rate and
future cash flows associated to financial assets. The net effect is an increase in the value
of human capital, relative to financial assets, and thus a greater incentive to invest in
education. One can also think of this as a pure portfolio choice effect: a falling expected
return to capital incentivizes substitution into human capital.

With credit constraints, human capital investment rises less for poorer households,
because they are reluctant to borrow. Said differently, poorer households” effective dis-
count rate also includes the shadow value of binding financial constraints, which is rel-



atively insensitive to the return-on-capital. The result of a low-rate environment is thus
a disproportionately large increase in educational investment for wealthier households.
That is, human capital tilting occurs naturally in our framework.

Human capital tilting is the key driving mechanism behind a series of other theoret-
ical results. We prove that falling rates cause greater labor income dispersion (Piketty
et al., 2018; Blanchet et al., 2021), the emergence of the working rich (Piketty and Saez,
2003; Kaplan and Rauh, 2013; Smith et al., 2019; Eisfeldt et al., 2021), and lower intergen-
erational income mobility (Corak, 2013; Chetty et al., 2014; Davis and Mazumder, 2017;
Chetty et al., 2017). In this sense, a low financial return environment can unite a number
of emerging patterns in labor income dynamics. In a calibrated version of the model, a
3% reduction in real rates generates a 17% rise in cross-sectional log labor income vari-
ance and a 7% higher parent-child labor income inter-generational elasticity. In addition
to these effects, our model connects falling rates to a rising education price, consistent
with the data, which can crowd out the investment demand of borrowing-constrained
parents.

We then show how, from a normative perspective, human capital tilting and the
associated changes in inequality and mobility are inefficient because human capital in-
vestment becomes less aligned with talent and more aligned with wealth. We also argue
that using capital taxes to combat inequality is partially self-defeating, since capital taxes
reduce financial returns, thereby amplifying human capital tilting and offsetting some of
the inequality reduction. Many papers have studied welfare and policy in the context of
constrained human capital investment Heckman et al. (1998); Benabou (2002); Krueger
and Ludwig (2013); Heathcote et al. (2017). Our novelty is the introduction of the port-
folio choice margin between financial and human bequests, which most of the literature
abstracts from, and therefore the analysis of how financial returns affect the efficiency of
human capital investment.

Although the mechanisms we espouse are relatively neoclassical, our paper is un-
usual in connecting discount rates to labor income distributions. By and large, the
literature on wage inequality has focused on forces that directly affect wages, e.g., skill-
biased technical change (Katz and Murphy, 1992; Katz and Autor, 1999; Krusell et al.,
2000; Acemoglu, 2002; Autor et al., 2003). In that context, Murphy and Topel (2016)
show how human capital accumulation and inequality respond to changes in the skill
premium. A recent literature on educational attainment emphasizes the importance of
credit constraints (Lochner and Monge-Naranjo, 2011; Hai and Heckman, 2017; Caucutt
and Lochner, 2020) but does not study the resulting income distribution nor the role of
discount rates.



On the other hand, interest rates and other rates of return lie at the core of a fast-
growing literature on wealth inequality (Saez and Zucman, 2016; Benhabib and Bisin,
2018; Benhabib et al., 2019; Fagereng et al., 2020, 2021; Greenwald et al., 2021; Hubmer et
al., 2021). Universally, this literature has abstracted from the endogenous determination
of labor income and skills. For example, the recent study by Greenwald et al. (2021)
argues that human wealth increases as interest rates fall, moreso for the poor and young,
which tends to mitigate the effects of rising financial wealth inequality. The opposite
conclusion holds once you allow for human capital investments under low interest rates:
the presence of human capital amplifies financial inequalities.

Many theoretical studies of inequality zoom in on the extreme right tail (Jones, 2015;
Gabaix et al., 2016; Jones and Kim, 2018; Gomez, 2025), partly because the tail has
changed the most and partly because the economic mechanisms plausibly differ from
those affecting the rest of the distribution. By contrast, our human capital forces are
more applicable to the entire distribution (and perhaps least applicable to the tail).

A recent literature studies how monetary policy—and interest rates more generally—
affects investment across the distribution of firms under financial frictions. This litera-
ture presents somewhat disparate results depending on the setting and details. For ex-
ample, Ottonello and Winberry (2020) argue empirically that more financially-constrained
tirms are less sensitive to interest rates, whereas Jeenas (2019) argues the opposite using
similar data but a different empirical specification. Gopinath et al. (2017) argues that
both productivity and financial constraints matter for the heterogeneity of investment
responses, and Asriyan et al. (2025) argues that general equilibrium forces can reverse
partial equilibrium responses in this context. Unlike these papers, we are focused on
human capital investments and household income inequality, rather than firms.

Two other related papers, which may have consequences for inequality, are Liu et al.
(2022) and Gomez and Gouin-Bonenfant (2024). Like us, both papers study how low
interest rates amplify investment incentives (into market power and entrepreneurship,
respectively) moreso for one subgroup (industry leaders and wealthy business-owners,
respectively). Unlike these papers, we focus on human capital investment and the role
of credit constraints (these papers study frictionless mechanisms).

Finally, Auclert and Rognlie (2020) and Mian et al. (2021) have argued theoretically
that income inequality can depress interest rates, through demand for savings. Together
with our paper—which establishes the reverse causality—this suggests a potential two-
way feedback between inequality and interest rates that may be worthy of investigation.

The remainder of the paper is organized as follows. Section 1 documents stylized
facts on human capital tilting in the data. Section 3 sets up the model and develops all



of the theoretical insights. Section 4 quantifies the size of the model effects. Section 5

contains concluding remarks.

1 Motivational facts: human capital tilting in the data

We first document that the educational expenditure Engel curve steepens as expected
returns on financial assets fall. Some existing research explores related patterns. Corak
(2013) and Schneider et al. (2018) have shown that the gap in the amounts spent on edu-
cation has widened since the 1970s between high- and low-income households. Kornrich
and Furstenberg (2013) have shown that the ratio of educational spending to income has
risen more for high-income households. The relative increase in monetary spending on
human-capital investment by richer households is not a substitution away from time in-
put into monetary input, possibly in response to a divergence in the market cost of time;
Ramey and Ramey (2010) have shown that time spent on children has increased more

for high-income parents since the mid-1990s.

1.1 Data

We use the Consumer Expenditure Survey (CEX), for years 1960-1961, 1972-1973 and
1980-2015, to estimate the elasticity of human capital investment with respect to perma-
nent income. The CEX allows us to estimate a proxy for the consumption share of human
capital investment for households of different income levels, going back 55 years. The
long time series is important, as we will examine how the elasticity gradient correlates
with financial expected returns, which are slow-moving.

The main expenditure variable includes tuition, fees, books, supplies and equipment
for day care centers, nursery school, other schools and college, as well as rental of books
and equipment and other school-related expenses. While this measure has the benefit
of being straightforward and consistent across the various CEX waves, it is only a small
fraction of parents” monetary investments into children’s human capital, not to mention
the time investment. (Conceptually, many types of unmeasured monetary investments
can affect and augment children’s human capital: they can include expenditures on
formative experiences, cognitive and emotional growth, and social networks, nutrition,
health and physical fitness, to name a few.)

The main consumption variable is total expenditure. Expenditure need not equal
consumption, especially given difficulties in allocating durable service flows over time.

We focus on expenditure mainly for consistency across years. For example, the older



waves (1960-1961 and 1972-1973) do not have enough information to impute flow of
vehicle consumption.

Permanent income is estimated by instrumenting for total income with consumption,
following an extensive literature (Modigliani and Brumberg, 1954; Friedman, 1957; Bat-
tistin et al., 2009; Charles et al., 2009). Our model is a generational model that abstracts
from higher-frequency income shocks, and hence calls for sorting households by their
permanent income.

Finally, to make amounts comparable across years, we deflate using the Consumer
Price Index (CPI) from BLS, so that all variables are in 2015 dollars.

1.2 Education expenditure by permanent income

Our goal is to estimate the elasticity of educational expenditure to permanent income
and to estimate its change over time. Figure 1a plots the ratio of educational expenditure
to total expenditure against log total expenditure, for quintile groups of households
sorted by the log total expenditure. In this figure, total expenditure is used directly as a
proxy for permanent income. Because families” human capital investment into children
depends strongly on where the children are in their life cycles, we control for this by
residualizing both the ratios and the log total expenditures with age fixed effects using
the age of household heads.! The six different lines along with their markers plot the
ratios for six broad groups of years, with darker colored lines denoting later cohorts.

The first noticeable feature of Figure 1a is that education-to-consumption ratios are
increasing in permanent income for all years, i.e., human capital investment is a luxury.
The level of educational expenditure share may seem low, ranging from roughly 0.5% to
3.5%. This is for two reasons: (i) we only capture a small fraction of the total monetary
human capital investment, and (ii) the ratios are formed across all households regardless
of the presence of school-age children. The cross-sectional spread, especially in recent
years, is large. For example, in the latest years (2011-2015), the top consumption quintile
households spent 3.5% of their expenditure on education, whereas the ratio is less than
0.5% for the bottom consumption quintile households.

Second, the slope is increasing over time. For example, the bottom quintile ratios
across multiple years are mostly clustered around 0.5%, but the top quintile ratios dis-
play a large increase over time. An alternative way to visualize the change over time is

to plot the same average educational expenditure share over time for each consumption

1We first calculate education-to-total expenditure ratios for each household (excluding households that
report zero total expenditure), then residualize both that ratio and log consumption expenditure by age,
then sort by the residualized log consumption.



quintile group—see Figure 2a. Each line with its markers now represents a consump-
tion quintile group. The bottom three quintile groups’ ratios are stagnant, with a slight
hump-shaped pattern over time. By contrast, the top quintile group’s education-to-
consumption ratio increased monotonically over time, from a little above 1% in 1960 to
almost 3.5% in 2011-2015.

Figures 1b and 2b instead plot ratios of educational expenditure to income, rather
than total expenditure, on the y-axis. The households are still sorted into quintiles by
total expenditures; this roughly corresponds to a permanent income regression where
income is instrumented by consumption. We again find similar patterns.

Our theory predicts human capital tilting: the slope of educational investment, as a
function of permanent income, rises when real rates fall. In Figure 3, we therefore plot
the estimated slopes and real rates together. We summarize the relationship between
educational-spending share and permanent income using a semi-elasticity estimated by
regressing consumption share of education on log income, instrumented using log con-
sumption expenditure, with age and year fixed effects, for a group of years. Since the
predicted relationship is negative (i.e., low R leads to greater tilting), we plot (—1) x
estimated slopes in Figure 3 to facilitate the comparison.

For real rates, the ideal variable is an expected rate of return across all financial assets
with similar duration to human capital investments, adjusted by the inflation expectation
over the same horizon. Such estimates are not readily available, so we instead plot three
imperfect alternatives. The first series is the 10-year real rate, plotted in solid blue. For
a risk-free financial investment, this time series is close to ideal, yet it only goes back to
1982. The second series is a 1-year real rate, plotted in solid red, which goes back further
in time but is less ideal in terms of its short horizon. As expected, the real 10-year and
1-year rates exhibit similar time series movements in the years that they overlap since
1982. The third series is the earnings-to-price ratio of the US equity market, plotted in
solid green. The earnings-to-price ratio is a common proxy of expected returns on the
stock market and hence complements the other two risk-free series.

Figure 3 presents a critical takeaway. The (negative of) estimated slopes of the human
capital Engel curve tracks the real-rate proxies, decreasing first from 1960 to the 1970s,
then increasing to early 1980s, and then declining in the years afterwards. The link be-
tween the human capital Engel curve and the earnings-to-price ratio of the stock market
also exhibits qualitatively similar patterns. To the best of our knowledge, this time-series

correlation is new to the literature.
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Figure 1: Education expenditure (y-axis) vs. Consumption expenditure (x-axis) for 5 consump-
tion quintiles in the US. The top panel plots education expenditures as a fraction of total con-
sumption expenditures. The bottom panel plots education expenditures as a fraction of income.
Both the education expenditure share variables in the y-axes and the consumption variable on
the x-axis are residualized with respect to age.
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Figure 2: Education expenditure share over time. The top panel plots education expenditures
as a fraction of total consumption expenditures. The bottom panel plots education expenditures
as a fraction of income. Both the education expenditure share variables in the y-axes and the
consumption variable used in forming the quintiles are residualized with respect to age.
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Figure 3: Education Engel slope (hollow circles, right axis) and real rates of return (solid lines,
left axis). The “Engel curve slope”, for a group of years, is defined as the regression coeftfi-
cient from a 2-stage least squares regression of the education expenditure share on log income,
with log income instrumented by log total expenditure, and including with age and year fixed
effects. The figure plots the negative of this 2SLS regression coefficient. The “Real 10-year”
(solid blue line) corresponds to the 10-year real Treasury yield from the Federal Reserve Bank
of Cleveland, retrieved from FRED. The “Real 1-year” (solid red line) corresponds to the dif-
ference between the yield on 1-year Treasury bills, retrieved from the Macrohistory database
(https://www.macrohistory.net/database/) constructed in Jorda et al. (2019), and the contem-
poraneous 1-year inflation expectation, retrieved from the Ludvigson Surveys. The “Earnings-
price” (solid green line) corresponds to the earnings-to-price ratio on the S&P500 stock index,
retrieved from the database (http://www.econ.yale.edu/ shiller/data.htm) constructed in
Shiller (2000). Earnings are the sum of the last four quarters of earnings, summed over all
firms in the index.
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2 Human capital tilting: a simple graphical example

Our main question concerns the impact of a change in expected future financial returns,
via parental incentives to invest in their child’s human capital. More specifically, recall
that we refer to human capital “tilting” as the disproportionate increase in human capital
investment by rich parents. This section uses a simple example to show that human
capital tilting is the natural outcome of parents’ portfolio choice between leaving a financial
bequest and educating their children.

Before explaining with our full model, we provide a graphical analysis for a simpler
example. Imagine a parent trying to maximize their child’s total endowment, R'a’ + 1/,
which consists of financial assets R'a’ and human capital . Human capital is produced
by parental investment x, the key choice in this setting, according to a concave produc-
tion function ' = g(x). Parents also have financial resources 1, meaning that they are
able to save @’ = n — x for their child. These savings earn a return R’ which is then
passed on to the child as R'a’. Parents are also subject to an intergenerational borrowing
constraint, 2’ > 0. Figures 4-6 plot the solution and convey the key forces involved in a
change to expected future returns R’.

Figure 4 plots the investment optimality condition in this simpler model. The marginal
rate of transformation between a child’s financial assets R'a’ = R’(n — x) and his la-
bor income y' = g(x) is captured via the concave curves (the production possibilities
frontier) that have slopes —R’/¢’(x). However, R'a’ and y’ are equally valuable to the
parent—the R’a’ 4y isoquants, which have slope —1 in (R'a’,y’)-space, represent indif-
ference curves for the parent. The tangency between the possibility frontier and these
indifference curves is therefore such that ¢’(x) = R’. The left panel plots the optimality
condition for an unconstrained parent, which sits at this tangency point, while the right
panel plots the optimality condition of a constrained parent with 4’ = 0. It is clear that
the constrained parent underinvests in education.

Figure 5 displays the tilting mechanism. If R’ falls, the production possibility fron-
tier rotates counterclockwise around the point (g(n),0), but the indifference curves and
borrowing constraint are unaffected. The result is an increase in human capital for the
children of unconstrained parents, and no change for constrained parents.

Figure 6 presents an alternative visualization via investment demand curves, treating
R’ as the price and x as the quantity. Unconstrained parents invest until their demand
¢’ (x) meets their marginal opportunity cost R’. Constrained parents are on the vertical
(inelastic) part of their demand curve and underinvest. When R’ falls (right panel), it is
clear that the investment gap widens between unconstrained and constrained parents.
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Figure 4: Optimal human capital investment in the simplified model described in the text. The
dashed lines, which have a slope of —1, represent parental indifference curves. The solid curves,

which have a slope of —R’/g’(x), represent the production possibility frontier. The left panel
captures an unconstrained parent. The right panel captures a constrained parent.
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Figure 5: Tilting mechanism in the simplified model described in the text. The left panel captures
an unconstrained parent. The right panel captures a constrained parent.
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3 A model of human capital tilting

The following small, open economy is composed of overlapping generations of families.
Each agent lives for two dates: when young, they are a “child”; when old, we call
them a “parent” that is associated with a newborn child. Parents can differ in their
assets and skills, earn wages from work, consume, leave financial bequests, and make
educational investments in their children (human capital). Parents are also subject to
a borrowing constraint. Parents” decisions, plus additional random shocks, lead to the
children’s distribution of assets and skills. The wage rate w and price of human capital

investments p are equilibrium objects. The marginal product of capital R is exogenous.

Individual family problem. Consider a parent with financial assets 4, human capital £,

talent z, and luck ¢. She earns labor income
y 1= wezh.

Define the net wealth of a parent after earning labor and capital income, but before

making consumption decisions and before investing in their child’s human capital:
n:=Ra+y. (1)

With wealth 1, the parent makes consumption and investment decisions that result in
the child’s assets 4’ and human capital /', determined as

a'=n—c—px (2)
W= 0(h)g(x). (3)

Equation (2) is a standard budget constraint: the parent consumes c and spends px
on child education. Equation (3) is the human capital production function: parents
combine some financial investment x along with their own skills / to leave the child
with 1’. We include an explicit role for parental human capital / in the productivity 6(h)
of the child’s skill formation, reflecting the complementarities discussed in Cunha and
Heckman (2007) and Becker et al. (2018). This feature is not critical for our theoretical
results but helps our model quantitatively.

The child also inherits talent z’, which is an exogenous combination of parental talent

12



z and some random luck v, according to
logz' = (1 —y)logz+ ¢logz + oyv. (4)

The talent luck is an iid idiosyncratic shock drawn from a standard Normal distribution,
i.e., v ~ N(0,1). The child also experiences labor market luck ¢’. We assume that ¢ and
¢’ are iid idiosyncratic shocks both drawn from distribution & with mean 1. (The only
purpose of ¢, ¢’ are to enrich income distributions in quantitative exercises.)

Parents make all the decisions in this economy. At the time of her decisions, the
parent knows their net worth 7, the investment price p, future returns (R, w’), and her
own child’s talent level z’.

The parent utility function is given by

u(c) + pu(E[n']), )

where u is the flow utility function applied to both parental consumption ¢ and the
“warm glow” from the expected bequest E[n’] = R'a’ + E[y'] to the child (this expecta-
tion is conditional on the parent’s information set, but we simply write it as [E[-] when
this conditioning is clear from the context). Herein lies a crucial aspect of the model: the
expected bequest is in market-value units, in the sense that it includes both bequeathed
financial assets 4’ and human skills /' left to the child, both after earning their expected
returns. Insofar as parents care about the total resources their child will have, n/, our
utility assumption thus embeds a degree of rationality into the warm glow decision.
Two implicit assumptions are worth discussing here. First, the assumption that
parents only care about the expectation of the bequest (i.e., [E[n’] rather than n’) is for
simplicity—this shortcut is used in Becker et al. (2018) as well. Such an assumption could
alternatively be justified as a first-order approximation to an expected utility model for
small labor income shocks ¢’ (additionally, if there were capital return shocks, then our
assumption approximates those to be a small factor in bequest motives). Under our as-
sumption, parents do not make precautionary decisions due to the child’s income risk,
which will allow for clean analytical results and also illustrates that our mechanisms
are completely distinct from inter-generational insurance motives. Second, the implicit
assumption that the bequest includes the market value of human capital E[y'] is mo-
tivated by the logic of conventional frictionless family models that imply a fungibility
between time and financial assets (e.g., leisure time comes at the opportunity cost of
labor income). Note that we also abstract from a labor supply decision in this model.

13



Finally, parents additionally face the borrowing constraint
a' > a, (6)

where 2 < 0. Our theoretical propositions often assume a2 = 0, which denotes no
intergenerational borrowing and is also thus the natural case to consider.

Parents maximize (5) subject to their intergenerational budget constraint (2) and their
borrowing constraint (6). We assume the following functional forms for utility and hu-

man capital production:

T—y _
u(c) = %, v >0,
0(h) = BK’,

glx)=x% a+<1

These commonly-adopted functional forms have two properties which are convenient.
Both satisfy an Inada condition at 0, which delivers interior optima, and both feature
constant elasticity and curvature, so that none of our results emanate from exogenous

cross-sectional heterogeneity in consumption or investment propensities.

Equilibrium. Let F;(a, i, z) denote the time-t endogenous distribution of parents’ assets,
human capital, and heritable talent. The next-period distribution F;1(a,h,z) is deter-
mined from F; and the evolution equations for a;,1, h;1+1, and z;44, given in (2), (3), and
(4). Recall also that E denotes the exogenous distribution of labor market luck ¢, while
the talent shock v is a standard Normal whose CDF we denote by ®. To economize on
notation, we will often write M; = F; X E x ® for the product measure, which is the key
object for integrating over individual parents.

We assume an aggregate production function for consumption goods, the numéraire,
given by a Cobb-Douglas aggregator of capital K and effective units of labor L,

Y, = KL, . 7)
The representative firm rents capital and labor at prices Ry and w;. So

Rt = th/Kt (8)
wy = (1—p)Ys/Ly )

Recall that this is a small open economy, so K; adjusts elastically to R;, which is exoge-

14



nous. By contrast, w; is determined endogenously.
Total education goods are produced via an investment of consumption goods (invest-
ment [;) according to the following production function

Xp =1 (10)

The relative price of education goods will be denoted by p;. Maximizing profits, educa-

tion producers set 7p;I/ o1 Substituting this back into (10), we have

Xe = (ype) 7 (11)

1
1—

which can be thought of as the education supply curve.

The market clearing conditions are as follows. As a consequence of the open capital
market, there is neither a goods nor capital market clearing condition. The two market
clearing conditions pertain to labor and education investment. Aggregate effective units
of labor are given by summing all workers’ talents and skills,

Ly = /zhth(a, h,z,ev). (12)

Aggregate education investment comes from the cumulation of family investment deci-

sions,
X; = /x(a, h,z,7,e)dM;(a,h,z,¢v), (13)

where x(a,h,z,2,¢) is the parents” investment policy function, and where z/ = (1 —
Y)Z + Pz + oyv from equation (4).

Special case: No-Borrowing Log (NBL). In our model, we will often want to clarify the
mechanics by simplifying to the special case with no borrowing (2 = 0) and log utility

(v = 1). The economics will be particularly clear with these parameters.

Definition 1. The No-Borrowing-Log (NBL) economy is defined by 4 = 0 and v = 1.

3.1 Partial equilibrium analysis

We now provide the details of the partial equilibrium for our full model. That is, tak-

ing prices as exogenous, we illustrate the parental incentives to make human capital
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investments. To keep notation compact, define the following composite variable:
@' = w'Z'0(h), (14)

which captures the family-specific payoff to a child’s human capital.
Let ABu’(EE[n]) denote the Lagrange multiplier on the borrowing constraint. Opti-
mality of parental consumption (c) and investment (x) imply

u'(c) = BR'u'(E[n']) + Apu'(E[n])
pa's'(x)u'(E[n']) = BR'pu(E[n']) + Apu’(E[n])p.

The consumption-savings decision is intertemporal, trading off parental utility against
bequest utility. The investment decision, by contrast, is a static trade-off between finan-
cial returns and the returns to human capital, both in terms of the child’s utility. Manip-
ulating the investment FOC illuminates the economics; let us divide by gu’'(E[n'])p to
obtain

~/ /!
wi“):R+A. (15)

This says that the marginal benefit of human capital investment is optimally linked to an
individual’s “discount rate,” where the discount rate not only includes the exogenous
expected rate of return R’ but also the shadow cost of borrowing at the constraint A,
denominated in units of child marginal utility. Consequently, a constrained parent has a
higher discount rate they apply to investment decisions.

Using the functional forms for u and g, unconstrained parents (with A = 0) choose

N A=
o Ri(n—px*) +a'g(x")
c* = R+ (BR)1/7 (17)

Before moving on, we use these unconstrained optima to emphasize that human capital
tilting requires borrowing constraints. Indeed, in a benchmark unconstrained model (a2 =
—00), there are no cross-sectional differences in investment responses to financial rates
of return. For instance, while low future financial returns can induce human capital

investment, this occurs proportionally across the income and wealth distribution.

Lemma 1. If a = —oo, then all parents are unconstrained and their investment all responds

16



proportionally to R':

?logx*  9?logx* d*logx*  9?logx*
0adR’ ~ 9z0R’ ~ 0hoR’ ~  0edR’

=0.

As constraints are crucial to our mechanism, we define the set of borrowing-constrained
parents,
B:= {(n,zb’) :c*—i—px*—i—an}. (18)

Its complement U := B¢ represents the unconstrained parents. Intuitively, borrowing-
constrained parents are those with low n and high @'.

For constrained parents, we may combine the FOCs to eliminate A. We obtain a
condition equating the marginal utility of consumption to the marginal value of human

capital investment:
pa'g'(x) _ _u'(c)
po W(ER) 1)

Using the functional forms and the borrowing constraint, a single equation determines

investment x for constrained parents, with ¢ then determined from the constraint:

xXg = {x: (“’[;w,)%(n —px—a)= e —|—R’gx177a} (20)

Cp:i=n—pxg—a. (21)

One can show that x5 is determined uniquely.
We often study the NBL economy, which has the following closed-form solution.

Lemma 2. Consider the NBL economy (a = 0, v = 1). Then,

. (a0 \ TR _ ap n

X —(—R/P> and x6_1+a55
« _n 1—a px* 1
C_1+,B+ Z 1Tp and CB_l—Hx,Bn'

Furthermore, constrained parents underinvest in human capital, in the sense that xg < x* for
all parents with (n,@'") € int(B).

Constrained parents’ behavior is particularly simple in Lemma 2: they consume
and invest constant fractions of liquid net wealth n. A reduction in R’ has no partial-
equilibrium effect on behavior because constrained parents cannot borrow more than

they already do, exactly as suggested by Figures 4-6.
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The effect of R’ on unconstrained investment x* is a pure portfolio choice effect:
lower R’ decreases the value of financial investment relative to human investment, so

*

x* unambiguously rises. In addition, there is an impact of R’ on c¢*, entirely through

wealth effects: lower R’ increases the net-present-value of child income through the

=/ *) _ R/ yr%
term 8O Kpe

= %px*, so ¢* also unambiguously rises. In passing, notice how
the presence of real assets creates an upward-bias for traditional inference about the
elasticity of intertemporal substitution, or EIS (i.e., despite unitary EIS, human capital
implies an inverse relationship between ¢ and R’).

The conventional economics of borrowing constraints—that financial assets matter
for constrained folks—are particularly transparent in Lemma 2. Whereas higher assets
n allow an increase in both consumption and investment cz and xp3, assets n have no
effect on unconstrained investment x*. The reason is that, unlike financial investment,
human capital investment has decreasing returns to scale, implying an optimal amount
of investment in children; unconstrained parents can always borrow enough to achieve
this optimal investment, so greater financial wealth has no impact.

Appendix B moves beyond the NBL case and shows that human capital tilting is more
general. Namely, we always have %x* <0< %xlg, so a decline in R’ leads uncon-
strained parents to invest more in their children while constrained parents invest less. A
gap opens between skills of children, depending on whether their parents happened to
be constrained or not.

We conclude with two remarks connecting our data to the model.

Remark 1. Section 1 examines the investment-consumption ratio (x/c), because this measure
purges unmodeled effects that apply to all types of expenditures. Our model is consistent with
the empirical patterns. Indeed, a corollary of Proposition B.1 is that x* /c* and xg/cp move in
opposite directions, in response to R’ changes (as long as vy is not too small). Assuming parental
consumption c is negatively associated with financial constraints, we predict a steeper slope in
the association between x /¢ and c during low-R’ regimes, which is what the data shows.

Remark 2. When we examine educational investment empirically, it looks like a “luxury good”
in the sense that x /c is increasing in c in all surveys. Our model does not make a clear qualitative
prediction that this slope needs to be positive. We explore this issue in Appendix C and show that
large { (role of parental h in producing child h') and large  (influence of parental talent z in
producing child talent z') lead naturally to a positive slope between x /¢ and c.
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3.2 Pricing and tilting in equilibrium

In this section, we address the impact of a low-return environment on market prices
(wages and education prices) and then the equilibrium feedback of these prices into
human capital investment.
Determining the response of wages is trivial. Due to the CRS production, the wage
w' is determined purely as a function of the capital return R’. In particular, solving
equations (8)-(9), the equilibrium wage is
o

w=(1—p) (%)H (22)

That is, a lower return R’ is associated with more capital (“capital deepening”) which
raises the marginal product of labor, hence raises w’'.

Next, we analyze the education price. Differentiate the market clearing condition (13)

to obtain
=r.0logxy\ —1w1../ dlogx dlogx dlogw’
dlogp . /. ]E[xalogp] IE[x(alogR’ + dlogw’ dlogR’)] (23)
dlog R/ 1-7 E|[x] E[x] '
where E denotes cross-sectional average, e.g., E[f] := [ fdM. According to expres-

sion (23), education prices are driven by two factors: the weighted-average investment

N . . dl .. . dl dl d
responses to (i) financial returns (i.e., #ggg/ and (ii) wages (i.e., #ggg,%

age, low financial returns induce human capital investment demand, so the first factor

). On aver-

is positive. Low financial returns also raise wages, which induces a further desire to
invest in human capital via the second factor. Given a rising demand for human capital
investment, its price increases.

Lemma 3. Consider the NBL economy (a = 0, v = 1). A fall in the rate R’ induces a higher

wage and higher education prices, with the following expressions:

dlogw'  p

dlogR"  1-p

dlogp/ = r ,  Where K:= — (1_w)_[1ux] —
dlog R l—p E[1,x] + 1=YE[x] + (1 — a)E[154]

I=n

Given the response of wages and education prices, our previous tilting results are
slightly modified as follows. First, higher future wages further amplifies the investment

demand of unconstrained parents, whereas it does not impact constraint parents” invest-

19



ment, thus amplifying the tilting mechanism. Second, higher education prices causes
constrained parents’ investments to fall on net, where previously there was no effect.
This latter “crowding out” implication is important in applications, because it can po-
tentially help resolve the puzzle that median labor earnings have not increased over time,
even as financial returns have fallen and skill premia have risen. More subtly, as we will
see, the rise in p creates a pecuniary externality that partly manifests in the reduction in

constrained parents’ investment.

Proposition 1. Consider the NBL economy (a = 0, v = 1). In equilibrium, changes in the rate
R’ induce the following human capital investment responses:

dlogx® 1 1—x

dlogR' ~ 1—-al—p

dlogx[f N ,  where K:= — - IE_[lux] — €(0,1)
dlogR" ~ 1-p E[1yx] + "UE[x] + (1 — «)E[154]

1-y
In particular, a fall in R’ leads to more unconstrained investment and less constrained investment.

Now that we have understood how human capital tilting can emerge in equilibrium,
we explore several of its implications. To that end, it is useful to define the following
simple tilting statistic that sits at the core of many subsequent results.

Definition 2. For an individual parent, we define the degree of human capital tilting by the

excess propensity to respond to R’ when unconstrained versus constrained:

. dlogxpg dlogx*
X dlogR’ dlogR’

(24)
Note that in the NBL economy, x is constant across all parents.?

3.3 Labor income distribution

We now turn to one of the central questions of our analysis: What are the implications of
finance-driven human capital tilting on the labor income distribution and its dynamics?
We show below that tilting implies a rise in labor income inequality, a decrease in inter-
generational income mobility, and an increase in labor’s share of income for relatively
richer households (the so-called “working rich” phenomenon). All of these patterns are

in line with the US experience over the last 50 years.

dlog x* and dlogxp

2Tn the NBL economy, dTog K dTog R’

are functions only of aggregate variables.
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Starting with labor income inequality, we have the following proxy:
T:= W[log(y’)],

where Var denotes cross-sectional variance. Income variance is the simplest compre-
hensive inequality measure that also emphasizes how our model and mechanism are
less about extreme income concentration and more about income inequality throughout
the distribution.> When R’ falls, high-income and high-wealth parents invest even more
in their kids, whereas low-income, low-wealth parents cannot—this raises inequality in
the next generation. The following result establishes that this mapping between human
capital tilting and inequality is exact in our model.

Proposition 2. Consider the NBL economy (a = 0, v = 1). Holding fixed the set 1B, we have
the following mapping between human capital tilting x and labor income inequality I:

dl — _

Consequently, when R’ falls, inequality rises if and only if human capital tilting prevails.

Next, we consider the following proxy for immobility:

M . Covllogy' logy]
Var[log y]

where Var are again Cov cross-sectional operators. Our immobility measure, commonly
called the “intergenerational elasticity of income” (IGE), is a regression coefficient of log
child labor income on log parent labor income. Such a regression captures how much
a child’s labor income depends on her parent’s. Human capital tilting is responsible
for a decrease in mobility. High-income parents disproportionately invest in their kids,
thereby creating kids whose incomes are more similar to their own; low-income parents
don’t invest more, which drags down their children’s income toward their own. Again,

our model features an exact one-to-one mapping between tilting and immobility.

Proposition 3. Consider the NBL economy (a = 0, v = 1). Holding fixed the set 13, we have
the following mapping between human capital tilting x and intergenerational immobility M:

dM _ _(E[logy | U] —E[logy | B

— E1z(1 - E1
Jlog K Varlog ] ) B( B) X X

30ur model is not well-suited to explain rising top percentile income shares. Indeed, one can easily
show that the tail of the income distribution is independent of R’.
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Consequently, when R’ falls, immobility rises if and only if human capital tilting prevails.

Finally, we examine the following labor share slope:

e i T Y ' ! = .= }// I =

The labor share slope measure looks at children’s ratio of labor income to total income,
comparing high-asset children to low-asset children. This slope is negative almost by
construction. However, the labor share slope rises when R’ falls. In other words, as R’
falls richer households are increasingly likely to be high-skilled laborers than capitalists
or rentiers. Here, the result is not exclusively due to human capital tilting, but that is
an important contributor, in the sense that #gw is more negative when Y is higher. We
make this last point precise, and link it concretely to financial frictions, by introducing
an alternative labor share slope that is the same in every way except it conditions on the
low-asset parent being unconstrained:

it Y Y

ait .__ 1; B / = . e / =
The change in the truly observed labor share slope, net of this alternative measure that

ignores financial frictions, is precisely related to the tilting statistic x.

Proposition 4. Consider the NBL economy (a = 0, v = 1). Holding fixed the set BB, a decrease
in R’ raises the labor share slope: #gR, < 0. In addition, we have the following mapping

between human capital tilting x and the excess labor share slope:

dlogR"™ dlogR’ 1+87

The derivations in Propositions 2-4 hold fixed the set B of borrowing-constrained
parents. But the set B will also respond: a fall in R” induces more parental consumption
and investment, which leads to an equilibrium in which a greater fraction of parents
are borrowing constrained. This provides an amplifying force on inequality and im-
mobility, because borrowing-constrained parents underinvest in their children’s human
capital. Later, when we discuss efficiency, the fact that low rates induce more borrowing

constraints to bind also becomes relevant.

Proposition 5. Consider the NBL economy (a = 0, v = 1). We have %Elg < 0.
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3.4 Aggregate labor income

In addition to the labor income distribution, we investigate aggregate labor income. In
our model, a reduction in R’ is driven by capital inflows, and so the conventional effect
is that this raises labor productivity and hence labor income. This static force is further
amplified by the dynamic investment incentive that raises overall human capital. But
with financial constraints, the investment effect is dampened through two channels: (i)
the aggregate investment is less with financial constraints; (ii) the parents who increase
investment are not necessarily the ones with talented kids.

Define the labor income of a single generation of children:
V' =E}]. (25)

Analogously, let Y5 denote the same generation’s labor income in the frictionless “first-

best” economy with 2 = —oco. We have the following result.

Proposition 6. The effect of R’ on agqregate labor income is

/ / * B /
dlogY' dlogw (x[dlogx E[15y'x] . 26)

dlogR’  dlogR’ dlog R’ Y

Consider the NBL economy (a = 0, v = 1) in which x is a constant. Assuming that parameters

dlogprg _ dlogp

are such that Tlog K — dlog R

is close enough to zero,* we have

dlog)’ dlogVig
dlogR’  dlogR’ >0 x>0

That is, a decline in R’ raises children’s aggregate labor income by less in the constrained economy

if and only if the constrained economy features human capital tilting.

Equation (26) helps decompose the forces involved. As R’ falls, the wage w’ rises,

/
which is a force to increase labor income. But the effect ‘ﬁg—gz, operates solely through
the production function and is thus equally strong with and without borrowing con-

straints. Second, unconstrained parents increase their investment demand when R’ falls,

dlogx* . . . . . . dlogp
but Tlog R 18 also equal in the constrained and unconstrained economies, provided Tlog K

4This requires picking # differently in the constrained and unconstrained economies, as the proof
shows. Note that it is always possible to equate dlogp/dlog R’ in the two economies: for instance, by
taking 7 — 1, we have dlog p = 0 for any perturbation.
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is held fixed in the two economies. Indeed, the total derivative of x* is

dlogx* dlogx* odlogx*dlogw’ dlogx* dlogp
dlogR’  dlogR’ ~ dlogw’dlogR’ ~ dlogp dlogR’

The direct substitution effect (first term) and effect through equilibrium wages (second
term) are independent of the borrowing constraint a. The impact of education prices
(third term) does potentially depend on a4, but the proposition holds fixed this effect.
Thus, the only term in (26) that is unique to the constrained economy is the human
IE[lBj‘/}/XX]

capital tilting term . Tilting x > 0 dampens the impact of low rates and financial

returns on aggregate income.

3.5 Kaldor-Hicks efficiency

While we have examined several consequences for aggregate labor income and its distri-
bution, it is also instructive to examine welfare efficiency. Indeed, our core mechanism—
human capital tilting—arises due to borrowing constraints, which are also the source of
all inefficiencies in this economy.

A hallmark measure of welfare is so-called Kaldor-Hicks efficiency (studied exten-
sively in Ddvila and Schaab, 2025). This measure evaluates the aggregate willingness-to-
pay, in consumption units, for some policy or, more generally, some perturbation in the
environment. If such an aggregate willingness-to-pay is positive, then the perturbation is
“potentially Pareto optimal,” in the sense that everybody is better off if the perturbation
is bundled with transfers whereby the winners compensate the losers.

We start by computing this measure for a single generation. Later, we account for the

overlapping generations structure. Welfare of one parent’s generation is given by
W :=Elu(c) + pu(E[n])]. (27)

The money-metric change in welfare scales the welfare perturbation by some marginal
utility, to convert utils into consumption units.” For convenience, we choose the marginal
utility of bequest as the scaling factor and examine the following weighted derivative for
any perturbation &

d

% = /ma [u(c) + Bu(R (n — c — px) +w’z’h’)}dM (28)

Because our model abstracts from precautionary savings and risk effects, money-metric welfare closely
tracks with consumption-equivalent measures of social welfare as in Benabou (2002) and Heathcote et al.
(2017), if we focus solely on the children’s generation.
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We are interested in the perturbation é: = dlog R’. We contrast the result for equilibrium
welfare WV against Wrp, defined as the analogous welfare in the first-best economy with
no borrowing frictions (a2 = —o0). For simplicity, the following result uses the limit 7 — 1

to shut down the impact of education prices (when 7 — 1, we have p — 1).

Proposition 7. Consider the economy with 3 — 1. The effect of R’ on Kaldor-Hicks efficiency,

relative to first-best, is

oW oWrp
dlogR"  JdlogR’

dlogw’

=K' — Kpp+ (V' — yI/TB)W/

where K' := R'E[a’] is aggregate capital income, and K is aggregate capital income in the
frictionless economy. In the NBL economy (a = 0, v = 1), we have K- IC}B >0> ) — ygB,
and so a decline in R increases the wedge between equilibrium efficiency and first-best efficiency.

Proposition 7 isolates two critical drivers of efficiency that both work in the same
direction. With borrowing constraints, parents save excessively and invest too little in
human capital, i.e., K' — Kz > 0and V' — V5 < 0, respectively. As a result of excessive
financial savings, a decrease in R’ reduces capital income excessively (or restated in terms
of borrowing, a decrease in R’ does not reduce borrowing costs as much as it optimally
should). As a result of deficient human capital investment, a decrease in R’ that raises

wages then raises incomes too little.

4 Quantitative magnitudes

Although our model is purposefully simple, we propose a numerical illustration to get a
sense of magnitudes. In particular, we will first consider a calibration with a high interest
rate that roughly matches some data from around 1980. We refer to this as the baseline
calibration. Then, holding fixed the rest of the calibration, we will consider a lower
interest rate and estimate the effects on human capital tilting, labor income inequality,
intergenerational mobility, and the prevalence of the working rich. Conceptually, this
exercise estimates how much the changes in tilting, inequality, immobility, and top labor
shares can be attributed to a fall in rates between 1980 and 2010.

4.1 Calibration

Let us discuss the baseline calibration. First, parental and child labor income are given
by the expressions y = wzhe and y’ = wz'l’¢/, respectively. Here, we are allowing for an
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explicit wage rate w, which is chosen in order to obtain an average parental income of
40,000 per year.

The parental skill variables (z,h,¢) are drawn from a multivariate lognormal dis-
tribution, with unit means, zero correlations, and standard deviations (of the logs of
these skill variables) of 0.22, 0.44, and 0.49. These standard deviations are chosen so
that idiosyncratic shock ¢ explains half the variance of parental income, / explains 40%,
z explains 10%, and so that the parental labor income Gini coefficient is 0.375 (this is
approximately the value for the US in 1980).

Recall the child human capital is formed according to the production function i’ =
Ohéx*. We calibrate § = 0.07, « = 0.35, and ¢ = 0.30 in order to obtain the following
in the baseline: a median child income of approximately 50,000; a top 10 percent child
share of total income of around 35% (the US value in 1980, see Piketty and Saez, 2003);
and a log-log IGE of approximately 0.3 (approximately the US value for cohorts born
in 1955, see Davis and Mazumder, 2017). The child exogenous skill is inherited from
the parents’ according to z’ = z¥, with ¥ = 0.10 picked to reflect the relatively small
estimates of genetic heritability of income-relevant talents (Bowles and Gintis, 2002).
The child idiosyncratic shock ¢’ is drawn from the same distribution as the parent «.

Parental financial assets a are drawn from a lognormal distribution that has a mean of
100,000, a standard deviation calibrated to match a wealth Gini of 0.5 (somewhat lower
than the 1980 US wealth Gini of 0.75), and correlations of corr[log(a),log(z)] = 0.1 and
corr[log(a),log(h)] = 0.4. The somewhat lower dispersion in wealth calibrated here is
meant to capture the fact that assets in our model are liquid while many assets in the
real world, especially for the richest families, are not. (That said, most of our results are
robust to having a much wider dispersion of parental assets, with the exception that we
struggle to match the flat 1970s slope of x/c against ¢ in such a calibration.) The choice
of correlations is so that log(z),log(h) have the same correlations with log(y) as with
log(a). For simplicity, we do not allow net borrowing, b = 0.

The annual discount factor is set to the relatively standard value of Binnua1 = 0.95.
The baseline EIS is set to 7! = 0.2, a relatively low value on which we will perform
some sensitivity analysis. The baseline annual real interest rate is set to Rypnyar = 1.04,
in line with the “rstar” estimated by Laubach and Williams (2003); in the late 1970s and
early 1980s, the long term real rate was arguably much higher, but we take a conservative
approach given the difficulty in measuring inflation expectations.

Finally, in interpreting our model, we must recognize that a period our model is
a “generation.” Thus, we compound our discount factor and interest rate to reflect a
generation of 20 years: B = 20 = 0.3585 and R = R’

A = el = 2-19. A summary of our
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parameter choices are contained in Table 1 below.

Parameter Description Value
71 elasticity of intertemporal substitution 0.20
Bannual Annual discount factor 0.95
« HC prod. elasticity to parent investment 0.35
P Exogenous skill persistence 0.10
4 HC prod. elasticity to parent HC 0.30
6 HC prod. TFP 0.07
w Wage rate ~ 40,000
b Borrowing limit 0
Rannual Annual real interest rate 1.04

Table 1: Key parameter values for the model.

4.2 Baseline results

To compute aggregate and distributional statistics, we simulate 1 million households
from our model. Table 2 shows some model-implied statistics for human capital tilting,
labor income inequality, intergenerational income mobility, and working-rich prevalence.
Overall, the model does a reasonable job of generating relatively realistic child income
distribution (panel B), levels of intergenerational mobility (panel C), and labor share of
income across the distribution (panel D). Moreover, the investment-to-consumption ratio
is relatively flat cross the parental income distribution (panel A), in line with the data on
educational expenditure shares in 1980.

Now, we do an experiment where we reduce the interest rate from Rynnua = 1.04 to
Rannual = 1.01. The results are in the final column of Table 2. With the lower real interest
rate, there is a significant amount of human capital tilting: investment-to-consumption
x/c increases from 0.13 at the 10th percentile of parent labor income to 0.18 at the 90th
percentile (panel A). This tilting drives significant inequality in terms of income distribu-
tion variance, although only a moderate change in the top 10th percentile of labor income
(panel B). (The latter is somewhat to be expected, given the result of Proposition ?? in
the appendix, which shows that the Pareto tail of income in our model is unaffected by
R.) All measures of intergenerational persistence are significantly higher (panel C). And
tinally, the labor share increases across the distribution, particularly at higher incomes,
capturing the working rich phenomenon (panel D).

Relative to the data, our counterfactual exercise can account for a large degree of

changes in inequality and mobility. For inequality, the cross-sectional variance in log
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Value Value
Statistic (Rannual = 1.04)  (Rypnuar = 1.01)

Fraction constrained 39.2% 70.0%

A. Tilting Measures: x/c ratios at various parental labor income quantiles

quantlle

E[X | y = yduone] 0.10 0.13
E[X|y=y gga;tfle] 0.10 0.14
E[X | y = ydunle) 0.11 0.16
E[X | y = yduanle) 0.11 0.17
E[L |y = yduantle) 0.10 0.18

B. Inequality Measures: distribution of child labor income

Voo 26,810 28,570
V)05 38,839 43,104
V)os0 57,601 66,856
Wiz 84,587 101,761
om0 118,542 146,413
log(YBLl) 41 -0.34 0.16
Top 10pct share: ]E[V“{y';g,’fgggme” 32.2% 35.5%
C. Mobility Measures: relative and absolute intergenerational dependence
log-log IGE 0.324 0.401
Eflog(y') |y = yiz )~ Ellog(y) | y = yise ) 033 039
Ellog(y) | v = vgey ] — Ellog(y') | v = yyo ] 058 073
D. Working-Rich Measures: labor share at various labor income quantiles
]E[y +Rannua1a v = ’)S‘i%m“e] 0.979 0.998
s —r +Ramm V=) 0.925 0.990
IE[y —|—Rannua1a |y = (yl)glégnme] 0.789 0.957
Bl e +Ramuala [y = ()i 0.638 0.868
Elysrto |V = 0350 0.499 0.748

Table 2: Key statistics for the baseline model calibration with R nnya1 = 1.04 and the counterfac-
tual experiment with R nnya1 = 1.01. Other parameters are in Table 1.

labor incomes rises by 18% due to our mechanism: if we compare the economy with
low versus high rates, the log change in child labor income variance is log[Z(1.01)] —
log[Z(1.04)] = 0.18. For mobility, the log-log inter-generational elasticity (IGE) for labor

28



incomes rises by 7.7%: if we compare the low- and high-rate economies, the change
in child-on-parent log income regression coefficients is log[M(1.01)] — log[M (1.04)] =
0.077.

Let us mention two obvious limitations of the current model, which can be seen in
the quantitative results above. First, Table 2 makes it seem like low rates cause the labor
share to increase in aggregate, in contrast to the time series data in the US. However,
this effect is due to the fact that we are essentially holding aggregate physical capital
fixed. In reality, as interest rates have fallen, there has been a massive inflow of foreign
capital into the US (e.g., “global savings glut”). Appendix ?? shows that a fall in R, in an
environment with a neoclassical production function featuring gross substitutability be-
tween labor and capital, necessarily generates a fall in the aggregate labor share, driven
by capital deepening.

Second, Table 2 makes it seem like low rates cause labor incomes to rise across the
board, in contrast to evidence in the US that the median wage has fallen between 1980
and 2010. This is an artifact of our assumption that the price of human capital invest-
ments is constant. In reality, the price of college and other educational goods have risen
dramatically in this time period. Appendix ?? endogenizes the supply of human capital
investment goods, so that the increase in investment demand due to a fall in R generate
a decrease in investments for poor households.

In summary, one should not take literally the result that child labor incomes and
labor share rise across the board. Simple extensions of the baseline model can produce
stagnancy or even declines in both average child labor incomes and the aggregate labor
share. Thus, the results of Table 2 speak more to changes in cross-sectional dispersion
and intergenerational persistence. Also, due to the caveats just mentioned, it is more
difficult to get a trustworthy quantitative assessment on how our model performs on the
rise of working rich.

4.3 The role of the EIS

One interesting aspect of our results is that they hold despite a relatively low value for
the EIS (y~! = 0.20). A natural conjecture is that changes in R would produce more
dramatic counterfactuals under a higher EIS, but this turns out to be false. Indeed,
recall the discussion surrounding equation (15), where we argued that human capital
investment is largely a portfolio choice decision: parents compare the marginal rate
of return on investing in their child’s human capital with the rate of return they get

on financial investments. By contrast, the EIS governs intertemporal decisions, i.e., the
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tradeoff between consumption and all types of investment (including both financial and
human). In the model, we rerun our counterfactual experiment comparing a low-R to a
high-R economy, at different values of the EIS 1. The results are in Table 3, which show
that higher EIS actually reduces the effect of low R on tilting, inequality, and mobility.
A high EIS increases the sensitivity of the working rich to interest rates, but not because
of the human capital investment margin. Rather, a high EIS exacerbates the financial
bequest margin: low R causes significantly more consumption and less bequests with
high EIS, which means that child income is moreso comprised of labor income than

capital income.

Change from R,nnyal = 1.04 to Rypnual = 1.01

. 1_ 1_ 1_ 1_
Statistic \ EIS =010 =020 - =050 - =100
A. Tilting: .

E[* |y = ydso ] — E[X | y = y355™"] 0.06 0.05 0.03 0.02
B. Inequality:

log(Var[logy']) 0.19 0.18 0.15 0.12
C. Mobility:

log-log IGE 0.083 0.077 0.070 0.053

D. Working-Rich:

! il
Blir— |V = ¥)is0 ) — El

/

7t
y/ +Rannuala,

0.095 0.105 0.141 0.207

Table 3: Comparison of counterfactual experiments under different EIS calibrations (y~!). The
table shows changes in some key statistics for the model with R,nnua = 1.01 relative to the model
with Rapnuat = 1.04. Other parameters are in Table 1. The second column is our benchmark
calibration.

5 Conclusion

This paper begins from a simple fact that we call human capital tilting: the gap between
rich and poor families” educational expenditure shares has increased when expected
future financial returns have fallen, and vice versa when those expected returns rose.
Human capital tilting emerges naturally in a model with intergenerational bequests of
both financial and human capital, provided financial frictions are present. The tilting
phenomenon leads to several equilibrium consequences: higher labor income inequal-
ity, lower intergenerational mobility, an increased prevalence of the working rich, and
rising education prices. All of these have been observed in the data. Whereas they are
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often treated in isolation, our framework opens the door to connecting financial factors
(like asset returns and borrowing constraints) to labor market outcomes (like wages and

inequality).
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A Proofs

Proof of Lemma 1. Takes logs of (16) and differentiate as stated. O

Proof of Lemma 2. Substitute 2 = 0, vy = 1 into (16), (17), (20), and (21). To demonstrate
the claim about underinvestment, x* > xp, we first use the formulas for x* and x5 to
show that

F>xgen<

OO

xfB R’ E

At the same time, a constrained parent in int(3) has ¢* + px* > n. Using the formulas
for ¢* and x¥, this is equivalent to

b pxt e < LB (REYTE ()T

Thus, a constrained parent has x* > xp. O

Proof of Lemma 3. Taking logs of (22) and differentiating leads to the result for w.

For the derivative of p, first calculate the derivatives of x from Lemma 2. Then,
dlogw' 0

substitute these derivatives, as well as TogR = ~T—p into equation (23). [

Proof of Proposition 1. Compute the total derivatives of x in Lemma 2 as

dlogx™ 1 ( dlogp dlogw’)
dlog R’ 11—« dlogR’ dlogR’
dlogxg  dlogp
dlogR’ ~  dlogR"

Substituting the responses of w’ and p from Lemma 3, and then simplifying, we obtain
the final result. ]

Lemma A.1. Define the fraction of borrowing-constrained parents ¢ := E[1], the following
between-group difference of an arbitrary variable v,

Ay := E[log(v) | U] — Ellog(v) | B], (A1)



and the within-group regression coefficients B , = COU% %[(Sg)(zg& 9] for group G € {B,U}.

The inequality and mobility measures obey the following identities:

T = (1—¢)Varllog(y') | U] + ¢Var[log(y') | Bl + ¢(1 — ¢)A

B Var[log(y) | U] Var[log(y) | B] (Ay)? Ay
M= (0= 9 togo] )b+ (0 artogly] )P+ (90— ) variog) 3,

Proof of Lemma A.1. First, we do a general covariance decomposition with two groups
Gy and G, and two variables X and Y. We let Cov;[X, Y] := Cov[X,Y | G;] and [E;[X] :=
E[X | G;] denote the conditional covariance and mean for group j, and gq; := IE[lg].]
denote the population share (probability) of group j (note q; + g2 = 1). Then,

Cov[X, Y] = ¢1E1 [XY] + qolEa [XY] — (q11E1 [X] + q21E2 [ X]) (911 [Y] 4 g2 E[Y])
= q1COV1 [X, Y] + QQCOVQ [X, Y] + qllEl [X]]El [Y] + QQ]EZ [X]IEZ[Y]
— (11 [X] 4 q2E2[X]) (1 E1 [Y] + 9212 [Y])
= 71Covy[X, Y] + g2Covy [ X, Y] + g192 (1 [X] — B2 [X]) (E1[Y] — E5[Y]).
As a special case, we have Var[X] = g1 Var;[X] + g2Vars[X] + q192(B1[X] — Eq[X])?. Ap-
plying this variance result with X set to log(y’) and G; = U and G, = B delivers the

decomposition for Z. Then, the regression betas are obtained by doing some basic ma-
nipulations to obtain

Cov[X, Y] Var; [X] Var,[X] (E1[X] — Eo[X])2\ Ei[Y] — Ea[Y]
Var[X] (i Varl[X]>ﬁ (2 Varz[X])/3 2+ (Mo Var[X]2 )E. :

Cov [X)Y] .
Var] (X]
stralghtforward calculation, that the weights in the § decomposition (i.e., the objects in
the large parentheses) sum up to 1. Applying this f decomposition to X = log(y) and

= log(y’) yields the result on M. O

where B; : K is the within-group regression coefficient. One can verify, through

Proof of Proposition 2. As stated in the proposition, the entire proof will hold fixed the
set B (and consequently its complement ¢f). In terms of the notation of Lemma A.1, we
may hold fixed ¢.

Note that any child’s labor income iy’ = w'e’z’0(h)g(x) can be written in log form as

log(y') = logw' 4+ loge’ +logz' +1log6(h) + alog x. (A.2)

There is only one endogenous object which is both responsive to R’ and has cross-
sectional heterogeneity, namely x. Using Lemma 2, we see that the determinants of x*



and xp feature no variables which are again both responsive to R’ and possess cross-
sectional heterogeneity. Thus, we have

1 Zarllog(y) | U] = a-L Var[log(x*) | U] = 0

dR’ dR’
d , d B
WVar[log(y) | B] = wWVar[log(xB) | B] = 0.

On the other hand, we calculate the between-group difference A,/ that is defined above
by (A.1). Using (A.2) and the expressions in Proposition 1, this between-group difference
is equal to

d d _
Tmiby = dR,{ llog(x*) | U] — Eflog(xs) | B]}
1 « 1—x
“"m{log ~log(m)} = g (1=, +%)-
:_X/R,

where recall x € (0,1) is defined in Proposition 1. Thus, using the decomposition of
Lemma A.1 and holding fixed B (hence also ¢), we have

d d
dR’I p(1— (P)dR’ y <0.

In this process, notice that we have established the mapping between x and dR,I O

Proof of Proposition 3. As stated in the proposition, the entire proof will hold fixed the
set B (and consequently its complement ¢f). In terms of the notation of Lemma A.1, we
may hold fixed ¢.

Again use equation (A.2), and the similar formula for parental income log(y) =
log(w) + log(e) + log(z) + log(h), to compute

d d

YU v / — * —
TPy « riCovllog(y'),log(y) | U] = a-m;Covllog(x"), log(y) | U] =0
d 5 d , d

Wﬁy/ x WCov[log(y ), log(y) | B] = aWCov[log(xB),log(y) | B] = 0.

Using the decomposition of Lemma A.1 and holding fixed B (hence also ¢), we obtain

A= (1 —¢)=—

Ay d Ay ( d

Tarlog 0| AR = Tarlogly)] (am'®) < °

dRr’

In this process, notice that we have established the mapping between x and dR,M O



Proof of Proposition 4. Define the pre-tax labor share for any individual:

¥y w'e'z'0(h)g(x)
v +Ra  wez'0(h)g(x)+ R'[n—c— px]

Differentiating with respect to R’, we obtain the general formula

dlogl [ dlogw' px dlogp = ¢ dlogc px\ dlogx
ﬁllogR’_(1 g)[ 1+dlogR’ a’ dlog R’ a’dlogR’+<a )dl }( 3)

First, we consider a borrowing-constrained parent. Since a = 0, this parent plans to leave
a" = 0, which implies ¢ = 1. Hence, expression (A.3) becomes

dlogt
dlogR'IB

_ (R'pxg\ dlogp R'cp\dlogep R'pxp\ dlogxp
= Y )dlogR’+< y >dlogR’+< v )dlogR"

dlogcp

Using Lemma 2, we have log K

dlogxp dlogp
dlog R’ + dlogR" — 0. Thus,

= 0. Using Lemma 3 and Proposition 1, we have

dlogt
dlog R’ |

Next, we consider an unconstrained parent. We may directly compute, using the expres-
sion for ¢* in Lemma 2, that

dlogc®* 11—« px* [dlogx* dlogp]

dlogR' ~ ¢* &« 1+pldlogR ' dlogR’ (A4

Substituting this into (A.3), we have

dlogl | dlog '
dlogR' lu (1-4) <d10gR’ B 1)
px*1—a+a(l+pB)rdlogp  dlogx* dlog x*
1 _
-6 a’ a(1+pB) [dlogR’ dlogR’] (1=0)a dlog R’
Using Lemma 3 and Proposition 1, we have that Ziﬁg?{, <0, ;llgggﬁ, < 0, and Z}ggﬁ, < 0.
Therefore,
dlogt
dlog R’ lu



We may also take the limit a’ — 0 (hence, £ — 1) in the expression for dl | 7, to get

= =—x (tilting)
— -~ -\ ~
dlogﬁ (R’px*> 14+ ap [dlogp +allogx*}
7530 dlogR'lu ~ \ v/ a(1+pB) LdlogR’ ~ dlogR’

On the other hand, also take a4’ — oo (hence, £ — 0) in the expression for d1 | 7|, to get

jim dlogt
a'—oo dlog R lu

dlog R’ “d log R’

(dlogw’ 14 a dlog x* )

Finally, we apply these calculations to the quantity in question. Note that as child assets
increase without bound (2" — o0), the probability that his/her parent is unconstrained
rises to 1. By contrast, as child assets decrease to zero (@’ — a = 0), the probability
his/her parent is constraint falls rise to 1. Thus, we obtain after interchanging the order
of limits,

} <0

d . =[dlogl . =fdlogl1 .. —rdlogl —r dlogt
log R~ _Jl—rgolE[dlogR’} al}m]E[dlogR/] = Jm ]E[dlogR’ } ]E[dlogR’
<0 fo;rany a’ —0
which proves the first result. In addition, since lim,_, dlLOg 15/ lu = 1110‘; X, we have that
d d at g =[ dlog? . —[dlogt 1+0c[3
dlogR- ™ dlogR” ~ hm]E[dlogR’ u} hm]E[dlogR’} Y
as desired. ]

Proof of Proposition 5. Compute the following, noting that the distributions of (a, z, h, €)
are unaffected by R’:

4 B(15] = B[4 14
d d(c* + px* d(c* + px*
[(d(c*—kpx*)llg) ( d—I:’p )] B ( dti’p :

3]

oB

using the fact that the “derivative” of the indicator function 15 is the Dirac delta function
evaluated at the boundary of the constraint set, i.e.,, 9B = {c* + px* = n}. Next, use



Lemma 2 to compute

d(ic* +px*) 1—-a+a(l+p) x*[dlogx* dlogp
dlogR" — a(l1+p) dlogR' = dlogR’

Finally, we use the expressions in Lemma 3 and Proposition 1 to obtain

dic*+px*)  1+4ap px* 1—ax
dlogR"  a(l+B)1—-pl—a
Since this is negative, this proves that -%E[15] < 0. O

Proof of Proposition 6. Taking the cross-sectional average over labor market luck €', we
may write the labor income measure as:

V' = /w'z'h'dM,

where recall that i’ = 6(h)g(x) = 6(h)x*. Differentiating with respect to R/, we have

dy’ ) 1, rdlogw dlog x
dlog R’ _/WZh [dlogR’ delogR’ M

Now, split the integral into constrained and unconstrained parents, and use the fact that

—Z }ﬁg ;;/ is only a function of aggregate states to obtain

dy' | ,dlogw’ ,dlog x*
dlogR' Y dlog R’ o) dlog R’

+a /B w'z' W xdM,

which directly implies equation (26).
Now, consider the NBL economy (a2 = 0, v = 1) in which x is a constant. Compare
an identical economy without frictions (2 = —o0). We have

dlog)’ _ dlogw’ a[dlogx* Xﬁ[lgy’]]
dlogR" dlogR’ dlog R’ Yy
dlog YVrp  dlogw’ “dlogx;B
dlog R’ dlog R’ dlog R’
dlog)’ dlogYVpy _ “[dlogx* _ dlogxpy XEUBVW
dlogR’  dlogR’ dlogR’  dlogR’ Y

where x%, = (aw}z'0(h) /R prp)/ (17 is the unconstrained investment in the friction-
less economy. Note that x7; and x* are identical functions of prices, and furthermore



that w’ = w'. Therefore,

dlogx* dlogxpy dlogx* dlogp  dlogxygdlogprp
dlogR'" dlogR’ ~ dlogp dlogR' dlogprp dlogR’' "

dlogp dlog prp dlog)’ dlog Vi

Thus, if we fix Tlog R = dlogR + We obtain the result that Tlog R — dlog K’ > 0 if and

only if x > 0. O

Proof of Proposition 7. By the envelope theorem, and using the fact that the Lagrange
multiplier on the borrowing constraint has been defined as pAu/(E[n']), we have that

0

dlogw’ dlogp
Y w 1t T, _p!
(5logR’W /[Ra Twzh dlog R’ (R +A)pxdlogR’}dM
dlog ' dlogp
_ !/ ! 11,/ . 11,/
= [ [rs TN g R athdlogR’}dM

dlogw’ dlogp
=Kty (dlogR’ “dlogR’)
where the second line uses the FOC (15) to substitute A, and the third line defines total
capital income K’ := R'E[a'] = E[n’ — y']. Repeating the same algebra in the first-best
economy, we have

) o , (dlogwrg  dlogprp
(510gR’WFB_ICFB+yFB< dlog R’ : dlogR’)

Since w' = w}p, we have

oW _ oWrs
dlogR" JlogR’

dlog w' dlogp
gl gt Y o
=K =K+ (Y yFB)(dlogR’ adlogR’)

dlogprg dlogp
/ —_—
+ayFB(dlogR’ dlogR’>'

Finally, write the expressions for the wedges between labor and capital income:
Vis=¥' = [@[(xin)* - ()] aM+ [ @ [(r)* — x]am
Krg— K= R’(/[c* + px* — ¢} — prpXfpldM + /B[CB + pxg —c* — px*]dM).
These are the general expressions we use for the proof.

Now, let us consider the NBL economy (a2 = 0, v = 1). Furthermore, we take the limit
7 — 1, so that prg — p — 0, which then implies that x;; — x* — 0 and cfz —c* — 0. In



that case, since x* > x3 by Lemma 2, we have

Vg =Y'> [@[(xh)* — () ]dM — 0

Similarly, since the definition of a constrained parent is c* + px* > cg + pxp, we have

Krg—K' <R /[c* + px* — cfp — prpXfpldM — 0
U

/
dlogw’ _ p and

M — dlogp _
dlog R 1-p

Tlog K 0 (since y — 1),

Therefore, substituting

lim
n—1

= lim (K’ — Kgp) — lim(Y' — Ygg) > 0.
n—1 1-— P n—1

>0 <0

< 134 B 5W1:B>
dlogR’" JdlogR’

J/

This proves that a reduction in R’ raises first-best (money-metric) welfare moreso than
equilibrium (money-metric) welfare. O

B Comparative statics outside the NBL case

Moving beyond the NBL case (7 = 1 and g = 0), we derive the following useful compar-
ative statics that generalize the example insights discussed in the main text.

Proposition B.1. For a borrowing-constrained parent—i.e., with (a,z, h, €) € int(B)—consumption
and investment respond to R’ and n as follows, all else equal:

ocp . QxBIX , dxs B 1 dcg
OR" 1 1ac a M 3RI T TpaR
(ap@’)7 (1 + sz_) +aw'x, 7
1
dcg (ap@’) 7 s 1 -
on a1 o - %W(HC) and - _E<1 W)
(ap’)7 (14 Z53E) + aw'xy

Conversely, the comparative statics for an unconstrained parent are

dlogc*  (BR)V7 1o w'g(x*)/c* p dlogx* 1
dlogR R+ (BRI ) TR (R ™ FlogR T 1—a
dc* R/ p ox*
on R + (ﬁR’)l/'y an o 0.



Proof of Proposition B.1. To obtain the results for borrowing constrained parents, dif-
ferentiate expression (20) using the implicit function theorem, and then use (21). To
obtain the results for unconstrained parents, differentiate expressions (16)-(17). O

Let us discuss the additional economic forces arising due to v # 1 and 4 < 0. For
unconstrained parents, higher returns R’ incentivize savings (substitution effect) but
also increase future income from existing savings, which then incentivizes consumption

(income effect). The balance of these effects is captured by the term %(1 — 97D,

which clearly vanishes when ¢ = 1. In addition to this, there is still the previous log
utility effect that higher R’ reduces the present value of child income, which reduces
W' g(x*)/c*

For constrained parents, who have cg + pxp = n — g, higher rates R’ do not move
the borrowing limit, nor labor income in partial equilibrium. The only possible effect
a(CBa‘*I‘J’XB) = 0).

parental consumption through the term —

is to shift resources from consumption to investment, or vice versa (i.e.,
But here with a < 0, ¢ falls and x rises due to a balance-sheet effect: higher R’ makes
borrowers’ plan more expensive, which reduces expected child consumption; parents try
to offset this ex-ante by consuming less and investing more. The effects of R’ on ¢z and
xp are both of order O(a) because the size of the balance-sheet effect of R’ is proportional
to the amount of borrowing, namely —a.

C Investment-to-consumption gradient

This section is dedicated to exploring the conditions under which an unconstrained

household will exhibit an x/c that is increasing in ¢, as in the data. Initially, one may

think this is difficult to obtain, because Proposition B.1 shows that alOga(ax/ ) < 0 for

unconstrained parents. But if other factors besides financial wealth are the primary
drivers of c, then it may be possible to obtain x/c which is increasing in c. For this
section, suppose there is no borrowing constraint (i.e., 2 = o).

By inspection of the various optimality conditions, we see that heterogeneity in
parental consumption is governed by heterogeneity in (n,z,h,¢). By differentiating ex-
pressions (16) and (17), we obtain the following set of comparative statics:

dloge R’ dlogx 0

oa R'[n — px] + @'g(x) da
dlogc R’y dlogx 0
dloge R'[n— px]+a'g(x) dloge
dloge Ry +ypa'g(x) dlogx @
dlogz  R'[n — px] +@'¢(x) dlogz 1—u
dloge  Ry+{w'g(x) dlogx
dlogh R'[n— px] +@'g(x) dlogh 1—ua



Combining these results, we obtain the following x/c partial slopes against the four
variables that increase parental consumption:

dlog(x/c) R’
doa  R'n—px]+a'g(x)
dlog(x/c) R’y
dloge  R'[n— px]+ @'g(x)
dlog(x/c) ¢ Ry+yw'g(x)
dlogz 1—a R'[n—px]+a'g(x)
dlog(x/c) ¢ R'y + w'g(x)

dlogh ~ 1—a R'[n—px]+a'g(x)

Notice that the first and second expressions are unambiguously negative. Thus, for this
model to replicate the empirical result that x/c is increasing in ¢, parental consumption
cannot be significantly determined by wealth 2 and transitory luck e.

Supposing this to be true, the third and fourth expressions above become relevant.
These expressions will be positive under the following conditions. The third expression
is only positive if talent heritability ) and human investment returns-to-scale « are large.
Whereas returns-to-scale a are plausibly non-trivial, the genetic heritability of income-
relevant talents explains only a small fraction of the persistence of income, education,
and wealth (Bowles and Gintis, 2002), which suggests a smaller value of ¢. By contrast,
the fourth expression is positive if the complementarities between parent and child hu-
man capital, measured by (, are sufficiently large. A recent literature emphasizes the
quantitative importance of these parent-child complementarities (Cunha and Heckman,
2007; Caucutt and Lochner, 2020).

Finally, one can also see that for sufficiently rich parents (i.e., 2 — oo, which implies

that n — oo and hence ¢ — ), both dlog(x/c) g los(x/c)

dlogz dlogh
itive, whereas al%(ax/c) and ala%(géc) necessarily become negligible. Consequently, for

sufficiently rich parents, it must be the case that x/c is increasing in c.

necessarily become pos-
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