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ABSTRACT

Unstructured text data annotation is foundational to management research. Large Language Models (LLMs)

promise a cost-effective and scalable alternative to human annotation. However, LLMs introduce a chal-

lenge no prior annotation method has faced: the annotator itself can be retired. Proprietary models undergo

regular deprecation cycles that can alter model behavior, threatening long-term reproducibility. Hence, the

ability to reproduce annotation results when the original model becomes unavailable, i.e., robust repro-

ducibility, is the central methodological challenge for LLM-based annotation in scientific research. Achiev-

ing robust reproducibility requires understanding and controlling measurement error, a concern that has

long existed in human annotation but is magnified with LLMs. To address robust reproducibility, we first

develop an analytical framework that decomposes measurement error in LLM annotation into four sources:

(1) guideline-induced error from inconsistent annotation criteria, (2) baseline-induced error from unreliable

human reference standards, (3) prompt-induced error from suboptimal meta-instruction formatting, and (4)

model-induced error from architectural differences across LLMs. We demonstrate the framework through

the SILICON workflow (Systematic Inference with LLMs for Information Classification and Notation), using

it to examine how each error source can be systematically controlled. Empirical validation across seven

management research cases confirms that targeted interventions at each error source substantially reduce

measurement error. With measurement error controlled, we operationalize robust reproducibility as a lack

of statistical difference between a focal model and a target model, assessed via regression-based testing. To

anchor this assessment, we establish a backward-looking reference via open-weight model comparison and

a performance upper bound via confidence-routed multi-model labeling that reveals whether model aggre-

gation improves performance beyond the focal model alone. An open-source toolkit will be released upon

publication.
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1. Introduction

Annotation of unstructured text data, using either humans or artificial intelligence tools, is an inte-

gral part of management research (Ghose and Ipeirotis 2011, Humphreys and Wang 2018, Loughran

and Mcdonald 2014). In particular, machine learning and Natural Language Processing tools are

https://arxiv.org/abs/2412.14461
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employed to extract insights from unstructured text data and explain the mechanisms underly-

ing business phenomena via sentiment/emotional content analysis (Chakraborty et al. 2022, Liu

et al. 2019, Melumad et al. 2019, Oh et al. 2023, Yang et al. 2019), product attribute classification

(Banerjee et al. 2021, Kwark et al. 2021), advertisement analysis (Lee et al. 2018, Shi et al. 2022),

managerial response analysis (Deng and Ravichandran 2023), consumer review analysis (Hong et al.

2021, Mayya et al. 2021), and product categorization (Lee and Hosanagar 2021).

Large Language Models (LLMs) promise to revolutionize text data annotation, offering improved

time-efficiency and cost-effectiveness compared to human annotators. Researchers are exploring

LLMs for text annotation tasks (Huang et al. 2024, Pangakis et al. 2023, Yeverechyahu et al.

2024, Zhang et al. 2024), with studies showing LLMs can match or exceed crowdsourced worker

performance (Gilardi et al. 2023). However, this rapid adoption proceeds without addressing a novel

challenge absent in traditional annotation: the annotator itself can be retired. Proprietary LLMs

undergo regular deprecation cycles or version updates that can drastically alter model behavior

(Chen et al. 2023). Human annotators may also become unavailable, but they can in principle be

re-recruited or replaced with comparably trained substitutes. A deprecated model, by contrast, is

irrecoverably inaccessible, and no successor is guaranteed to replicate its behavior. Following the

? distinction between reproducibility and robustness, and Roper et al. (2022) operationalization

of robust reproducibility, we define robust reproducibility in the LLM annotation context as the

ability to reproduce annotation results when the original model becomes unavailable. This is a key

methodological challenge for LLM-based annotation in research.

Despite growing research interest in LLMs for text annotation tasks (Tan et al. 2024), existing

studies do not address robust reproducibility. Extant work validates LLM outputs against human-

generated labels (Pangakis et al. 2023) and offers general implementation guidelines (Törnberg

2024), but these efforts examine isolated components of the annotation process. Even structured

approaches like de Kok (2025) and Carlson and Burbano (2025) overlook reproducibility concerns

as proprietary models undergo retirement cycles. This gap motivates our primary research question:

How can researchers achieve and evaluate robust reproducibility in LLM-based text annotation?

Determining whether a model is robustly reproducible requires first correctly identifying the

model’s performance. If the performance metric is contaminated by measurement error (Yang

et al. 2018), then the performance signal is not credible, and any reproducibility comparison is

unreliable. The first step toward robust reproducibility is therefore a rigorous answer to: How to

minimize measurement error in LLM annotation? Answering this question requires a framework

that decomposes measurement error by explicitly identifying where the errors come from, since

every annotation configuration—guidelines, human baselines, prompts, and models—introduces its

own sources of error. This concern has long existed in human annotation but is magnified with
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LLMs. Unlike human annotators who can seek clarification and apply judgment beyond written

instructions, LLMs interpret only what is explicitly stated, not necessarily what the researcher

intended (Pryzant et al. 2023). While prescriptive and detailed instructions (Rottger et al. 2022)

can address this asymmetry by leveraging the LLM’s capacity to absorb comprehensive detail

without cognitive overload, no existing work systematically decomposes and controls these sources

of error. Without such a decomposition, observed differences under a substitute model cannot

be conclusively attributed to the model itself; they could equally reflect uncontrolled errors from

guidelines, baselines, or prompts (Lee et al. 2023).

To address robust reproducibility in LLM annotation, we first present an analytical framework

that decomposes measurement error into four sources: (1) guideline-induced error from inconsis-

tent annotation criteria, (2) baseline-induced error from unreliable human reference standards, (3)

prompt-induced error from suboptimal meta-instruction formatting, and (4) model-induced error

from architectural differences across LLMs. We then instantiate this framework in the SILICON

workflow (Systematic Inference with LLMs for Information Classification and Notation). Part I

of Figure 1 visualizes how to achieve measurement error reduction as a prerequisite toward robust

reproducibility.

We empirically validate the SILICON workflow by testing multiple state-of-the-art LLMs across

nine representative text classification tasks from management research, spanning binary, multi-

label, and multi-class classification. Our empirical analysis reveals that (1) iteratively refined guide-

lines reduce measurement error by 0.1 to 0.5 agreement level (measured by Cohen’s Kappa between

LLM and human baselines) compared to one-shot guidelines across six tasks for which we devel-

oped the guidelines; (2) expert-generated baselines exhibit a 0.1 to 0.4 point higher inter-annotator

agreement than crowd-generated baselines, indicating higher reliability of expert baselines; (3) sys-

tem prompt placement generally reduces prompt-induced error relative to user prompt placement;

and (4) model performance varies substantially across tasks; no single model dominates all con-

texts, which necessitates task-specific selection to minimize model-induced error. The simulation

results further confirm that the error reduction improves downstream statistical inference.

Once measurement error sources are controlled, we turn to the core challenge of robust repro-

ducibility. We operationalize robust reproducibility as a lack of statistical difference between a

focal model and a target model, assessed via a regression-based test. Researchers select the focal

model based on performance and cost considerations; in this paper, we consistently choose the best-

performing model on each task as the focal model. To situate the focal model’s performance, we

construct two reference points: a backward-looking baseline and an upper bound. The backward-

looking baseline quantifies retirement risk, that is, the extent to which the focal model’s perfor-

mance depends on a potentially non-reproducible, closed-weight system. Concretely, when the focal
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Figure 1 Methodological Roadmap Toward Robust Reproducibility in LLM Annotation

model is closed-weight, we compare it against the available open-weight models for the same task.

This establishes a conservative benchmark: if the performance gap is small (i.e., not statistically

distinguishable), then the task is reproducible using open infrastructure. Conversely, a large gap

indicates dependence on a model that may be deprecated or inaccessible over time. The upper

bound asks whether stronger labeling support can push performance beyond what the focal model

achieves alone. Drawing on the human annotation literature, where generating multiple labels per

instance is standard practice for improving annotation quality (Ipeirotis et al. 2014), we construct

multi-model ensembles by augmenting the focal model with the second- and third-best models.

However, it is unclear whether model aggregation actually improves aggregate performance. To

investigate this, we use confidence-based routing via the First-Second Distance (Lyu et al. 2025):

the focal model’s low-confidence items are routed to auxiliary models for majority voting, while

high-confidence items retain the focal model’s label. Sweeping the routing threshold from focal-

model-only to full integration reveals whether aggregation is helpful for a given task and, if so,

which threshold yields the greatest improvement. Part II of Figure 1 illustrates how these two

reference points jointly characterize robust reproducibility.

Empirical results reveal that every task whose best-performing model is closed has at least one

open-weight alternative with no statistically detectable performance difference. Furthermore, the

value of multi-model aggregation is task-dependent: in at least one case, auxiliary models provide

no benefit whatsoever. The routing curves also inform a practical tradeoff between performance and
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cost. When aggregate performance increases sharply up to a certain threshold and then improves

only marginally, researchers must weigh whether the additional cost of multi-model labeling is

justified by the relatively small gain in overall performance.

Our work contributes to management research by providing the first systematic treatment of

robust reproducibility in LLM-based annotation. We make three contributions. First, our analyt-

ical framework decomposes measurement error into four sources, establishing the prerequisite for

credible performance assessment: without controlling these sources, any reproducibility compari-

son is unreliable. Second, we operationalize robust reproducibility as a lack of statistical difference

via regression-based testing, with explicit consideration of the target model—whether a backward-

looking open-weight reference or an upper-bound ensemble comparison. Third, we establish a

backward-looking reference via open-weight comparison and an upper bound via confidence-routed

multi-model labeling. The routing analysis reveals that model aggregation does not uniformly

improve performance—its value is task-dependent—and provides researchers with a diagnostic

for determining whether and at what confidence threshold to deploy additional models, balanc-

ing performance gains against labeling cost. Whereas existing approaches focus on isolated per-

formance benchmarking, SILICON ensures annotation results remain valid and reproducible as

models evolve. Practically, SILICON is resource-efficient: by evaluating model performance and

measurement error on representative samples, researchers can achieve reliable annotation quality

assessments with modest sample sizes (typically 100 to 200 documents). These findings remain

applicable as LLMs evolve because they address fundamental sources of measurement error rather

than model-specific implementations. To facilitate adoption, we will release an open-source toolkit

that implements SILICON for practice and research.

2. Conceptual Background and Related Literature

Our work contributes to the design science field within Information Systems in the line of Gregor

and Hevner (2013). The main theoretical construct of interest is robust reproducibility, and in

order to achieve it, we propose a methodological artifact—measurement error—and a framework

for measuring and reducing it with SILICON. In this section, we begin with background on robust

reproducibility, then move to the annotation process, and finally specifically to LLMs for text

annotation.

2.1. Robust Reproducibility

Reproducibility is a cornerstone of scientific inquiry: independent researchers should be able to

obtain the same results using the same methodology (Fǐsar et al. 2024). For most research tasks,

reproducibility relies on transparent reporting of methods, data availability, and the stability of

analytical tools. Statistical methods such as regression or factor analysis are mathematically stable
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once defined. Human annotators, while variable, belong to a stable class of agents whose judgment

can be approximated by training successors with the same guidelines.

Reproducibility concerns become qualitatively different, however, when machines perform tasks

previously reserved for humans. Unlike statistical methods that are immutably defined or human

annotators who can be trained as successors, LLMs are versioned commercial products subject to

deprecation without notice (Palmer et al. 2023), and their behaviors can vary drastically between

adjacent versions (Chen et al. 2023). A model that produces strong annotation results today

may be retired, and its behavioral characteristics cannot be reproduced by any successor. This

makes robust reproducibility, the ability to reproduce annotations when the original model becomes

unavailable, a distinct methodological challenge. Achieving it requires first controlling measurement

error; without this foundation, any discrepancy between models is uninterpretable.

A critical follow-up question is: reproducible with respect to what target? Two natural targets

arise. First, a permanently accessible open-weight model provides a conservative backward-looking

reference when the focal model is closed; if the focal model is statistically indistinguishable from this

target, researchers obtain a baseline reproducibility guarantee that survives model retirement. Sec-

ond, within the robust reproducibility framework, a natural complement to the backward-looking

reference is an upper bound on the focal model’s achievable performance. Multi-model labeling,

in which additional models independently label the same items and their outputs are aggregated,

provides a natural mechanism for constructing this upper bound by asking whether stronger label-

ing support can push performance beyond what the focal model achieves alone. Literature on

human annotation demonstrates that generating multiple labels per instance can improve anno-

tation quality when human annotator confidence is low (Ipeirotis et al. 2014). Translating this

idea to multi-model labeling raises two questions: does augmenting the focal model with labels

from complementary models actually improve aggregate performance, and can labels be intro-

duced selectively to achieve the best outcome? We address both questions in the proposed robust

reproducibility protocol.

2.2. Science of Annotation

In management research using text analysis, the effectiveness of text annotation processes funda-

mentally depends on establishing consistent interpretation across annotators, thereby minimizing

measurement error that stems from heterogeneous mental models. Annotation tasks face challenges

when annotator perspectives, influenced by their socio-economic backgrounds, lead to divergent

interpretations. For example, toxicity detection labels can vary significantly based on annotators’

racial identities (Sap et al. 2019). Researchers have addressed this inherent subjectivity by choosing

between descriptive approaches that capture diverse perspectives or prescriptive approaches that
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enforce consistent interpretation (Rottger et al. 2022). While neither approach is inherently supe-

rior, prescriptive approaches are particularly valuable in management research, where researchers

aim to measure constructs using precise, theoretically grounded, and unified definitions.

The prescriptive approach becomes especially critical when transitioning from human to LLM

annotators due to fundamental differences in how the two process information. Human annotators

can seek clarification during ambiguous cases and rely on contextual understanding beyond the

written guidelines (Salehi et al. 2017). In contrast, LLMs operate exclusively on textual input with-

out the ability to request clarification or access implicit domain knowledge (Pryzant et al. 2023).

This creates a critical asymmetry: whereas human annotation benefits from concise guidelines to

maintain attention and reduce cognitive load (Snow et al. 2008), LLMs perform optimally with

detailed, exhaustive instructions that anticipate edge cases and provide explicit decision rules. Since

LLMs cannot seek clarification during the annotation process, a prescriptive approach becomes

critical to prevent any guideline ambiguity from translating into increased measurement error.

Researchers have established that the prescriptive approach to any guideline requires an “itera-

tive” refinement. Iterative guideline refinement through multiple rounds of documented discussions

among annotators can achieve substantial agreement on the intended interpretation, since discus-

sions resolve edge-cases (Lee et al. 2023, Oortwijn et al. 2021). This iterative refinement process

is even more critical when LLMs serve as annotators because, unlike human annotators, models

cannot adapt their interpretation mid-task through discussion.

While the principles for human annotation are established in the literature, their application to

LLM-based annotation introduces additional challenges, including model selection and the need

for carefully crafted “meta” system prompts that help models understand tasks and return results

in structured, usable formats.

2.3. LLMs for Text Annotation

Given that LLMs are trained on vast volumes of human-generated text, researchers have explored

their capacity to replicate or match human judgment across various domains (e.g., Chen and Chan

2024, Goli and Singh 2024, Ye et al. 2024). Early studies document that LLMs could replace human

coders for psychological construct detection (Rathje et al. 2024) or policy interpretation (Leek

et al. 2024), or act as experimental subjects (Doshi et al. 2024, Manning et al. 2024, Xie et al.

2024).

For text annotation specifically, where the objective is to produce consistent labels for clearly

specified tasks rather than to mimic human cognition, LLMs have demonstrated strong poten-

tial (Tan et al. 2024). For instance, Gilardi et al. (2023) found that zero-shot ChatGPT label-

ing achieved higher accuracy in political science classification tasks than crowd workers. Mousavi



Cheng, Mayya, and Sedoc: Toward Robust Reproducibility in LLM Annotation 7

et al. (2024) demonstrated that GPT-4 matched or surpassed traditional lexicon-based, supervised

learning, and embedding approaches in psychometric text analysis. Indeed, LLMs can serve as

cost-effective alternatives to human annotation for well-defined classification tasks.

Yet this promise has also prompted scrutiny of when and how LLMs should be deployed as

annotators, and several studies now propose systematic methods to guide this decision. Calderon

et al. (2025) propose a statistical procedure that provides a principled determination of whether an

LLM can justifiably replace human annotators for a given task. Pangakis et al. (2023) highlight the

importance of validating LLM annotation results and propose several model selection procedures.

Törnberg (2024) offer implementation guidelines focusing on prompt engineering and evaluation

metrics. de Kok (2025) present a framework for GPT-3.5 and GPT-4 deployment for accounting

annotation tasks. Carlson and Burbano (2025) develop a five-stage implementation framework for

LLM annotation with a focus on comparisons across prompts and models.

Our work builds on the extant literature while addressing a gap in prior studies: robust repro-

ducibility. Beyond establishing that LLMs can match human performance, we ask why certain

protocols produce reliable results and whether those results survive model change. The formal

decomposition of measurement error that we propose illuminates the mechanisms underlying per-

formance differences documented in prior work, and provides the analytical basis for assessing

whether annotation results remain valid after the original model is retired.

3. Methodology
3.1. Decomposing Measurement Error in LLM Annotation

Using LLMs to annotate data poses a fundamental measurement challenge: the ground truth labels

are unobservable. In practice, we evaluate LLM output by comparing it against human reference

labels, which are themselves imperfect. As a result, improvements in observed agreement between

LLM and human labels may not reflect genuine gains in the LLM’s alignment with the truth. This

section develops an analytical framework that decomposes this measurement error and derives

empirical predictions.

We describe an annotation setup as a configuration c= (G,H,P,M), where G represents anno-

tation guidelines, H ∈ {experts, crowds} indicates the human source of the reference baselines, P

represents the meta-prompt, and M represents the LLM model. Let x be an item to annotate (e.g.,

a customer review). The annotation task is to assign a label to x that captures a characteristic

of interest to the researcher (e.g., sentiment expressed). We denote the unobserved ground truth

label as y, the human reference label as r, and the LLM label under configuration c as ŷc.

Our goal is to find the configuration that minimizes annotation loss against the ground truth:

min
c

E
[
L
(
ŷc, y

)]
, (1)
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where L is a task-appropriate loss function. For classification with 0–1 loss, this reduces to maxi-

mizing accuracy. We approach this optimization through component-wise analysis, examining how

variations in guidelines (G), human baselines (H), meta-prompts (P ) and models (M) individually

contribute to measurement error reduction.

To connect this objective to observable quantities, we distinguish two forms of agreement. The

true agreement measures how often the LLM matches the unobserved ground truth, T (c)≡Pr(ŷc =

y), while the reference agreement measures how often the LLM matches the human reference,

R(c)≡Pr(ŷc = r).1 Since perfect annotation corresponds to T (c) = 1, we define measurement error

as the shortfall from perfect agreement:

εc ≡ 1−T (c). (2)

We introduce two definitions that serve as our central units of analysis:

Key Definitions

A contrast is a pairwise comparison between two configurations that differ in exactly one
component of {G,H,P,M}.
A reference agreement contrast is a contrast measured on reference agreement R.

Intuitively, a positive reference agreement contrast suggests one configuration is “better.” The

central analytical question is whether such a positive contrast corresponds to a reduction in mea-

surement error.

3.1.1. Relation between reference agreement contrast and measurement error

reduction. Since we can only observe reference agreement R but care about true agreement T , we

need to relate the two formally. We adopt the following assumption of symmetric K-class random

classification noise, standard in annotation literature (Natarajan et al. 2013).

Assumption 1 (Symmetric label noise). Let K ≥ 2 be the number of classes and e ∈ [0,1)

the error rate of the human reference. For every item with ground truth y ∈ {1, . . . ,K},

Pr(r= y | y) = 1− e, Pr(r= ℓ, y ̸= ℓ | y) = e

K − 1
for each ℓ ̸= y.

Assumption 1 implies that human annotators are correct with probability 1− e, and when they

err, each wrong class is equally likely.

Importantly, although the LLM label ŷc and the reference r are generated independently of each

other, they may still be correlated conditional on the truth y. Specifically, they could err identically

1 In our analytical derivations we use accuracy (proportion of matches) because it maps cleanly to the label-noise
model below. In the empirical sections we report Cohen’s Kappa for interpretability. The conclusions hold for any
agreement statistic that increases monotonically as task loss decreases on the pairwise local comparisons.
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on the same item, not because one influenced the other, but because the item is ambiguous or the

guidelines are unclear.

This conditional correlation creates a key challenge: reference agreement R can improve either

because the LLM gets closer to the truth, or because it starts making the same mistakes as the

human reference. To formalize this distinction, we introduce the co-labeling covariance, denoted

J(c), and establish its role in the following result (proof in Appendix A.5).

Lemma 1. Under Assumption 1, for any configuration c,

R(c) = aT (c) + b + J(c),

where a= (1−e)− e
K−1

and b= e
K−1

are constants determined by the human error rate e and the

number of classes K, and

J(c) = Ey

[
K∑
ℓ=1

(
Pr(ŷc=ℓ, r=ℓ | y) − Pr(ŷc=ℓ | y) Pr(r=ℓ | y)

)]
.

The lemma decomposes reference agreement into three interpretable parts. The linear term

aT (c) + b reflects what reference agreement would be if LLM errors and human errors were con-

ditionally independent given the truth. The co-labeling covariance J(c) captures the additional

agreement that arises because the LLM and the human tend to assign the same label–whether

correct or incorrect–beyond what conditional independence would predict. A positive J(c) is prob-

lematic when it reflects the LLM and the reference making the same errors, inflating R(c) without

improving T (c).

Because a and b depend only on (G,H) but not on the prompt or model, any contrast that holds

(G,H) fixed yields:

R(c1)−R(c0) = a
(
T (c1)−T (c0)

)
+

(
J(c1)−J(c0)

)
. (3)

Equation (3) shows that the reference agreement contrast decomposes into the truth-level improve-

ment plus the change in co-labeling covariance. Rearranging isolates changes in measurement error:

Proposition 1. Under Assumption 1, the difference in measurement error between configura-

tions c1 and c0 is:

εc1 − εc0 = −
(
T (c1)−T (c0)

)
= − 1

a

((
R(c1)−R(c0)

)
−
(
J(c1)−J(c0)

))
. (4)

Hence, holding the human reference fixed, a positive reference agreement contrast reduces measure-

ment error if it exceeds the increase in co-labeling covariance.
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Proposition 1 establishes that observed improvements translate to measurement error reduction

when the change in co-labeling covariance is sufficiently small. Verifying this condition requires

empirical validation on two fronts. First, we compare expert versus crowd baselines to determine

which human procedure produces more stable identification (Section 5.1.2). Second, when refer-

ence agreement is low, we establish empirical cutoffs beyond which reference agreement contrasts

reliably signal error reduction. Our analysis in Section 5.1.2 identifies a conservative threshold

(κ≥ 0.5) where J-induced confounding becomes minimal, providing practical guidance for when

LLM annotation achieves sufficient quality for research applications.

3.1.2. Designing contrasts. Each component of c= (G,H,P,M) requires a different compar-

ison protocol: changing guidelines (G) or baselines (H) affects the human reference itself, whereas

changing prompts (P ) or models (M) changes only the generated output being evaluated. We

describe each protocol in turn.

(i) Guideline changes via anchored evaluation. Comparing guidelines requires a stable evaluation

target. We select a preferred guideline G⋆ as the canonical construct definition, build the human

reference r⋆ under G⋆ (with H fixed), and measure how well LLM labels produced under each

candidate guideline agree with r⋆. Writing this anchored reference agreement as R(G ; G⋆), we

define the guideline contrast as:

∆(G) ≡ R(G1 ; G
⋆) − R(G0 ; G

⋆). (5)

This anchoring is asymmetric by design: it evaluates which guideline drives the LLM closer to the

construct under G⋆. In practice, we designate the iteratively refined guidelines as G⋆, treating them

as the canonical construct definition following annotation science showing that iterative refinement

converges toward more consistent interpretations (Lee et al. 2023). The contrast then evaluates

whether one-shot guidelines can achieve comparable alignment with this established standard.

Interpretation follows Equation (3): improvements in R(G ; G⋆) reflect truth-level gains net of any

change in co-labeling covariance with the anchored reference. We expect that refined guidelines

(G1) are clearer about the annotation criteria compared to the base guidelines (G0), which plausibly

decreases the probability of LLM and human reference both being wrong, so J(c1)− J(c0)≤ 0 is

reasonable. Here, ∆(G) is conservative as it underestimates the improvement in T .

(ii) Human procedure selection via internal consistency. For a fixed G⋆, let IAA(H) denote

within-procedure inter-annotator agreement computed on D (e.g., Krippendorff’s α or mean

Cohen’s κ over annotator pairs). We define:

∆(H) ≡ IAA(H1) − IAA(H0). (6)
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Under Assumption 1, higher IAA implies a lower per-annotator error rate e, which yields a more

accurate reference aggregate (Krippendorff 2004).2 Intuitively, when annotators using (G⋆,H) agree

more with one another, their majority-vote aggregation better approximates y, making the observed

reference agreement contrasts better reflect actual reductions in measurement error.

IAA alone, however, does not capture whether the model and the reference tend to make the

same mistakes on the same items, which is captured by co-labeling covariance J . Even with good

IAA, a large positive “both-incorrect” component can inflate reference agreement without any

improvement against the ground truth. This scenario is especially plausible for crowd worker-

generated references for two reasons. First, for complex tasks, many crowd workers and current

LLMs may lack domain knowledge that experts apply. Second, when guidelines are under-specified,

experts draw on tacit annotation criteria not fully captured in the written guidelines. Crowd workers

and LLMs, prompted only with written guidelines, do not apply these tacit rules and consequently

may make similar classification errors.

We therefore use ∆(H) as the primary criterion to choose H⋆: pick the human procedure with

the higher IAA. However, co-labeling covariance J remains unobserved. To assess whether expert

baselines provide a more stable identification, we perform a sensitivity analysis in Section 5.1.2,

examining how introducing crowd labels into expert baselines affects reference agreement contrasts.

(iii) Prompt and model changes. With (G⋆,H⋆) fixed, the prompt and model contrasts are:

∆(P ) ≡R(P1) − R(P0), (7)

∆(M) ≡R(M1) − R(M0). (8)

According to Proposition 1, a positive contrast implies improvement in true agreement when

R(c1)−R(c0)>J(c1)−J(c0). With the reference fixed, a superior P or M (as indicated by a higher

R) implies better alignment with y and reduced measurement error when the change in co-labeling

covariance is sufficiently small. We argue this condition is plausible for two reasons. First, with

G⋆ and H⋆ fixed, any residual shift in J arises solely from the LLM side and should be small.

Second, when prompts and models improve true agreement, they are more likely to reduce the

“both-incorrect” component of J , making J(c1)−J(c0)≤ 0 more plausible than > 0. The observed

R gains are therefore conservative as they tend to understate the improvement in T .

3.1.3. Sequential optimization strategy. Empirically, we adopt a sequential approach,

starting from a baseline configuration (M0, P0), where M0 is a widely adopted closed model and P0

2 Since a = (1 − e) − e/(K − 1) from Assumption 1, lower e yields a larger identification slope, making observed
LLM-reference contrasts more faithful to truth-level contrasts.
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embeds guidelines in a standard prompt structure. First, holding (H,P,M) fixed, we compare can-

didate guidelines using the anchored contrast in Equation (5) and select G⋆. Second, we compare

human procedures via ∆(H) in Equation (6) to selectH⋆. As the final two steps, with (G⋆,H⋆) fixed,

we evaluate prompts and models using the reference agreement contrasts in Equations (7)–(8),

respectively.3 We adopt this sequential design because it surfaces robust, model-agnostic princi-

ples about implementation details (e.g., always placing guideline content in the system role, as

empirically shown in Table 1).

3.2. Measurement Error Reduction Mechanisms

We propose the SILICON workflow to instantiate the analytical framework from Section 3.1

through a four-stage protocol (Appendix Figure C1), where each stage targets a specific measure-

ment error source.

Throughout, we measure agreement using Cohen’s Kappa (κ), which adjusts for chance agree-

ment and supports both pairwise LLM-vs-human comparisons and multi-annotator IAA analysis.

Unlike raw agreement rates, κ accounts for the probability of agreement occurring by chance, mak-

ing it appropriate for evaluating annotation quality across tasks with varying class distributions.

It extends to multi-label tasks through context-dependent weighting (Appendix A.1). We adopt a

conservative target of κ≥ 0.5, above the standard “moderate agreement” threshold of 0.4 (Landis

and Koch 1977), providing a buffer for variability and coinciding with the empirical cutoff where

co-labeling covariance effects are minimal (Section 5.1.2).

3.2.1. Guideline-induced error reduction. As established in Section 2.2, LLMs cannot

seek clarification during annotation, making explicit guidelines the sole mechanism for consis-

tent interpretation (Törnberg 2024). Yet many LLM annotation studies adopt existing guidelines

directly or draft new ones in a one-shot fashion (Gilardi et al. 2023, Rathje et al. 2024), risk-

ing guideline-induced error. We compare iteratively refined guidelines against one-shot guidelines

adapted from existing research. The iterative refinement follows a structured protocol based on

Lee et al. (2023): annotators independently apply preliminary definitions, discuss disagreements

through documented conversations, and refine guidelines until achieving predetermined IAA thresh-

olds on fresh subsamples. Figure 2 presents the protocol.

Contrast of Interest: Guideline Effect

With (H,P,M) fixed and evaluation anchored at G⋆, replacing one-shot guidelines G0 by
iteratively refined ones G1 increases agreement against the anchored reference (Equation (5)):

∆(G) > 0.

3 This ordering reflects two dependencies: (i) guideline selection must precede baseline creation since annotators apply
guidelines; (ii) baseline establishment must precede prompt/model optimization to ensure stable evaluation reference.
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Figure 2 Iterative Process to Create Annotation Guidelines

Iterative Annotation Process Flow

1. Research Assistants (RAs) independently annotate an initial sample dataset based on
preliminary definitions

2. Measure inter-annotator agreement (IAA) and compare it with the predefined threshold
3. If IAA threshold is not met:

• Conduct documented discussions focusing on disagreements
• Reshuffle and re-annotate the same sample independently
• Repeat until threshold is met

4. Once threshold is met, proceed to annotate a new sample
5. Iteration concludes when RAs achieve the IAA threshold on first pass with a new sample
6. RAs independently draft annotation guidelines and then collaboratively merge them

3.2.2. Baseline-induced error reduction. Human annotation baselines serve as the refer-

ence standard against which LLM annotations are evaluated, making baseline quality crucial for

valid performance assessment. Domain experts bring specialized knowledge and nuanced judgment

(Snow et al. 2008), while crowd workers offer scalability but typically lack deep understanding of

annotation guidelines (Snow et al. 2008, Zhang et al. 2023). A key challenge is the infeasibility

of recruiting domain experts in many scenarios. SILICON addresses this by creating task-specific

“annotation experts” through its iterative guideline development process: individuals who demon-

strated consistent understanding through high IAA. Having internalized consistent interpretations

through the collaborative development process, they reduce evaluation-driven measurement error

by minimizing disagreements about ambiguous cases. The protocol compares expert-generated

baselines against crowd-generated baselines using identical guidelines and evaluation protocols,

with sample sizes of 120 to 200 items (Lee et al. 2023).

Contrast of Interest: Baseline Effect

Under fixed (G⋆,M,P ), annotation expert procedures (H1) exhibit higher within-procedure
agreement than crowd worker procedures (H0) (Equation (6)):

∆(H) > 0.

3.2.3. Prompt-induced error reduction. Meta-prompt structure affects LLM annotation

performance even when guidelines remain verbatim constant, creating prompt-induced measure-

ment error. As established in Section 2.2, LLMs operate exclusively on textual input, making

the structure surrounding the guidelines consequential. We implement controlled meta-prompt

optimization focusing on three elements: (1) strategic positioning of annotation guidelines within

prompt structure (system prompt versus user prompt), (2) adoption of task-relevant personas to
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align model perspective with domain expectations (Hu and Collier 2024), and (3) incorporation of

reasoning strategies such as chain-of-thought prompting (Wei et al. 2022).

Contrast of Interest: Prompt Effect

For fixed (M,G,H), an improved meta-prompt reduces measurement error and raises refer-
ence agreement (Equation (7)):

∆(P ) > 0.

3.2.4. Model-induced error assessment. Different LLMs exhibit varying annotation per-

formance due to architectural differences, training data variations, and alignment strategies

(Mousavi et al. 2024). The critical question for robust reproducibility is whether annotation results

remain stable across different models. We evaluate multiple state-of-the-art LLMs using identi-

cal guidelines, baselines, and meta-prompts to isolate model-specific performance differences. The

evaluation includes both closed models and open-weight models to address reproducibility concerns

(Section 3.3). We employ a regression-based method to test for statistical differences, clustering

standard errors at the item level; the regression equation is presented in Section 3.3.1, with details

in Appendix A.2. Beyond identifying which models perform best, Section 3.3.2 describes how con-

structing an ensemble-based upper bound on focal-model performance supports this comparison.

Contrast of Interest: Model Effect

For fixed (P,G,H), model changes yield non-zero contrast (Equation (8)):

∆(M) ̸= 0.

3.3. Robust Reproducibility Protocol

We operationalize robust reproducibility as a lack of statistical difference between a focal model

and a target model, assessed via regression-based testing. The natural question is: reproducible

with respect to what target? Two natural targets arise: (1) a permanently accessible open-weight

model that provides a backward-looking reference, and (2) an ensemble-based upper bound under

stronger labeling support. We next describe the protocol for each.

3.3.1. Backward-looking reproducibility: open-weight model comparison. In prac-

tice, researchers may choose a focal model for deployment based on performance and cost con-

siderations.4 If the chosen focal model is closed, researchers should run the backward-looking test

described below before relying on it for large-scale annotation. Open-weight models are perma-

nently accessible and, when the focal model is closed, provide a conservative backward-looking

4 For illustration purposes, in this paper, we consistently choose the best-performing model (yielding the highest
Cohen’s Kappa against human baselines) in each task as the focal model.
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reference for the focal model’s performance. If the focal model is statistically indistinguishable from

an open-weight alternative, researchers obtain a baseline reproducibility guarantee that survives

model retirement. If the focal model is itself open-weight, no backward-looking retirement test is

required for that task. We test whether open-weight models can substitute closed focal models

without significant quality loss using our regression-based statistical testing framework, reporting

confidence intervals. When an interval includes zero, we interpret this as insufficient evidence of a

difference (i.e., we fail to reject the null of no difference).

Formally, denoting the tested LLMs by j (1, 2, ..., J) and the item (each annotation document,

such as each business proposal document) by i (1, 2, ..., I), we present the logistic regression model

below:

logit(P (Matchij = 1)) = α0 +α11(j = 1)+α21(j = 2)+ · · ·+αJ−11(j = J − 1)+ ϵij, (9)

where the dependent variable (Matchij) is an indicator variable equal to 1 if the model j’s label

for item i matches the human reference baselines, and 0 otherwise. Standard errors are clustered

at the item level (at the i level) to account for the repeated-measures structure. Coefficients are

interpreted as log-odds differences relative to the omitted baseline model. This methodology enables

the assessment of whether a focal model is robustly reproducible with respect to a target model,

operationalized as the absence of a statistically detectable performance difference.

3.3.2. Upper bound: ensemble-based performance ceiling. As established in Sec-

tion 2.1, multi-model labeling raises two questions: does augmenting the focal model with labels

from complementary models actually improve aggregate performance, and can labels be introduced

selectively to achieve the best outcome? To answer both questions, we construct a task-specific

three-model ensemble anchored on the best-performing model for each task, augmenting it with

the second- and third-best models. The highest observed performance across all ensemble configu-

rations is treated as the empirical upper bound for that task.

We operationalize selective labeling through confidence-based routing, which sends low-

confidence items to auxiliary models instead of applying all models to every item (Ipeirotis et al.

2014). We estimate confidence post hoc using the First-Second Distance (FSD) method (Lyu et al.

2025). Items with FSD below a threshold (τ) are sent to auxiliary models for majority voting,

while high-confidence items retain the focal model’s label. Sweeping τ from 0 to 1 yields a family

of routed ensemble configurations, ranging from the focal model alone at τ = 0 to full integration

at τ = 1.

This design addresses both questions through the shape of the routing curve. Because the focal

model is already the best-performing single model, routing all items to majority vote can override
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correct focal labels on high-confidence cases. The best ensemble outcome may therefore occur at

an interior routing threshold rather than at full integration. Whether auxiliary models improve

performance at all depends on whether they contribute complementary error profiles; if they repli-

cate the focal model’s mistakes, additional labels add cost without information. The routing curve

thus serves a diagnostic role: it reveals whether model aggregation is helpful for a given task, and

if so, which threshold yields the greatest improvement. The curve also informs a practical tradeoff

between performance and cost. If aggregate performance increases sharply up to a certain threshold

and then improves only marginally, researchers must weigh whether the additional cost of rout-

ing more items to multiple models is justified by the relatively small gain in overall performance.

Implementation details of the routing procedure are provided in Appendix A.3.

3.4. Toolkit and Implementation

We have created an open-source toolkit that operationalizes SILICON, which we will release upon

publication. The toolkit includes utilities for agreement calculation for guideline refinement and

baseline establishment; automated pipelines to compare different meta-prompt settings and mul-

tiple models; modules for model-confidence estimation and multi-LLM annotation; and statistical

tests for robust reproducibility.

4. Empirical Validation Design

We validate the SILICON workflow across seven annotation cases that are representative of man-

agement research, organized by the level of methodological control achievable for each error source.

The first category comprises four cases: business proposal evaluation, review attribute detection,

dialog intent classification and breakdown analysis, and affective content evaluation. For these

scenarios, we implement the complete SILICON workflow, developing the annotation guidelines

iteratively and establishing annotation-expert-validated human baselines with three research assis-

tants per task. The second category comprises three supplementary scenarios: language toxicity

detection, criticism stance detection, and sentiment analysis. For these, we adopted guidelines and

baselines directly from published papers, which limits our ability to verify the original IAA or

baseline provenance. Consequently, we treat these scenarios as supplementary evidence and draw

our primary conclusions from the first four scenarios. Appendix B presents a summary of original

research questions, annotation approaches, SILICON process implementation, and key findings for

each case, and Online Appendix presents corresponding prompts.5

5 Link to Online Appendix for Prompt Details: https://drive.google.com/file/d/14sFKxeSANFX3Xl-umVxGNR_

6qKZ5_M5Y/view?usp=sharing (This file is anonymous and non-tracking).

https://drive.google.com/file/d/14sFKxeSANFX3Xl-umVxGNR_6qKZ5_M5Y/view?usp=sharing
https://drive.google.com/file/d/14sFKxeSANFX3Xl-umVxGNR_6qKZ5_M5Y/view?usp=sharing


Cheng, Mayya, and Sedoc: Toward Robust Reproducibility in LLM Annotation 17

4.1. Primary Cases with Full Methodological Control.

4.1.1. Business proposal evaluation. Business documentation analysis (e.g., of business

proposals) plays a critical role in organizational decision making and strategic behavior (Cao et al.

2019). We focus on the classification of decentralized autonomous organization (DAO) business

proposals, building on the work of Obermeier and Mayya (2024). Each “proposal” was categorized

into one of six categories based on their primary function or intention: Organizational, Business

Model, Marketing, Functionality, Security, or Other. The categorization process aims to reveal

patterns in how DAOs delegate and structure decision rights across their platforms.

4.1.2. Review attribute detection. Online reviews contain information critical to under-

standing consumer purchase decisions. We obtained the annotated dataset from Liu et al. (2019),

where the authors used a large scale deep learning approach to identify the presence of six attributes

in product reviews, including price, performance feature, relatability/durability, conformance, aes-

thetics, and perceived quality. This is a multi-label classification task which provides insights into

how different product attributes influence consumer decision-making.

4.1.3. Dialog intent classification and breakdown analysis. Dialog analysis is critical

across various domains, particularly in understanding and improving human-computer interaction.

We focus on two critical aspects of dialog analysis: (1) dialog intent classification (Stolcke et al.

2000), and (2) dialog breakdown analysis, which identifies points in a conversation where commu-

nication fails (Higashinaka et al. 2016). We use a sample of customer service dialog data obtained

from a Hugging Face dataset.6 The first task, dialog intent classification, requires human anno-

tators to classify the intention of each utterance into one or multiple categories (i.e., multi-label

classification): factual questions, yes/no questions, task commands, invalid commands, apprecia-

tions, complaints, comments, non-opinion statement, positive answers, and negative answers. The

second task, the dialog breakdown analysis, focuses on identifying whether an utterance in the con-

versation leads to a breakdown, classifying each utterance as: (1) not a breakdown, (2) a possible

breakdown, or (3) confirmed breakdown.

4.1.4. Affective content evaluation (connectedness presence and classification).

Affective content in marketing, including advertisements, packaging, and product descriptions,

shapes consumer decision-making (Paharia et al. 2011). We use a dataset from Cheng et al. (2024),

which focuses on one dimension: the sense of connectedness; specifically the presence and nature of

connectedness in online product descriptions. The first task, connectedness presence detection, is

a binary classification task where human annotators assess whether a product description conveys

6 https://huggingface.co/datasets/bitext/Bitext-customer-support-llm-chatbot-training-dataset

https://huggingface.co/datasets/bitext/Bitext-customer-support-llm-chatbot-training-dataset
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a sense of connectedness or not. The second task, connectedness classification, is conducted only

when connectedness is present. This is a multi-label classification task where each product descrip-

tion may be assigned one or more of the following categories: Emotional Appeal, Storytelling,

Relatable Scenarios, Empathy, and Cultural or Community Connection.

4.2. Complementary Cases with Limited Methodological Control.

4.2.1. Language toxicity detection. Detecting toxic content in textual data plays a critical

role in management research, with applications spanning online communities (Matook et al. 2022,

Sibai et al. 2024) and organizational behavior (Rosette et al. 2013). We use annotation guidelines,

human baseline, and data publicly available from Saha et al. (2023). The annotated items are social

media posts from Gab. The task is to mark each post as a) fear speech, b) hate speech, c) normal,

or d) both fear speech and hate speech (if the post contains elements of both).

4.2.2. Criticism stance detection. We selected this case because the core task—criticism

stance detection—can be generalized to address a broad range of organizational and social chal-

lenges. Specifically, we use data from Peng et al. (2022), which focuses on detecting the criticism

stance of tweets about certain academic papers, framing it as a binary classification task.

4.2.3. Sentiment analysis. Sentiment analysis has broad implications in management

research, spanning social media (Zhang et al. 2016, Oh et al. 2023, Tang et al. 2024), e-commerce

(Homburg et al. 2015), and firm-to-public communications (Choudhury et al. 2019). For this task,

we utilize annotation guidelines, human baselines, and raw data from Sen et al. (2020).

4.3. Prompt and Model Specifics

To keep the focus on methodological insight rather than model-specific benchmarking, from this

point forward, we refer to each model by a short code that encodes its provider and weight-

access status (closed vs. open). We retain provider and openness because models from the same

provider often exhibit correlated behavior, and open-weight versus closed-weight access directly

affects reproducibility. The mapping is: OA-CW1 (GPT-4o), OA-CW2 (o3-mini), OA-CW3 (GPT-

4.5), OA-CW4 (GPT-4.1), OA-OW1 (GPT-OSS-120B), GO-CW1 (Gemini 1.5 Pro), GO-CW2

(Gemini 2.5 Pro), AN-CW1 (Claude 3.5 Sonnet), AN-CW2 (Claude 3.7 Sonnet), ME-OW1 (LLaMA

3.3 70B), ME-OW2 (LLaMA 3 70B), and DS-OW1 (DeepSeek-R1), where CW denotes closed-

weight and OW denotes open-weight.7

The prompt strategies included a base prompt, a prompt with persona settings, and a prompt

with chain-of-thought, all unified in their placement within the system role rather than the user role

7 More specifically, we use the following versions of models: GPT-4o-2024-08-06, o3-mini-2025-01-31, Claude-3-5-
Sonnet-20240620, Gemini-1.5-pro, Llama-3.3-70B-Instruct, DeepSeek-R1, and GPT-OSS-120B.
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(for reasons that will appear in Section 5.1.3). These prompts are initially tested using the focal

model OA-CW1 to establish a benchmark. Based on the results from OA-CW1, we identify the

optimal prompt by balancing performance and cost considerations. This optimal prompt is then

applied across several models: OA-CW1, OA-CW2, AN-CW1, GO-CW1, ME-OW1, DS-OW1, and

OA-OW1. Acknowledging that the best-performing prompt might vary between models, we further

examine this variability in the business proposal evaluation task. Specifically, we test all three

prompt strategies, altering their placement (system role versus user role) to generate six distinct

prompts. These prompts are applied to a selective subset of four models. We set the temperature

to 1 across all models, aligning with the default value for OA-CW1.

5. Empirical Results

We first present measurement error reduction results in the same sequence as described in Section

3.1.3: guideline contrast, reference baseline contrast, meta-prompt contrast, and model contrast.

We then evaluate robust reproducibility by testing backward-looking open-weight substitution and

ensemble-based upper bounds.

5.1. Measurement Error Reduction

5.1.1. Reducing guideline-induced error. Ambiguous or incomplete annotation guidelines

can create systematic measurement error when annotators apply inconsistent interpretations. We

examine whether iterative guideline refinement reduces this source of error by comparing LLM

annotation performance using one-shot (pre-existing) guidelines versus iteratively refined ones

developed through our structured protocol. Figure 3 presents Cohen’s Kappa values between LLM

annotations and expert-generated ground truth across six tasks. LLM performance is consistently

lower when using one-shot guidelines compared to iteratively refined guidelines. The improvement

ranges from 0.1 to 0.5 Kappa points, with the largest gains observed in dialog intent classification

and breakdown analysis tasks, where initial agreement levels below 0.1 (indicating no meaningful

agreement) improve to fair agreement level after guideline refinement.

These findings provide strong support for the argument that when holding human baseline pro-

cedures (H), meta-prompts (P ), and models (M) constant while anchoring evaluation at refined

guidelines (G∗ = G1), the transition from G0 to G1 increases reference agreement (∆(G) > 0).

Appendix Figure C3 illustrates the gains from the iterative refinement process, showing that IAA

among annotation experts rises consistently over multiple revision rounds. Achieving high IAA

typically requires several iterations for complex tasks, supporting our workflow that prescriptive

guidelines must be systematically developed rather than created in isolation.
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Figure 3 LLM Performance based on One-shot vs. Iteratively Refined Annotation Guidelines

Notes. The y-axis shows the κ between LLM annotation and human annotation baselines (i.e., the majority votes
from experts). The LLM used is OA-CW1. LLM performance based on one-shot annotation guidelines is always worse
than that based on iteratively refined annotation guidelines.

5.1.2. Reducing baseline-induced error. Unreliable human reference standards introduce

systematic baseline-induced error when the evaluation standard itself diverges from ground truth.

We test whether expert-generated baselines reduce this source of error by comparing the internal

consistency of annotation experts versus crowd workers using identical annotation guidelines.

For each of the four primary cases (comprising six sub-tasks), we construct two distinct annota-

tion baselines using our finalized annotation guidelines. The expert baseline is obtained from three

undergraduate research assistants who participate in the iterative guideline development process,

while the crowd worker baseline is obtained from three different research assistants who receive

the guidelines without participating in their development. Both groups annotate 200 to 300 ran-

domly chosen documents using identical protocols. Figure 4 presents the IAA comparisons between

the two baseline procedures. The annotation experts consistently achieve higher consensus com-

pared to crowd workers across all six tasks. For instance, in the dialog intent classification task,

the mean Cohen’s κ among expert annotators is 0.61 (indicating substantial agreement), whereas

crowd workers achieve only 0.23, reflecting weaker alignment and less consistent understanding of

the annotation criteria.

These findings provide strong support for the argument that under fixed guidelines (G∗) and

models/prompts (M,P), expert annotation procedures (H1) exhibit higher within-procedure agree-

ment than crowd worker procedures (H0) yielding (∆
(H)
IAA > 0). The superior consistency occurs

because the iterative refinement process allows experts to develop shared mental models of the

task, facilitating more consistent interpretations of complex phenomena (Ruggeri et al. 2024). This

higher baseline reliability provides a more demanding and stable evaluation standard to assess

LLM annotation quality.
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Figure 4 Inter-Annotator Agreement Comparison: Expert- and Crowd Worker-labeled Baseline

Notes. The y-axis shows mean κ among three annotators (either annotation experts or crowd workers). Expert-labeled
annotations consistently yield higher agreement across all tasks.

Figure 5 LLM Agreement with Expert vs. Crowd Baselines

Notes. Each point represents a model-task pair with coordinates (x = κ(LLM, expert), y = κ(LLM, crowd)). Colors
and markers denote tasks. The diagonal indicates equal agreement; points below it indicate stronger LLM alignment
with experts, while points above it indicate stronger alignment with crowd workers. Gray dashed lines mark κ= 0.5
on each axis.

We next compare how well LLM annotations align with expert versus crowd baselines. Fig-

ure 5 plots each model-task combination as a point with coordinates (x = κ(LLM, expert), y =

κ(LLM, crowd)). The diagonal indicates equal agreement; points below the diagonal indicate

stronger alignment with experts, and points above it indicate stronger alignment with crowds. Two

patterns emerge: first, alignment is not uniformly expert-leaning: the Dialog Intent Classification
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points are mostly above the diagonal, whereas the Connectedness Presence points cluster below it.

Within our workflow, the dialog-intent pattern is consistent with positive co-labeling covariance J

(Lemma 1): LLMs and crowd workers tend to make the same mistakes, inflating reference agree-

ment R without improving true agreement T . Second, once both expert and crowd agreement enter

the acceptable range (κ≥ 0.5, marked by the dashed lines), almost all points are on or below the

diagonal. In other words, when LLM-human agreement is high enough to be practically useful, it

usually aligns more closely with experts than with crowd workers. Together, these patterns support

the use of expert baselines for downstream prompt and model comparisons.

Furthermore, Appendix Figure D1 shows how measured LLM–human agreement changes when

expert-only labels are replaced with mixes that include crowd labels. The gap grows quickly for Dia-

log Intent Classification and Connectedness Presence, so conclusions shift under crowd baselines,

while Business Proposal Evaluation and Review Attribute Detection are largely flat, so conclusions

remain stable. These patterns show how baseline choice can influence reference agreement through

co-labeling covariance and motivate our use of high-IAA expert baselines.

5.1.3. Reducing prompt-induced error. Meta-prompt structure can introduce systematic

measurement error even when annotation guidelines remain constant. We test whether strategic

meta-prompt optimization reduces this source of error by examining three prompting strategies

across multiple models while maintaining verbatim guideline integrity. Building on the method-

ological principle of fixing the annotation guidelines and optimizing only the meta-prompt, we

explored three prompting strategies: base, persona, and chain-of-thought (CoT). We also examined

their placement in either the system role (a dedicated instruction channel that sets the model’s

behavior before the conversation begins) or the user role (the standard message channel that carries

the annotation request), resulting in six distinct prompt configurations. We deploy these variants

across four state-of-the-art LLMs in the business proposal evaluation task to isolate prompt-induced

effects.

Table 1 presents LLM-human agreement under different prompt configurations. The best-

performing prompts across all models consistently involve system-role placement of the guidelines.

However, our regression-based statistical analysis does not provide sufficient evidence to reject

the null hypothesis of performance equivalence between system and user role configurations. This

provides mixed support for the impact of meta-prompt on measurement error: while we observe

consistent trends favoring system role placement (which we advocate as a default strategy), the

improvements do not reach statistical significance (∆(P ) ≈ 0). Furthermore, the relative perfor-

mance of the base, persona, and CoT prompt types shows considerable heterogeneity across models.

For instance, when guidelines are placed in the system role, OA-CW1 achieves optimal performance



Cheng, Mayya, and Sedoc: Toward Robust Reproducibility in LLM Annotation 23

with the base prompt, while AN-CW1 peaks with chain-of-thought prompting. This model-specific

sensitivity suggests that meta-prompt optimization benefits vary by architecture.

Practically, the findings suggest that system role placement offers practical advantages for

researchers operating under time or budget constraints. Furthermore, competitive performance can

be obtained with minimal meta-prompt engineering. The prompt-induced error reduction may be

smaller than anticipated, mainly because prescriptive guidelines limit the marginal gains from such

meta-prompt optimization.

Table 1 LLM-Human Agreement under Different Prompts (Business Proposal Evaluation Task)

Model Code Guidelines in System Role Guidelines in User Role

Base Persona CoT Base Persona CoT

OA-CW1 0.605 0.582 0.610 0.582 0.592 0.608
GO-CW1 0.561 0.512 0.487 0.547 0.544 0.515
AN-CW1 0.578 0.503 0.616 0.540 0.577 0.580
ME-OW1 0.566 0.589 0.527 0.569 0.555 0.541

Notes. The table presents Cohen’s Kappa scores between LLM annotations and human ground truth under dif-
ferent prompt strategies. The three prompting strategies (base prompt, with personas, and chain-of-thought)
and their placement (system role versus user role) generate six distinct prompts. Codes follow provider-
openness-index naming, where CW denotes closed-weight and OW denotes open-weight.

5.1.4. Reducing model–induced error. Even with guidelines, baselines, and prompts held

constant, different LLM architectures introduce model-induced error through varying performance

on identical annotation tasks. We test whether models produce significantly different annota-

tion outcomes by evaluating seven state-of-the-art LLMs across nine representative management

research tasks. The empirical results reveal two important insights.

First, cross-model differences warrant model testing and selection. We find no universally superior

model, as performance leadership varies substantially across annotation contexts (Table 2). This

variation provides strong support for the argument that for fixed (P,G,H), model changes yield

significant contrast (∆
(M)
S ̸= 0).

Among the tested models, no single model dominates across contexts. AN-CW1 excels in tasks

such as dialog intent classification (κ= 0.427), connectedness presence (κ= 0.688), and connected-

ness classification tasks (κ= 0.371), whereas DS-OW1 performs best in dialog breakdown analysis

(κ = 0.744), criticism stance detection (κ = 0.580), and sentiment analysis (κ = 0.935). However,

these two models show dramatic drops on other tasks. For instance, OA-CW1 achieves the high-

est performance in business proposal evaluation (κ= 0.605) and language toxicity detection (κ=

0.471), while OA-CW2 leads in review attribute detection (κ= 0.554). These task leaders become

the focal models in the backward-looking and upper-bound analyses below. One interesting observa-

tion is that reasoning-focused models, such as OA-CW2 and DS-OW1, display greater performance



24 Cheng, Mayya, and Sedoc: Toward Robust Reproducibility in LLM Annotation

variability across tasks. For instance, OA-CW2 attains a high agreement level in review attribute

detection, while its performance in dialog breakdown analysis drops sharply. This volatility reflects

optimization of the reasoning models for analytical cognition (conscious deliberation) rather than

intuitive cognition (i.e., grounded, situational pattern recognition) (Patterson and Eggleston 2017)

that annotation tasks require, suggesting completion-optimized models may be more suitable for

consistent annotation performance. Overall, these findings establish the necessity of task-specific

model evaluation and highlight two critical challenges: determining when low model confidence war-

rants additional votes from multiple models, and ensuring robust reproducibility as high-performing

closed models face retirement cycles. We address these challenges in the following sections.

Table 2 Cross-Model Performance Comparison: Human-LLM Agreement

Task OA-
CW1

OA-CW2 OA-OW1 GO-CW1 AN-CW1 ME-OW1 DS-OW1

Business Proposal Evaluation 0.605 0.560 0.533 0.561 0.578 0.566 0.517
Review Attribute Detection 0.479 0.554 0.501 0.346 0.429 0.220 0.458
Dialog Intent Classification 0.335 0.191 0.187 0.238 0.427 0.205 0.251
Dialog Breakdown Analysis 0.566 0.223 0.617 0.727 0.689 0.245 0.744
Connectedness Presence 0.632 0.555 0.602 0.566 0.688 0.602 0.633

Connectedness Classification 0.366 0.303 0.286 0.324 0.371 0.338 0.302
Language Toxicity Detection 0.471 0.307 0.389 0.407 0.390 0.366 0.340
Criticism Stance Detection 0.540 0.510 0.520 0.550 0.570 0.500 0.580

Sentiment Analysis 0.918 0.901 0.900 0.885 0.822 0.900 0.935

Notes. The values represent Cohen’s Kappa scores between LLM annotations and human ground truth. Codes
follow provider-openness-index naming, where CW denotes closed-weight and OW denotes open-weight. Perfor-
mance varies by task type, and no single model is uniformly strongest across contexts. Binary and multi-class
tasks generally yield higher and more stable agreement, while multi-label tasks exhibit lower and more variable
agreement.

Second, LLM suitability is task-dependent. The empirical evidence from our comprehensive

evaluation presents a subtle picture of LLM viability for text annotation tasks, instead of a binary

verdict on LLM suitability. In other words, there is a relationship between task structure and

annotation performance (measurement error). For binary classification tasks, such as sentiment

analysis, connectedness presence, and criticism stance detection, LLMs perform reliably well. Across

almost all models, Cohen’s Kappa scores against human annotations exceed 0.5, with the best-

performing models in each task approaching or surpassing 0.6. In multi-class classification tasks

where each document receives a single label from mutually exclusive options, some models perform

well, but variability across models is large. For business proposal evaluation, better-performing

models reach κ ≈ 0.5 to 0.6, whereas for dialog breakdown analysis, performance spans roughly

κ≈ 0.2 to 0.7 across models. This dispersion indicates that current LLMs can address moderately

complex categorization, yet reliability is highly task- and model-dependent, thereby necessitating

validation on the focal task. Finally, LLMs face significant challenges in multi-label classification
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tasks, where instances can belong to multiple categories simultaneously. Examples include dialog

intent classification, review attribute detection, and connectedness classification. Performance in

these tasks drops considerably. Dialog intent classification (κ ≈ 0.2), review attribute detection

(κ≈ 0.4), and connectedness classification (κ≈ 0.3) all demonstrate substantially lower agreement

with expert annotations. This low performance suggests a substantial limitation in LLMs’ ability

to handle nuanced, overlapping, and multidimensional labeling schemes.

These results suggest that researchers should adopt a decision framework based on task structure

when considering LLM implementation for annotation tasks. Binary and simple multi-class classifi-

cation tasks represent “low-hanging fruit” where LLMs can reliably scale human annotation efforts.

In contrast, complex multi-label classification tasks remain better suited to human annotation or

may require more sophisticated annotation architectures that combine human expertise with LLM

capabilities. Together, our findings caution against viewing LLMs as universal replacements for

human annotation.8

5.1.5. Simulation. The preceding results demonstrate that SILICON reduces measurement

error across various annotation tasks. A natural question follows: how does this reduction in mea-

surement error affect the quality of downstream statistical inference? To quantify this, we conduct

Monte Carlo simulations that examine the propagation of annotation error to regression-based

hypothesis tests, a common downstream use case of annotated data in management research.

We consider the downstream inference task as a linear regression where the LLM-annotated

binary classification variable serves as the explanatory variable, denoted as y. The true data-

generating process is:

zi = βyi +ui, ui
iid∼N(0, σ2), (10)

where zi is a continuous outcome, yi ∈ {0,1} is the unobserved ground truth label, β is the true

effect of interest, and ui is idiosyncratic noise. Since yi is unobserved, researchers instead estimate:

zi = γ0 + γ1ŷi + ϵi, (11)

where ŷi is the LLM-generated label from the selected configuration.

The simulation follows the sequential design of SILICON implementation: a human reference

baseline is first established under fixed (G,H), then multiple candidate LLM configurations,

each representing a different (P,M) combination, are evaluated against this reference, the best-

performing configuration is selected based on observable R, and the selected configuration is

deployed to generate labels for downstream regression analysis.

8 In addition, we applied five additional models: four more advanced ones (AN-CW2, GO-CW2, OA-CW3, and OA-
CW4) and one less advanced model (ME-OW2). Models from the same series exhibit some improvement across versions
(e.g., AN-CW2 relative to AN-CW1), though the performance gains are generally modest. The main conclusions
remain robust across all models. Detailed results are reported in Table D1.
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We map the conceptual components of a configuration c= (G,H,P,M) to simulation parameters

as follows: (1) human reference quality, determined jointly by guidelines G and human baseline

procedures H, is captured by the symmetric error rate e governing how often the reference label

r deviates from truth y; (2) The quality of the prompt and model, determined by P and M , is

captured by the diagonal accuracy of the LLM’s confusion matrix, which specifies Pr(ŷ= k | y= k)

for each class k; and (3) The tendency for shared error modes between the LLM and human, which

reflects the co-labeling covariance (J), is captured by a coupling parameter ρ, the probability that

the LLM copies the human reference label.

Each Monte Carlo replicate proceeds through six steps: (1) draw ground truth labels for valida-

tion and test sets; (2) generate human reference labels by flipping each truth label to a random

alternative with probability e; (3) for each of m candidate configurations, generate LLM predic-

tions by first drawing from the confusion matrix and then, with probability ρ, overwriting with

the human reference to induce coupling; (4) compute reference agreement R(j) for each candidate

and select j∗ = argmaxj R
(j); (5) on a test set, deploy the selected configuration and compute

test-set true agreement T (j∗); and (6) generate outcomes, regress on the selected configuration’s

labels via OLS, and record the coefficient estimate, confidence interval coverage, and selection cor-

rectness. The complete algorithm and parameter specifications used in simulation are presented in

Appendix E.

We compare two regimes across 1,000 replicates: a baseline regime representing conventional

practice (human error rate e = 0.15, LLM model/prompt accuracies in [0.65,0.85], LLM-human

coupling rate ρ∈ [0.20,0.50]) and an improved (SILICON) regime reflecting systematic error reduc-

tion (e = 0.02, accuracies in [0.94,0.98], ρ ∈ [0.02,0.05]). Figure 6 presents the results. Panel A

shows that the baseline regime suffers severe attenuation bias: mean β̂ = 0.696 versus true β = 1.0

(bias =−0.304), with 95% CI coverage collapsing to 31.7%. The improved regime reduces bias to

−0.043 and restores coverage to 93.1%. Panel B confirms that the improved regime consistently

selects higher-quality configurations (mean T = 0.978 vs. 0.850). Panel C shows that selection accu-

racy improves from 79.7% to 84.3%, reflecting reduced distortion from J when both e and ρ are

small.

Appendix Figure E1 further decomposes the improvement into two channels. Row A holds the

LLM configuration fixed while varying human error rate e from 0.25 to 0.05: as human reference

quality improves, bias decreases from −0.346 to −0.220. Row B holds e= 0.05 fixed while varying

LLM prompt/model quality from Weak to Strong: bias improves from −0.324 to −0.097 and mean

T rises from 0.838 to 0.949. The results imply that improving human references (through expert

baselines and iterative guidelines) makes selection more reliable, while improving prompt/model

quality (through systematic testing) raises what can be selected.
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Figure 6 Simulation Results: Selection and Inference

Notes. Panel A: Mean regression coefficient β̂ with 95% Monte Carlo confidence intervals; the dashed line indicates the
true value β = 1.0. Panel B: Distribution of selected LLM configuration’s true agreement (T ) on the test set. Panel C:
Selection accuracy: fraction of replicates where R-based selection identifies the best-T configuration. The baseline
regime uses e = 0.15, LLM prompt/model candidate accuracies in [0.65,0.85], and ρ ∈ [0.20,0.50]. The improved
(SILICON) regime uses e= 0.02, accuracies in [0.94,0.98], and ρ∈ [0.02,0.05].

5.2. Robust Reproducibility

5.2.1. Backward-looking robust reproducibility. Figure 7 shows regression-based com-

parison results, including coefficient estimates and 95% confidence intervals for the five primary

tasks whose best-performing model is closed. Each panel uses the best-performing model for that

task as the omitted baseline. The dependent variable is whether a given label matches the expert

ground truth. Because the best-performing model on each task serves as the omitted baseline, each

coefficient represents how much more or less likely an alternative model is to produce a correct

label, measured in log-odds, relative to that focal model on the same set of items.9 The blue ribbons

highlight all open-weight models whose 95% confidence intervals include zero and therefore do not

statistically differ from the focal model under the backward-looking comparison. Dialog Break-

down Analysis is omitted from the figure because its best-performing model, DS-OW1, is already

open-weight and therefore does not require a backward-looking retirement test. Intervals that cross

zero indicate that we cannot reject the null hypothesis of no performance difference relative to the

focal model; intervals below zero indicate significantly worse performance, and above zero indicate

significantly better performance.

We find that every task whose best-performing model is closed has at least one open-weight

alternative with no statistically detectable difference from that focal model. Dialog Breakdown

Analysis goes one step further: its best-performing model is DS-OW1, which is already open-weight,

9 One caveat is that the focal model is selected using Cohen’s Kappa, with weighted Kappa for multi-label tasks,
whereas the regression test uses an item-level exact-match indicator as the dependent variable and therefore evaluates
binary accuracy on the expert-labeled sample. These criteria are closely related but not identical. As a result, a
model can appear to outperform the focal model in the regression plot without contradicting the original focal-model
selection rule, because the ranking is being evaluated under a different metric.
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so backward-looking reproducibility is satisfied by construction for that task. Together with the

ensemble upper-bound analysis that follows, these results bracket the focal model’s performance:

the backward-looking reference guarantees reproducibility via a permanently accessible alternative,

while the routed-ensemble results show how much improvement is empirically obtainable under

stronger labeling support.

Figure 7 Regression-based Performance Comparison Across Models

Notes. Regression-based comparison of model performance relative to the task-specific focal model (red dashed line,
reference). The blue ribbons highlight all open-weight models whose 95% confidence intervals include zero, indicating
no statistically detectable difference from the focal model. Each point represents the estimated log-odds ratio of
accuracy for a given model, with horizontal bars indicating 95% confidence intervals. Points to the right of zero suggest
higher relative performance compared to the focal model, while points to the left indicate lower relative performance.
Dialog Breakdown Analysis is omitted because its best-performing model is already open-weight. Missing estimates
occur when no exact matches exist between model annotations and the reference baseline, which is rare but possible
for multi-label classification tasks.

5.2.2. Upper bound by ensemble performance. As described in Section 3.3.2, we con-

struct an ensemble-based upper bound on the focal model’s performance by augmenting the best-

performing model on each task with the second- and third-best models from Table 2. Specifically, we

evaluate a routing rule in which items with FSDi < τ are sent to auxiliaries, while high-confidence
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items retain the focal model’s label.10 Because the focal model is already the best-performing single

model, full integration does not necessarily maximize performance: an interior threshold can out-

perform τ = 1 when auxiliary votes improve low-confidence items but would otherwise overwrite

correct high-confidence focal labels. The upper bound for a task is therefore the highest observed

point on its routing curve.

Figure 8 plots Cohen’s Kappa against human ground truth as a function of confidence threshold

τ across six tasks. The routing curves reveal that whether model aggregation actually improves

performance is highly task-dependent. For Dialog Breakdown Analysis, performance of the model

ensemble rises steadily through full integration, suggesting that GO-CW1 and AN-CW1 con-

tribute complementary signals to the DS-OW1 focal model. However, Dialog Intent Classification

illustrates the opposite extreme: it displays a downward-sloping routing curve, meaning auxiliary

models actively degrade performance relative to the focal model. This is consistent with a setting

where the auxiliary models share error modes with each other but not with the focal model, so

that majority voting systematically overrides correct focal labels with concordant but incorrect

auxiliary predictions.

The curves also suggest that, in certain scenarios, additional labels should be introduced selec-

tively to achieve the best outcome. The non-monotonic patterns in Business Proposal Evaluation

and Review Attribute Detection confirm that the best ensemble configuration can occur at an inte-

rior routing threshold rather than at full integration, reinforcing that researchers should empirically

calibrate the threshold rather than defaulting to majority vote on all items.

Finally, the routing curves inform the practical tradeoff between performance and cost. In tasks

where aggregate performance increases sharply up to a certain threshold and then improves only

marginally, the cost of routing additional items to multiple models becomes a relevant factor.

Researchers must weigh whether the additional labeling cost is justified by the relatively small gain

in overall performance beyond that threshold. When the curve is flat, as in Connectedness Presence,

the additional cost is unwarranted. The decision to invest in multi-model labeling should therefore

be guided by the routing curve on the validation sample before committing to multi-model deploy-

ment at scale. To determine whether the best routed ensemble is statistically different from the

focal model, researchers can apply the regression-based comparison by treating the selected routed

ensemble as an additional treatment on the same items. This provides a formal test of whether the

observed ensemble gain is statistically distinguishable from the focal model’s performance.

10 For τ = 0, performance equals the focal model alone; at τ = 1, all items are assigned via task-specific three-model
majority vote.
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Figure 8 Ensemble Upper Bound: Performance of Multi-Model Annotation across Confidence Threshold

Notes. Cohen’s Kappa vs. FSD routing threshold τ across six tasks when each task uses its own best-performing
model as the focal model and the next two best models as auxiliaries. At τ = 0, only the focal model is used; at τ = 1,
all items are assigned via task-specific three-model majority vote. The curves therefore quantify how routing changes
performance across candidate ensemble configurations. The larger dot on each curve marks the threshold that yields
the highest Cohen’s Kappa for that task.

6. Discussion and Conclusion

This paper addresses a challenge that is both urgent and underappreciated: the LLM used to

annotate data today can be retired without warning, potentially before the research clears the rig-

orous academic review process. The speed at which frontier models are being retired makes robust

reproducibility not just a future problem, but a present one.11 However, robust reproducibility is

only meaningful if the performance signal is credible—that is, free from contamination by mea-

surement error. We therefore show that the first step toward robust reproducibility is decomposing

and controlling measurement error across the annotation pipeline, so that any discrepancy under a

substitute model reflects a genuine model difference rather than uncontrolled noise from guidelines,

baselines, or prompts. With measurement error controlled, we operationalize robust reproducibility

as a lack of statistical difference, choose the best-performing model on each task as the focal model,

and then establish a backward-looking reference via open-weight comparison together with an

upper-bound comparison via ensemble-based multi-model labeling. Empirically, structured inter-

ventions at each stage substantially reduce error, and regression-based comparison validates that

11 For instance, OpenAI retired OA-CW1 (GPT-4o) from the user interface in 2025, unretired it, and finally re-retired
it in 2026 (link).

https://openai.com/index/retiring-gpt-4o-and-older-models/
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each closed focal model has at least one open-weight replacement with no statistically detectable

performance difference. The routing analysis further shows that multi-model labeling is selectively

useful because the best ensemble configuration can occur at an interior routing threshold rather

than at full integration. In practice, researchers may choose a cheaper model instead of the best-

performing one; if that chosen model is closed, they should still run the same backward-looking

test before relying on it. While our focus is management research, the framework applies to any

discipline preferring prescriptive annotation.

6.1. Managerial Implications

Our findings have immediate relevance for organizations that rely on text classification for opera-

tional decisions. In practice, organizations run recurring text-classification workloads across diverse

functions: customer service departments analyze support tickets and chat transcripts to identify

emerging issues, human resources screen resumes and employee feedback for cultural fit and satis-

faction indicators, marketing teams mine social media and product reviews for brand perception,

and compliance units monitor internal communications for regulatory risks. SILICON provides

these organizations with a systematic approach to deploy LLM-based annotation that maintains

quality and long-term reproducibility.

The workflow’s parsimonious design makes it particularly suitable for organizational adoption.

Rather than requiring annotation of entire datasets, SILICON’s validation approach uses repre-

sentative samples of 100 to 200 documents to assess annotation quality, a scale that fits within

typical pilot project budgets. For instance, a firm seeking to classify customer complaints can

first apply SILICON to iteratively refine guidelines with domain experts from customer service,

establish baselines using these experts rather than generic crowd workers, and test multiple LLMs

on a sample before committing to full-scale deployment. Our results show that open-weight mod-

els achieve no statistically detectable difference in performance relative to closed models in most

tasks, offering organizations a path to avoid vendor lock-in while maintaining annotation quality.

While LLMs are already more cost- and time-efficient than human annotation, SILICON extends

these gains: ensemble-based multi-model labeling establishes performance bounds, and open-weight

model substitution ensures long-term accessibility, all while ensuring robust reproducibility. By

decomposing measurement error into interpretable sources, SILICON also provides actionable diag-

nostics: if annotation quality is poor, organizations can identify whether the issue stems from

ambiguous guidelines, inadequate baselines, suboptimal prompts, or model limitations, enabling

targeted improvements rather than costly trial-and-error.
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6.2. Limitations

There are several limitations that warrant future research. First, our study adopts a prescriptive

approach to address annotation tasks. The workflow assumes that high inter-annotator agreement

is a desirable standard, which may not apply in research contexts that intentionally seek to capture

variability in human perception or interpretation. In such settings, enforcing LLM alignment with

a single “ground truth” may obscure meaningful heterogeneity. Furthermore, reasoning models

may be especially desirable in such settings, compared to chat completion models. Future work

could explore how LLMs can support, rather than suppress, annotation plurality, particularly

when diversity of opinion is part of the theoretical construct being studied. Second, while we

emphasize expert-developed baselines, we do not account for the individual-level characteristics of

annotators. Prior research suggests that LLMs can be tuned to emulate specific annotator styles

or preferences (Hashemi et al. 2024), opening the door to more personalized or demographic-aware

annotation pipelines. Incorporating these perspectives remains an important direction for future

methodological development.
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Online Appendices
To Err Is Human; To Annotate, SILICON? Reducing

Measurement Error in LLM Annotation

Appendix A: Methodological Details

A.1. Measurement of Agreement Rate: Cohen’s Kappa

To measure agreement, one simple way is counting the raw number of matching annotations. However, the

raw agreement fails to account for agreements that might occur by chance. This can lead to misleading

conclusions, especially in cases where the likelihood of random agreement is high (Lee et al. 2023). To

overcome this limitation, we employed Cohen’s Kappa (κ), which measures the level of agreement between

two annotators while adjusting for chance agreement (Cohen 1968). The formula for Cohen’s Kappa is given

by:

κ=
Po−Pe

1−Pe

, (12)

where Po is the relative observed agreement among raters, and Pe is the hypothetical probability of agreement

by chance. Specifically, κ= 1 indicates perfect agreement; κ= 0 indicates agreement no better than chance;

and κ< 0 suggests less agreement than would be expected by chance. A κ of 0.4 to 0.6 is commonly regarded

as a threshold for sufficient inter-annotator agreement (Landis and Koch 1977).

In our multi-label classification task, annotators could assign multiple distinct labels (referred to as “units”)

to a single item (e.g., a social media post). We define the overall label(s) assigned to an item as a “set”.

For instance, in the toxicity detection task, there are in total three units, “fearspeech”, “hatespeech”, and

“normal”, and a set could be “fearspeech, hatespeech”. It is apparent that the agreement level between “fear-

speech, hatespeech” and “fearspeech” should be higher than that between “hatespeech” and “fearspeech”.

To account for this, we use Weighted Cohen’s Kappa (Cohen 1968), which is given by

κ= 1−
∑k

i=1

∑k

j=1wijxij∑k

i=1

∑k

j=1wijmij

, (13)

where wij is the weight matrix, xij is the observed matrix, and mij is the expected matrix.

We follow Passonneau (2006) to derive the weight matrix W for our calculations. The weight w ranges

from 0 (identical sets) to 1 (disjoint sets). The weight w between two sets P and Q is defined as:

w= 1− J ·M, (14)

where J is the Jaccard metric (Jaccard 1908) and M represents monotonicity. Specifically, J measures the

size difference between two sets, independently of their structural relationship. It is calculated as the ratio

of the cardinality of the intersection to the cardinality of the union of the two sets. J ranges from 0 (disjoint

sets) to 1 (identical sets). The M term captures the structural relationship between sets: if two sets Q and

P are identical, M is 1; if one set is a subset of the other, M is 2/3; if the intersection and the two set

differences are all non-null, then M is 1/3; if the sets are disjoint, M is 0. Altogether, the weight w reflects

both the size difference and the structural relationship between the two sets. For instance, in the language

toxicity detection task, the weight between sets “fearspeech” and “hatespeech” is 1, and the weight between

“fearspeech” and “fearspeech, hatespeech” is 2/3.
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A.2. A Regression-based Approach to Compare LLM Annotation Performance

Consider the scenario where we use the same prompt across multiple models applied to the same text

sample.12 Our goal is to statistically compare model performances and identify models with equivalent

results. Specifically, we aim to determine whether a model’s performance metric differs significantly from

others or if certain models yield statistically indistinguishable performance metrics.

In this setting, there are two sources of uncertainty:

1. Sampling uncertainty: This arises from inferring population parameters (e.g., differences in LLM per-

formance across models) based on the human baseline sample, which is randomly drawn from the human

baseline.

2. Stochastic output uncertainty: This stems from the non-deterministic nature of LLM outputs. The

literature (e.g., Pangakis et al. 2023) documents this variability, and common approaches to account for

this uncertainty include running the model multiple times and calculating the consistency of its annotation

results.

Our focus is on addressing the first source of uncertainty. Instead of computing overall performance metrics

for each model and comparing them with pairwise tests or bootstraps, we propose a logistic regression-based

approach.

Suppose we use J models to annotate a sample with I items (e.g., a sample consisting of I business

proposals). We treat each model as a distinct “treatment” and aim to assess the “treatment effect” of one

model compared to a baseline model. Denoting the model by j (1, 2, ..., J) and the item by i (1, 2, ..., I),

the unit of analysis is the item-model pair, ij. The dependent Variable (Matched ij) is an indicator variable

equal to 1 if the model j’s label for item i matches the human ground truth, and 0 otherwise.13

We then perform a logistic regression of the dependent variable Matched ij on all treatment dummies,

excluding one due to perfect collinearity. The regression equation is:

logit(P (Matchij = 1)) = α0 +α11(j = 1)+α21(j = 2)+ ...+αJ−11(j = J − 1)+ ϵij . (15)

Here, the J-th treatment is omitted as the baseline. The coefficients are interpreted in terms of log-odds:

α0 =log

(
P (Matchedij = 1|j = J)

1−P (Matchedij = 1|j = J)

)
,

α1 =log

(
P (Matchedij = 1|j = 1)

1−P (Matchedij = 1|j = 1)

)
−α0,

α2 =log

(
P (Matchedij = 1|j = 2)

1−P (Matchedij = 1|j = 2)

)
−α0,

. . .

αJ−1 =log

(
P (Matchedij = 1|j = J − 1)

1−P (Matchedij = 1|j = J − 1)

)
−α0.

(16)

12 This approach in essence is about comparing LLM annotation performance across different treatments. Treatments
could be different models or different prompts, and the same logic outlined here applies to both scenarios.

13 This binary “matched” measure is straightforward and easily interpretable at the item level. When aggregated
across items, it provides the model’s accuracy. However, a slight discrepancy exists since in our case studies, we
use Cohen’s Kappa to account for chance agreement. This adjustment is made because Cohen’s Kappa is a chance-
corrected measure calculated over all items, which makes it less intuitive at the per-item level. Nonetheless, applying
a Kappa-like transformation to derive the dependent variable would still align with the same regression logic.
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Crucially, we cluster standard errors at the item level to account for the fact that each item i is “tested”

multiple times—once per model. By design, the regression estimates represent differences in log-odds of

matching the human ground truth between each model and the baseline model. Hypotheses can be tested

within this logistic framework, such as (1) joint test: Ha: α1 = α2 = · · ·= αJ−1 = 0, using a likelihood ratio

test, and (2) individual tests: Hb1: α1 = 0, Hb2: α2 = 0, ..., Hb(J−1): αJ−1 = 0.

Furthermore, under this framework, the second source of uncertainty (stochasticity in LLM outputs)

can also be addressed with additional assumptions. Specifically, we consider that LLMs aim to produce an

“intended output”14 but sometimes generate a different “actual output” due to non-determinism. From a

regression perspective, this discrepancy can be treated as a form of measurement error. Assuming the mea-

surement error is independently and identically distributed (i.i.d.), the regression estimates remain unbiased

when the sample size is sufficiently large.

A.3. Computing FSD and Two Practical Approaches

FSD evaluates LLM confidence (or consistency) by measuring the discrepancy in agreement between the most

common and second most common answers from multiple sampled outputs. A larger FSD indicates higher

confidence, indicating that the model’s responses are more concentrated on a single answer over multiple

runs. We summarize two ways to obtain the required distribution in practice.

1. Log-probability approach (when available). If token log-probabilities are exposed (common for

open-weight models and some closed APIs), infer the top two option probabilities from the first dis-

ambiguating token of each option and compute FSD from those. There are some limitations to this

approach: (i) some APIs do not expose log-probs; (ii) with very large or combinatorial label spaces

(e.g., multi-label), mapping options to first tokens becomes cumbersome.

2. Sampling approach (model-agnostic). Sample multiple independent outputs from the focal model

for each item, form the empirical distribution over options, and compute FSD directly from observed

frequencies. This resolves both limitations above at the expense of additional cost.

A.4. Confidence-Based Routing: Implementation Details

The ensemble upper bound described in Sections 3.3.2 and 5.2 is operationalized by sweeping the routing

threshold across candidate values and evaluating the resulting routed ensemble. This subsection provides the

implementation details for that routing procedure.

FSD computation. For each item, we generate five independent responses from the focal model using

temperature = 1, then calculate the First-Second Distance as the difference between the frequency of the

most common response and the frequency of the second most common response. A larger FSD indicates

higher confidence, suggesting the model’s responses concentrate on a single answer across multiple runs.

Threshold calibration. Items with FSDi < τ are routed to auxiliary models for majority voting, while high-

confidence items retain focal-model labels. We recommend empirical calibration on the expert-annotated

14 One could argue that the intended output is the one with the highest probability of being generated by the LLM
model when the temperature is set to 0. However, we take the stance that the intended output may not necessarily
align with the output generated under this condition. This difference is not the focus of the study, and we leave its
discussion for future work.
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validation sample: evaluate Cohen’s Kappa over a grid of threshold values and identify the threshold that

yields the highest observed performance for the task-specific ensemble configuration. Because the focal model

is already the strongest single model, the best threshold may be an interior value rather than full integration.

Empirical findings. Across six primary tasks, routing traces task-dependent paths over candidate ensemble

configurations (see Figure 8). Some tasks show clear improvements at interior thresholds, while others remain

flat or decline as more items are routed. Full integration is therefore one candidate configuration, not the

definition of the upper bound. If researchers wish to assess whether the selected routed ensemble statistically

differs from the focal model, they can apply the regression-based comparison described in Appendix A.2.

A.5. Proof of Lemma 1

Write πk =Pr(y= k) and, for each configuration c, define

pℓ|k(c) := Pr(ŷc = ℓ | y= k), qℓ|k(c) := Pr(r= ℓ | y= k, c).

Because human annotators label items under fixed (G,H) without observing which prompt or model is being

evaluated, the reference label satisfies r⊥ c | (x,G,H). Hence for any k, ℓ, we have:

qℓ|k(c) = Pr(r= ℓ | y= k, c) =E[Pr(r= ℓ | y= k,x,G,H, c) | y= k]

=E[Pr(r= ℓ | y= k,x,G,H) | y= k] =: qℓ|k,

which shows that the conditional reference probabilities qℓ|k (and thus the reference error rate e=Pr(r ̸= y))

are invariant across c. Now we decompose R(c). For any c,

R(c) =

K∑
k=1

πk Pr(ŷc = r | y= k) =

K∑
k=1

πk

K∑
ℓ=1

Pr(ŷc = ℓ, r= ℓ | y= k).

Add and subtract pℓ|k(c) qℓ|k inside the inner sum:

Pr(ŷc = r | y= k) =

K∑
ℓ=1

pℓ|k(c) qℓ|k +

K∑
ℓ=1

(
Pr(ŷc = ℓ, r= ℓ | y= k)− pℓ|k(c) qℓ|k

)
. (17)

By Assumption 1, qk|k = 1− e and qℓ|k = e/(K − 1) for ℓ ̸= k. Therefore,
K∑

ℓ=1

pℓ|k(c) qℓ|k = (1− e)pk|k(c)+
e

K − 1

∑
ℓ ̸=k

pℓ|k(c) =
(
(1− e)− e

K − 1

)
pk|k(c)+

e

K − 1
. (18)

Substituting Equation (18) back into Equation (17), we have:

R(c) =

K∑
k=1

πk

[(
(1− e)− e

K − 1

)
pk|k(c)+

e

K − 1

]
+

K∑
k=1

πk

K∑
ℓ=1

(
Pr(ŷc = ℓ, r= ℓ | y= k)− pℓ|k(c) qℓ|k

)
= a

K∑
k=1

πk pk|k(c)+ b+

K∑
k=1

πk

K∑
ℓ=1

(
Pr(ŷc = ℓ, r= ℓ | y= k)− pℓ|k(c) qℓ|k

)
︸ ︷︷ ︸

=: J(c)

,

with a= (1−e)− e
K−1

> 0 and b= e
K−1

. Recognizing
∑

k
πk pk|k(c) = Pr(ŷc = y) = T (c) completes the identity

R(c) = aT (c)+ b+ J(c).

Note that the term J(c) captures conditional dependence between ŷc and r given y; if they were conditionally

independent, J(c) would be 0 and the mapping would reduce to the linear form.

Appendix B: Case Study Details

We present the research contexts, original annotation approach, our implementation, and key findings of the

seven case studies in Table B1.
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Table B1 Summary of Case Studies

Task Research Context Original Text
Annotation
Approach

SILICON
Implementation

Key Findings

Business
Proposal
Evaluation

Understanding DAO
governance through
systematic analysis
of business proposal
content and decision
delegation patterns

Manual classification
by RAs into six
predefined categories

Developed
expert-validated guidelines
with 3 RAs; established
baseline using 121
proposals; tested multiple
LLM configurations

High-performing LLMs
achieved moderate to
high agreement with
expert baseline

Review
Attribute
Detection

Quantifying
consumers’
purchasing decisions
through systematic
analysis of product
review content

Training a deep
learning model using
5,000 reviews
annotated by Amazon
Mechanical Turk
workers

Developed
expert-validated
guidelines with 3 RAs;
established baseline using
180 reviews; tested
multiple LLM prompt and
model configurations

1. Moderate agreement
achieved with expert
baseline across selected
models
2. Significant
performance variation
observed between
different LLMs for this
complex multi-label
task

Dialog
Intent
Classifica-
tion and
Breakdown
Analysis

Evaluating
human-computer
interactions in
customer support
through systematic
dialog analysis

None. This is a novel
evaluation of
human-computer
interactions in
customer support
through systematic
dialog analysis

Developed
expert-validated
guidelines with 3 RAs;
established baseline using
195 conversational turns;
tested multiple LLM
prompt and model
configurations

1. Intent classification
showed consistently
low agreement between
LLMs and expert
baseline
2. Breakdown analysis
demonstrated
moderate to high
agreement levels across
tested models

Affective
Content
Evaluation

Understanding how
a sense of
connectedness
affects consumer
willingness to pay
and product sales
performance

Ongoing work
involving manual
annotations

Developed
expert-validated guidelines
with three research
assistants; established a
baseline using 120 product
descriptions; tested
multiple LLM prompting
and model configurations

1. Moderate to high
agreement with expert
baseline achieved for
connectedness presence
detection
2. Low agreement
observed for
connectedness
classification across
detailed categories

Language
Toxicity
Detection

Demonstrating fear
speech’s prevalence,
influence, and
subtlety compared
to hate speech on
social media
platforms

Manual classification
into one of four types
using a combination of
experts and Amazon
Mechanical Turk
workers

Used the annotation
guidelines and a random
sample of the human
baseline from the original
paper, which involves 160
posts; explored multiple
prompts and models

Agreement level
between LLMs and
crowd worker baseline
is moderate to low

Criticism
Stance
Detection

Assessing online
attention and
criticism toward
retracted scientific
papers over time

Manual classification
of Twitter posts to
identify expressions of
criticism toward
specific scientific
papers, using trained
annotators

Used the annotation
guidelines and a random
sample of the human
baseline from the original
paper consisting of 200
posts; explored multiple
prompts and models

Agreement level
between LLMs and
crowd worker baseline
is moderate

Sentiment
Analysis

Comparing human
and computational
attention in text
classification tasks,
focusing on
sentiment analysis

Manual labeling of
sentiment value and
human attention maps
of Yelp customer
reviews using Amazon
Mechanical Turk
workers

Used the annotation
guidelines and a random
sample of the human
baseline from the original
paper consisting of 120
reviews; explored multiple
models

Agreement level
between LLMs and
crowd worker baseline
is very high across all
models tested
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Appendix C: Workflow Details

Figure C1 presents the SILICON workflow in detail. The workflow organizes how we (i) develop reliable

human annotation guidelines, (ii) establish human baselines, and (iii) subsequently optimize meta-prompts

and evaluate multiple LLMs.

Figure C1 SILICON: A Systematic Workflow for LLM-based Text Annotation

Figure C2 shows the detailed workflow for developing the annotation guidelines that we adopted. This

workflow was originally proposed by Lee et al. (2023) and we have integrated it into the SILICON workflow.
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In the figure, the term “researcher” denotes expert annotators, which may include research assistants or the

researchers themselves.

Figure C2 A Detailed Workflow of Developing Annotation Guidelines from Lee et al. (2023)

We emphasize two practical takeaways from applying this workflow across tasks: (1) pre-existing guidelines

often fail to produce reliable human baselines due to inconsistent interpretations, and (2) achieving high

IAA typically requires multiple rounds of revision. Figure C3 shows the evolution of agreement levels across

multiple rounds. Most tasks start with very poor agreement levels in the first iteration. Over a few iterations,

we observe substantial improvements, which highlights the importance of iteratively refining annotation

guidelines to resolve ambiguities and ensure consistent interpretation, especially for complex tasks.

To illustrate the process in practice, we provide an example. Specifically, we detail the creation of guidelines

for the dialog analysis task, as presented in Table C1. We recruit three undergraduate RAs to undertake this

iterative process. Initially, they receive an overview of the task, including the contextual background and
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Figure C3 Iterative Processes of Annotation Guideline Development

Notes. The y-axis shows the IAA among three annotation experts. Achieving a high level of IAA (i.e., κ) often requires
multiple iterations of refinement of annotation guidelines.

labels for the two classification tasks. The RAs independently label a small sample and then discuss their

results via Zoom, emphasizing points of disagreement and refining label definitions (Iteration 1). Following

this initial meeting, the RAs annotate the same shuffled sample twice more, meeting after each annotation to

discuss their results (Iterations 2 and 3). After reaching an agreement rate threshold in their third iteration,

they move to a new sample, repeating the annotation and meeting process twice (Iterations 4 and 5). In

their next sample, they achieve the agreement threshold on their first attempt (Iteration 6), concluding

the iteration process. Finally, the RAs meet to consolidate their independent annotation guidelines and

annotate a larger sample to establish a human baseline. Throughout the process, their mean κ for the intent

classification task improves from 0.128 to 0.61, and their agreement for breakdown analysis increases from

0.207 to 0.665. The annotation guidelines and human annotation baseline are further used in the next phase

of SILICON: optimizing prompts for LLMs and testing multiple LLMs’ performance.
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Table C1 Development of Annotation Guidelines for Dialog Analysis Task

Round Iteration Number of Number of Intent Analysis Breakdown Analysis
conversations utterances Mean κ Mean κ

1 1 5 81 0.128 0.207
1 2 5 81 0.234 0.244
1 3 5 81 0.408 0.543
2 1 6 101 0.527 0.724
2 2 6 101 0.581 0.635
3 1 6 100 0.550 0.670
– Large sample (the human

baseline)
18 195 0.61 0.665

The processes for business proposal evaluation, review attribute detection, and affective content evaluation

follow the same approach, wherein we recruit three RAs for each task to go through the iterative process.

The details are summarized in Tables C2 through C4.

Table C2 Development of Annotation Guidelines for Business Proposal Evaluation

Round Iteration Number of proposals Mean κ

1 1 50 0.461
1 2 50 0.832
2 1 49 0.396
2 2 49 0.786
3 1 50 0.506
– Large sample (the human baseline) 109 0.529

Table C3 Development of Annotation Guidelines for Review Attribute Detection Task

Round Iteration Number of Reviews Mean κ

1 1 67 0.164
1 2 67 0.363
1 3 67 0.634
2 1 65 0.377
2 2 65 0.702
3 1 65 0.692
– Large sample (the human baseline) 180 0.567

Table C4 Development of Annotation Guidelines for Affective Content Evaluation Task

Round Iteration Number of Connectedness Presence Connectedness Classification
product pages Mean κ Mean κ

1 1 50 0.618 –
1 2 50 0.669 0.331
2 1 50 0.914 0.605
2 2 50 0.828 0.446
3 1 50 0.713 0.443
– Large sample (the human

baseline)
120 0.822 0.518
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Appendix D: Additional Empirical Validation Results

To quantify how baseline choice affects identification, we progressively mix crowd labels into the expert base-

line and track |κ(LLM, expert)−κ(LLM,mixed)| as the crowd proportion α increases; results are reported in

Figure D1. Sensitivity is strongly task dependent. Dialog Intent Classification exhibits a near-linear, steep

rise up to around 0.20 at α= 1, indicating that substituting crowds for experts as reference baselines sub-

stantially changes the observed contrasts. This is precisely the scenario where increases in J can spuriously

boost R under the crowd references. Connectedness Presence also shows pronounced growth (especially for

α ≥ 0.6), while Business Proposal Evaluation and Review Attribute Detection are relatively flat (≤ 0.08),

suggesting limited baseline-induced error for these tasks. Non-monotonicity in Connectedness Classification

points to heterogeneous, non-systematic crowd deviations. These patterns are consistent with our method-

ological approach: when (G⋆,H⋆) establishes a high-IAA, lower-error reference, pairwise ordered contrasts

∆(P ) and ∆(M) are less confounded by co-labeling covariance. Observed improvements therefore more tightly

track reductions in true measurement error, as formalized in Equation (4).

Figure D1 Sensitivity of LLM–Expert Agreement to Crowd–Expert Label Mixing

Notes. For each task and model, the y-axis reports the absolute change in Cohen’s κ when moving from expert labels
to a mixed label set, |κ(LLM, expert)− κ(LLM, (1− α) · expert + α · crowd) |, as the crowd proportion α increases.
The slope and shape of each curve, i.e., how quickly the gap grows, reveal robustness to crowd labels (where flatter
curves indicate robustness and steep curves indicate κ is sensitive to expert-only annotations).

In addition to the seven models consistently evaluated in the main analysis, we also assess five additional

models: four more advanced ones (AN-CW2, GO-CW2, OA-CW3, and OA-CW4) and one less advanced

model (ME-OW2). Their performance is reported in Table D1. Overall, we observe only modest performance

improvements within model families across versions. In terms of the best-performing model for each task,

we find that the additional models emerge as top performers in several cases: AN-CW2 performs best on

dialog breakdown analysis and connectedness classification; OA-CW4 performs best in detecting language
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toxicity; and GO-CW2 achieves the highest agreement level in criticism stance detection. The improvement

in criticism stance detection by GO-CW2 is substantial, with Kappa value increasing from around 0.5 (all

other models) to 0.76. We suspect this gain may be attributed to memorization rather than genuine advances

in inference capability, as the underlying dataset (Peng et al. 2022) is publicly available and may have been

included in the model’s training data.

Table D1 Cross-Model Performance Comparison (with Additional Models)

Task OA-
CW1

OA-
CW2

OA-
CW3

OA-
CW4

OA-
OW1

GO-
CW1

GO-
CW2

AN-
CW1

AN-
CW2

ME-
OW1

ME-OW2 DS-
OW1

Business
Proposal
Evaluation

0.605 0.560 0.550 0.592 0.533 0.561 0.562 0.578 0.566 0.566 0.485 0.517

Review
Attribute
Detection

0.479 0.554 0.422 0.466 0.501 0.346 0.382 0.429 0.388 0.220 0.152 0.458

Dialog Intent
Classification

0.335 0.191 0.372 0.399 0.187 0.238 0.375 0.427 0.364 0.205 0.193 0.251

Dialog
Breakdown
Analysis

0.566 0.223 0.717 0.717 0.617 0.727 0.685 0.689 0.796 0.245 0.252 0.744

Connectedness
Presence

0.632 0.555 0.678 0.625 0.602 0.566 0.566 0.688 0.681 0.602 0.232 0.633

Connectedness
Classification

0.366 0.303 0.354 0.355 0.286 0.324 0.303 0.371 0.372 0.338 0.177 0.302

Language
Toxicity
Detection

0.471 0.307 0.497 0.516 0.389 0.407 0.463 0.390 0.436 0.366 0.479 0.340

Criticism
Stance

Detection

0.540 0.510 0.540 0.470 0.520 0.550 0.760 0.570 0.540 0.500 0.500 0.580

Sentiment
Analysis

0.918 0.901 0.905 0.918 0.900 0.885 0.902 0.822 0.847 0.900 0.901 0.935

Notes. The values represent Cohen’s Kappa scores between LLM annotations and human ground truth. Codes follow
provider-openness-index naming, where CW denotes closed-weight and OW denotes open-weight.

Appendix E: Simulation Details

This appendix provides complete procedural details for the Monte Carlo simulation study, including the

mapping between conceptual constructs in the SILICON framework and simulation parameters, the data-

generating process, and the formal algorithm for each replicate.

The simulation is designed to mirror the workflow a researcher would realistically follow when deploying

LLM annotation for downstream inference. In practice, researchers first establish a human reference base-

line by having annotators label a validation sample according to annotation guidelines. They then evaluate

multiple candidate LLM configurations—corresponding to different prompt formulations, model choices, or

parameter settings—by measuring agreement with this human reference. Because ground truth is unobserv-

able, researchers must select among candidates based on reference agreement R rather than true agreement T .

Finally, they deploy the selected configuration to annotate data for use in statistical analysis. The simulation
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formalizes each step of this pipeline to quantify how measurement error propagates through to downstream

estimators.

The conceptual configuration c = (G,H,P,M) from the main text maps to simulation parameters as

follows. Guidelines G and human baseline procedures H jointly determine human reference quality, which we

operationalize through the symmetric error rate e∈ [0,1): for each item with true label y, the human reference

equals r = y with probability 1 − e, and with probability e it takes a uniformly random value from the

remaining K − 1 classes. Lower e corresponds to higher-quality guidelines and expert annotators who make

fewer mistakes. Prompt P and model M jointly determine LLM annotation quality, which we operationalize

through two parameters: the diagonal accuracy α of the confusion matrix, specifying Pr(ŷ = k | y = k) = α

for each class, and the coupling parameter ρ ∈ [0,1], specifying the probability that the LLM copies the

human reference label rather than drawing independently from the confusion matrix. Higher α corresponds

to better prompt/model configurations that more accurately recover ground truth; higher ρ corresponds

to greater co-labeling covariance J(c), which arises when the LLM and human share error modes due to

ambiguous guidelines or similar decision boundaries. The simulation does not distinguish between prompt-

induced and model-induced effects because both operate through the same mechanism: they determine the

joint distribution of LLM predictions given truth and human reference.

The data-generating process operates on a binary classification setting with K = 2 classes and balanced

class probabilities π= (0.5,0.5). Ground truth labels are drawn as yi ∼Categorical(π). The outcome variable

for downstream inference is generated as zi = βyi+ui with true effect β = 1.0 and noise ui
iid∼ N(0, σ2) where

σ= 1.0. Human reference labels are generated under Assumption 1:

Pr(ri = ℓ | yi = k) =

{
1− e if ℓ= k,

e/(K − 1) if ℓ ̸= k.

Each candidate LLM configuration j is characterized by a symmetric confusion matrix with diagonal accuracy

α(j) and a coupling parameter ρ(j). The confusion matrix is:

C
(j)
kℓ =

{
α(j) if ℓ= k,

(1−α(j))/(K − 1) if ℓ ̸= k.

LLM predictions are generated in two stages. First, an independent baseline prediction is drawn: Pr(ỹi = ℓ |
yi = k) =C

(j)
kℓ . Second, coupling is introduced: with probability ρ(j), the LLM copies the human reference ri;

otherwise it retains the independent prediction ỹi. This mechanism generates positive co-labeling covariance

J(c) in Lemma 1.

A candidate pool consists of m = 10 configurations. Diagonal accuracies {α(j)}mj=1 are evenly spaced

across a specified range, and coupling parameters {ρ(j)}mj=1 are evenly spaced across another range but then

randomly permuted so that α and ρ are statistically independent within the pool. This ensures that selection

based on R cannot trivially rank configurations by accuracy alone; instead, the selection noise induced by

coupling creates realistic uncertainty about which configuration truly maximizes T .

Algorithm 1 presents the complete procedure for one Monte Carlo replicate.

The complete simulation runs R = 1,000 replicates for each regime and aggregates results to compute

mean β̂, bias (β̂−β), 95% CI coverage, mean test-set T , and selection accuracy (fraction of replicates where

j∗ = j†). Table E1 summarizes all parameter values.
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ALGORITHM 1: Selection-and-Inference Replicate

Input: Human error rate e, candidate pool {(α(j), ρ(j))}mj=1, validation size Nval, test size

Ntest, true effect β, noise σ

Output: Coefficient estimate β̂, test-set T , selection correctness indicator

Step 1: Generate validation data

Draw y
(val)
i ∼Categorical(π) for i= 1, . . . ,Nval

Generate human reference r
(val)
i with error rate e

Step 2: Score each candidate on validation set

for j← 1 to m do
for i← 1 to Nval do

Draw ỹi ∼C
(j)

y
(val)
i ,·

Set ŷ
(j)
i ← r

(val)
i with prob ρ(j), else ŷ

(j)
i ← ỹi

end

R(j)←N−1
val

∑Nval
i=1 1[ŷ

(j)
i = r

(val)
i ]

T (j)←N−1
val

∑Nval
i=1 1[ŷ

(j)
i = y

(val)
i ]

end

Step 3: Select best configuration by observable R

j∗← argmaxj R
(j) // Researcher’s choice (observable)

j†← argmaxj T
(j) // Oracle best (unobservable)

Record selection correctness: 1[j∗ = j†]

Step 4: Generate test data

Draw y
(test)
i ∼Categorical(π) for i= 1, . . . ,Ntest

ui ∼N(0, σ2) and zi← β · y(test)
i +ui

Generate human reference r
(test)
i with error rate e

Step 5: Deploy selected configuration on test set

Generate ŷ
(j∗)
i for i= 1, . . . ,Ntest using confusion matrix C(j∗) and coupling ρ(j

∗)

T (j∗)←N−1
test

∑Ntest

i=1 1[ŷ
(j∗)
i = y

(test)
i ]

Step 6: Run downstream inference

Fit OLS: z = γ0 + γ1ŷ
(j∗) + ϵ

Record β̂← γ̂1, standard error, 95% CI, and whether CI covers β

For the decomposition analyses in Figure E1, we isolate each improvement channel. The human refer-

ence quality sweep (Row A) holds the candidate pool fixed at medium quality (accuracy ∈ [0.70,0.88],
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Table E1 Simulation Parameter Values

Parameter Symbol Value

Number of classes K 2
Class probabilities π (0.5,0.5)
Validation set size Nval 1,000
Test set size Ntest 300
Number of candidates m 10
Monte Carlo replicates R 1,000
True effect size β 1.0
Outcome noise σ 1.0

Baseline Regime
Human error rate e 0.15
Candidate accuracy range [αmin, αmax] [0.65,0.85]
Candidate coupling range [ρmin, ρmax] [0.20,0.50]

Improved (SILICON) Regime
Human error rate e 0.02
Candidate accuracy range [αmin, αmax] [0.94,0.98]
Candidate coupling range [ρmin, ρmax] [0.02,0.05]

ρ ∈ [0.10,0.30]) while varying e over {0.25,0.20,0.15,0.10,0.05}. The prompt/model quality sweep (Row B)

holds e= 0.05 fixed while varying the candidate pool through five levels specified in Table E2.

Table E2 Candidate Pool Specifications for Decomposition Analysis

Pool Quality Level Accuracy Range Coupling Range

Weak [0.60,0.75] [0.35,0.50]
Low-Medium [0.65,0.80] [0.25,0.40]
Medium [0.70,0.85] [0.15,0.30]
High-Medium [0.75,0.90] [0.05,0.20]
Strong [0.80,0.95] [0.00,0.10]
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Figure E1 Decomposing the Two Improvement Channels

Notes. Row A: Effect of human reference quality with fixed candidate pool (accuracy ∈ [0.70,0.88], ρ ∈ [0.10,0.30]).
Human error rate e varies from 0.25 (left) to 0.05 (right). Row B: Effect of prompt/model quality with fixed human
reference (e = 0.05). Candidate pool quality ranges from Weak (accuracy ∈ [0.60,0.75], ρ ∈ [0.35,0.50]) to Strong
(accuracy ∈ [0.80,0.95], ρ ∈ [0.00,0.10]). Left column shows bias (β̂ − β); right column shows mean T of selected
configurations.
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