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Abstract

Over the past decade, a broad consensus has emerged that labor markets are not perfectly
competitive. What takes the place of perfect competition? We develop a scalable framework
for testing which labor market conduct best fits the data. Our approach distinguishes among
perfect competition, monopsonistic competition, oligopsonistic competition, and collusion, as
well as partially-collusive conducts that combine oligopsonistic and collusive elements. Our
approach is scalable in the sense that it can be applied on a case-by-case basis to each local
labor market observed in administrative data using only five commonly-available variables:
employment, wages, revenues, a market identifier, and a labor demand shifter. Applying the
framework to each of 108,000 labor markets defined by industry-commuting zone pairs in U.S.
Census micro-data, we find that 39 percent of employment is in markets best characterized
by monopsonistic competition, 26 percent by oligopsonistic competition, 19 percent by full
collusion, and 16 percent by partial collusion. By allowing each market to operate under its best-
fitting conduct, we find nationally that markdowns are stronger on average and more dispersed
than any single conduct assumption would imply. Collusive conduct is concentrated in small
markets and more prevalent in markets with lower entry rates and less differentiated employers.
Applying our conduct test to seven specific markets investigated by the U.S Department of
Justice for employer collusion, we detect collusion in five, including both cases that led to a
guilty plea or conviction.
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1 Introduction

A broad consensus has emerged that labor markets are not perfectly competitive. Labor supply
is not perfectly elastic across jobs and firms set wages below the marginal revenue product of
labor (MRPL). Recent surveys by Card (2022), Azar and Marinescu (2024), and Kline (2025)
document this consensus and the accumulating evidence behind it. The natural question is: what
assumption takes the place of perfect competition in labor markets? The recent literature has
proposed several alternatives. One strand assumes monopsonistic competition, in which firms set
wages in consideration of the firm-specific labor supply elasticity, ignoring strategic interactions
across competitors (Card, Cardoso, Heining, and Kline, 2018; Lamadon, Mogstad, and Setzler,
2022). A second strand assumes oligopsonistic competition, in which firms anticipate the strategic
responses of rivals when making wage and employment decisions (Berger, Herkenhoff, and Mongey,
2022; Azar, Berry, and Marinescu, 2022). A third strand allows for collusion among employers
to suppress wages (Delabastita and Rubens, 2025; Sharma, 2025). Each of these alternatives
constitutes a different conduct. With few exceptions, the literature has taken a particular conduct
as given, rather than using data to learn the conduct.1

The choice of conduct is consequential for both measurement and policy. Different conduct
assumptions imply different levels and dispersion of wage markdowns—the key measure of labor
market power in the literature. For example, oligopsonistic conducts allow firms with greater market
share to impose stronger markdowns, while monopsonistic competition does not, as emphasized
by Berger et al. (2022) and a subsequent literature. These differences propagate into aggregate
calculations of misallocation and welfare losses due to labor market imperfections. The choice
of conduct also has direct implications for antitrust policy. Under oligopsonistic competition, the
relevant policy tools are merger review and structural remedies aimed at market concentration.
Under collusion, the relevant tools are the prosecution of wage-fixing and no-poach agreements.
Using the wrong conduct assumption can therefore lead to misleading welfare calculations and
misdirected policy.

In this paper, we develop a practical, data-driven framework for determining which conduct
best characterizes each local labor market and apply it to administrative data from the United
States. A central design constraint we impose on ourselves is scalability: the approach must be
feasible for tens of thousands of markets—including in service industries, where much of the
economy operates—using only five variables commonly available in tax administration and census
datasets. These variables are firm-level employment, wages, revenues, a market identifier, and a
labor demand shifter. The core empirical strategy proceeds by constructing markdowns using both

1Exceptions are Roussille and Scuderi (2026), who test among perfect, monopsonistic, and oligopsonistic competi-
tion in an online tech labor market, and Delabastita and Rubens (2025), who test between full collusion and unilateral
Cournot oligopsony in a 19th-century coal-mining cartel.
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the supply-side of the problem—that the markdown is optimally a conduct-specific function of labor
supply parameters—and the demand-side of the problem—that the markdown can be expressed as
the ratio of the wage to the MRPL, regardless of conduct. We construct a test statistic that compares
how the conduct-free demand-side markdown and the conduct-dependent supply-side markdown
respond to rivals’ shocks, which serve as the instrumental variable (IV). Intuitively, an assumed
conduct fits the data well if its implied supply-side markdowns covary with the IV to the same
extent as the conduct-free, demand-side markdowns.

The model combines two standard ingredients from the labor economics literature. On the
supply side, workers have horizontally-differentiated preferences over jobs, generating upward-
sloping firm-level residual labor supply curves. On the demand side, firms produce revenue using
a technology that exhibits a diminishing marginal revenue product of labor. The combination of
supply and demand primitives, together with a conduct assumption, allows us to construct both
supply-side and demand-side markdowns. We consider eight alternative conducts, arising from
the combination of the mode of competition—perfect competition, monopsonistic competition,
Bertrand oligopsony, and Cournot oligopsony—with the possibility of collusion—either partially
or fully, in both Bertrand and Cournot variants. Figure 1 visualizes this taxonomy of conducts. To
our knowledge, this taxonomy spans the union of conducts that have been considered in the wage-
posting literature, while also introducing several that have not been considered. For example, we are
not aware of any prior work on partially-collusive labor market conducts, combining oligopsonistic
and collusive elements. Our taxonomy also spans the union of conducts considered in leading IO
articles on conduct-testing in product markets (e.g., Miller and Weinberg 2017, Backus, Conlon,
and Sinkinson 2021, Duarte, Magnolfi, Sølvsten, and Sullivan 2024).

To discriminate among the eight candidate conducts, we adapt the Rivers and Vuong (2002)
testing procedure to the labor market setting. Each candidate conduct implies a different set of wage
markdowns for every firm in a given market. These markdowns enter a moment condition involving
an instrumental variable that captures covariation in supply-side and demand-side markdowns in
response to rivals’ shocks. Pairwise comparison of the GMM objective function across candidate
conducts identifies which provides the best fit, and the Rivers-Vuong test statistic provides a
formal basis for determining whether the difference is statistically significant. We apply this
procedure separately to each of approximately 108,000 local labor markets—defined as 3-digit
NAICS industry by commuting zone pairs, similar to Berger et al. (2022)—using establishment-
level micro-data from the U.S. Census Bureau. Establishment-level revenues are drawn from the
quinquennial Economic Censuses from 1987 to 2017, covering industries that account for roughly
70 percent of private non-farm employment. Employment and payroll come from the Longitudinal
Business Database, which provides annual data on the near-universe of private-sector employer
establishments. Labor demand shocks are constructed from regional housing price variation
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Figure 1: Taxonomy of Neoclassical Labor Market Conducts

Notes: This tree classifies the eight candidate conduct assumptions tested in the paper. At the top level, we restrict
attention to static models of wage-posting (i.e., the Neoclassical tradition in labor economics). The second level
distinguishes conducts without strategic interactions among competitors (perfect and monopsonistic competition)
from those with strategic interactions (generalized oligopsony). The third level separates unilateral oligopsony from
collusive oligopsony, where the degree of collusion may be partial or full. The fourth level distinguishes between
Bertrand competition (competing or colluding on wages) from Cournot competition (competing or colluding on
employment).

following Giroud and Mueller (2019), exploiting cross-location propagation through firms’ multi-
establishment networks.

Across all U.S. markets, weighted by employment, we find that 39 percent are best character-
ized by monopsonistic competition, 26 percent by oligopsonistic competition, 19 percent by full
collusion, and 16 percent by partial collusion. When restricting to markets in which our best-fit
conduct performs significantly better (in a statistical sense) than the other conduct types, we find
evidence for full and partial collusion for 12 and 7 percent of employment, respectively. Allowing
for this heterogeneous conduct across markets generates a markdown distribution that is both lower
on average and more dispersed than the distribution implied by any single assumed conduct applied
uniformly. This result resolves a key puzzle in the literature: demand-side markdowns, like those
estimated by Yeh, Macaluso, and Hershbein (2022), tend to be lower and more dispersed than
supply-side markdowns that are based on assuming a national unilateral conduct. Allowing for
heterogeneous conducts brings the supply-side markdown distribution in line with the demand-side
distribution.

In non-collusive markets, we find that nearly all variation in markdowns is driven by hetero-
geneity in the labor supply elasticity in the market rather than by cross-firm heterogeneity in market
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shares. This is because only 4 percent of employers hold a market share of 10 percent or more,
the range where oligopsony allows for large firms to set substantially greater markdowns. Collu-
sion is concentrated in service industries, especially professional, scientific, and technical services,
but is less common in goods industries such as manufacturing and wholesale trade. As external
validation, we apply the conduct test to seven specific markets that have been investigated by the
U.S. Department of Justice (DOJ) for criminal employer collusion. Our test detects collusion in
five of the seven cases, including all three that were ultimately indicted by the DOJ, compared to a
baseline detection rate of 9 percent across all markets.

Our paper relates to three strands of the literature. The first is a literature which has developed
and estimated models of imperfect competition in labor markets in which markdowns can be inferred
from labor supply under a maintained conduct assumption. Within this literature, the monopsonistic
competition framework has been applied by Card et al. (2018), Lamadon et al. (2022), and Kroft,
Luo, Mogstad, and Setzler (2025), while the oligopsonistic competition framework has been
developed by Berger et al. (2022), Azar et al. (2022), and Chan, Kroft, Mattana, and Mourifié
(2024). Our contribution relative to this literature is to test between these different conduct
assumptions using a rich set of alternatives, rather than maintaining any one of them. We follow
most of the recent literature on imperfectly competitive labor markets in restricting attention to the
neoclassical tradition (Manning, 2021), and do not consider dynamic oligopsony models, such as
that of Jarosch, Nimczik, and Sorkin (2024), or union bargaining models, such as that of Angerhofer,
Collard-Wexler, and Weinberg (2025).2

The second related strand is the conduct-testing literature, which originated in industrial orga-
nization with the work of Bresnahan (1982) and Berry and Haile (2014), and has been applied in
product market settings by Miller and Weinberg (2017), Backus et al. (2021), and Duarte et al.
(2024). Recent work by Roussille and Scuderi (2026) and Delabastita and Rubens (2025) has
extended conduct testing to labor markets. Our contribution is to test among conduct types at
scale, across thousands of U.S. labor markets, while allowing for decreasing MRPL and a broad
set of alternative conducts. The treatment of diminishing MRPL in our setting is analogous but
distinct to the treatment of increasing marginal cost as recently introduced to the product-market
conduct-testing framework by Duarte, Magnolfi, Quint, Sølvsten, and Sullivan (2025).

The third related strand concerns the policy implications of oligopsony and collusion. This
literature has gained particular importance since the U.S. Department of Justice (DOJ) and Federal
Trade Commission (FTC) incorporated anticompetitive labor market activity into the U.S. Merger
Guidelines (US DOJ and FTC, 2023). The empirical analysis of mergers under oligopsony has
been advanced by Prager and Schmitt (2021), Berger, Hasenzagl, Herkenhoff, Mongey, and Posner
(2025), Arnold (2025), and Setzler (2025), while the literature on employer collusion and labor

2Unionized labor markets are rare in the US: only 6% of private-sector jobs are unionized (BLS, 2025).
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antitrust includes Masur and Posner (2023), Gibson (2025), Gottfries and Jarosch (2025), Sharma
(2025), and Herrera-Caicedo, Jeffers, and Prager (2026). Our contributions relative to this literature
are to apply the conduct test to specific markets flagged by the DOJ, providing an empirical bridge
between the economic analysis of employer coordination and the legal framework for labor antitrust,
as well as to use differences in conducts across markets to infer which market characteristics are
predictive of collusive behavior.

The remainder of the paper is organized as follows. Section 2 presents the model. Section 3
develops identification. Section 4 describes the empirical specification. Section 5 describes the
data sources and implementation details. Section 6 presents the main results. Section 7 explores
the antitrust implications. Section 8 concludes.

2 Model

This section presents the model primitives, the taxonomy of labor market conducts, and the mapping
from conduct to wage markdowns.

2.1 Worker Preferences and Labor Supply

Consider an economy with workers indexed by 𝑖, firms indexed by 𝑗 or 𝑓 , time periods indexed
by 𝑡, and local labor markets indexed by 𝑚. A market is defined by a set of firms J𝑚𝑡 and a set
of workers I𝑚𝑡 . Let 𝑊 𝑗 𝑡 denote the wage posted by firm 𝑗 at time 𝑡, and let 𝐿 𝑗 𝑡 denote the firm’s
employment.

Each worker chooses the job that provides the greatest utility. The worker’s problem is

𝑗∗(𝑖, 𝑡) = arg max
𝑗∈J𝑚(𝑖)𝑡

𝑈𝑖 𝑗 𝑡 , where 𝑈𝑖 𝑗 𝑡 = U(𝑊 𝑗 𝑡 , 𝜉 𝑗 𝑡 , 𝜂𝑖 𝑗 𝑡 ;𝜶).

Here 𝜉 𝑗 𝑡 represents vertical differentiation across firms that is unobserved by the econometrician,
which we refer to as amenities. The term 𝜂𝑖 𝑗 𝑡 represents horizontal differentiation that is unobserved
by both the firm and the econometrician, which we refer to as match-specific tastes. Unlike
vertical amenities—where workers uniformly prefer more to less—these tastes capture idiosyncratic
preferences over which workers naturally disagree. Canonical examples include the worker-job
commuting distance, the alignment between a worker’s need for schedule flexibility and the job’s
specific hours, or a worker’s subjective fit with the firm’s corporate culture and managerial style.
The parameter vector 𝜶 governs workers’ sensitivity to wages.

The worker’s discrete choice problem, combined with the distribution of match tastes, generates
an upward-sloping residual labor supply curve for each firm. The market share of firm 𝑗 is the
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probability that a worker in market 𝑚 chooses firm 𝑗 , integrated over the distribution of match-
specific tastes:

𝑠 𝑗 𝑡 =

∫
1
[
U(𝑊 𝑗 𝑡 , 𝜉 𝑗 𝑡 , 𝜂𝑖 𝑗 𝑡 ;𝜶) ≥ U(𝑊 𝑓 𝑡 , 𝜉 𝑓 𝑡 , 𝜂𝑖 𝑓 𝑡 ;𝜶) ∀ 𝑓 ∈ J𝑚( 𝑗)𝑡 ∪ {0}

]
𝑑𝐹 (𝜼𝑖).

We write this more compactly as 𝑠 𝑗 𝑡 = 𝑆 𝑗 𝑡

(
{𝑊 𝑓 𝑡} 𝑓 ∈J𝑚( 𝑗 )𝑡

)
. We define the inside market share

(which is observed) as 𝑠 𝑗 𝑡 |𝑚 ≡ 𝐿 𝑗 𝑡/(
∑
𝑓 ∈J𝑚( 𝑗 )𝑡 𝐿 𝑓 𝑡), the outside share (which is unobserved) as

𝑠0𝑡 |𝑚 ≡ 1 − ∑
𝑓 ∈J𝑚𝑡 𝑠 𝑓 𝑡 , and the total market share (which is unobserved) as 𝑠 𝑗 𝑡 ≡ 𝑠 𝑗 𝑡 |𝑚 (1 − 𝑠0𝑡 |𝑚).

Raising the wage attracts workers from competing firms as well as from the outside option, so if 𝛼
is finite, each firm faces an upward-sloping labor supply curve.

2.2 Revenue Production and Profits

Each firm generates revenue 𝑅 𝑗 𝑡 = 𝐹𝑗 𝑡 (𝐿 𝑗 𝑡 , 𝑀 𝑗 𝑡 , 𝐾 𝑗 𝑡), which depends on labor 𝐿 𝑗 𝑡 , materials 𝑀 𝑗 𝑡 ,
and capital 𝐾 𝑗 𝑡 . The marginal revenue product of labor is defined as

𝑀𝑅𝑃𝐿 𝑗 𝑡 (𝐿 𝑗 𝑡 , 𝑀 𝑗 𝑡 , 𝐾 𝑗 𝑡) ≡
𝜕𝐹𝑗 𝑡 (𝐿 𝑗 𝑡 , 𝑀 𝑗 𝑡 , 𝐾 𝑗 𝑡)

𝜕𝐿 𝑗 𝑡
> 0.

We allow for diminishing marginal revenue product: 𝜕
𝜕𝐿 𝑗𝑡

𝑀𝑅𝑃𝐿 𝑗 𝑡 (𝐿 𝑗 𝑡 , 𝑀 𝑗 𝑡 , 𝐾 𝑗 𝑡) ≤ 0. This is a
standard assumption in the labor economics literature, and it is analogous to allowing for increasing
marginal cost curves in the industrial organization conduct-testing literature (Duarte et al., 2025).

Firm profits Π 𝑗 𝑡 are defined as the difference between revenues and input expenditures:

Π 𝑗 𝑡 ≡ 𝑅 𝑗 𝑡 − 𝐿 𝑗 𝑡𝑊 𝑗 𝑡 − 𝜌𝑀 𝑗 𝑡 − 𝑟𝐾 𝑗 𝑡 .

We follow the literature on production function estimation in assuming that materials are chosen
simultaneously with employment, while capital is chosen in the previous year. A data limitation that
we impose is that capital and materials are not observed by the econometrician. Later, we present a
practical estimation strategy that allows us to account for endogenous capital and materials despite
not observing either variable, which is a common data limitation in services industries.

2.3 The Firms’ Problem under Alternative Conducts

The labor market conduct determines exactly how firms set wages and employment to maximize the
profits defined above. We consider eight candidate conducts, arising from the interaction between
the mode of competition and the degree of employer collusion. Table 1 summarizes the firm’s
optimization problem under each assumed conduct.
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Table 1: Firm’s Problem under Each Conduct

Conduct Firm’s Problem

Perfect competition max
𝐿 𝑗𝑡

Π 𝑗 𝑡

��
𝑊 𝑗𝑡 ,{𝐿− 𝑗𝑡 ,𝑊− 𝑗𝑡 }

Monopsonistic competition max
𝑊 𝑗𝑡

Π 𝑗 𝑡

��
{𝐿− 𝑗𝑡 ,𝑊− 𝑗𝑡 }

Unilateral Bertrand max
𝑊 𝑗𝑡

Π 𝑗 𝑡

��
{𝑊− 𝑗𝑡 }

Unilateral Cournot max
𝐿 𝑗𝑡

Π 𝑗 𝑡

��
{𝐿− 𝑗𝑡 }

Collusive Bertrand of degree 𝜆 ∈ (0, 1] max
𝑊 𝑗𝑡

Π 𝑗 𝑡 + 𝜆
∑︁
𝑗≠ 𝑓

Π 𝑓 𝑡

��
{𝑊− 𝑗𝑡 }

Collusive Cournot of degree 𝜆 ∈ (0, 1] max
𝐿 𝑗𝑡

Π 𝑗 𝑡 + 𝜆
∑︁
𝑗≠ 𝑓

Π 𝑓 𝑡

��
{𝐿− 𝑗𝑡 }

Notes: Each row reports the firm’s optimization problem under a candidate conduct. The conditioning sets after the
vertical bar indicate which rival decisions the firm takes as given. Under collusive conducts, the firm places weight 𝜆
on the sum of rivals’ profits. See Appendix Table A1 for the corresponding first-order conditions. For ease of
exposition, we suppress the notation that the firm is also choosing 𝑀 𝑗𝑡 to maximize profits, taking 𝐾 𝑗𝑡 as given.

The first two conducts assume that there are no strategic interactions in the labor market. This
means that firms assume that their competitors will not respond to their choices of wages and
employment. Under perfect competition, the firm takes its wage as a given constant and chooses its
employment only. Under monopsonistic competition, the firm chooses its wage-employment pair
along the given labor supply curve.

The next two conducts assume that firms are unilaterally oligopsonistic. Under Cournot oligop-
sony, the firm chooses employment taking rivals’ employment as given. Since rivals’ employment
levels do not change, this is equivalent to the reference firm assuming that rivals’ wages adjust by
exactly the amount needed to retain their workers, so that attempted expansion by the reference
firm fails to poach workers from competitors. Thus, the reference firm assumes all of its new
workers are drawn from the outside share, making the size of the outside share especially important
under Cournot competition. Under Bertrand oligopsony, the firm chooses its wage taking rivals’
wages as given. Rivals’ employment adjusts as workers reallocate in response to the wage change
of the reference firm, holding wages of competitors fixed. In both cases, a one percent increase
in employment at the reference firm leads to greater responses by competitors when the reference
firm has a greater market share. An implication is that effective labor supply is less elastic for firms
with greater market share, as they anticipate stronger strategic responses from their competitors.

The final two conducts assume that firms collude to jointly suppress wages and employment.
Following the IO literature (Bresnahan, 1987; Miller and Weinberg, 2017) as well as the recent labor
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literature (Delabastita and Rubens, 2025), collusive conduct is modeled as each firm internalizing
a weighted sum of its competitors’ profits. The parameter 𝜆 ∈ (0, 1] dictates the degree of this
internalization. In particular, a firm values $1 of its rivals’ total profits equally to $𝜆 of its own
profits. In the extreme case in which 𝜆 = 1, the firm is indifferent between $1 of its own profits and
its competitors’ profits, which is considered full collusion. Intermediate values, where we utilize
𝜆 = 0.5 in practice, can represent partial collusion.3 Of course, if firms do not interact strategically,
collusion is irrelevant, since firms assume their choices do not affect competitors’ profits, and vice
versa. Thus, we only consider collusion for the two types of strategically-interactive conducts:
Bertrand and Cournot oligopsonistic competition.

2.4 Wage Markdowns under Each Conduct

The true wage markdown is defined as the ratio of the wage to the marginal revenue product of
labor:

Δtrue
𝑗 𝑡 ≡

𝑊 𝑗 𝑡

𝑀𝑅𝑃𝐿 𝑗 𝑡
.

This object is not directly observed because MRPL is unknown. However, for any candidate conduct
C from among the eight models described above, the first-order condition of the firm’s problem,
combined with the residual labor supply function, implies a candidate markdownΔC

𝑗 𝑡
(𝒔𝑚𝑡 ,𝑾𝑚𝑡 ,𝜶𝑚)

that depends on market shares, wages, and the market-specific labor supply parameters, 𝜶𝑚.
The first-order conditions are reported in Appendix Table A1, and those expressions can be

rearranged to yield 𝑊 𝑗 𝑡/𝑀𝑅𝑃𝐿 𝑗 𝑡 . Under perfect competition, the markdown is simply Δ
𝑃𝑒𝑟 𝑓

𝑗𝑡
= 1.

Under monopsonistic competition, the firm takes all rivals’ wages and employment as given. The
markdown is

Δ𝑀𝑜𝑛𝑜𝑗𝑡 = 𝜀𝑀𝑜𝑛𝑜𝑗𝑡 /(1 + 𝜀𝑀𝑜𝑛𝑜𝑗𝑡 ), where 𝜀𝑀𝑜𝑛𝑜𝑗𝑡 ≡
𝜕𝐿 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

����
𝐿− 𝑗𝑡 ,𝑊− 𝑗𝑡

·
𝑊 𝑗 𝑡

𝐿 𝑗 𝑡
.

Under unilateral Bertrand oligopsony, the firm takes rivals’ wages as given but anticipates that
rivals’ employment will adjust as workers reallocate. The markdown is

Δ𝐵𝑒𝑟𝑡𝑗𝑡 = 𝜀𝐵𝑒𝑟𝑡𝑗𝑡 /(1 + 𝜀𝐵𝑒𝑟𝑡𝑗𝑡 ), where 𝜀𝐵𝑒𝑟𝑡𝑗𝑡 ≡
𝜕𝐿 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

����
𝑊− 𝑗𝑡

·
𝑊 𝑗 𝑡

𝐿 𝑗 𝑡
.

Because rivals’ employment is free to adjust, 𝜀𝐵𝑒𝑟𝑡
𝑗𝑡

< 𝜀𝑀𝑜𝑛𝑜
𝑗𝑡

at the observed wages and employment,
implying Δ𝐵𝑒𝑟𝑡

𝑗𝑡
< Δ𝑀𝑜𝑛𝑜

𝑗𝑡
. Under unilateral Cournot oligopsony, the firm takes rivals’ employment

3An interior value for 𝜆 is also a flexible way of capturing other unmodeled reasons for why markdowns exceed
Nash-oligopsony levels, such as sequential wage-setting. We refrain from giving a structural interpretation to 𝜆, in line
with Corts (1999).
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as given but anticipates that rivals’ wages will adjust to retain their workers, so that effective hiring
is only from the outside share. The markdown is

Δ𝐶𝑜𝑢𝑟𝑗𝑡 = 𝜀𝐶𝑜𝑢𝑟𝑗𝑡 /(1 + 𝜀𝐶𝑜𝑢𝑟𝑗𝑡 ), where 𝜀𝐶𝑜𝑢𝑟𝑗𝑡 ≡
(
𝜕𝑊 𝑗 𝑡

𝜕𝐿 𝑗 𝑡

����
𝐿− 𝑗𝑡

·
𝐿 𝑗 𝑡

𝑊 𝑗 𝑡

)−1

.

Because the reference firm assumes it can only attract employment from the outside share, 𝜀𝐶𝑜𝑢𝑟
𝑗𝑡

<

𝜀𝑀𝑜𝑛𝑜
𝑗𝑡

at the observed wages and employment, implying Δ𝐶𝑜𝑢𝑟
𝑗𝑡

< Δ𝑀𝑜𝑛𝑜
𝑗𝑡

.
The collusive conducts are more complex. The first-order conditions involve not only the firm’s

own supply elasticity but also cross-firm derivatives—𝜕𝐿 𝑓 𝑡/𝜕𝑊 𝑗 𝑡

��
𝑊− 𝑗𝑡

in the Bertrand case and
𝜕𝑊 𝑓 𝑡/𝜕𝐿 𝑗 𝑡

��
𝐿− 𝑗𝑡

in the Cournot case—weighted by 𝜆, capturing how the reference firm’s choice
diverts workers from or bids up wages at competitors. As a result, the collusive markdowns
cannot be expressed as a simple function of the firm’s own elasticity alone. In Section 4, we
consider additively-separable labor preferences with Gumbel-distributed match-specific tastes and
show that it is feasible to derive a closed-form expression for the collusive markdown under
Cournot competition. However, collusive markdowns must be solved numerically under Bertrand
competition.

The key observation is that the candidate conduct C is the true conduct if and only if

Δtrue
𝑗 𝑡 = ΔC

𝑗 𝑡 (𝒔𝑚𝑡 ,𝑾𝑚𝑡 ,𝜶𝑚), ∀ 𝑗 ∈ J𝑚𝑡 .

The empirical goal is to use the data to reject or accept each candidate conduct, separately for each
market, as described in the next section.

3 Conduct Testing

This section develops the identification strategy for conduct testing and describes the Rivers-Vuong
pairwise testing procedure.

3.1 Moment Conditions for Conduct Testing

The true markdown Δtrue
𝑗 𝑡

≡ 𝑊 𝑗 𝑡/𝑀𝑅𝑃𝐿 𝑗 𝑡 is not observed because MRPL is unknown. Consider a
log-additive decomposition of the marginal revenue product:

log𝑀𝑅𝑃𝐿 𝑗 𝑡 = 𝑟 (𝑿 𝑗 𝑡 , 𝜸𝑚) + 𝜖 𝑗 𝑡 ,
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where the vector of observed determinants of MRPL, 𝑿 𝑗 𝑡 , is observed; the vector of market-
specific parameters that govern the sensitivity of MRPL to observables, 𝜸𝑚, is unknown; and 𝜖 𝑗 𝑡
is an unobserved residual. In the IO literature on conduct testing, the analogous approach assumes
that marginal costs can be decomposed into an unknown function of observables plus an unobserved
residual (Backus et al. 2021, Duarte et al. 2024). Substituting the definition of the true markdown,
this can be rewritten as

log𝑊 𝑗 𝑡 − 𝑟 (𝑿 𝑗 𝑡 , 𝜸𝑚)︸                    ︷︷                    ︸
demand-side proxy for log markdown

− logΔtrue
𝑗 𝑡︸   ︷︷   ︸

true log markdown

= 𝜖 𝑗 𝑡 .

Suppose we observe an instrumental variable (IV), 𝑍𝜖
𝑗𝑡

, satisfying three conditions:

Independence. E[𝑍𝜖
𝑗𝑡
𝜖 𝑗 𝑡 |𝑿 𝑗 𝑡] = 0.

Exclusion. 𝑍𝜖
𝑗𝑡

does not belong to 𝑿 𝑗 𝑡 .

Relevance. ∃ 𝑗 s.t. Δtrue
𝑗 𝑡

≠ ΔC
𝑗 𝑡

⇐⇒ E[𝑍𝜖
𝑗𝑡

logΔtrue
𝑗 𝑡

|𝑿 𝑗 𝑡] ≠ E[𝑍𝜖
𝑗𝑡

logΔC
𝑗 𝑡
|𝑿 𝑗 𝑡] .

The first condition states that the IV must be mean independent of the determinants of the log𝑀𝑅𝑃𝐿
other than the observables 𝑿 𝑗 𝑡 . The second condition states that the IV cannot itself be a direct
shifter of the log𝑀𝑅𝑃𝐿. The third condition is more subtle: it states that, if the conduct is incorrect
(in the sense that it implies the wrong markdown for at least one firm), then the covariation between
the IV and the (log) true markdown must be different from the covariation between the instrument
and the (log) incorrect markdown in expectation. Intuitively, this condition requires that, in response
to variation in the instrument, changes in the supply-side markdown (i.e., the markdown implied by
the conduct assumption) should covary differently with changes in the true markdown if the correct
conduct is assumed than if an incorrect conduct is assumed, conditional on observables.

The following is an immediate implication of the three IV conditions:

∃ 𝑗 s.t. Δtrue
𝑗 𝑡 ≠ ΔC

𝑗 𝑡 ⇐⇒ E
[
𝑍𝜖𝑗𝑡

(
log𝑊 𝑗 𝑡 − 𝑟 (𝑿 𝑗 𝑡 , 𝜸𝑚)︸                    ︷︷                    ︸

demand-side markdown

)���𝑿 𝑗 𝑡

]
≠ E

[
𝑍𝜖𝑗𝑡

(
logΔC

𝑗 𝑡︸ ︷︷ ︸
supply-side markdown

)���𝑿 𝑗 𝑡

]
.

This moment condition provides the basis for testing: the proposed conduct C is correct if and
only if the supply-side log markdown covaries with the IV to the same extent that the demand-side
(proxy for the) log markdown covaries with the IV. This condition has the same intuition as the
so-called “Bresnahan (1982) rotation,” but due to the log-separability of log𝑀𝑅𝑃𝐿, we require
only one IV instead of the two IVs required to achieve rotation in the classical approach. See Duarte
et al. (2024) and Roussille and Scuderi (2026) for related discussion of the Bresnahan rotation. We
discuss our choice of IV in Section 5.
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3.2 The Rivers-Vuong Pairwise Test

To compare two candidate conducts C1 and C2, we use the Rivers and Vuong (2002) test. Define
the GMM objective function, or the “lack of fit” statistic, for a candidate conduct C as

𝑄(C) = 𝑔(C)′W 𝑔(C),

where 𝑔(C) = E[𝑍 𝑗 𝑡 (log𝑊 𝑗 𝑡 − 𝑟 (𝑋 𝑗 𝑡 , 𝜸𝑚) − logΔC
𝑗 𝑡
)] is the sample analogue of the identifying

moment and W = E[𝑍 𝑗 𝑡𝑍′𝑗 𝑡] is the weighting matrix.
The null hypothesis of the Rivers-Vuong test is that the two conducts fit the data equally well:

𝐻𝑅𝑉
0 : 𝑄(C1) = 𝑄(C2).

The test statistic is

𝑇𝑅𝑉1,2 =

√
𝑛(𝑄̂(C1) − 𝑄̂(C2))

𝜎̂𝑅𝑉
,

where 𝜎̂𝑅𝑉 is an estimate of the standard deviation of the numerator. Under the null,𝑇𝑅𝑉1,2 ∼ N(0, 1).
If𝑇𝑅𝑉1,2 > 1.96, the test rejects in favor of C2; if𝑇𝑅𝑉1,2 < −1.96, the test rejects in favor of C1. We apply
this pairwise test to all pairs of candidate conducts within each market and designate the conduct
that achieves the lowest GMM objective as the best-fitting conduct. A conduct is designated as the
significant best conduct if it achieves the lowest objective and beats every alternative at the five
percent level of significance.

4 Scalable Empirical Specification

There are three remaining design challenges that we must overcome in order to deploy at scale
the conduct testing procedure described in the previous section. First, we must specify a prac-
tical approach for recovering the relevant components of the production function that allows for
diminishing MRPL. It must be feasible in contexts like service industries where it is typically not
possible to estimate a full production function, due to the absence of data on capital and materials.
Second, we must specify and estimate the labor supply curve such that it is flexible yet still feasible
to estimate using a single labor demand shock. Third, given the specification of the labor supply
curve, we must be able to solve for analytical (or at least computationally tractable) expressions for
the supply-side markdowns across the eight alternative conducts.
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4.1 Specifying the Marginal Revenue Product

To implement our conduct test, we must specify the predictable component of the log marginal
revenue product, 𝑟 (𝑿 𝑗 𝑡 , 𝜸𝑚( 𝑗)). Consider a Cobb-Douglas revenue production function with het-
erogeneous total factor productivity (TFP) and market-specific parameters:

𝑅 𝑗 𝑡 = 𝐴 𝑗 𝑡𝐿
𝛾𝑚( 𝑗 )
𝑗 𝑡

𝐾
𝜈𝐾
𝑚( 𝑗 )
𝑗 𝑡

𝑀
𝜈𝑀
𝑚( 𝑗 )
𝑗 𝑡

,

where the returns to labor 𝛾𝑚, returns to capital 𝜈𝐾𝑚 , and returns to materials 𝜈𝑀𝑚 may vary across
markets. This specification implies log𝑀𝑅𝑃𝐿 𝑗 𝑡 = log 𝛾𝑚( 𝑗) + log(𝑅 𝑗 𝑡/𝐿 𝑗 𝑡) + 𝜖 𝑗 𝑡 , where 𝜖 𝑗 𝑡 is
intended to capture model misspecification error. Conveniently, the log𝑀𝑅𝑃𝐿 𝑗 𝑡 implied by the
Cobb-Douglas production function does not require 𝐾 𝑗 𝑡 or 𝑀 𝑗 𝑡 to construct.

Following the production function literature, we allow that revenue may be measured with
error. Denoting 𝑅̂ 𝑗 𝑡 as observed revenues, we can write 𝑅̂ 𝑗 𝑡 = 𝑅 𝑗 𝑡 exp(𝜔 𝑗 𝑡), where 𝜔 𝑗 𝑡 is i.i.d.
measurement error. Substituting into the markdown definition yields the key equation we use in
the conduct-testing moments:

log𝑊 𝑗 𝑡 − log(𝑅̂ 𝑗 𝑡/𝐿 𝑗 𝑡) − logΔC
𝑗 𝑡 = log 𝛾𝑚( 𝑗) + 𝜔 𝑗 𝑡 + 𝜖 𝑗 𝑡 .

Notice that the market-specific returns to labor parameter, 𝛾𝑚, appears as a market-specific fixed-
effect in this equation. Leveraging this equation, we arrive at the modified independence condition
corresponding to the conduct test in Section 3: E[𝑍𝜖

𝑗𝑡
(log 𝛾𝑚( 𝑗) + 𝜔 𝑗 𝑡 + 𝜖 𝑗 𝑡) |𝑿 𝑗 𝑡 , 𝑚( 𝑗)] = 0.

Our proposed specification 𝑟 ((𝑅̂ 𝑗 𝑡 , 𝐿 𝑗 𝑡), 𝜸𝑚( 𝑗)) = log 𝛾𝑚( 𝑗) + log(𝑅̂ 𝑗 𝑡/𝐿 𝑗 𝑡) has several highly
desirable properties while maintaining scalability. First, it accommodates endogenous capital
and materials without the need to actually observe either variable, leveraging the Cobb-Douglas
functional form. This is important in the context of services industries, for which capital and
materials are typically not observed. Second, it permits diminishing MRPL if 𝛾𝑚 < 1, generalizing
from the constant MRPL assumption imposed by Roussille and Scuderi (2026).4 Third, it does
not require that we actually estimate the production function—neither 𝐴 𝑗 𝑡 , 𝜈𝐾𝑚 , nor 𝜈𝑀𝑚 appears in
the relevant equation for testing conduct, while the only production function parameter that does
appear, 𝛾𝑚, can be controlled using additive market-specific fixed-effects. Fourth, it accommodates
three sources of unobserved heterogeneity—TFP (𝐴 𝑗 𝑡), specification error (𝜖 𝑗 𝑡), and measurement
error (𝜔 𝑗 𝑡)—using the modified independence condition.

4Alternatively, decreasing MRPL could be permitted by including additional instruments that shift scale indepen-
dently of MRPL, as proposed by Duarte et al. (2025) to estimate conduct in product markets with increasing marginal
costs. This is necessary because they do not directly observe costs—costs in the product market context are analogous
to revenues in the labor market context. Since we observe measures of revenues, we are able to rely on a single IV.
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4.2 Labor Supply Specification and Estimation

The conduct-testing moment condition from Section 3 requires candidate markdowns ΔC
𝑗 𝑡

, which
in turn depend on the residual labor supply curve and its derivatives. We therefore need a labor
supply specification that is rich enough to generate distinct markdowns across the eight candidate
conducts, parsimonious enough to be estimated using a single source of demand-side variation,
and that can be identified without taking a stand on the particular mode of conduct. We structure
this estimation in three steps.

Worker Preferences. In practice, we consider a log-separable specification of preferences with
an outside option. Worker 𝑖’s utility from job 𝑗 is

𝑈𝑖 𝑗 𝑡 = 𝛼𝑚(𝑖) log𝑊 𝑗 𝑡 + 𝜉 𝑗 𝑡 + 𝜂𝑖 𝑗 𝑡 , 𝜂𝑖 𝑗 𝑡 ∼ Gumbel(0, 1), ∀ 𝑗 ∈ J𝑚(𝑖)𝑡 ,

where we normalize 𝛼𝑚 log𝑊0𝑡 |𝑚 + 𝜉0𝑡 |𝑚 = 0 for the outside option, 𝑗 = 0. The parameter 𝛼𝑚
governs the sensitivity of workers’ choices to wages within market partition 𝑚, while 𝜉 𝑗 𝑡 captures
vertical amenities common across workers, and 𝜂𝑖 𝑗 𝑡 captures the idiosyncratic match-specific tastes
that generate upward-sloping firm-level labor supply. These are the standard preferences from
the monopsony literature (Card et al., 2018; Kroft et al., 2025), augmented with a worker-specific
outside option, a standard feature in industrial organization.

An alternative preference specification common in the labor literature replaces the outside
option with a nested logit structure in which workers first choose among local labor markets and
then among firms within a market (Lamadon et al., 2022; Berger et al., 2022). In Appendix D,
we establish an equivalence result: given any of our conducts, if local nests are small relative
to the national economy, the markdowns are identical for the nested-logit and logit-with-outside-
option specifications. We are not aware of prior work establishing this equivalency. Empirically,
we confirm that local nests are sufficiently small as a share of the national workforce that the
markdowns differ only up to negligible numerical errors.

Estimating Wage Sensitivity (𝛼𝑚). The preference parameter 𝛼𝑚 is identified using only within-
market variation, and the same estimator recovers 𝛼𝑚 regardless of which conduct governs the
market. Differencing the labor supply equation across any two firms 𝑗 and 𝑓 in the same market
eliminates the outside option, which is common to both firms, yielding:

(log 𝑠 𝑓 𝑡 − log 𝑠 𝑗 𝑡) = (log 𝐿 𝑓 𝑡 − log 𝐿 𝑗 𝑡) = 𝛼𝑚 (log𝑊 𝑓 𝑡 − log𝑊 𝑗 𝑡) + (𝜉 𝑓 𝑡 − 𝜉 𝑗 𝑡),
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where the first equality follows from the denominator of the market shares being identical for any
two firms in the same market. Because wages are correlated with unobserved amenities, consistent
estimation requires an instrument 𝑍𝜉

𝑓 𝑡
that shifts relative wages through labor demand without

directly entering workers’ preferences. Given such an instrument satisfying E[𝜉 𝑗 𝑡𝑍𝜉𝑓 𝑡] = 0,∀ 𝑗 , the
estimator has a standard instrumental variables representation:

E
[{
(log 𝐿 𝑓 𝑡 − log 𝐿 𝑗 𝑡) − 𝛼𝑚 (log𝑊 𝑓 𝑡 − log𝑊 𝑗 𝑡)

}
𝑍
𝜉

𝑓 𝑡

]
= 0.

Importantly, this is one equation in one unknown, allowing for the identification of 𝛼𝑚 regardless
of the true mode of conduct. The conduct determines where on the labor supply curve the market
operates, but 𝛼𝑚 governs the shape of that curve, which is independent of the mode of competition.
We describe our choice of the labor demand instrument, 𝑍𝜉

𝑗𝑡
, in Section 5.

Recovering the Outside Share (𝑠0𝑡 |𝑚). The outside share 𝑠0𝑡 |𝑚 is identified from variation across
markets, exploiting the fact that 𝛼𝑚 has already been recovered from within-market variation. To
our knowledge, this is a novel contribution: the existing literature in industrial organization typically
calibrates the outside share rather than estimating it.

We partition markets into groups that share common values of 𝛼𝑚 and 𝑠0𝑡 |𝑚, and exploit cross-
market variation within each group. A positive market-level demand shock raises both wages and
total market employment, but the relative magnitude of these responses identifies 𝑠0𝑡 |𝑚. When the
outside share is large, there is a deep pool of workers outside the market who can be drawn in, so
employment responds strongly relative to wages. When the outside share is small, the market is
nearly closed: a demand shock primarily bids up wages among workers who are already employed
inside the market. Using a market-level demand shock 𝜁𝑚𝑡 , we have:

𝑠0𝑡 |𝑚 =
1
𝛼𝑚

Cov(log 𝐿̄𝑚𝑡 , 𝜁𝑚𝑡)
Cov(𝑤̄𝑚𝑡 , 𝜁𝑚𝑡)

, where 𝐿̄𝑚𝑡 ≡
∑︁
𝑓 ∈J𝑚𝑡

𝐿 𝑓 𝑡 , 𝑤̄𝑚𝑡 ≡
∑︁
𝑓 ∈J𝑚𝑡

𝑠 𝑓 𝑡 |𝑚 log𝑊 𝑓 𝑡 .

We derive this expression in Appendix C. As with the estimation of 𝛼𝑚, this estimator is valid
regardless of the true conduct because the aggregate relationship between market-level wages and
employment is pinned down by the preference structure alone.

4.3 Analytical Expressions for Candidate Markdowns

Given the parametric specification of labor preferences, we solve analytically for the markdowns
for each conduct. The results are presented in Table 2 with derivations provided in Appendix B.
Key elasticities we derive include 𝜀𝑀𝑜𝑛𝑜

𝑗𝑡
= 𝛼𝑚, 𝜀𝐵𝑒𝑟𝑡

𝑗𝑡
= 𝛼𝑚 [1 − (1 − 𝑠0𝑡 |𝑚)𝑠 𝑗 𝑡 |𝑚], and 𝜀𝐶𝑜𝑢𝑟

𝑗𝑡
=
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Table 2: Analytical Markdown Expressions by Conduct

Conduct Markdown Expression

Perfect competition 1

Monopsonistic competition
𝛼𝑚

1 + 𝛼𝑚

Unilateral Bertrand
𝛼𝑚 [1 − (1 − 𝑠0𝑡 |𝑚)𝑠 𝑗 𝑡 |𝑚]

1 + 𝛼𝑚 [1 − (1 − 𝑠0𝑡 |𝑚)𝑠 𝑗 𝑡 |𝑚]

Unilateral Cournot
𝛼𝑚

1 + 𝛼𝑚 + 1−𝑠0𝑡 |𝑚
𝑠0𝑡 |𝑚

𝑠 𝑗 𝑡 |𝑚

Collusive Bertrand requires numerical solution for each 𝜆𝑚

Collusive Cournot
𝛼𝑚

1 + 𝛼𝑚 + 1−𝑠0𝑡 |𝑚
𝑠0𝑡 |𝑚

[
𝜆𝑚

𝑊̄𝑚
𝑊 𝑗𝑡

+ (1 − 𝜆𝑚)𝑠 𝑗 𝑡 |𝑚
] for each 𝜆𝑚

Notes: This table demonstrates that markdowns can be expressed in terms of the observed (inside) shares,
𝑠 𝑗𝑡 |𝑚 ≡ 𝐿 𝑗𝑡/

∑
𝑓 ∈J𝑚𝑡

𝐿 𝑓 𝑡 , observed wages𝑊 𝑗𝑡 , market average wages 𝑊̄𝑚 ≡ ∑
𝑓 ∈J𝑚𝑡

𝑠 𝑓 𝑡 |𝑚𝑊 𝑓 𝑡 , and two unobserved
market-specific parameters, (𝛼𝑚, 𝑠0𝑡 |𝑚). We consider 𝜆𝑚 = 1 (full collusion) and 𝜆𝑚 = 0.5 (partial collusion).
Derivations are provided in Appendix B.

𝛼𝑚 𝑠0𝑡 |𝑚
𝑠0𝑡 |𝑚+(1−𝑠0𝑡 |𝑚)𝑠 𝑗𝑡 |𝑚 . Since 𝑠 𝑗 𝑡 > 0 implies (1 − 𝑠 𝑗 𝑡) < 1 and (1 + 𝑠 𝑗 𝑡/𝑠0𝑡 |𝑚) > 1, we have 𝜀𝐶𝑜𝑢𝑟

𝑗𝑡
<

𝜀𝐵𝑒𝑟𝑡
𝑗𝑡

< 𝜀𝑀𝑜𝑛𝑜
𝑗𝑡

= 𝛼𝑚, with all three converging to 𝛼𝑚 as 𝑠 𝑗 𝑡 |𝑚 → 0. The result that unilateral
Cournot markdowns are strictly stronger than unilateral Bertrand markdowns is analogous to the
result that Cournot markups are greater than Bertrand markups in the product market (Magnolfi,
Quint, Sullivan, and Waldfogel, 2022).

All markdowns can be solved given wages, employment, and (𝛼𝑚, 𝑠0𝑡 |𝑚) estimates. Computation
of the candidate markdowns is straightforward because plug-in expressions are available for perfect
competition, monopsonistic competition, unilateral Bertrand, unilateral Cournot, and collusive
Cournot. However, collusive Bertrand markdowns, Δ𝐵𝑒𝑟𝑡𝐶𝑜𝑙𝑙

𝑗 𝑡
, require a numerical solution for each

value of 𝜆𝑚. Defining 𝜅𝑚 ≡ ∑
𝑓 ∈J𝑚𝑡 (1/Δ𝐵𝑒𝑟𝑡𝐶𝑜𝑙𝑙𝑓 𝑡

−1)𝑊 𝑓 𝑡 (1− 𝑠0𝑡 |𝑚)𝑠 𝑓 𝑡 |𝑚, we show that the following
system of 𝐽𝑚 equations in 𝐽𝑚 unknowns provides an implicit solution:(

1
Δ𝐵𝑒𝑟𝑡𝐶𝑜𝑙𝑙
𝑗 𝑡

− 1

) [
1 − (1 − 𝑠0𝑡 |𝑚)𝑠 𝑗 𝑡 |𝑚 (1 − 𝜆𝑚)

]
=

1
𝛼𝑚

+ 𝜆𝑚𝜅𝑚
𝑊 𝑗 𝑡

.

Since 𝜅𝑚 depends on the full vector of markdowns, we develop a numerical algorithm that efficiently
solves this system of equations.
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5 Data Sources, Markets, and Instrumental Variables

5.1 Data Sources

Our empirical analysis draws on two establishment-level datasets from the U.S. Census Bureau, each
serving a distinct role in the estimation. The first is the Longitudinal Business Database (LBD),
which provides annual data on employment and payroll for the near-universe of private-sector
employer establishments from 2001 through 2017. LBD establishments are linked to ownership
networks using national firm identifiers, which will prove useful below in constructing a shifter of
labor demand at the establishment level.

The second source is the quinquennial Economic Census (EC), conducted every five years
from 1987 through 2017, which provides establishment-level data on revenues, payroll, and em-
ployment. A well-known challenge in U.S. administrative data is that annual revenue reporting
is typically at the Employer Identification Number (EIN) level, making it difficult to assign rev-
enues to individual establishments outside of census years. The Economic Census overcomes this
limitation by collecting establishment-level revenues directly. However, the EC does not cover
all non-farm private-sector industries. We use data from the five sector-specific censuses that
report establishment-level revenues and are available to us: Manufacturing, Construction, Retail
Trade, Wholesale Trade, and Services. Together, these sectors account for roughly 70 percent of
private non-farm employment.5 The conduct test developed in Section 3 requires establishment-
level revenues to construct the demand-side markdown proxy, log(𝑅̂ 𝑗 𝑡/𝐿 𝑗 𝑡), so we estimate the
Rivers-Vuong test using the EC sample, restricting to years in which establishment-level revenues
are observed.

5.2 Market Definition

We define a local labor market as a 3-digit NAICS industry by commuting zone pairs, similar to
Berger et al. (2022), using time-consistent NAICS codes constructed following Fort and Klimek
(2018). This yields approximately 108,000 markets. Multi-establishment firms are aggregated to
the market-year level.

The estimation of the labor supply parameters 𝛼𝑚 and 𝑠0𝑡 |𝑚 described in Section 4.2 requires
pooling across markets. The number of firms per market is often small: highly concentrated
industries such as hospitals or dialysis clinics may have only a handful of employers in a given
commuting zone, leaving too few observations to estimate 𝛼𝑚 separately for each market. Moreover,
the between-market estimator of 𝑠0𝑡 |𝑚 exploits cross-market variation in the response of aggregate

5We do not observe establishment-level revenues for mining and utilities, FIRE (finance, insurance, and real estate),
and the transportation and warehousing sector, but hope to include it in a future update.
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employment to aggregate wages, which requires that 𝑠0𝑡 |𝑚 does not vary across the markets being
pooled. To gain precision while allowing for meaningful heterogeneity, we partition local markets
into 12 broad groups defined by Census region (Northeast, Midwest, South, West) crossed with a
three-way industry classification (goods, trade, services). This yields 12 distinct estimates of 𝛼𝑚
and 𝑠0𝑡 |𝑚, which are held constant within each partition but allowed to vary freely across partitions.

5.3 Choices of Instrumental Variables

The estimation requires two instrumental variables (IVs): one for the labor supply estimation (𝑍𝜉
𝑓 𝑡

),
which must shift wages through labor demand without affecting workers’ preferences, and one for
the conduct test (𝑍𝜖

𝑗𝑡
), which must satisfy the independence, exclusion, and relevance conditions

stated in Section 3. We now describe our chosen IVs.

Labor demand instrument. We propose to use the cross-region housing price shock introduced
by Giroud and Mueller (2019) as our labor demand instrument to recover the labor supply pa-
rameters, 𝛼𝑚 and 𝑠0𝑡 |𝑚. The economic mechanism behind this shock is internal capital market
reallocation. When a firm experiences a local housing price shock in one region, the resulting
consumer demand (and labor supply) shock in that region affects employment and wages even
at locations not directly affected by the shock, given that firms optimally spread the cash-flow
impacts across all of its establishments. This cross-region propagation generates establishment-
level variation in local labor demand that is driven by conditions in distant markets rather than by
local factors. While Giroud and Mueller (2019) study these shocks as objects of interest in their
own right, documenting how local demand shocks propagate through firms’ internal networks of
establishments, we adapt the same variation as an instrumental variable for the labor supply curve.

We measure housing prices using the Zillow Home Value Index at the commuting zone level.
The establishment-specific instrument 𝑍𝜉

𝑓 𝑡
is the employment-weighted average housing price shock

in the other commuting zones in which the firm’s same-industry establishments operate. Because
different firms within the same local labor market have different multi-establishment networks,
they receive different shocks to their labor demand even though they operate in the same market.
This within-market variation in establishment-level shocks is what identifies the wage sensitivity
parameter 𝛼𝑚: as described in Section 4.2, the estimator differences the labor supply equation
across firms 𝑗 and 𝑓 in the same market, and the instrument 𝑍𝜉

𝑓 𝑡
provides exogenous variation in

relative wages across these firms.
To identify the outside share 𝑠0𝑡 |𝑚, we aggregate the establishment-specific shocks to the market

level. The market-wide shock is the share-weighted average of the establishment-specific shocks:
𝜁𝑚𝑡 ≡

∑
𝑗∈J𝑚𝑡 𝑠 𝑗 𝑡 |𝑚𝑍

𝜉

𝑗𝑡
, where single-establishment firms contribute zero cross-region exposure by
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construction. As shown in Section 4.2, the outside share is identified from the relative magnitude
of the market-level employment and wage responses to this aggregate shock: when the outside
share is large, a positive demand shock draws in workers from outside the market, so employment
responds strongly relative to wages; when it is small, the same shock primarily bids up wages
among incumbent workers. The across-market variation in 𝜁𝑚𝑡—driven by differences in firms’
network structures across markets—provides the exogenous variation needed to estimate this ratio.

The instrument is valid for labor supply estimation if it shifts local wages without directly
affecting local workers’ preferences over employers. The identifying assumption is that housing
price changes in distant regions—which enter the local establishment’s labor demand only through
the parent firm’s internal resource allocation—do not directly affect local workers’ tastes for working
at that establishment relative to its competitors. This assumption is supported by several features
of the design. First, Giroud and Mueller (2019) show that linking establishments to arbitrary
distant regions—using equal weights, population weights, income weights, or randomly selected
regions—produces elasticities that are indistinguishable from zero, confirming that what matters is
the firm’s actual network of establishments. Second, the results are robust to saturating the model
with highly granular zip code-industry fixed effects, which absorb any local shocks. Third, placebo
tests based on counterfactual firm networks—in which establishments are linked to locations where
similar firms in the same industry operate, but where the focal firm itself has no presence—yield
insignificant estimates, ruling out confounding factors through common clientele or correlated
industry demand. These features ensure that the instrument isolates an establishment’s demand-
side variation originating from the firm’s internal network.

Conduct test instrument. For the conduct instrument 𝑍𝜖
𝑗𝑡

, which enters the Rivers-Vuong testing
moment from Section 3, we require a variable satisfying three conditions: independence from the
unobserved determinants of the MRPL, exclusion from the MRPL itself, and relevance in the sense
that it generates differential covariation with correct and incorrect candidate markdowns.

As our IV, we use the average estimated amenity value among the firm’s rivals within its county
located in the same market, 𝑍𝜖

𝑗𝑡
≡ 1

|J 𝑐
𝑚𝑡\ 𝑗 |

∑
𝑓 ∈J 𝑐

𝑚𝑡\ 𝑗 𝜉 𝑓 𝑡 , where 𝜉 𝑓 𝑡 is the amenity recovered from the
labor supply estimation and J 𝑐

𝑚𝑡 ⊂ J𝑚𝑡 denotes the set of firms in county 𝑐 and market 𝑚. This
instrument has the same logic as the Berry, Levinsohn, and Pakes (1995) instruments widely used
in the industrial organization literature: characteristics of competing firms shift the competitive
environment—and hence the firm’s equilibrium markdown—without directly entering the firm’s
own production function. When rivals become more attractive to workers (higher 𝜉 𝑓 𝑡), they draw
employment away from firm 𝑗 , altering the firm’s market share and the elasticity of its residual
labor supply, shifting markdowns through the competitive channel. The extent to which supply-side
markdowns shift in response to rivals’ amenities is conduct-dependent, helping to ensure that the

18



relevance condition is satisfied.
A practical advantage of this choice of IV is that it requires no additional data beyond what

is already used in the estimation. The amenities 𝜉 𝑓 𝑡 are recovered as residuals from the labor
supply estimation, which itself relies only on the five variables assumed throughout: employment,
wages, revenues, a market identifier, and the labor demand IV. Once 𝛼𝑚 and 𝑠0𝑡 |𝑚 have been
estimated using the Giroud-Mueller shock, the rival amenity instrument 𝑍𝜖

𝑗𝑡
can be constructed

directly from the supply-side residuals. This keeps the data requirements of the procedure—supply
estimation, markdown construction, and conduct testing—limited to the same five commonly-
available variables, maintaining the scalability of our framework.

6 Results

6.1 Labor Supply Parameter Estimates

The first step of our estimation recovers the labor supply parameters using the Giroud-Mueller
housing price IV developed in Section 5 and the estimating equation from Section 4.2. Table 3
reports the first-stage F-statistics for each of the 12 market partitions. The F-statistics range from
173 (Trade, Northeast) to 2,602 (Goods, South), all well above conventional thresholds for IV
strength. This means that a decline in housing prices in the firm’s other locations reduces the wage
offered at the focal establishment. These results confirm that a negative financial shock to a firm’s
collateral value in one region leads the firm to reduce its labor demand and hence its wage offer
at establishments in other regions, consistent with Giroud and Mueller (2019). This relationship
holds across all 12 partitions of local labor markets, spanning industries and regions.

Given the relevance of the IV, we use the estimator proposed in Section 4 to recover the
wage sensitivity parameter 𝛼𝑚, separately within each partition. All 12 estimates are statistically
significant at the 5% level, with point estimates ranging from 2.33 (Services, Northeast) to 4.36
(Trade, Northeast). The estimates exhibit a clear pattern across partitions: service industries have
the most inelastic labor supply, with 𝛼𝑚 ranging from 2.33 to 2.92, while goods industries exhibit
the most elastic supply, with 𝛼𝑚 between 3.26 and 4.07. Trade industries fall in between. Within
each industry group, 𝛼𝑚 ranges across regions by 0.81 for goods (3.26 to 4.07), 1.36 for trade (3.00
to 4.36), and 0.59 for services (2.33 to 2.92). Within each region, 𝛼𝑚 ranges across industries by
2.03 for the Northeast (2.33 to 4.36), 1.60 for the Midwest (2.47 to 4.07), 0.61 for the South (2.92
to 3.53), and 0.46 for the West (2.80 to 3.26). These magnitudes are consistent with the range of
firm-level labor supply elasticity estimates reported in the surveys by Card (2022) and Azar and
Marinescu (2024) across empirical contexts and labor demand shifters.

To help interpret these magnitudes, consider the markdowns that we would obtain if every market
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Table 3: Labor Supply Estimates

BLS Super Industry Census Division 𝛼𝑚 SE F-stat

Goods Northeast 3.95 0.13 548
Goods Midwest 4.07 0.10 1,095
Goods South 3.53 0.06 2,602
Goods West 3.26 0.10 973
Trade Northeast 4.36 0.41 173
Trade Midwest 3.61 0.19 761
Trade South 3.47 0.12 1,440
Trade West 3.00 0.19 399
Services Northeast 2.33 0.10 386
Services Midwest 2.47 0.09 861
Services South 2.92 0.08 999
Services West 2.80 0.13 316

Notes: Each row reports estimates for one of the 12 market partitions defined by broad industry group (goods, trade,
services) crossed with Census region (Northeast, Midwest, South, West). The parameter 𝛼𝑚 is the log-wage
sensitivity of labor supply, estimated using the IV moment condition in Section 4.2. The instrument is the
Giroud-Mueller cross-region housing price shock described in Section 5.3. SE denotes the standard error of 𝛼̂𝑚.
F-stat is the first-stage F-statistic for the instrument.

were governed by monopsonistic competition. Under that conduct, the markdown is the constant
𝛼𝑚/(1+𝛼𝑚), which depends only on 𝛼𝑚. Evaluated at our estimates, this yields markdowns ranging
from 0.70 in the most inelastic partition (Services, Northeast) to 0.81 in the most elastic partition
(Trade, Northeast). That is, under monopsonistic competition, workers would receive between 70
and 81 percent of their marginal revenue product, with the gap being largest in service industries
where workers’ choices are least sensitive to wages. Whether these monopsonistic markdowns
accurately describe the data is the question addressed by the conduct test in the sections that follow.

Given the estimates of 𝛼𝑚, we use between-market variation to estimate 𝑠0|𝑚 for each of the 12
partitions, as described in Section 4.2. All of the estimates of the outside share are strictly between
zero and one.

6.2 Conduct Distribution

Figure 2 reports the distribution of best-fitting conducts across U.S. labor markets, weighted by em-
ployment. Monopsonistic competition is the most common conduct, accounting for approximately
39 percent of employment. Oligopsonistic competition accounts for approximately 26 percent, full
collusion for approximately 19 percent, and partial collusion for approximately 16 percent. No
single conduct dominates, and a substantial share of workers—roughly 35 percent—are in markets
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Figure 2: Best Conduct and Significant Best Conduct by Share of Employment

Notes: Each bar reports the share of employment in markets for which the indicated conduct achieves the lowest
GMM objective in the Rivers-Vuong testing procedure described in Section 3.2. Blue bars include all markets; red
bars restrict to markets in which the best-fitting conduct is statistically significant at the 5% level. The oligopsonistic
category pools unilateral Bertrand and unilateral Cournot; see Appendix Figure A1 for the decomposition. Markets
are defined as 3-digit NAICS industry by commuting zone pairs.

best characterized by some form of collusion. In Appendix Figure A1, we further test between
Bertrand and Cournot cases among the oligopsonistic and the partially collusive conducts. Within
the oligopsonistic category, approximately 55 percent of employment is in markets best fit by
Cournot and the remainder by Bertrand, while within the partial collusion category, approximately
43 percent of employment is in markets best fit by Cournot and the remainder by Bertrand.

The light grey bars in Figure 2 restrict to markets in which the best-fitting conduct is statistically
significantly better than all alternatives at the 5 percent level. The proportions shift—monopsonistic
competition accounts for approximately 30 percent of employment among significantly classified
markets—but the qualitative pattern is preserved: all four conduct categories remain well repre-
sented.

Figure 3 breaks down collusion rates by industry. Collusion is most prevalent in professional,
scientific, and technical services, healthcare, and education, where between 24 and 35 percent of em-
ployment is in markets exhibiting collusive conduct. Collusion is least prevalent in wholesale trade
and retail trade, where less than 5 percent of employment is in collusive markets. Manufacturing
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Figure 3: Collusion by Industry

Notes: Each bar reports the share of markets classified as collusive (partial or full) for a given 3-digit NAICS industry,
pooling across commuting zones. Collusion is defined as the best-fitting conduct being either partial collusion
(𝜆 = 0.5) or full collusion (𝜆 = 1) in either the Bertrand or Cournot variant, and statistically significant at the 5%
level. Industries are ordered by collusion share from highest to lowest. PST Services refers to Professional, Scientific,
and Technical Services (NAICS 541).

also has a low rate of collusion. The concentration of collusion in service industries is consistent
with several features of these markets: services are often locally provided, establishment-level
employment is relatively small, and the number of relevant competitors may be limited.

6.3 Markdown Distribution by Conduct

Figure 4 compares the distribution of wage markdowns under our preferred specification, which
allows each market’s conduct to be determined by the data, to the distributions implied by assuming
each of the eight candidate conducts uniformly across all markets. The preferred specification
produces markdowns that are both lower on average and more dispersed than any of the unilateral
conduct assumptions. The median markdown under the preferred specification is approximately
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Figure 4: Quantiles in the Markdown Distribution: Estimated vs. Assumed

Notes: Each row displays the distribution of firm-level wage markdowns (𝑊 𝑗𝑡/𝑀𝑅𝑃𝐿 𝑗𝑡 , expressed as a percentage)
under a given conduct assumption. For each of the eight candidate conducts, markdowns are computed for every firm
in every market using the analytical expressions in Table 2 and the estimated labor supply parameters (𝛼̂𝑚, 𝑠0 |𝑚). The
first row, labeled “Our Preferred Spec.”, assigns each market the conduct that achieves the lowest GMM objective in
the Rivers-Vuong testing procedure (Section 3.2), so that different markets may operate under different conducts. All
other rows impose the indicated conduct uniformly across all markets. Within each row, the dark vertical line marks
the median, the darker shaded region spans the 25th to 75th percentiles, and the lighter shaded region spans the 10th
to 90th percentiles. All statistics are weighted by employment.

72 percent of MRPL, compared to approximately 75 percent under monopsonistic competition or
either of the unilateral oligopsonistic conducts. The 10th–90th percentile range under the preferred
specification spans nearly 15 percentage points, compared to 8 percentage points under the unilateral
conducts.

The greater dispersion arises because the preferred specification blends markets operating under
different conducts, and the collusive conducts generate markdowns that are substantially lower and
more dispersed than the unilateral conducts. Imposing full collusion uniformly yields a median
markdown of approximately 66 percent, while partial collusion yields from 69 to 71 percent.
Markets classified as collusive under the preferred specification therefore pull the left tail of the
overall distribution well below what any unilateral conduct would imply. Meanwhile, the roughly
65 percent of employment in markets classified as monopsonistic or oligopsonistic contributes
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markdowns in the 70–80 percent range, generating the right tail.
Within the non-collusive conducts, nearly all variation in markdowns is driven by heterogeneity

in the supply elasticity parameter 𝛼𝑚 across the 12 broad market partitions rather than by cross-firm
differences in market shares. This is because only 4 percent of employers have a within-market
employment share of 10 percent or more, which is the range where oligopsonistic markdowns
diverge meaningfully from the monopsonistic benchmark. For the vast majority of firms, market
shares are small enough that the𝛼𝑚/(1+𝛼𝑚) approximation from monopsonistic competition applies
nearly exactly, and the Bertrand and Cournot oligopsony markdowns are virtually indistinguishable
from each other and from monopsonistic competition. This explains why the three unilateral
conduct rows in Figure 4 are nearly identical.

This finding helps resolve a puzzle in the literature. Demand-side markdowns, such as those
estimated by Yeh et al. (2022) using the ratio of the wage to a production-function estimate of MRPL,
tend to be lower and more dispersed than supply-side markdowns computed under a single national
conduct assumption. Our results suggest that the discrepancy arises not from misspecification of the
production function or the labor supply curve, but from the imposition of a uniform conduct across
heterogeneous markets. Once we allow conduct to vary across markets—and in particular allow
for collusion in the roughly 35 percent of employment where the data support it—the supply-side
markdown distribution aligns with the demand-side distribution.

7 Antitrust Implications

7.1 Theoretical Predictions

The industrial organization literature offers several predictions about which market characteristics
facilitate the sustainability of collusion, and these predictions can be translated into labor market
analogues.

The first prediction is that collusion is easier to sustain when there are fewer firms, because
coordination is simpler and deviations are more easily detected (Stigler, 1964). The labor-side
analogue is the log of the number of establishments in the market.

The second prediction is that collusion is more stable when barriers to entry are high, because
new entrants would erode the cartel’s rents (Bain, 1956; Stigler, 1964). We proxy entry barriers
using the ratio of entering establishments to incumbent establishments.

The third prediction is that collusion is harder to sustain when firms differ substantially in their
costs, because low-cost firms have stronger incentives to deviate from the collusive agreement
(Scherer, 1980; Rotemberg and Saloner, 1986). The labor-side analogue is the variance of the
marginal revenue product of labor across establishments in the market.
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Table 4: Market Characteristics Predicting Collusion

Dependent variable: Collusion indicator

All Full only

Entry rate −0.017 −0.009
(0.003) (0.003)

Exit rate −0.030 −0.024
(0.003) (0.002)

Variance of MRPL −0.011 −0.009
(<0.001) (<0.001)

Variance of amenities −0.001 −0.001
(<0.001) (<0.001)

Observations 597,000 597,000

Notes: Each column reports OLS estimates from a linear probability model. The dependent variable equals one if the
market’s best-fitting conduct is collusive in the Rivers-Vuong test (Section 3.2). Column 1 includes both partial
(𝜆 = 0.5) and full (𝜆 = 1) collusion; column 2 restricts to full collusion. Entry rate indicates the ratio of entering
establishments to incumbent establishments; exit rate is defined analogously. Variance of MRPL is the within-market
variance of log(𝑅̂ 𝑗𝑡/𝐿 𝑗𝑡 ); variance of amenities is the within-market variance of 𝜉 𝑗𝑡 . An observation is a market-year.
Standard errors are in parentheses.

The fourth prediction concerns product differentiation, whose effect on collusion is theoretically
ambiguous. On one hand, differentiation can soften competition and make collusion less necessary;
on the other, it can make deviations harder to detect (Deneckere, 1983; Ross, 1992). The labor-side
analogue is the variance of estimated amenities across establishments in the market.

7.2 Empirical Predictors of Collusion

Table 4 reports regressions of an indicator for whether a market is classified as significantly collusive
on the market characteristics motivated by the theoretical predictions. The first column includes
both partial and full collusion; the second restricts to full collusion only.

The results are broadly consistent with the theoretical predictions. Markets with lower entry
rates and lower exit rates are significantly more likely to exhibit collusion, consistent with the
prediction that barriers to entry and exit protect collusive arrangements. Markets with lower
variance of the marginal revenue product are also more likely to be collusive, consistent with the
prediction that cost homogeneity facilitates coordination. The variance of amenities has a small
negative coefficient in both specifications.
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Table 5: DOJ Labor Antitrust Cases

Case Industry Status Collusion?

USA v. Surgical Care Affiliates Surgery Dismissed Yes (insign.)
USA v. Patel Aircraft engines Acquitted No
USA v. DaVita Dialysis clinics Acquitted Yes
USA v. Ryan Hee and VDA OC Nursing Guilty Plea Yes
USA v. Jindal Healthcare staffing Acquitted Yes
USA v. Manahe Home health agencies Acquitted No
USA v. Lopez Nursing Convicted Yes

Notes: This table includes all criminal labor market collusion cases filed by the DOJ Antitrust Division, drawing on
the list in Posner (2024) and supplemented with subsequent cases from the DOJ website (accessed November 2025).
The ‘Status’ column reports the legal disposition. The ‘Collusion?’ column reports whether our Rivers-Vuong
conduct test (Section 3.2) classifies the corresponding 3-digit NAICS × commuting zone market as collusive: ‘Yes’ if
a collusive conduct achieves the lowest GMM objective and significantly beats all non-collusive alternatives at the 5%
level; ‘Yes (insign.)’ if collusion fits best but does not achieve significance; ‘No’ if a non-collusive conduct fits best.
Collusion is defined in the economic and not legal sense.

7.3 DOJ Case Studies

As a form of external validation, we apply the conduct test to seven specific labor markets that
have been investigated by the Department of Justice for employer collusion. We construct a list of
all criminal labor collusion cases filed by the DOJ.6 Table 5 reports the results. Our test detects
collusion in 5 of the 7 cases, a rate of 71.4 percent. Among the two cases that resulted in either a
conviction or guilty plea, our test detects collusion in both. By comparison, across all markets in
our sample, the baseline rate of detected collusion is 9 percent.

In USA v. Ryan Hee and VDA OC and USA v. Lopez, both involving nursing, the DOJ
secured a guilty plea and conviction, respectively, and our test detects collusion in both markets.
In USA v. DaVita, involving dialysis clinics, and USA v. Jindal, involving healthcare staffing,
the defendants were acquitted at trial, but our test detects collusion in the economic sense in both
markets. Similarly, in USA v. Surgical Care Affiliates, involving surgery centers, charges were
dismissed, whereas our test picks up coordination, though the result is not statistically significant
at the 5 percent level. In contrast, in USA v. Patel, involving aircraft engines, and USA v. Manahe,
involving home health agencies, our test does not detect collusion.

We emphasize that the conduct test detects collusion strictly in the economic sense—meaning
that the data are best explained by a model in which firms internalize the effect of their decisions
on competitors’ profits—and not in the legal sense of establishing a conspiracy or agreement.

6We assemble this list by including all cases reported by Posner (2024) and all cases reported on the DOJ website
using the search queries ‘wage-fixing’ and ‘no-poach’, https://www.justice.gov/atr/antitrust-case-filings.
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8 Conclusion

We have developed a scalable framework for estimating labor market conduct using only the
variables commonly available in administrative and census datasets: wages, employment, revenues,
a market indicator, and a labor demand shifter. The framework accounts for a rich menu of conduct
alternatives, allows for diminishing MRPL, and is applicable to service industries.

Applying the Rivers-Vuong testing procedure to approximately 108,000 local labor markets
in U.S. Census establishment-level micro-data, we find that no single conduct characterizes the
economy. Monopsonistic competition best describes 39 percent of employment, oligopsonistic
competition 26 percent, full collusion 19 percent, and partial collusion 16 percent. The hetero-
geneity in conduct matters: the implied markdown distribution under our preferred specification is
both lower and more dispersed than what any single uniformly assumed conduct would generate.

Markets exhibiting collusive conduct are concentrated in service industries—professional ser-
vices, healthcare, and education—and are characterized by fewer competitors, lower entry and
exit rates, and lower dispersion in marginal revenue products and amenities. Applying the test to
markets investigated by the Department of Justice for employer collusion, we detect collusion in
five of seven criminal cases, including both cases that resulted in a guilty plea or conviction.
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Appendix
This is the appendix to “Conduct in U.S. Labor Markets,” by Michael Rubens, Bradley Setzler, and
Chen Yeh, dated March, 2026.

A Additional Tables and Figures

Table A1: First-Order Conditions by Conduct

Conduct First-Order Condition

Perfect competition 𝑀𝑅𝑃𝐿 𝑗 𝑡 = 𝑊 𝑗 𝑡

Monopsonistic competition 𝑀𝑅𝑃𝐿 𝑗 𝑡
𝜕𝐿 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

����
𝐿− 𝑗𝑡 ,𝑊− 𝑗𝑡

= 𝐿 𝑗 𝑡 +𝑊 𝑗 𝑡

𝜕𝐿 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

����
𝐿− 𝑗𝑡 ,𝑊− 𝑗𝑡

Unilateral Bertrand 𝑀𝑅𝑃𝐿 𝑗 𝑡
𝜕𝐿 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

����
𝑊− 𝑗𝑡

= 𝐿 𝑗 𝑡 +𝑊 𝑗 𝑡

𝜕𝐿 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

����
𝑊− 𝑗𝑡

Unilateral Cournot 𝑀𝑅𝑃𝐿 𝑗 𝑡 = 𝑊 𝑗 𝑡 + 𝐿 𝑗 𝑡
𝜕𝑊 𝑗 𝑡

𝜕𝐿 𝑗 𝑡

����
𝐿− 𝑗𝑡

Collusive Bertrand of degree 𝜆 𝑀𝑅𝑃𝐿 𝑗 𝑡
𝜕𝐿 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

����
𝑊− 𝑗𝑡

= 𝐿 𝑗 𝑡 +𝑊 𝑗 𝑡

𝜕𝐿 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

����
𝑊− 𝑗𝑡

− 𝜆
∑︁
𝑓≠ 𝑗

(𝑀𝑅𝑃𝐿 𝑓 𝑡 −𝑊 𝑓 𝑡)
𝜕𝐿 𝑓 𝑡

𝜕𝑊 𝑗 𝑡

����
𝑊− 𝑗𝑡

Collusive Cournot of degree 𝜆 𝑀𝑅𝑃𝐿 𝑗 𝑡 = 𝑊 𝑗 𝑡 + 𝐿 𝑗 𝑡
𝜕𝑊 𝑗 𝑡

𝜕𝐿 𝑗 𝑡

����
𝐿− 𝑗𝑡

+ 𝜆
∑︁
𝑓≠ 𝑗

𝐿 𝑓 𝑡
𝜕𝑊 𝑓 𝑡

𝜕𝐿 𝑗 𝑡

����
𝐿− 𝑗𝑡

Notes: All derivatives are evaluated at equilibrium values. The Bertrand-type FOCs arise from differentiating profits
with respect to the wage, while the Cournot-type FOCs arise from differentiating with respect to employment. The
conditioning sets reflect the conduct assumption: under monopsonistic competition, the firm takes both rivals’ wages
and employment as given; under Bertrand conducts, the firm takes rivals’ wages as given; under Cournot conducts,
the firm takes rivals’ employment as given. In the collusive Bertrand FOC, the cross-firm term involves 𝜕𝐿 𝑓 𝑡/𝜕𝑊 𝑗𝑡 ,
which captures the diversion of workers from firm 𝑓 to firm 𝑗 following a wage increase at 𝑗 . The presence of
𝑀𝑅𝑃𝐿 𝑓 𝑡 on the right-hand side renders this system implicit, requiring numerical solution. In the collusive Cournot
FOC, the cross-firm term involves 𝜕𝑊 𝑓 𝑡/𝜕𝐿 𝑗𝑡 , which captures the wage increase at rival 𝑓 when firm 𝑗 expands
employment.
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(a) Oligopsony
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(b) Partial Collusion

Figure A1: Bertrand vs. Cournot Share by Conduct Type

Notes: Each panel reports the share of employment (within the indicated conduct category) that is Bertrand vs.
Cournot. Dark bars include all markets; light bars restrict to markets in which the best-fitting conduct is statistically
significant at the 5% level.
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B Derivation of Supply Elasticities under Logit Preferences

This appendix derives 𝜀𝑀𝑜𝑛𝑜
𝑗𝑡

, 𝜀𝐵𝑒𝑟𝑡
𝑗𝑡

, and 𝜀𝐶𝑜𝑢𝑟
𝑗𝑡

under the preferences specified in Section 4.2,
and verifies the markdown expressions in Table 2. Define 𝛿 𝑗 𝑡 ≡ 𝛼𝑚 log𝑊 𝑗 𝑡 + 𝜉 𝑗 𝑡 and W𝑡 |𝑚 ≡∑
𝑓 ∈J𝑚𝑡 exp(𝛿 𝑓 𝑡), so that

𝑠 𝑗 𝑡 =
exp(𝛿 𝑗 𝑡)
1 +W𝑡 |𝑚

, 𝑠0𝑡 |𝑚 =
1

1 +W𝑡 |𝑚
.

Monopsonistic competition. The firm treats W𝑡 |𝑚 as constant, so 𝜕𝑠 𝑗 𝑡/𝜕𝑊 𝑗 𝑡 = 𝑠 𝑗 𝑡 (𝛼𝑚/𝑊 𝑗 𝑡),
giving 𝜀𝑀𝑜𝑛𝑜

𝑗𝑡
= 𝛼𝑚.

Bertrand oligopsony. The firm holds𝑊− 𝑗 𝑡 fixed but allows rival employment to adjust. Applying
the quotient rule with 𝜕W𝑡 |𝑚/𝜕𝑊 𝑗 𝑡 = exp(𝛿 𝑗 𝑡) (𝛼𝑚/𝑊 𝑗 𝑡):

𝜕𝑠 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

����
𝑊− 𝑗𝑡

= 𝑠 𝑗 𝑡 (1 − 𝑠 𝑗 𝑡)
𝛼𝑚

𝑊 𝑗 𝑡

,

so 𝜀𝐵𝑒𝑟𝑡
𝑗𝑡

= 𝛼𝑚 (1 − 𝑠 𝑗 𝑡) = 𝛼𝑚 [1 − (1 − 𝑠0𝑡 |𝑚)𝑠 𝑗 𝑡 |𝑚].

Cournot oligopsony. The firm holds 𝐿− 𝑗 𝑡 (equivalently 𝑠− 𝑗 𝑡) fixed and chooses 𝐿 𝑗 𝑡 . From
log(𝑠 𝑗 𝑡/𝑠0𝑡 |𝑚) = 𝛿 𝑗 𝑡 , implicitly differentiate with respect to 𝑠 𝑗 𝑡 , using 𝜕𝑠0𝑡 |𝑚/𝜕𝑠 𝑗 𝑡 = −1:

1
𝑠 𝑗 𝑡

+ 1
𝑠0𝑡 |𝑚

=
𝛼𝑚

𝑊 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

𝜕𝑠 𝑗 𝑡

����
𝑠− 𝑗𝑡

.

Hence the inverse elasticity is

(𝜀𝐶𝑜𝑢𝑟𝑗𝑡 )−1 =
𝜕𝑊 𝑗 𝑡

𝜕𝑠 𝑗 𝑡

𝑠 𝑗 𝑡

𝑊 𝑗 𝑡

=
1
𝛼𝑚

(
1 +

𝑠 𝑗 𝑡

𝑠0𝑡 |𝑚

)
=

1
𝛼𝑚

(
1 +

(1 − 𝑠0𝑡 |𝑚)𝑠 𝑗 𝑡 |𝑚
𝑠0𝑡 |𝑚

)
.

Collusive Cournot. From the collusive Cournot FOC (Appendix Table A1), the cross-firm term
requires 𝜕𝑊 𝑓 𝑡/𝜕𝐿 𝑗 𝑡

��
𝐿− 𝑗𝑡

. Holding 𝑠 𝑓 𝑡 fixed and differentiating log(𝑠 𝑓 𝑡/𝑠0𝑡 |𝑚) = 𝛿 𝑓 𝑡 with respect to
𝑠 𝑗 𝑡 :

1
𝑠0𝑡 |𝑚

=
𝛼𝑚

𝑊 𝑓 𝑡

𝜕𝑊 𝑓 𝑡

𝜕𝑠 𝑗 𝑡
,

so 𝐿 𝑓 𝑡 𝜕𝑊 𝑓 𝑡/𝜕𝐿 𝑗 𝑡 = 𝑊 𝑓 𝑡𝑠 𝑓 𝑡/(𝛼𝑚𝑠0𝑡 |𝑚). Substituting both the own and cross terms into the FOC and
writing

∑
𝑓≠ 𝑗 𝑊 𝑓 𝑡𝑠 𝑓 𝑡 = (1 − 𝑠0𝑡 |𝑚)𝑊̄𝑚 −𝑊 𝑗 𝑡𝑠 𝑗 𝑡 yields the collusive Cournot markdown in Table 2.

Collusive Bertrand. The cross-wage share derivative is 𝜕𝑠 𝑓 𝑡/𝜕𝑊 𝑗 𝑡

��
𝑊− 𝑗𝑡

= −𝑠 𝑓 𝑡𝑠 𝑗 𝑡 (𝛼𝑚/𝑊 𝑗 𝑡).
Substituting own and cross derivatives into the collusive Bertrand FOC, dividing by 𝛼𝑚𝑠 𝑗 𝑡 , and
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defining 𝜅𝑚 ≡ ∑
𝑓 ∈J𝑚𝑡 (1/Δ 𝑓 𝑡 − 1)𝑊 𝑓 𝑡𝑠 𝑓 𝑡 :(

1
Δ 𝑗 𝑡

− 1
) [

1 − 𝑠 𝑗 𝑡 (1 − 𝜆)
]
=

1
𝛼𝑚

+ 𝜆𝜅𝑚
𝑊 𝑗 𝑡

.

Since 𝜅𝑚 depends on the full vector of markdowns, this system requires a numerical solution.

C Identification of the Outside Share

This appendix derives the estimator for 𝑠0𝑡 |𝑚 reported in Section 4.2. The outside share is

𝑠0𝑡 |𝑚 =
1

1 +W𝑡 |𝑚
, 1 − 𝑠0𝑡 |𝑚 =

W𝑡 |𝑚
1 +W𝑡 |𝑚

.

Total inside employment is 𝐿̄𝑚𝑡 = (1−𝑠0𝑡 |𝑚) 𝐿̄pot
𝑚𝑡 , where 𝐿̄pot

𝑚𝑡 is the (unobserved) number of potential
workers. Consider a uniform increase of Δ in all log wages in the market. The wage index becomes

W𝑡 |𝑚 (Δ) =
∑︁
𝑓 ∈J𝑚𝑡

exp
(
𝛼𝑚 (log𝑊 𝑓 𝑡 + Δ) + 𝜉 𝑓 𝑡

)
= 𝑒𝛼𝑚Δ

∑︁
𝑓 ∈J𝑚𝑡

exp
(
𝛼𝑚 log𝑊 𝑓 𝑡 + 𝜉 𝑓 𝑡

)
= 𝑒𝛼𝑚ΔW𝑡 |𝑚,

so
𝑠0𝑡 |𝑚 (Δ) =

1
1 + 𝑒𝛼𝑚ΔW𝑡 |𝑚

.

Differentiating,
𝜕𝑠0𝑡 |𝑚 (Δ)
𝜕Δ

����
Δ=0

=
−𝛼𝑚W𝑡 |𝑚

(1 +W𝑡 |𝑚)2 = −𝛼𝑚 𝑠0𝑡 |𝑚 (1 − 𝑠0𝑡 |𝑚).

Since log 𝐿̄𝑚𝑡 = log(1 − 𝑠0𝑡 |𝑚) + log 𝐿̄pot
𝑚𝑡 ,

𝜕 log 𝐿̄𝑚𝑡
𝜕Δ

����
Δ=0

=
𝛼𝑚 𝑠0𝑡 |𝑚 (1 − 𝑠0𝑡 |𝑚)

1 − 𝑠0𝑡 |𝑚
= 𝛼𝑚 𝑠0𝑡 |𝑚 .

This elasticity is the population coefficient of 𝑤̄𝑚𝑡 in a regression of log 𝐿̄𝑚𝑡 on 𝑤̄𝑚𝑡 , where
𝑤̄𝑚𝑡 ≡

∑
𝑓 ∈J𝑚𝑡 𝑠 𝑓 𝑡 |𝑚 log𝑊 𝑓 𝑡 . Because 𝑤̄𝑚𝑡 is endogenous, we instrument with the market-level

demand shock 𝜁𝑚𝑡 :

𝛼𝑚 𝑠0𝑡 |𝑚 =
Cov(log 𝐿̄𝑚𝑡 , 𝜁𝑚𝑡)

Cov(𝑤̄𝑚𝑡 , 𝜁𝑚𝑡)
.

Dividing by 𝛼𝑚 (estimated from within-market variation as in Section 4.2) gives the result.
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D Equivalence of Outside-Option Logit and Nested Logit

This appendix shows that, in the small-nest limit, the nested-logit and outside-option specifications
yield identical markdowns under every conduct when estimated using the procedure in Section 4.2.

Nested-logit preferences. Replace the passive outside option with cross-market mobility gov-
erned by a nesting parameter 𝜎 ∈ [0, 1):

𝑈𝑖 𝑗 𝑡 = 𝛼
𝑠
𝑚 log𝑊 𝑗 𝑡 + 𝜉 𝑗 𝑡 + 𝜁𝑖𝑚𝑡 + (1 − 𝜎)𝜂𝑖 𝑗 𝑡 , 𝜁𝑖𝑚𝑡 ∼ Cardell(𝜎), 𝜂𝑖 𝑗 𝑡 ∼ Gumbel(0, 1),

where 𝛼𝑠𝑚 denotes the structural preference parameter. The within-nest conditional choice proba-
bility is

𝑠 𝑗 𝑡 |𝑚 =
exp

(
(𝛼𝑠𝑚 log𝑊 𝑗 𝑡 + 𝜉 𝑗 𝑡)/(1 − 𝜎)

)∑
𝑓 ∈J𝑚𝑡 exp

(
(𝛼𝑠𝑚 log𝑊 𝑓 𝑡 + 𝜉 𝑓 𝑡)/(1 − 𝜎)

) ,
and the nest’s share of national employment is 𝑆𝑚𝑡 = W1−𝜎

𝑡 |𝑚 /∑𝑚′ W1−𝜎
𝑡 |𝑚′ , where

W𝑡 |𝑚 ≡
∑︁
𝑓 ∈J𝑚𝑡

exp
(
(𝛼𝑠𝑚 log𝑊 𝑓 𝑡 + 𝜉 𝑓 𝑡)/(1 − 𝜎)

)
.

What the within-market regression identifies. Differencing across firms within a nest,

log 𝐿 𝑓 𝑡 − log 𝐿 𝑗 𝑡 =
𝛼𝑠𝑚

1 − 𝜎 (log𝑊 𝑓 𝑡 − log𝑊 𝑗 𝑡) +
1

1 − 𝜎 (𝜉 𝑓 𝑡 − 𝜉 𝑗 𝑡),

which is similar to the key identifying equation of Berry (1994). The IV estimator in Section 4.2
therefore identifies the composite 𝛼𝑚 ≡ 𝛼𝑠𝑚/(1 − 𝜎), regardless of the true conduct.

What the aggregate elasticity identifies. Under a uniform increase Δ in all log wages in the
nest, the wage index scales as W𝑡 |𝑚 (Δ) = 𝑒𝛼𝑚ΔW𝑡 |𝑚 (by the same argument as Appendix C).
The nest share is 𝑆𝑚𝑡 = W1−𝜎

𝑡 |𝑚 /W, where W ≡ ∑
𝑚′ W1−𝜎

𝑡 |𝑚′ . Under the uniform wage increase,
W𝑡 |𝑚 (Δ)1−𝜎 = 𝑒𝛼𝑚 (1−𝜎)ΔW1−𝜎

𝑡 |𝑚 , while all other nests are unaffected. Writing W−𝑚 ≡ W−W1−𝜎
𝑡 |𝑚 ,

𝑆𝑚𝑡 (Δ) =
𝑒𝛼𝑚 (1−𝜎)ΔW1−𝜎

𝑡 |𝑚

W−𝑚 + 𝑒𝛼𝑚 (1−𝜎)ΔW1−𝜎
𝑡 |𝑚

.

Differentiating and evaluating at Δ = 0:

𝜕𝑆𝑚𝑡

𝜕Δ

����
Δ=0

= 𝛼𝑚 (1 − 𝜎)
W1−𝜎

𝑡 |𝑚 W−𝑚

W2 = 𝛼𝑚 (1 − 𝜎) 𝑆𝑚𝑡 (1 − 𝑆𝑚𝑡),
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so 𝜕 log 𝑆𝑚𝑡/𝜕Δ|Δ=0 = 𝛼𝑚 (1 − 𝜎) (1 − 𝑆𝑚𝑡). In the small-nest limit (𝑆𝑚𝑡 ≈ 0), this is 𝛼𝑚 (1 − 𝜎).
Applying the outside-share estimator from Section 4.2 returns 𝑠0𝑡 |𝑚 = 1 − 𝜎.

Bertrand elasticity. The own-wage labor supply derivative in the nested logit is

𝜕𝑠 𝑗 𝑡

𝜕𝑊 𝑗 𝑡

=
𝛼𝑠𝑚

(1 − 𝜎)𝑊 𝑗 𝑡

𝑠 𝑗 𝑡 [1 − 𝜎𝑠 𝑗 𝑡 |𝑚 − (1 − 𝜎)𝑠 𝑗 𝑡],

where 𝑠 𝑗 𝑡 = 𝑠 𝑗 𝑡 |𝑚𝑆𝑚𝑡 . In the small-nest limit,

𝜀𝐵𝑒𝑟𝑡𝑗𝑡 = 𝛼𝑚 (1 − 𝜎𝑠 𝑗 𝑡 |𝑚) = 𝛼𝑚
[
1 − (1 − 𝑠0𝑡 |𝑚)𝑠 𝑗 𝑡 |𝑚

]
,

which is the outside-option expression from Appendix B with 𝑠0𝑡 |𝑚 = 1 − 𝜎.

Cournot inverse elasticity. From the nested-logit inverse supply in the small-nest limit,

(𝜀𝐶𝑜𝑢𝑟𝑗𝑡 )−1 =
1
𝛼𝑚

(
1 + 𝜎

1 − 𝜎 𝑠 𝑗 𝑡 |𝑚
)
=

1
𝛼𝑚

(
1 +

1 − 𝑠0𝑡 |𝑚
𝑠0𝑡 |𝑚

𝑠 𝑗 𝑡 |𝑚

)
,

which is the outside-option expression with 𝑠0𝑡 |𝑚 = 1 − 𝜎.

Monopsonistic competition. Setting 𝑠 𝑗 𝑡 |𝑚 = 0 in either the Bertrand or Cournot expression, both
models yield 𝜀𝑀𝑜𝑛𝑜

𝑗𝑡
= 𝛼𝑚.

Collusion: Bertrand cross-effect. The collusive Bertrand FOC (Appendix Table A1), divided
by 𝐿 𝑗 𝑡 , depends on the own and cross ratios 1

𝑠 𝑗𝑡

𝜕𝑠 𝑗𝑡
𝜕𝑊 𝑗𝑡

and 1
𝑠 𝑗𝑡

𝜕𝑠 𝑓 𝑡
𝜕𝑊 𝑗𝑡

. The own ratio was shown above.
For the cross ratio, in the outside-option model:

1
𝑠 𝑗 𝑡

𝜕𝑠 𝑓 𝑡

𝜕𝑊 𝑗 𝑡

����
𝑊− 𝑗𝑡

= −𝑠 𝑓 𝑡
𝛼𝑚

𝑊 𝑗 𝑡

= −(1 − 𝑠0𝑡 |𝑚)𝑠 𝑓 𝑡 |𝑚
𝛼𝑚

𝑊 𝑗 𝑡

.

In the nested logit, the small-nest cross-derivative (from 𝜕𝑠 𝑓 𝑡/𝜕𝑊 𝑗 𝑡 = − 𝛼𝑠𝑚
(1−𝜎)𝑊 𝑗𝑡

𝑠 𝑗 𝑡 [𝜎𝑠 𝑓 𝑡 |𝑚 + (1 −
𝜎)𝑠 𝑓 𝑡] with 𝑠 𝑓 𝑡 ≈ 0) gives

1
𝑠 𝑗 𝑡

𝜕𝑠 𝑓 𝑡

𝜕𝑊 𝑗 𝑡

����
𝑊− 𝑗𝑡

= −
𝛼𝑠𝑚𝜎𝑠 𝑓 𝑡 |𝑚
(1 − 𝜎)𝑊 𝑗 𝑡

= −𝜎𝑠 𝑓 𝑡 |𝑚
𝛼𝑚

𝑊 𝑗 𝑡

.

Under 𝑠0𝑡 |𝑚 = 1 − 𝜎, these are identical. Since both the own and cross ratios match, the collusive
Bertrand FOC—and hence its numerical solution for Δ 𝑗 𝑡—is the same under both specifications.
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Collusion: Cournot cross-effect. The collusive Cournot FOC (Appendix Table A1) involves
𝐿 𝑓 𝑡 𝜕𝑊 𝑓 𝑡/𝜕𝐿 𝑗 𝑡

��
𝐿− 𝑗𝑡

. In the outside-option model, from Appendix B:

𝐿 𝑓 𝑡
𝜕𝑊 𝑓 𝑡

𝜕𝐿 𝑗 𝑡

����
𝐿− 𝑗𝑡

=
𝑊 𝑓 𝑡 𝑠 𝑓 𝑡

𝛼𝑚 𝑠0𝑡 |𝑚
=
𝑊 𝑓 𝑡 (1 − 𝑠0𝑡 |𝑚) 𝑠 𝑓 𝑡 |𝑚

𝛼𝑚 𝑠0𝑡 |𝑚
.

In the nested logit, the inverse supply for firm 𝑓 in the small-nest limit is (from Appendix B, applied
to the nested-logit shares):

log𝑊 𝑓 𝑡 =
1
𝛼𝑚

log 𝐿 𝑓 𝑡 +
𝜎

𝛼𝑚 (1 − 𝜎) log 𝐿̄𝑚𝑡 + terms not involving 𝐿 𝑗 𝑡 ,

where 𝐿̄𝑚𝑡 =
∑
𝑘∈J𝑚𝑡 𝐿𝑘𝑡 . Holding 𝐿 𝑓 𝑡 and all 𝐿𝑘𝑡 for 𝑘 ≠ 𝑗 fixed, 𝜕 log 𝐿̄𝑚𝑡/𝜕 log 𝐿 𝑗 𝑡 = 𝐿 𝑗 𝑡/𝐿̄𝑚𝑡 =

𝑠 𝑗 𝑡 |𝑚, so
𝜕 log𝑊 𝑓 𝑡

𝜕 log 𝐿 𝑗 𝑡

����
𝐿− 𝑗𝑡

=
𝜎

𝛼𝑚 (1 − 𝜎) 𝑠 𝑗 𝑡 |𝑚 .

Converting to levels, 𝐿 𝑓 𝑡 𝜕𝑊 𝑓 𝑡/𝜕𝐿 𝑗 𝑡 = 𝑊 𝑓 𝑡 (𝐿 𝑓 𝑡/𝐿 𝑗 𝑡) ·
𝜎 𝑠 𝑗𝑡 |𝑚
𝛼𝑚 (1−𝜎) =

𝑊 𝑓 𝑡 𝑠 𝑓 𝑡 |𝑚 𝜎
𝛼𝑚 (1−𝜎) , where the last step uses

𝐿 𝑓 𝑡/𝐿 𝑗 𝑡 = 𝑠 𝑓 𝑡 |𝑚/𝑠 𝑗 𝑡 |𝑚. Under 𝑠0𝑡 |𝑚 = 1 − 𝜎, this equals the outside-option expression. Since both
the own inverse elasticity and the cross-effect match, the collusive Cournot markdown is identical
under both specifications.
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