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The rapid adoption of generative AI in workplace has raised critical questions about its impact on
employee productivity, work time and skill heterogeneity. To address these questions, we collaborate with
a major technology company and leverage the deployment of an Al coder (i.e., Al coding assistant) as our
empirical setting. Conceptualizing workplace software development as an interdependent three-layer work-
flow—production, integration, and communication, we employ a regression discontinuity in time design on
granular daily behavioral data from 200 developers over four months. We find that the AI coder increases
coding productivity by 6.9-8.4% and decreases working hours by 3.1-4.3%, without compromising code
quality. The productivity effects exhibit significant heterogeneity across skill levels: lower-skilled developers
experience larger productivity gains. We identify three mechanisms underlying the productivity gains: (1)
at the production layer, the AI coder substitutes human effort through the automation of routine tasks; (2)
at the integration layer, it decreases peer review time, significantly reducing coordination costs; and (3) at
the communication layer, the time capacity saved from production and integration drives a resource reallo-
cation toward collaborative problem-solving, evidenced by more frequent and longer technical meetings. In
addition, the AI coder also enhances developers’ capacity in complex problem-solving where higher-skilled
developers demonstrate larger improvements, suggesting that while the AT coder serves as an equalizer for
general coding work, it may amplify skill advantages in technically demanding work. Our findings contribute
to understanding how AI reshapes employee productivity and time allocation in the context of workplace

software development.
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1. Introduction

Generative artificial intelligence (GenAl) is fundamentally transforming the modern workplace.
According to McKinsey research (Chui et al. 2023), GenAl has the potential to automate work
activities that absorb 60-70% of employees’ time today, thereby augmenting the capabilities of
individual workers. Moreover, this report estimates that it will automate half of today’s work
activities between 2030 and 2060, and boost productivity growth by 0.5-3.4 percentage points
annually. Recent academic evidence supports these projections, demonstrating Al-induced produc-
tivity gains in various fields, such as customer service, transportation, and professional writing
(e.g., Brynjolfsson et al. 2025, Kanazawa et al. 2025, Noy and Zhang 2023, Zhang and Narayandas
2025).

Naturally, the information services sector has emerged as the frontrunner in this GenAlI-induced
transformation, demonstrating both the largest share of work time spent using GenAl and the
highest time savings (Bick et al. 2025). One of the most significant areas within information services
sector is software development, a typical knowledge-intensive domain. With the advent of general
AT tools (e.g., ChatGPT) and AI coding assistants (hereinafter referred to as AI coder, such as
Copilot and Cursor), software development has experienced profound changes in how developers
write, review, and deploy code, reshaping programming productivity. Understanding how Al coders
impact productivity in workplace settings is therefore crucial for organizations seeking to harness
this technology effectively.

Previous studies on the productivity effects of GenAl have primarily focused on general knowl-
edge work and service contexts (Tong et al. 2021, Luo et al. 2021, Brynjolfsson et al. 2025, Noy and
Zhang 2023). Recent research extends this literature stream to software development, recognizing
its unique characteristics and potential of AI coders (Cui et al. 2026, Song et al. 2024). Software
development is a highly knowledge-intensive process, where each decision builds on existing code-
bases and requires deep technical expertise. Moreover, software development involves mandatory
peer reviews and intensive coordination, distinguishing it from the individual tasks studied pre-

viously (e.g., Noy and Zhang 2023, Brynjolfsson et al. 2025). Within the software development
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domain, however, existing research has focused on open-source environments (e.g., Song et al.
2024, Yeverechyahu et al. 2025, Li et al. 2025), leaving Al coders in workplace understudied. This
gap is significant because workplace software development operates within different organization
structures and collaboration processes compared to open-source settings.

To understand the effects of Al coders in the workplace setting, we conceptualize workplace
software development as a three-layer workflow: production (code generation), integration (peer
review), and communication (collaborative meetings). This framework reveals why workplace con-
texts present distinct theoretical challenges compared to open-source setting. First, workplace
developers! work under resource constraints where time allocated to individual coding necessarily
limits capacity for review and communication activities. Second, workplace settings involve inten-
sive cross-functional communication between developers, product managers, and organizational
stakeholders to align technical implementation with business objectives. Third, these activities form
an interdependent system where bottlenecks in any layer can constrain overall productivity, unlike
the more flexible, individually-driven work in open-source environments. Despite the significance
of understanding how Al affects this coupled system, research examining Al coders in workplace
settings remains limited, with Cui et al. (2026) as a recent exception documenting productivity
effects. However, the underlying mechanisms through which Al affects each layer and how these
layer-specific effects combine to produce productivity gains remain empirically unexplored. Moti-
vated by this theoretical framework and empirical gap, we propose our first research question: How
and why does the Al coder affect employees’ coding productivity?

Moving beyond employees’ productivity per se, we examine whether the potential Al-induced
productivity gains translate into changes in work time. The theoretical prediction is not obvious. On
one hand, higher productivity makes work effort more rewarding, which may incentivize employees
to work longer hours to maximize their total output (Lazear 2000, Oettinger 1999, Stafford 2015).

On the other hand, increased productivity allows employees to complete their tasks faster, enabling

1Given the workplace context of our study, we use “developers” and “employees” interchangeably for clarity.
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them to stop working early and retain the saved time as leisure (Camerer et al. 1997, Crawford and
Meng 2011, Thakral and T6 2021). Recent empirical evidence from Jiang et al. (2025) demonstrates
support for the first view based on national occupation data. They find that broadly, higher Al
exposure is associated with longer working hours and reduced leisure time, drawing on the standard
principal-agent model (Holmstrom and Milgrom 1987), which derives that workers increase effort
to maximize output in response to higher marginal productivity. Our empirical setting of software
development differs along critical dimensions that may vary this prediction. First, considering the
output structure, software developers in workplace environments operate under scheduled output
targets, characterized by product development cycles and established objectives and key results
(OKRs) (Comella-Dorda et al. 2019). This institutional characteristic creates a discontinuity in the
marginal benefit of effort. Second, in terms of labor market characteristics, software developers are
characterized by specialized human capital, which potentially affords employees stronger bargaining
power, enabling them to retain more Al-induced efficiency gains as leisure (Jiang et al. 2025). Third,
current empirical tests (Jiang et al. 2025) are mainly based on Al-exposure measures, whereas we
examine direct Al adoption and usage. This allows a more granular estimation of the causal effect
of actual AT usage on work time, thus motivating our second research question: How does the Al
coder affect employees’ work time?

To address the research questions, we conduct empirical investigations in collaboration with a
major technology company in Asia. On September 2nd, 2024, the company deployed an Al coder for
all the software developers simultaneously. We leverage a regression discontinuity in time (RDiT)
design around the deployment of the Al coder on randomly selected 200 software developers. This
design allows us to draw causal inferences by exploiting the sharp temporal discontinuity in Al
coder deployment while controlling for underlying time trends. To enhance the validity of the main
findings, we also conduct robustness checks including “Donut RD”, falsification tests and a series
of alternative measures and specifications, which show consistent patterns.

Our analysis yields several sets of findings. First, in terms of productivity and work time, we

find that AI coder increases individual coding productivity (measured by code lines) by 6.9-8.4%
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while simultaneously reducing daily working hours by 3.1-4.3% without compromising code quality
, which remains constant throughout the observation period. Beyond daily coding work, we also
find that the AI coder significantly enhances developers’ capacity in complex problem-solving
(measured by ticket resolution). Second, regarding skill heterogeneity, we document a nuanced
“dual effect” of AI coder across skill level groups. For productivity in daily coding work, Al acts as
a “skill equalizer”, benefiting lower-skilled developers more. However, for complex problem-solving
capacity, Al coder acts as a “skill amplifier” that higher-skilled developers leverage to widen the
performance gap.

We identify three mechanisms underlying the main productivity effects of Al coder. First, on
the production side, Al coder accelerates the code production through automation on the routine
tasks. Second, on the review side, Al coder reduces the time required for peer reviews, significantly
lowering coordination costs. Third, on the communication side, we observe the resource reallocation:
the time saved from coding and review activities is shifted toward workplace communication,
evidenced by increased frequency and duration of collaborative meetings. Through a sub-sample
analysis, we show that the enhanced communication is not likely driven by administrative issues but
the need for collaborative problem-solving. To corroborate the mechanisms identified, we conducted
an open-ended survey at the focal company, the qualitative evidence of which provides support for
each mechanism.

Our paper makes several contributions to the literature on the economic value of GenAl. First,
we extend the emerging literature on the productivity effects of GenAl (e.g., Noy and Zhang 2023,
Brynjolfsson et al. 2025) and its application in software development (e.g., Song et al. 2024, Yev-
erechyahu et al. 2025) by shifting the focus from open-source environments or individual tasks to
professional workplace collaboration. Conceptualizing workplace software development as a three-
layer workflow, we provide evidence that productivity gains are driven not only by task automation
through code production but also significantly by reduced coordination costs and enhanced team
communication. Second, we advance the literature on “performance inequality” in human-AT col-

laboration (Wang et al. 2024, Caplin et al. 2025, Kanazawa et al. 2025) by documenting a “dual
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effect” where Al acts as a “skill equalizer” for routine coding tasks while serving as a “skill ampli-
fier” for complex problem-solving. Third, our study also contributes to the literature on technology
shocks, specifically GenAl, and labor supply (Jiang et al. 2025, Aguiar et al. 2021, Green and
MclIntosh 2001, Gali 1999). We empirically extend the understandings of AI’s impact on work time
(Jiang et al. 2025) by demonstrating that Al induced productivity gains can translate into reduced
working hours and it also causes a shift in work time allocation in the context of workplace software

development.

2. Literature Review
2.1. AI and Productivity

The rapid emergence of GenAl, particularly large language models (LLMs), has attracted substan-
tial research on quantifying its impact on productivity. In an early experimental study, Noy and
Zhang (2023) found that ChatGPT substantially raises individual productivity in writing tasks,
evidenced by the reduced time taken to finish the task and increased output quality. This pat-
tern extends to customer service. Brynjolfsson et al. (2025) studied the staggered deployment of
a GenAl-based conversational assistant to customer support agents. Their analysis revealed Al
access increased productivity, measured by issues resolved per hour, by 14% on average. Similarly,
Zhang and Narayandas (2025) found that Al-assisted agents responded faster and achieved greater
customer sentiment improvements. The productivity gains of Al are also found in the context of
taxi drivers (Kanazawa et al. 2025), and knowledge-intensive tasks, like medical coding (Wang
et al. 2024), consultation (Dell’Acqua et al. 2023) and academic research (Filimonovic et al. 2025,
Kusumegi et al. 2025). For instance, Filimonovic et al. (2025) demonstrated that the adoption of
GenAl in academic research can bring both productivity and quality gains, measured by the higher
number of published papers and journal impact factors. These studies provide evidence that GenAl
can potentially serve as a powerful tool for augmentation. Some studies also document the poten-
tial adverse effects of AI on productivity, highlighting the importance of careful Al deployment
considerations. For instance, Dell’Acqua et al. (2023) demonstrated that when AI capability falls

short of the current task complexity, it may decrease productivity. The supervisory Al studied by
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Gu et al. (2025) revealed a more complex tradeoff of Al deployment, improving service quality by
14.91% while reducing productivity by 15.80%, with differential gender effects.

The mechanisms underlying these productivity effects remain contested. Fiigener et al. (2025)
developed an analytical framework distinguishing between automation and augmentation roles
of Al, demonstrating that optimal AI deployment depends on different types of human-Al com-
plementarity. Their analysis reveals that the automation role increases with higher between-task
complementarity, while the augmentation role increases with within-task complementarity. Empir-
ically, Noy and Zhang (2023) found that in the writing tasks, ChatGPT mostly substitutes for
worker effort rather than complementing worker skills, restructuring tasks toward idea-generation
and editing and away from rough-drafting. Furthermore, Ju and Aral (2025) documented that the
productivity gains may stem from the reduced coordination cost in team collaboration. Specifi-
cally, they found that compared to human-human group, human-Al teams achieved 60% greater
productivity, with humans sending fewer social messages, indicating lower social coordination cost.

Beyond the direct productivity effects, recent literature also highlights its context dependence
and individual heterogeneity. In drug development, Lou and Wu (2021) found that AI innovation
capability affected new drug-target pair discovery, particularly for known mechanisms and medium
chemical novelty, but proved less helpful for entirely novel therapeutics. Kanazawa et al. (2025)
showed AI navigation assistance improved taxi driver productivity by 13.4% for low-skilled drivers
by shortening cruising time, while providing minimal benefits to high-skilled drivers. In academic
settings, Filimonovic et al. (2025) documented that GenAl adoption increased research productivity
most pronouncedly among early-career researchers, those in technically complex subfields, and
non-English-speaking authors. Wang et al. (2024) revealed that AI benefits varied systematically
with experience type: workers with greater task-based experience gained more from Al, while
senior workers gained less due to lower trust triggered by broader job responsibilities rather than
seniority itself. Caplin et al. (2025) synthesized these patterns by showing that ability and belief

calibration jointly determine Al benefits, people who accurately recognize their low ability gain the
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most from Al assistance, while miscalibrated individuals fail to leverage Al effectively. Brynjolfsson
et al. (2025) further consider the interaction between task routineness and human experience,
showing largest productivity gains when less experienced humans working on routine problems
with adequate data for Al training. In summary, the general literature demonstrates that while
GenAl is a powerful productivity tool, its impact is highly contingent on the complex interplay of

task context and user characteristics.

2.1.1. AI Coding Assistant Our study is closely related to the recent literature on the
productivity effects of Al coders. While the growing literature has established AI’s productivity-
enhancing potential across diverse contexts, software development presents a unique context that
warrants focused investigation. First, coding represents highly knowledge-intensive work, which
requires technical expertise and cumulative problem-solving where current decisions build on prior
codebases. Second, Al coder plays a role of co-creators rather than consultants, directly generat-
ing code that enters systems rather than merely offering advice, raising distinct questions about
productivity attribution. Third, software development contains collaborative activities, such as
mandatory peer review processes, and cross-functional coordination, which distinguish it from the
more individual tasks in prior research (Noy and Zhang 2023, Brynjolfsson et al. 2025).

Research on Al coders has concentrated on open-source environments, where collaboration occurs
through platforms like GitHub. In these settings, prior studies have documented productivity gains,
shifts in innovation patterns and work activity compositions (e.g., Yeverechyahu et al. 2025, Song
et al. 2024, Li et al. 2025, Hoffmann et al. 2025, Huang et al. 2026). For instance, regarding
productivity and heterogeneity effects, Song et al. (2024) studied GitHub Copilot and observed
a 5.9% increase in the project-level code contributions, though these benefits came at an 8%
cost in coordination time for code integration. Their findings revealed that peripheral developers
showed smaller contribution gains and faced disproportionately higher coordination costs than core
developers. Li et al. (2025) introduced the concept of “cognitive arbitrage”, demonstrating that

AT reduces developers’ cognitive and time opportunity costs in development activities, enabling
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increased sustained and exploratory engagement across more varied coding activities, with par-
ticularly pronounced effects for casual developers. In terms of innovation patterns, Yeverechyahu
et al. (2025) found that GitHub Copilot significantly increased the project-level contributions with
notably asymmetric effects across innovation types, where iterative maintenance focused contribu-
tions increased significantly more than capability-innovation feature development. Broader litera-
ture on automation technology in open source further expands this scope by distinguishing between
“mechanization” (automating routine tasks) and “orchestration” (automating coordination) in OSS
workflow automation (Huang et al. 2026). They found that while mechanization accelerates rou-
tine maintenance, orchestration is essential for substantive, complex innovation. Regarding activity
composition, Hoffmann et al. (2025) found that AI access induced developers to shift toward core
coding activities and away from non-core project management, driven by increases in independent
rather than collaborative work and exploration rather than exploitation activities. This stream of
open-source literature has established several consistent patterns: Al coders substantially increase
individual coding productivity, shift developer activity composition, and generate heterogeneous
effects across skill and experience groups. However, these findings emerge from volunteer-driven
environments characterized by flexible time allocation, self-selected project involvement, and pub-
licly accessible codebases, offering insufficient insights on the potential outcomes of workplace
adoption of Al coders.

Research examining Al coders in workplace settings remains sparse. Cui et al. (2026) stands as
one of the few workplace studies examining Al coders, providing direct evidence through random-
ized controlled trials. They show significant productivity gains among developers using Al tools,
with notably higher gains among less experienced developers. However, the underlying mecha-
nisms remain unexplored, which might create ambiguity for organizations seeking to deploy Al
coder in workplace. Our study addresses these gaps by examining AI coder deployment in a
workplace setting with granular daily-level data spanning multiple performance dimensions. We

theorize and empirically test three mechanisms: production-layer automation of routine coding
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tasks, integration-layer reduction of coordination costs, and communication-layer resource realloca-
tion toward collaborative problem-solving. This decomposition reveals how Al’s effects propagate
through the interdependent workflow system. We also present evidence on how the productivity
gains may translate into the changes of employees’ work time, thereby providing a holistic view of
the productivity effect of Al coders in the workplace setting.

2.2. Technology and Labor Supply

Our paper is also related to the literature on technology and labor supply. Classical economic
theory on the elasticity of labor supply offers us two perspectives on how Al induced productivity
gains may affect employees’ working time.

Neoclassical labor supply theory views labor supply as individual’s labor-leisure choice, where
people seek to maximize their utility from both work income and leisure (Borjas 2016, Vercherand
2014). Previous studies leveraged the theory to understand the elasticity in response to wage shocks
(Lazear 2000, Fehr and Goette 2007, Oettinger 1999, Stafford 2015), reaching a consensus that when
labor income increases, the marginal cost of leisure becomes higher, leading to more work time. For
instance, Lazear (2000) provides the seminal evidence for this view, demonstrating that when the
monetary return to effort increases, workers significantly increase output, partly through intensified
effort. In contrast, a second behavioral perspective suggests that workers operate with a reference
target (e.g., a specific income level or output quota). When technology or financial incentives
enables them to reach this target faster, they reduce their labor supply, effectively retaining their
productivity gains as leisure. This behavior has been documented in previous studies on taxi drivers
(Camerer et al. 1997, Crawford and Meng 2011, Thakral and T6 2021). Recent empirical work in the
gig economy has added more nuances to this view. Allen and Lehmann-Willenbrock (2023) find that
ride-hailing drivers exhibit income-targeting behavior that varies with workers’ fatigue status and
accumulated earnings. Chen et al. (2022) support the “income-targeting” behavior while indicate
that labor supply does not increase monotonically with bonus rates. Applying these theories to Al,

the predictions are ambiguous. On one hand, if Al increases the marginal productivity of labor, it
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makes work efforts more rewarding (Vercherand 2014), raising the opportunity cost of leisure and
incentivizing employees to work longer to maximize total output. On the other hand, if Al acts
primarily as an efficiency tool that helps employees reach their output targets more quickly, they
may stop working earlier.

Beyond these labor-supply theory centering around wage shocks, research also specifically exam-
ines how technological shocks alter the allocation of work time and leisure. Gali (1999) provides
macro-level evidence that positive technology shocks can lead to declines in hours worked, driven
by sticky prices and unchanged aggregate demand in the short run. However, there are also some
studies arguing for the intensified work efforts in response to technological progress (Green and
McIntosh 2001, Cantore et al. 2017). On the leisure technology side, Aguiar et al. (2021) argue
that innovations in “leisure technology” (e.g., gaming and recreational computing) have drasti-
cally improved the quality of leisure time. They find that for younger cohorts, these improvements
increased the reservation wage and the marginal value of leisure, contributing to a significant
reduction in market working hours.

Most recently, scholars have begun to test these dynamics in the specific context of Generative
Al Jiang et al. (2025) provide evidence that AI exposure is associated with longer working hours,
suggesting that employees leverage Al to expand the output of their work rather than reducing
their hours, building on principal-agent framework, where the effect largely depends on whether
ATl complement or automate human’s work and the bargaining power of the employees. However,
their empirical analysis leverage occupation level Al-exposure rather than individual-level adoption,
which may bring measurement error. Besides, it remains unclear whether this pattern holds in the
specific knowledge-intensive context (i.e., software development), where short-term output targets
(i.e., demand) are often scheduled and employees possess high bargaining power. Our study extends
the literature by providing new empirical evidence on the labor-supply theory using individual-level

AT adoption data in the context of software development.
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3. Theoretical Framework
3.1. Conceptualizing Software Development as a Three-Layer Workflow

Software development in workplace settings is a complex, multi-stage workflow involving distinct
but interdependent activities. To theorize how AI coders affect developer productivity, we first
decompose the workflow of software developers into its constituent components. Recent empirical
work tracking developers’ daily activities reveals that software development is inherently frag-
mented across multiple activity categories: core coding, code review and version control processes,
and collaborative communication through meetings and emails (Meyer et al. 2017). Critically,
developers frequently context-switch between these activities, indicating that these activities form
an interdependent workflow system rather than isolated tasks. Building on task-based theories of
work organization (Autor et al. 2003, Acemoglu and Autor 2011), coordination theory (Malone
and Crowston 1994) and workplace communication literature (Mroz et al. 2018), we conceptualize
workplace software development as a system of three layers: production, integration, and com-
munication. Drawing on theories of human-Al complementarity (Fiigener et al. 2025), we argue
that AT coders affect each layer through different collaboration modes. At the production layer,
AT enables task automation by substituting for human effort on routine coding tasks. At the inte-
gration layer, Al augment human capability by reducing the cognitive and time cost required for
peer code review. At the communication layer, Al indirectly augment collaborative communication
through resource reallocation mechanism as time savings from the other two layers create capacity
that teams reinvest in collaborative activities. Our framework enables us to theorize how Al coder
works through the entire development system rather than affecting isolated tasks.

3.2. The Production Layer: Automating Routine Code Generation

The production layer encompasses individual coding activities, including the direct generation and
modification of source code. Drawing on task-based frameworks (Autor et al. 2003), the production
work constitutes routine and non-routine tasks based on their codifiability. Routine production

tasks follow established patterns, can be decomposed into explicit procedures. Examples include
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translating specifications into code, and adhering to company coding standards. Non-routine pro-
duction tasks typically involve novel problem-solving and contextual judgment that rely on tacit
knowledge. Al and humans demonstrate complementary strengths in the production layer. Al
excels at pattern-matching and rapid generation for routine implementations, while humans excel
at non-routine work requiring contextual understanding and tacit knowledge. This between-task
complementarity, where Al and humans specialize in different task types, enables humans to focus
on non-routine activities and employs Al to automate routine production work (Fiigener et al.
2025).

The automation mechanism operates through several pathways. First, Al reduces implementation
time for standard functions by providing immediate, contextually appropriate code completions
that developers can accept with minimal modification. This eliminates the iterative trial-and-
error process often required even for routine implementations. Second, Al reduces cognitive search
costs by surfacing relevant code structures and syntax without requiring developers to recall exact
syntax details or search documentation (Barke et al. 2023). This is particularly valuable for routine
implementations where the developer knows what needs to be done but must look up how to
express it in code.

Importantly, routine tasks automation at the production layer do not necessarily translate lin-
early to individual productivity because software development involves multiple stages beyond
code generation. Developers may still face bottlenecks in other stages (e.g., integration and prob-
lem identification), limiting the overall productivity impact. This interdependency motivates our
examination of integration and communication layers.

3.3. The Integration Layer: Reducing Coordination Cost

The integration layer encompasses the coordination processes required to merge individual con-
tributions into the shared codebase, primarily manifested through peer code review. Code review
serves as a quality assurance mechanism, where reviewers identify bugs, logic errors, and poten-

tial performance issues before code enters production (Bacchelli and Bird 2013). It also facilitates
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knowledge transfer between reviewers and the code authors (Rigby and Bird 2013). More impor-
tantly, it ensures that code adheres to organizational standards and maintains consistency across
systems.

From a coordination cost perspective (Malone and Crowston 1994, Srikanth and Puranam 2011),
however, code review imposes significant time costs on development teams. Reviewers must context-
switch from their own work to understand another developer’s code changes, which requires cog-
nitive effort proportional to code complexity and divergence from established conventions. Criti-
cally, coordination costs directly impact development cycle time. Longer review cycles might bring
adverse effects on code production, as delayed integration increases the likelihood of merge conflicts
and stale implementations.

Unlike the production layer where AI substitutes for human effort on routine tasks through
between-task complementarity, we theorize that at the integration layer Al reduces coordination
costs by improving the reviewability of code that human reviewers must process (Molison et al.
2025, Collante et al. 2025). This demonstrates a distinct form of complementarity between Al
code generation and human code review: Al handles standardization and documentation work,
while humans retain responsibility for evaluation and judgment. We expect that Al performs an
augmentation role at the integration layer, enhancing rather than replacing human review capacity
by streamlining the inputs to the review process.

AT improves code reviewability through two primary mechanisms. First, Al coders deployed
on organizational codebases learn and enforce company-specific coding conventions, automatically
generating code that adheres to established patterns, naming conventions, and architectural styles
(Molison et al. 2025). This standardization reduces reviewers’ cognitive burden and decreases the
number of review iterations required before approval. Second, Al coders assist developers in gener-
ating comprehensive inline comments, function documentation, and commit messages that explain
code intent (Collante et al. 2025), enabling reviewers to more quickly comprehend changes and

provide focused feedback.
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The cost reduction mechanism generates productivity gains by accelerating the development
cycle. When code review requires less time and fewer iterations, the integration bottleneck dimin-
ishes, speeding up the overall code production. Moreover, reduced coordination costs free reviewer
time that can be reallocated to other productive activities, including the communication activities
we examine in the next layer.

3.4. The Communication Layer: Enabling Resource Reallocation

The communication layer encompasses synchronous meetings and discussions where multiple stake-
holders engage and constitutes a substantial part of software developers’ daily work. Communi-
cation activities serve several critical functions in knowledge-intensive work, especially in software
development. They enable information exchange across roles in the team (Allen and Lehmann-
Willenbrock 2023), for instance, combining technical insights from developers with business require-
ments from product managers and operational constraints from infrastructure teams. These facili-
tate collaborative problem-solving, where complex technical challenges are resolved through inter-
active discussion that merges diverse perspectives and builds shared understanding (Murugavel
and Reiter-Palmon 2023). They also coordinate work dependencies, where developers negotiate
resource allocation and establish implementation priorities (Mroz et al. 2018).

We theorize that Al coders augment communication indirectly through a resource reallocation
mechanism. Building on task allocation framework (Fiigener et al. 2025), AI can not only brings
performance benefits but also creates a reallocation benefit, the freed human resources by Al can
be allocated to other tasks. In workplace software development, where teams operate under fixed
headcount and time constraints, the reallocation of developer time freed from the other two layers
may generate substantial productivity gains.

The reallocation mechanism operates through two sequential steps. First, Al creates temporal
capacity. When AT reduces time demands in the production layer (through routine task automa-
tion) and integration layer (through enhanced code reviewability), it creates temporal capacity

slack that developers can reinvest in other activities. Developers can complete their production
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and review work within fewer hours, releasing time previously consumed by manual implementa-
tion and review cycles. This temporal capacity represents the reallocation benefit brought by Al
Second, teams convert temporal slack into collaborative communication given potentially increased
demand. Autor et al. (2003) theorize that computerization fundamentally reshapes the composition
of workplace tasks. When Al handles routine implementation, teams can allocate effort toward
more complex, technically ambitious projects. These complex tasks require more communication
to integrate diverse expertise and align on technical approaches. Al thus creates both the capacity
and the demand for enhanced communication.

Critically, Al does not substitute for communication in the way it substitutes for routine cod-
ing. Communication activities involve discussions, negotiations, and making judgment that resist
AT automation (Autor 2015). Al may provide information that informs discussions (Ferreira and
Li 2025), but it cannot replace the interactive, context-sensitive deliberation that characterizes
effective team communication. Rather, Al indirectly complement human’s capability in collabora-
tion through enhanced communication. The reallocation mechanism has important implications for
understanding AI’s productivity impact. Focusing solely on substitution benefits at the production
layer (faster code generation) would overlook the additional gains from reallocating freed resources
toward communication-intensive problem-solving.

Together, Al coder’s productivity effect emerges from the multiplicative interaction of the three
layer effects. The production layer effect directly increases the rate at which code is generated
through routine task automation. The integration layer effect ensures that generated code moves
quickly through evaluation, preventing review bottlenecks from constraining production gains.
The communication layer effect enables teams to address complex problems and dependencies
that might otherwise slow or block code production. Moreover, the three-layer framework explains
why workplace productivity effects may differ from those observed in open-source environments
(Song et al. 2024). Open-source developers, who work with flexible time allocation and self-selected

project involvement, may primarily experience production layer automation benefits. Workplace
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developers, operating within organizational workflow structures, additionally benefit from review
efficiency gains and communication capacity increases that emerge only through managed collab-
orative processes. Thus, we propose the first hypothesis as follows:

H1: The AI coder will increase software developers’ coding productivity through the combined
effects of routine production automation, reduced review time, and enhanced communication.

3.5. From Productivity Gains to Work Time Reduction

Having theorized Al’s productivity effects, we further consider how these gains translate into work
time outcomes. A critical question is whether Al-induced productivity improvements lead to effort
expansion or time reduction. Neoclassical labor supply models (Borjas 2016, Vercherand 2014)
predict that higher marginal productivity increases the opportunity cost of leisure, incentivizing
workers to supply more labor hours to maximize total output. When technology makes work more
productive, the wage rate per unit of effort effectively increases, making leisure relatively more
expensive. Conversely, target-income models (Camerer et al. 1997, Crawford and Meng 2011) pre-
dict that workers operating with reference output targets will reduce work hours when productivity
increases. When workers can reach their target output faster due to technological improvements,
they stop working earlier and retain the time savings as leisure.

We argue that in workplace software development, institutional features favor time reduction.
First, workplace developers operate under predetermined output targets defined by sprint goals,
product roadmaps, and quarterly objectives (Comella-Dorda et al. 2019). Unlike piece-rate work
where continuous output expansion is directly rewarded, workplace developers face organizational
planning cycles that establish short-term output expectations. When productivity increases, devel-
opers can reach their targets faster, but expanding output substantially beyond planned targets
yields limited marginal value in the short term. Workplace developers are typically salaried employ-
ees rather than piece-rate workers (lazear 2000). This compensation structure reduces the financial
incentive to convert productivity gains into output expansion. Second, software developers possess

specialized human capital and operate in a strong labor market characterized by high demand for
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technical skills. This market position provides developers with bargaining power to capture pro-
ductivity gains as reduced work hours (Jiang et al. 2025). Thus, we propose the second hypothesis
as follows:

H2: The AI coder will reduce software developers’ daily working hours.

4. Methods
4.1. Context and Data

We conducted empirical investigations in collaboration with a major technology company in Asia
that specializes in software development. As a leading provider of intelligent cloud systems, the com-
pany employs software development engineers across multiple product divisions. The organization
maintains a mature software development environment with standardized coding practices, version
control systems, and collaborative development workflows. On September 2nd, 2024, the company
deployed an LLM-powered Al coder to the software developers. This Al coder, deployed based on
proprietary codebases, integrates directly into developers’ integrated development environments
(IDEs) and provides real-time code suggestions, auto-completion, and generation capabilities based
on natural language and existing code context. The Al coder leverages large language models
trained on extensive code repositories to offer contextually relevant recommendations across mul-
tiple programming languages and frameworks commonly used within the organization. Developers
interact with the tool through their standard coding workflows: as they write code or input natural
language descriptions of desired functionality, the Al coder generates suggestions that developers
can accept, modify, or reject with simple keystrokes.

We obtained longitudinal data for 200 software developers® spanning four months from August
1st 2024 to November 29th 2024, encompassing both pre- and post-deployment periods of the Al
coder. The dataset comprises granular records of developers’ coding behaviors captured through
the company’s version control system, including daily metrics on code lines added, pull requests
and other coding-related activities. We augmented these behavioral data with developer character-

istics and their workplace trace data obtained from the company’s human resources system. Our

2We randomly draw this sample of 200 from the company’s approximately 400 employees.
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main sample focuses on a time window of 30 natural days before and after the Al coder launch date
(September 2nd, 2024). This focused time window enhances the validity of our regression discon-
tinuity design by ensuring closer comparability between pre- and post-launch periods.® Given the
workplace setting, the dataset naturally contains non-working days (i.e., weekends, holidays and
cases such as leave). Note that during non-working days, developers’ behavioral metrics remain
undefined. This approach yields a final analysis sample of 8,040 developer-day observations.

To supplement the behavioral trace analyses and provide qualitative insight into the underly-
ing mechanisms, we further conducted an open-ended survey with 14 software developers at the
focal company after the Al coder deployment (see Appendix H). The survey covered developers’
perceived impact on routine and non-routine tasks, code review experience, and changes in team
communication.

4.2. Variables

Our main analysis employs multiple measures capturing developer productivity and work time. We
construct these behavioral variables from the company’s version control system logs, aggregating
observations at the daily level for each developer. Our productivity measure is CodeLines, which
captures the total number of lines of code added by each developer per day, including new code
creation and modifications. This metric serves as a direct indicator of coding output and represents
the volume of development work completed. The measure is widely used in software development
research and aligns with the organizational practices for tracking developer contributions (Weber
et al. 2024, Jones 1978).* We also consider the number of pull requests created and approved as
alternative measures for productivity in robustness checks. We define work time as the total hours

per day that a developer works. This variable WorkingHours is constructed using check-in and

3We also consider alternative time window and running date variable later in robustness checks.

4A concern in interpreting changes in code lines as coding output is the potential confounding effect of code
formatting brought by AI, which could mechanically inflate line counts without reflecting productivity gains. We
rule out this concern by noting that the company maintains a standardized coding format rule that remained stable
throughout our entire sample period. All code committed to the version control system would be formatted according
to these standards both before and after AI coder deployment, ensuring that observed changes in code lines reflect
genuine coding output. Another concern is the confounder of inline comments, which may also inflate the real code
output. We rule out this concern by noting that the measure of code lines only include effective code, excluding pure
comments and blank lines in the code block.
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check-out records from the human resource system, providing an accurate measure of developer
time investment. WorkingHours serves as a proxy for developer work efforts and enables us to
assess whether the potential productivity gains from AI coders can lead to changes of work time.

Aside from the main dependent variables, we collected additional coding related behavioral data,
workplace trace data and employee demographics. We aggregated pull requests related data, includ-
ing the number of submitted pull requests, the number of approved pull requests, the time taken
to review a pull request, the comments received by a pull request at the employee-day level. We
collected the meeting room booking records, aggregating the meeting duration into employee-day
level, as the indicator for collaborative communication in workplace (Mroz et al. 2018). From the
standard tickets management system, we also collected the tickets resolution data, linking resolu-
tion timestamps to specific developers. Besides, to examine the heterogeneous effects across skill
groups, we obtained the skill level classification data from one month prior to our data window.
The company we collaborate with employs a comprehensive evaluation metric for skill level iden-
tification, encompassing factors including but not limited to coding proficiency, technical breadth
and depth, and product logic, thus representing a robust indicator for employee skill level. The

descriptive statistics are presented in Table 1.

4.3. Empirical Strategy

To estimate the causal impact of Al coder on developers’ behaviors, we employ a Regression
Discontinuity in Time (RDiT) framework. The deployment of the Al coder occurred on September
2nd, 2024, creating a sharp temporal discontinuity in tool access for all 200 developers in our
sample. We implement the RDiT design using the days to deployment date as the running variable
and the deployment date threshold as a cutoff point. Moreover, to effectively apply the RDiT
framework, we restrict our analysis window to a symmetric period around the implementation date,
enhancing the comparability of pre- and post-deployment observations while maintaining sufficient

statistical power.
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Table 1 Descriptive Statistics

Variables Description N Mean SD Min Max

CodeLines;, Total lines of code added on day ¢ for devel- 8,040 242.613 83.712 120 450
oper 1.

WorkingHours;, Total working hours on day ¢ for developer i. 8,040 7.367 0.778 5.877 9.384

PRs;, Number of pull requests submitted on day ¢ 8,040 0.040 0.196 0 1
for developer 1.

ApprovedPRs;, Number of approved pull requests that are 8,040 0.037  0.189 0 1

submitted on day ¢ by developer 1.

PRReviewTime;;  Average minutes taken to review pull requests 322  10.770 3.521 4 23
that are submitted on day t by developer 1.

PRComments;, Number of comments received on pull requests 322 1.481  0.525 1 3
that are submitted on day t by developer 4.
Meeting;, Dummy variable. One if developer i initiates 8,040 0.252 0.434 0 1

any meeting on day t; zero otherwise.

MeetingDuration;; Total minutes of the meeting initiated by 8,040 18.772 36.400 O 120
developer i on day t.

TicketsResolved;; ~ Number of tickets resolved by developer ¢ on 8,040 0.208  0.412 0 2
day t.

HighLevel; Dummy variable. One if developer i is a 200 0.28 0.45 0 1
higher-skilled developer; zero otherwise.

Notes: The sample includes 200 developers over a 6l-natural-days observation window (30-natural-days
window before and after the AI coder launch date on September 02, 2024). Code Lines, Working Hours,
PRs, Approved PRs, Meeting, Meeting Duration, and Tickets Resolved are measured at the developer-day
level. Note that during non-working days, developers’ behavioral metrics remain undefined, resulting in the
sample size of 8040. PR Review Time and PR Comments are measured at the pull request level, conditional
on pull requests being submitted, resulting in a smaller sample size. To satisfy data privacy requirements,
certain variables are transformed by multiplying original values by randomly generated constants. These
transformations preserve rank ordering and percentage effects while obscuring absolute scales. All reported
coeflicients, descriptive statistics, and percentage changes reflect the transformed metrics.

Following established RDiT methodologies (Hausman and Rapson 2018, Cao et al. 2023, Liu and
Cong 2023, Zhang et al. 2025), we incorporate polynomial time trends to account for non-linear
temporal patterns. Our RDiT model specification is:

3 3
Yie = oo + BAICoder, + Z YeDayF + Z SpDayF x AICoder, +u; + A + € (1)
k=0 k=0
where y;; represents our outcome variables for developer ¢ in day ¢, including productivity and work
time. AICoder; is a binary indicator equal to one if day t occurs after the Al coder deployment date,
and zero otherwise. Day; is the running variable, calculated as the relative number of days from the
AT coder deployment date. The parameter k£ denotes the order of the polynomial terms, which we

vary from 0 to 3 to validate the robustness of our estimates. The polynomial terms Zi:o v Day®
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flexibly capture nonlinear time trends in the outcome variables over time. The interaction terms
Zi:o S DaylF x AICoder, allow these trends to differ before and after AI coder deployment. We
include developer fixed effects u; to control for time-invariant individual heterogeneity, such as
tenure, work style, and baseline productivity levels. We also incorporate the day-of-week fixed
effects \; to account for weekday heterogeneity in developers’ activities. ¢; is the error term,
clustered at the developer level. The coefficient of interest, 5, captures the average treatment effect
of AI coder on developer outcomes.

The key identifying assumption underlying our RDiT design is that, absent the Al coder deploy-
ment, developer behaviors would have evolved smoothly through the deployment date without
any discontinuous changes. This assumption is plausible in our context for several reasons. First,
there were no other major organizational changes, policy interventions, or technology deployments
during our study period that could confound our estimates. Second, the Al coder deployment was
determined by organizational readiness rather than by trends in developer performance, elimi-
nating concerns about endogenous timing. Third, the deployment occurred simultaneously for all
developers in our sample, mitigating potential spillover effects or contamination.®

To further strengthen our identification strategy, we conduct extensive robustness checks includ-
ing “Donut RD” that exclude observations immediately surrounding the deployment date to
address potential “anticipation effects” or “short-term selection”, as well as alternative time win-
dow, alternative running variable, falsification test and an “augmented local linear” approach®.
Through these complementary approaches, we establish robust causal estimates of how AI coders

affect software developer productivity and work time.

5. Results
5.1. RDIiT Graphs

We first show graphical evidence to validate the main empirical design using RDiT graph on

the whole four-month observations (Liu and Cong 2023). The RDiT graph allows us to visually

SWe further present the RDiT graphs later to support the assumption of smooth trend without discontinuous
changes in the absence of the intervention.

5We present the results in robustness checks section.
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assess whether there is a sharp discontinuity in developer behaviors at the deployment threshold,
while accounting for confounding factors. To construct these plots, we first estimate our baseline
model using Equation 1 excluding the focal treatment variable AICoder;, the polynomial terms
22:0 YeDayF and their interactions. We then extract the residuals from this regression, which
represent the component of each outcome variable that cannot be explained by other covariates.
These residuals isolate the variation in outcomes that is potentially attributable to the AI coder
deployment, net of other observable factors. We plot these residuals at the day level to reveal the
raw pattern of outcome variables around the cutoff date to demonstrate the discontinuity. To better
visualize underlying trends and reduce noise from weekday fluctuations, we add kernel regression
lines with non-overlapping bins on both sides of the deployment threshold (Liu and Cong 2023).
This smoothing approach provides local polynomial fits that capture the changes of outcomes in

the immediate pre- and post-deployment periods.
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Figure 1 RDiT Graphs for Productivity and Work Time

Figure 1 presents the RDiT plots for two key outcome variables. These graphs show that after
the cutoff there was a noticeable discontinuous increase in code lines, concurrent with a noticeable
discontinuous decrease in working hours. Across the RDiT graphs, we observe important patterns
that support our identification strategy. First, the pre-deployment trends appear smooth without

anticipatory jumps immediately before week 0, suggesting that developers did not substantially
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alter their behavior in anticipation of receiving the Al tool. Second, the post-deployment residuals
do not exhibit unusual volatility, indicating that the effects we observe are sustained rather than
reflecting short-term experimentation or novelty effects. Third, these graphical patterns provide
visual evidence of discontinuities in productivity and work time, which also supports the findings
of our regression discontinuity design later.

5.2. Main Effects

We focus on a narrower 30-natural-days window before and after Al coder deployment to assess
its impact on developers’ coding behaviors.” Table 2 presents the estimated effects of AI coder
on developer behavioral outcomes. Column (1) shows a significantly positive coefficient for the
focal variable, AICoder (8 =19.295,p < 0.01), indicating that AI coder increases developers’ cod-
ing productivity in terms of code lines produced. This finding remains robust across polynomial
specifications in columns (2-4), with significantly positive coefficients, which represent a 6.9-8.4%
productivity gain relative to the pre-treatment mean. The consistency across different polynomial

orders provides strong evidence for the positive productivity effect of Al coder.

Table 2 Effects of Al Coder on Developer Productivity

Code Lines
(1) (2) (3) (4)

VARIABLES Order 0 Order 1 Order 2 Order 3
AlCoder 19.295%** 19.362%** 19.439%** 16.026%**

(0.957) (1.621) (2.616) (4.067)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 8,040 8,040 8,040 8,040
R-squared 0.844 0.844 0.844 0.845

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at employee
level in parentheses. For readability, we dropped from the table the estimation of any
interaction involving the polynomial terms of Day;, such as Day, x AICoder,. FEs,
fixed effects.

Table 3 presents the estimated effects of Al coder on developer working hours. Across all spec-

ifications in columns (1-4), we observe consistently negative and highly significant coefficients (3

"We also use the full time window, from Aug 1st 2024 to Nov 29th 2024 as robustness checks, the results of which
are largely consistent.
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ranging from -0.234 to -0.323, all p < 0.01), indicating that AI coder reduces working hours per
day. This represents a 3.1-4.3% reduction in working hours. Overall, the findings demonstrate that
developers achieve higher productivity while working for fewer hours post-deployment.

Taken together, the simultaneous increase in coding output and decrease in working hours sug-
gests that the Al coder significantly enhances the marginal productivity of developers’ work efforts.
These opposite changes of both variables further indicate that in the workplace settings of software
development, the productivity gains from AT are not only directed toward output expansion but are
also partially retained by employees through reduced work time. This contrasts with the extended
working hours documented by Jiang et al. (2025), who find that AI generally leads to longer work

hours. In our setting, developers instead reduce their working time while increasing code output.

Table 3 Effects of Al Coder on Developer Work Time

Working Hours

1) (2) (3) (4)
VARIABLES Order 0 Order 1 Order 2 Order 3
AICoder -0.287*** -0.323*** -0.234%** -0.323%**

(0.017) (0.034) (0.051) (0.103)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 8,040 8,040 8,040 8,040
R-squared 0.090 0.090 0.091 0.093

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at
employee level in parentheses. For readability, we dropped from the table the esti-

mation of any interaction involving the polynomial terms of Day;, such as Day; X
AICoder,. FEs, fixed effects.

5.3. Heterogeneous Effects

To explore whether the effects of Al coder vary across developers with different skill levels, we con-
duct a moderating analysis using skill level as the moderator. Table 4 presents the heterogeneous
treatment effects across the key outcomes. Column (1) reveals significant heterogeneity in produc-
tivity effects across skill levels. The baseline effect for lower-level developers shows a substantial
increase of 22.409 code lines per day. However, the interaction term yields a significantly negative

coefficient (8 = —10.878,p < 0.01), indicating that AI coder provides more pronounced productivity
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gains for lower-skilled developers. Column (3) presents the effects on working hours. The inter-
action term is negative but statistically insignificant (8 = —0.012), indicating similar Al-induced

work time reduction across skill levels.

Table 4 Heterogeneous Effects of Al Coder by Skill Level

1) 2)
VARIABLES Code Lines Working Hours
AICoder 22.409%** -0.320%**
(1.684) (0.035)
AICoder x HighLevel -10.878*** -0.012
(2.019) (0.037)
Employee FEs Yes Yes
Day-of-Week FEs Yes Yes
BIC chosen order 1 1
Observations 8,040 8,040
R-squared 0.845 0.090

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clus-
tered at employee level in parentheses. For readability, we dropped
from the table the estimation of any interaction involving the polyno-
mial terms of Day,, such as Day, x AICoder,. FEs, fixed effects.

Taken together, these findings reveal that Al coder generates asymmetric benefits across devel-
oper skill levels: lower-skilled developers experience substantially larger productivity gains, sug-
gesting that AI coders are particularly effective at enhancing the performance of lower-skilled
developers, which shows consistent patterns with prior studies (Brynjolfsson et al. 2025, Cui et al.
2026, Zhang and Narayandas 2025). However, both groups demonstrate similar reductions in work-
ing hours, indicating that the work time reduction effects of Al coders are uniformly distributed
across skill levels.

5.4. Robustness Checks
In this subsection, we conduct a series of checks to validate the robustness of the main effects of

AT coder on software developers’ productivity.

5.4.1. Falsification Test We conduct a falsification test with alternative sample window and
cutoff date to validate our main results. Specifically, we use the sample in Aug 2024, the month

before actual Al coder launch and set midday of that month as pseudo cutoff date. The results are
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presented in Table A1 and A2, Appendix A, which show no significant coefficients of AICoder on

both key outcomes, supporting our findings are not driven by spurious correlations.

5.4.2. Donut RD Although the AI coder deployment takes effect for all the users simulta-
neously, there are potential situations that some employees may have anticipated the deployment.
In such cases, they might correspondingly change their behavior patterns around the deployment.
Besides, for most users who do not anticipate the deployment, the behavior change may take
time to adapt and there might be a short-term selection behavior right after the deployment. To
account for the potential “anticipation effect” and “short-term selection” of the policy shock, we
utilize a “Donut-RD” design (Liu and Cong 2023). Specifically, we remove the 3-day observations
around the policy implementation. We present the model estimation results in Table B1 and B2,

Appendix B, which are largely consistent with the main results.

5.4.3. Alternative Time Window In the main analysis, our sample covers a 30-natural-
days before and after the Al coder launch. In here, we extend the sample window to the full four
months time period, from Aug 1st 2024 to Nov 29th 2024, the results of which are presented in

Table C1 and C2, Appendix C, demonstrating consistent results.

5.4.4. Augmented Local Linear Approach Besides, we also consider alternative “aug-
mented local linear” approach to further utilize the long period variation pattern (Cao et al. 2023,
Hausman and Rapson 2018). We first regress Equation 1 excluding the focal treatment variable
AICoder;, the polynomial terms Zi:o ~veDay® and their interactions using the full sample observa-
tions (four months in total), and we record the residuals from the first step. In the second step, we
regress the recorded residuals on the cutoff indicator within a shorter time window (30-natural-days
before and after). We present the results of this approach in Table D1, Appendix D, demonstrating

consistent patterns with our main findings.

5.4.5. Alternative Measures We re-estimate Equation 1 using alternative measures for pro-
ductivity, i.e., the number of pull requests, the number of approved pull requests. The results are

presented in Table E1 and E2, Appendix E, which are consistent with our main results.
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5.4.6. Alternative Running Variable Besides, we also consider alternative running vari-
ables, workday_to_cutof f, which counts only workdays relative to cutoff date. This approach
ensures the running variable increases consecutively on working days, eliminating gaps from non-
working days when no metrics are recorded. The results are presented in Table F1 and F2,

Appendix F. Both of them remain consistent with our main results.

6. Mechanisms

Having established the theoretical framework for how Al coders affect productivity through three
distinct layers, we now empirically test these mechanisms. We examine the Production Layer by
measuring automation intensity across skill levels, the Integration Layer by analyzing changes in
code review processes, and the Communication Layer by investigating resource reallocation toward
collaborative meetings.

6.1. Production Layer

We first examine whether Al coders increase productivity through automating routine coding tasks
(Brynjolfsson et al. 2025, Acemoglu and Autor 2011, Goos et al. 2014), as theorized in our produc-
tion layer framework. We test this hypothesis by examining whether Al disproportionately auto-
mates more work for lower-skilled developers, who typically work more on routine implementation
tasks (Ide and Talamas 2025). Specifically, since routine tasks constitute a larger proportion of the
workload for lower-skilled developers, we expect the automation ratio to be higher for lower-skilled
group, if Al indeed primarily assists with routine tasks. To test this prediction, we decompose total
code output into human-written and Al-generated components. We measure automation intensity
at the developer-day level using Al Share, calculated as the proportion of total code that is Al-
generated (AI Code Lines / Total Code Lines) for each developer-day observation. We estimate

the following specification using post-deployment data only:

Automation; = ag + f1HighLevel; +u; + Ay + €;; (2)

where Automation;; represents Al Share for developer i in day t (post-deployment), HighLevel;

equals 1 if developer i is higher-skilled; otherwise, 0. u; captures department and tenure fixed
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effects.® )\, captures the day-of-week FEs. The coefficient 3, captures the difference in automation

intensity between high-level and low-level developers.

Table 5 Al Automation by Skill Level

(1)

VARIABLES AT Share (%)
HighLevel -4.159%**
(0.717)
Department FEs Yes
Tenure FEs Yes
Day-of-Week FEs Yes
Observations 4,040
R-squared 0.114

Notes: *** p<0.01, ** p<0.05, * p<0.1.
Robust standard errors clustered at employee
level in parentheses. FEs, fixed effects.

Table 5 presents the results. Column (1) shows that higher-skilled developers have significantly
lower AI Share compared to lower-skilled developers (5 = —4.159,p < 0.01). This indicates that
Al-generated code constitutes a smaller proportion of total output for higher-skilled developers,
confirming that Al coders mainly automate the routine code tasks, thus contributing to the produc-
tivity gains. This mechanism is further corroborated by our supplementary survey (Appendix H):
all 14 surveyed developers reported improved efficiency specifically in routine coding tasks, with the
most frequently cited benefit being the time savings in code generation and reduction of repetitive
manual work. Furthermore, this automation pattern explains why Al serves as a “skill equal-
izer” in terms of productivity: by automating higher proportion of daily workload for lower-skilled
developers, Al effectively compresses skill-based productivity differentials in code production. The
technology disproportionately benefits those who previously work more with routine implementa-
tion tasks, while providing more modest gains to higher-skilled developers who typically work more

on higher-level activities beyond routine code generation.

8In previous sections, we incorporate developer FEs directly, which however will be perfectly collinear with
HighLevel here. Therefore, we instead incorporate department and tenure FEs.
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6.2. Integration Layer

We next test whether Al coders reduce coordination costs in the code review process, as theorized
in our integration layer framework. If Al-generated code improves reviewability through better
adherence to standards and clearer documentation, we should observe reduced review time without
sacrificing review quantity. To test this mechanism, we examine PR Review Time, the average
time submitted pull requests take to review,’ and PR Review Comments, the average number of
comments received for submitted pull requests. We re-estimate Equation 1 using these measures

as outcomes.

Table 6 Effects of Al Coder on Coordination Cost

5 @)

VARIABLES PR Review Time PR Review Comments
AICoder -6.788%* 0.464

(2.909) (0.305)
Employee FEs Yes Yes
Day-of-Week FEs Yes Yes
BIC chosen order 1 1
Observations 287 287
R-squared 0.442 0.287

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered
at employee level in parentheses. Singletons were dropped in the model
estimation, resulting in a smaller observation number. For readability, we
dropped from the table the estimation of any interaction involving the
polynomial terms of Day;, such as Day, x AICoder,. FEs, fixed effects.

Table 6 presents the results. Column (1) shows that AI coder significantly reduces PR review
time (5 = —6.788,p < 0.05). Column (2) shows an insignificant coefficient of Al coder on PR review
comments, indicating that the reduced review time did not come at the expense of lower feedback
quantity. Together, these findings validate the integration layer mechanism: AI coder accelerates
the review process and reduces coordination costs, enabling faster code integration without compro-
mising review quantity. The mechanism differs fundamentally from production-layer automation:

rather than substituting for human’s review efforts, Al augments human capabilities by enhancing

90Our measure of PR Review Time removes the waiting period between each PR’s submission time and review
beginning time, thus providing a more accurate representation of the coordination cost. Shorter review time indicates
lower coordination cost.
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code reviewability and making peer review more efficient. The open-ended survey also provides
a developer-reported corroboration for this mechanism: most respondents reported being able to
identify Al-generated code by characteristics that directly reduce reviewer cognitive burden, specif-
ically, more complete comments and documentation, stricter adherence to coding standards, and
more consistent code style (see Appendix H).

6.3. Communication Layer

Finally, we test whether AI coders enable resource reallocation toward collaborative communica-
tion, as theorized in our communication layer framework. Our theoretical framework posits that
this reallocation operates through two sequential steps: first, Al reduces time demands in produc-
tion and integration layers, creating temporal capacity slack; second, teams convert this temporal
slack into collaborative communication as Al-enabled routine tasks automation allows teams to
allocate effort toward more complex, technically ambitious projects that benefit from collaborative
problem-solving. We expect that developers reinvest their freed capacity in meetings that facilitate
collaborative problem-solving.!?

To test this mechanism, we examine whether AI coder increases developers’ engagement in
workplace meetings. We measure two dimensions of communication intensity: Meeting, an indicator
for whether developer i initiates any meeting on day t, and Meeting Duration, the duration of
meetings developer 4 initiates on day t.!'! We re-estimate Equation 1 using these communication
measures as outcomes.

Table 7 presents the results. Column (1) shows that AI coder significantly increases the probabil-

ity of developers initiating meetings (5 =0.067,p < 0.01). Relative to the pre-deployment baseline

10T verify that workplace meetings in our setting primarily serve these productive technical functions, we obtained
descriptive summary of the meeting records from the focal company. The company maintains internal classifications for
meeting types based on meeting subjects and descriptions. Among the meetings held during our observation window,
78% were classified as technical activities spanning diverse development work, including agile iteration, planning,
architecture discussions, code quality and, performance optimization. Only 22% were classified as administrative
coordination (e.g., routine team meetings). We present the samples of meeting subjects in Table G1, Appendix G. This
distribution confirms that meetings in software development teams facilitate the productive technical collaboration
described in prior literature, rather than representing administrative overhead.

"'We focus on meeting initiation rather than attendance for several reasons. First, initiation more directly reflects
developers’ active resource allocation decisions in response to Al coder deployment. Meeting attendance can be driven
by passive obligations, as developers may be required to attend meetings organized by others regardless of their own
capacity. Moreover, not all meeting attendances are equally meaningful: developers might attend meetings where
their participation is peripheral.
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Table 7 Effects of Al Coder on Meetings Initiation

(1) (2)

VARIABLES Meeting Meeting Duration
AICoder 0.067*** 4.044**
(0.024) (2.011)
Employee FEs Yes Yes
Day-of-Week FEs Yes Yes
BIC chosen order 1 1
Observations 8,040 8,040
R-squared 0.048 0.042

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard
errors clustered at employee level in parentheses. For read-
ability, we dropped from the table the estimation of any
interaction involving the polynomial terms of Day,, such as
Day, x AICoder,. FEs, fixed effects.

of 0.215, this represents a 31% increase in meeting initiation frequency. Column (2) examines
meeting duration and finds that Al coder increases the total time of initiated meetings by 4.044
minutes per day (p < 0.05), a 25.4% increase relative to the pre-deployment mean of 15.89 minutes.
These results support the communication layer mechanism: Al coders create temporal capacity
that developers reinvest in collaborative communication, enabling teams to address complex prob-
lems and dependencies. This finding corroborates our results in Section 7.1 showing that AI coder
enhances developers’ complex problem-solving capacity.

These findings reveal that unlike the direct task-level complementarity observed in production
or integration, the communication layer demonstrates an indirect augmentation path where Al’s
effectiveness in other layers creates capacity and demand for communication. The increased meeting
initiation represents developers’ strategic reallocation of time saved from Al-automated routine
work toward collaborative activities where human interaction remains essential (Autor 2015). This
may further explain why AI enhances complex problem-solving capacity (see Section 7.1): the
increased communication enables teams to tackle more technically complex problems that require
integrating diverse perspectives and navigating ambiguous requirements, the contexts where human
judgment and communication provide the greatest value.

One potential concern here is that the observed increase in communication may reflect heightened

administrative issues rather than technical collaboration. To rule out this alternative explanation,
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we examine the heterogeneity of this effect based on developers’ tenure. Within our empirical
setting, high-tenure employees are significantly more likely to hold managerial or administrative
roles, while low-tenure employees typically serve as individual contributors focused on execution
and problem-solving. If the meetings were mainly driven by non-technical administrative issues, we
would expect the positive effect of Al coder on meeting initiation and duration to be pronounced

among high-tenure employees who manage these processes.

Table 8 Effects of Al Coder on Meetings By Tenure

Low Tenure High Tenure
1) @) ) (1)
VARIABLES Meeting Meeting Duration =~ Meeting Meeting Duration
AlCoder 0.070%** 4.268** 0.042 2.463
(0.026) (2.139) (0.068) (6.007)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
BIC chosen order 1 1 1 1
Observations 7,037 7,037 1,003 1,003
R-squared 0.049 0.043 0.050 0.039

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at
employee level in parentheses. For readability, we dropped from the table the

estimation of any interaction involving the polynomial terms of Day,, such as
Day, x AICoder,. FEs, fixed effects.

We categorize employees based on their tenure, defining High Tenure employees as those whose
tenure is in the top decile (90th percentile and above) of the sample distribution, and Low Tenure
employees as the remaining 90%. We then re-estimate Equation 1 separately for these two sub-
samples. Table 8 reports the results of this sub-sample analysis. We find that the aggregate increase
in communication is primarily driven by the low-tenure group (Columns 1-2), who exhibit statis-
tically significant increases in both meeting initiation frequency (8 =0.070,p < 0.01) and duration
(8 =4.268,p < 0.05). Conversely, while high-tenure employees (Columns 3-4) display positive point
estimates for meeting frequency (5 = 0.042) and duration (8 = 2.463), these coefficients are smaller
in magnitude and statistically insignificant. This result argues against the alternative adminis-
trative overhead hypothesis. Instead, the fact that the effect is concentrated among low-tenure

employees while high-tenure employees show only an insignificant uptake, suggests the increased
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communication most probably represents technical collaboration and problem-solving, supporting
the communication layer mechanism.

The open-ended survey further corroborates this resource reallocation mechanism (see
Appendix H). When asked how they allocate time saved by AI, developers most commonly reported
advancing to the next coding task, particularly tackling more difficult technical problems. Criti-
cally, when asked about changes in team communication, the majority described a qualitative shift
in communication content, away from basic implementation details and toward requirements anal-
ysis, logic, and architectural decisions. Together, the quantitative and qualitative evidence converge
on the same conclusion: the effects of Al at the production and integration layers does not only

free up time but redirects developer time resource toward collaborative communication.

7. Post-hoc Analyses
7.1. Effects of ATl Coder on Complex Problem-Solving Capacity

Moving beyond Al coder’s effects on coding productivity, we examine its impact on developers’
complex problem-solving capacity, i.e., the efficiency to resolve issues requiring sophisticated prod-
uct understanding and technical troubleshooting. We operationalize this through ticket resolution:
the number of tickets each developer resolves per day.

In our organizational context, tickets represent technical or service issues raised by users or oper-
ation teams for the purpose of resolving their problems while using the products (Fuchs et al. 2022,
Roy et al. 2016, Gupta et al. 2018). Tickets typically span technical problems such as system and
performance issues, and service problems including integration failures and configuration conflicts.
For instance, a ticket might document a third-party customer’s inability to integrate the focal
company’s authentication module with their existing system due to compatibility issues. Developer
teams must diagnose root causes that extend beyond coding itself, e.g., system logic or configu-
ration errors, and then implement appropriate solutions. Critically, tickets are managed through
a shared system where developers are publicly notified and the tickets are distributed based on
current work capacity, thus higher resolution counts reflect enhanced individual complex problem

solving capacity.
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Tickets resolution differs fundamentally from our measure of coding productivity. While produc-
tivity metrics capture code output volume in daily routine work, tickets resolution occurs irregularly
and less predictably. It reflects developers’ overall capacity to identify and resolve problems within
complex systems, representing higher-order cognitive and technical capabilities that extend beyond
routine coding tasks.

We re-estimate Equation 1, using Tickets Resolved, the number of tickets resolved per developer-
day as the dependent variable. We present the results of Al coders’ effects on developers’ complex
problem-solving capacity, and heterogeneous effects in Table 9. Column (1) presents the main effect
of AT coder on tickets resolution. The results show a positive and significant coefficient (5 = 0.050,
p < 0.05), indicating that AI coder increases the number of incident tickets developers resolve per
day. Relative to the pre-deployment mean of 0.189 tickets per developer-day, this represents a
26.5% improvement in incident resolution capacity. This finding suggests that AI coder not only
enhances coding productivity but also augments developers’ capacity to tackle complex problems

that are technically demanding.

Table 9 Effects of Al Coder on Complex Problem-Solving Capacity

M @)
VARIABLES Tickets Resolved Tickets Resolved
AlCoder 0.050%* 0.006

(0.020) (0.020)
AICoder x HighLevel 0.155%**
(0.025)
Employee FEs Yes Yes
Day-of-Week FEs Yes Yes
BIC chosen order 1 1
Observations 8,040 8,040
R-squared 0.052 0.059

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered
at employee level in parentheses. For readability, we dropped from the

table the estimation of any interaction involving the polynomial terms of
Day,, such as Day, x AICoder,. FEs, fixed effects.

Column (2) examines heterogeneous effects by developer skill level. In contrast to our previ-

ous findings on productivity, we observe a reversed pattern of heterogeneity in Al coder’s impact
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on complex problem-solving capacity. The interaction term between post-cutoff and high-level
developers is positive and highly significant (8 = 0.155,p < 0.01), indicating that higher-skilled
developers benefit substantially more from Al coder in resolving tickets. Meanwhile, the positive
but insignificant main effect suggests that lower-skilled developers experience minimal gains in
tickets resolution. This reversed pattern suggests that while Al coder helps compress the gaps in
overall productivity across skill groups, it amplifies skill advantages in complex problem-solving
contexts. Higher-skilled developers can more effectively leverage Al coder to diagnose and imple-
ment solutions for system issues and service requests. In contrast, lower-skilled developers likely
struggle to apply Al to more complex problems that require substantial domain expertise and
system understanding, limiting their ability to benefit from Al assistance in this more complex
domain.

7.2. Effects of AI Coder on Code Quality

Next, we examine the effects of Al coder on code quality. While the AI coder can significantly
improve developers’ coding productivity, it remains unclear whether these productivity gains come
at the expense of code quality. We operationalize code quality through the Approved PR Ratio,
calculated as the proportion of submitted pull requests that are finally approved and merged.
This metric reflects whether code meets the company’s quality standards and passes peer review.
Higher approval ratios indicate that submitted code requires fewer revisions and more consistently
meets quality expectations. We re-estimate Equation 1 using Approved PR Ratio as the dependent
variable.

The estimation results are presented in Table 11, Appendix I. The results show an insignificant
coefficient for Al coder on Approved PR Ratio, indicating that AT deployment does not significantly
affect the proportion of pull requests that are approved. This suggests that the productivity increase
documented earlier does not come at the cost of code quality degradation. We also examine whether
quality effects vary by skill level, finding a statistically insignificant coefficient for the interaction
term. This finding implies that despite the heterogeneous productivity effects where lower-skilled

developers gain more, both skill groups maintain similar code quality post-deployment.
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8. Discussions
8.1. Conclusions

As GenAl reshapes the landscape of knowledge work, our study provides one of the first inves-
tigations into its impact within workplace environments. Our study leverages a granular daily
behavioral dataset from a major technology firm to provide causal evidence on the impact of gener-
ative Al on software developers. The empirical investigation yields three main sets of conclusions,
indicating significant shifts in the nature of software development.

First, we find that AI coders increase coding productivity by 6.9-8.4% while simultaneously
reduce working hours by 3.1-4.3%. This finding diverges from recent nation-level evidence suggest-
ing that higher AI exposure leads to extended working hours (Jiang et al. 2025). Besides, we also
find that AI coder significantly enhances developers’ capacity in complex problem-solving. These
improvements do not come at the expense of code quality, which remains constant over the whole
observation period. Second, regarding the heterogeneity across skill groups, we document a “dual-
effect” where Al acts as a “skill equalizer” for daily coding work but a “skill amplifier” for complex
problem-solving. Specifically, lower-skilled developers accrue the largest benefits in daily coding
work, whereas skilled developers leverage the tool to widen their advantage in resolving complex
problems. Third, our mechanism analysis reveals that the productivity gains stem from routine
work automation, reduced coordination costs and reallocated time toward workplace communica-
tion. This implies that the value of Al extends beyond individual augmentation to organizational
communication enhancement. Specifically, by streamlining the code production and review process,
Al reduces the routine task efforts and coordination cost inherent in collaborative knowledge work,
allowing teams to shift resources to aligning on more complex, communication-intensive problems.
8.2. Theoretical Contributions
From a theoretical perspective, our paper contributes to the literature on the economic value of
GenAl by investigating the deployment of an LLM-powered coding assistant within a workplace

software development context.
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Moreover, it advances the growing literature on Al in software development (e.g., Song et al.
2024, Yeverechyahu et al. 2025) by examining workplace rather than open-source settings. Specifi-
cally, while prior research has focused largely on volunteer-driven and flexible open source environ-
ment, we examine professional developers operating under organizational constraints and coordina-
tion requirements. We conceptualize software development in workplace as a three-layer workflow
including production, integration and communication, where Al coders affect all three layers and
contribute to the overall productivity. Empirically, we provide one of the first pieces of evidence
that Al-induced productivity gains in the workplace are driven not only by faster code generation
but significantly by reduced coordination costs and more intensive team communication, revealing
a mechanism where Al streamlines the friction of collaboration rather than just individual output.

Second, we advance the literature on the “performance inequality” in human-Al collaboration
(Wang et al. 2024, Caplin et al. 2025, Kanazawa et al. 2025, Brynjolfsson et al. 2025) by examining
how Al coders influence developer performance across skill groups. Our work offers a comprehensive
view of AT’s “dual effect”: acting as a “skill equalizer” for daily coding work (benefiting lower-
skilled developers) while serving as a “skill amplifier” for complex problem-solving (benefiting
higher-skilled developers). This finding further demonstrates that AI substitutes for experience in
routine execution but complements expertise in complex problem solving.

Third, our study contributes to the literature on the technological shocks and labor supply
(Aguiar et al. 2021, Jiang et al. 2025, Green and McIntosh 2001, Gali 1999), specifically by inves-
tigating how generative Al affects work time. Recent work by Jiang et al. (2025) suggests that
Al exposure leads to longer working hours, based on the principal-agent framework which derives
that employees continuously increase effort for output in response to higher marginal productiv-
ity. However, their empirical investigation was conducted using national occupation data with Al
exposure. We extend these findings with individual-level Al adoption data in the setting of soft-
ware development where short term output target (i.e., demand) is pre-determined and employees’

bargaining power is high. Our result shows that the productivity gains induced by Al translate into
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reduced working hours. Besides, we also document a shift in time allocation and effort composition.
Specifically, we operationalize this reallocation as a shift from routine coding and review duties to
collaborative communication. Our results validate that Al coders do not merely accelerate existing
tasks but fundamentally alter the composition of work, allowing time saved from daily routine
work to be reinvested into workplace communication.

8.3. Managerial Implications

Our paper has several implications for software development firms and broader organizations cur-
rently navigating Al deployment. First, our findings suggest that organizations should embrace
Al coders not only as productivity tools but as mechanisms for employees’ work-life balance. We
find that AI coders increase coding output while simultaneously reducing working hours. This
contrasts with the “efficiency paradox” observed in previous studies where technology extends the
workday. Besides, this decoupling of code output from time input also highlights the importance of
performance evaluation metrics. Organizations should transition toward outcome-based evaluation
metrics (e.g., output features) rather than hours logged.

Second, our results regarding the “dual effect” of AI necessitate a nuanced approach to human
resource management and task allocation. We find that Al acts as an equalizer for daily coding
work (benefiting lower-skilled developers more) but as an amplifier for complex problem-solving
(benefiting higher-skilled developers more). This suggests that managers should avoid a “one-
size-fits-all” Al strategy. Instead, organizations should encourage a specialized division of labor:
leveraging lower-skilled developers equipped with Al for routine code generation and implementa-
tion, while focusing higher-skilled developers on complex system diagnosis and architecture, where
their ability to leverage Al for complex problem-solving is most distinct. This strategic alignment
ensures that the firm captures the full spectrum of Al benefits.

Third, our mechanisms analysis highlights a critical shift in the nature of collaborative work.
Unlike open-source contexts where Al may increase coordination overhead (Song et al. 2024), we

find that in a workplace setting, Al reduces code review time and facilitates a reallocation of
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resources toward collaborative communication. The observed increase in meeting frequency suggests
that Al is transforming software development by shifting more significance from implementation
and technical coordination to collaborative communication. Managers should explicitly support this
transition by validating effective communication as a core productive activity. Rather than viewing
the increased time spent in meetings as administrative waste, organizations should recognize it as
a necessary reinvestment of the time saved from routine coding and reviewing, enabling teams to
focus on alignment and complex decision-making and problem-solving.

8.4. Limitations and Future Work

Our paper has several limitations. First, our empirical setting is a single major technology firm
in Asia. The specific organizational culture and labor norms may influence the external validity
of our findings, particularly the reduction in work time. Future research should examine whether
these effects persist in competitive environments with different incentive structures or in western
labor markets. Second, while our observation window spans several months, sufficient to identify
the immediate causal impact on productivity, we cannot rule out long-term equilibrium effects,
such as potential “skill atrophy” among junior developers who may become over-reliant on Al for
code generation or “learning effect”, that developers become sophisticated with Al tools, exhibiting
minimal skill gaps in effectively using it. Longitudinal studies spanning years are needed to assess
the long-term implications. Third, we do not observe the long-term maintainability of Al-generated
code. Future research should investigate the “technical debt” potential of Al coders, examining
whether the speed of Al generation today creates compounded complexity for future development

cycles.
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Appendix A: Robustness Checks - Falsification Test

Table Al Falsification Test: Effects of Al Coder on Developer Productivity

Code Lines
(1) (2) (3) (4)

VARIABLES Order 0 Order 1 Order 2 Order 3
AlCoder 0.827 -2.419 4.315 -6.003

(0.914) (1.683) (3.794) (8.508)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 4,400 4,400 4,400 4,400
R-squared 0.880 0.880 0.880 0.880

Notes: ¥*** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at
employee level in parentheses. For readability, we dropped from the table the
estimation of any interaction involving the polynomial terms of Day,, such
as Day, x AICoder,. FEs, fixed effects.

Table A2 Falsification Test: Effects of Al Coder on Work Time

Working Hours

1) (2) (3) (4)
VARIABLES Order 0 Order 1 Order 2 Order 3
AICoder 0.019 -0.000 0.082 0.108
(0.024) (0.053) (0.101) (0.227)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 4,400 4,400 4,400 4,400
R-squared 0.053 0.053 0.054 0.054

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at
employee level in parentheses. For readability, we dropped from the table the

estimation of any interaction involving the polynomial terms of Day,, such
as Day, x AICoder,. FEs, fixed effects.
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Appendix B: Robustness Checks - Donut RD

Table B1 Donut RD: Effects of Al Coder on Developer Productivity

Code Lines
(1) (2) (3) (4)

VARIABLES Order 0 Order 1 Order 2 Order 3
AICoder 19.140%** 19.193%** 18.879%** 20.456***

(1.044) (1.849) (3.730) (6.049)
Constant 232.768*** 232.598%*** 229.116*** 233.197***

(0.511) (1.131) (2.448) (4.484)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 7,440 7,440 7,440 7,440
R-squared 0.842 0.842 0.842 0.842

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at employee
level in parentheses. For readability, we dropped from the table the estimation of any
interaction involving the polynomial terms of Day,, such as Day, x AICoder,. FEs, fixed

effects.
Table B2 Donut RD: Effects of Al Coder on Work Time
Working Hours
1) (2) (3) (4)
VARIABLES Order 0 Order 1 Order 2 Order 3
AICoder -0.291%** -0.348%** -0.223%** -0.450%**
(0.018) (0.040) (0.074) (0.144)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 7,440 7,440 7,440 7,440
R-squared 0.092 0.092 0.093 0.095

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at
employee level in parentheses. For readability, we dropped from the table the esti-

mation of any interaction involving the polynomial terms of Day,, such as Day, X
AlICoder,. FEs, fixed effects.
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Appendix C: Robustness Checks - Alternative Time Window

Table C1 Full Time Window: Effects of Al Coder on Developer Productivity

Code Lines
(1) (2) (3) (4)

VARIABLES Order 0 Order 1 Order 2 Order 3
AlCoder 19.815%** 18.346*** 20.330%** 16.479%**

(0.728) (1.281) (2.050) (3.113)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 16,360 16,360 16,360 16,360
R-squared 0.841 0.841 0.841 0.841

Notes: ¥** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at employee
level in parentheses. For readability, we dropped from the table the estimation of any

interaction involving the polynomial terms of Day;, such as Day, x AICoder,. FEs,
fixed effects.

Table C2 Full Time Window: Effects of Al Coder on Work Time

Working Hours

(1) (2) (3) (4)
VARIABLES Order 0 Order 1 Order 2 Order 3
AICoder -0.306%*** -0.318%*** -0.294*** -0.303%***
(0.014) (0.029) (0.046) (0.083)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 16,360 16,360 16,360 16,360
R-squared 0.090 0.090 0.090 0.090

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at
employee level in parentheses. For readability, we dropped from the table the esti-

mation of any interaction involving the polynomial terms of Day;, such as Day, x
AlCoder,. FEs, fixed effects.
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Appendix D: Robustness Checks - Augmented Local Linear Approach

Table D1 Augmented Local Linear Approach

(1) (2)
VARIABLES Code Lines Working Hours

AlCoder 19.052%** -0.272%%*
(0.916) (0.016)

Observations 8,040 8,040

R-squared 0.076 0.032

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust stan-
dard errors clustered at employee level in parentheses.
FEs, fixed effects.



AI Coder: The Impact of Generative AI on Productivity
Submitted for ST 2026 Digital Economics and Artificial Intelligence

49

Appendix E: Robustness Checks - Alternative Measures

Table E1 Effects of Al Coder on Submitted PRs

1) @) 3) (4)
VARIABLES Order 0 Order 1 Order 2 Order 3
AlCoder 0.009*** 0.060*** 0.079%*** 0.032%*
(0.002) (0.009) (0.012) (0.013)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 8,040 8,040 8,040 8,040
R-squared 0.099 0.105 0.106 0.107

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at
employee level in parentheses. For readability, we dropped from the table the

estimation of any interaction involving the polynomial terms of Day,, such as
Day, x AICoder,. FEs, fixed effects.

Table E2 Effects of Al Coder on Approved PRs

(1) ) 3) (4)
VARIABLES Order 0 Order 1 Order 2 Order 3
AlCoder 0.013*** 0.058*** 0.076%** 0.034*+*
(0.002) (0.008) (0.011) (0.012)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 8,040 8,040 8,040 8,040
R-squared 0.096 0.101 0.103 0.104

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at
employee level in parentheses. For readability, we dropped from the table the

estimation of any interaction involving the polynomial terms of Day,, such as
Day, x AICoder,. FEs, fixed effects.
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Appendix F: Robustness Checks - Alternative Running Variable

Table F1 Alternative Running Variable: Effects of Al Coder on Developer Productivity

Code Lines
(1) (2) (3) (4)
VARIABLES Order 0 Order 1 Order 2 Order 3
AlCoder 19.295%** 19.630*** 19.426*** 18.432%**
(0.957) (1.710) (2.397) (3.449)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 8,040 8,040 8,040 8,040
R-squared 0.844 0.844 0.844 0.845

Notes: ¥** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at employee
level in parentheses. For readability, we dropped from the table the estimation of any

interaction involving the polynomial terms of Day;, such as Day, x AICoder,. FEs,
fixed effects.

Table F2 Alternative Running Variable: Effects of Al Coder on Work Time

Working Hours

(1) (2) 3) (4)

VARIABLES Order 0 Order 1 Order 2 Order 3
AlCoder -0.287%** -0.328%** -0.2417%%* -0.3317%**
(0.017) (0.034) (0.045) (0.074)
Employee FEs Yes Yes Yes Yes
Day-of-Week FEs Yes Yes Yes Yes
Observations 8,040 8,040 8,040 8,040
R-squared 0.090 0.090 0.091 0.092

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors clustered at
employee level in parentheses. For readability, we dropped from the table the esti-

mation of any interaction involving the polynomial terms of Day;, such as Day, x
AlCoder,. FEs, fixed effects.
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Appendix G: Samples of Meeting Subjects

Table G1

Sample Meeting Subjects by Classification Category

Category

Sample Meeting Subjects

Panel A: Technical Meetings (78.0% of sample)

Agile Tteration

Planning

Architecture
Code Quality

Performance Optimization

Product X] iteration meeting

[ ]
[Product X] mid-term review and adjustment
[Product X] retrospective and improvement discussion
[Product X] architecture refactoring review

Code review key issues retrospective

Static code analysis rule set review

[Product X] performance load testing report analysis

[Product X] Frontend build performance optimization

Other Technical

API interface specification discussion
Security vulnerability scan results and remediation plan

Panel B: Administration-related Meetings (22.0% of sample)

Routine Team Meeting

Weekly team meeting
Annual team meeting and personal development plan discussion

Notes: This table presents representative examples of meeting subjects. Meeting subjects have been
anonymized to protect company confidentiality. Product names and specific identifiers have been
replaced with generic placeholders. The company classified meetings based on these subjects and
additional meeting descriptions maintained in their internal system.
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Appendix H: Supplementary Qualitative Evidence through Open-ended Survey

We conducted an open-ended survey with 14 software developers (71.4% male, M,z = 33, age range: 28-39)
from the developer team at the focal company where our behavioral trace data were collected. All participants
were actively using the AI tool in their daily coding work. Survey completion took approximately 15-25
minutes on average. Below we summarize the key questions we asked developers, along with the key insights

gleaned from each question.
H.1. Impact on Routine and Non-routine Coding Tasks

We first asked developers, “How has the Al coding assistant specifically affected your efficiency in handling
routine coding tasks (such as basic SQL queries, basic function implementations)? How has it influenced
routine code writing time?” All 14 developers reported improved efficiency in routine coding tasks. The most
frequently mentioned impacts involved time savings in code generation and reduction of repetitive manual
work. Developers emphasized that Al transformed coding from “manual search and assembly” to “natural
language-driven generation”, allowing them to focus more on logic and framework design rather than syntax
details. Several developers (n = 8) noted that actual coding and debugging time decreased substantially,
leading to overall development time reduction. Representative quotes include:

“After introducing the Al coding assistant, efficiency in handling routine coding tasks typically shifts

from ‘manual search + manual assembly’ to ‘natural language-driven + one-click generation.” The core

of efficiency improvement lies in automating low-creativity labor, allowing developers to focus on logic

design.” [Participant A]

“Al coding assistants can significantly improve the writing efficiency of ‘routine coding tasks,” reducing

code writing time to a certain extent. Especially for variable naming and uncertain common function

calls, Al coding assistants can promptly provide suggestions to enhance coding efficiency.” [Participant

E)

Next, we asked developers, “For ‘non-routine’ or ‘high-complexity’ problems, how do you typically use the
AT assistant? How does its helpfulness for such tasks differ from routine tasks?” The most frequently men-
tioned approach involved task decomposition—manually breaking complex problems into smaller subtasks
and using Al to assist while human leading the problem solving. Unlike routine tasks where AI provides
“ready-to-use” solutions, for complex problems, Al serves as a “collaborative partner”. A representative

description of this collaborative process:
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“For high-complexity problems, I decompose them into sub-problems and let Al assist with: providing
thought frameworks and algorithm selection suggestions, generating code drafts for key modules, and
assisting in debugging and optimizing existing code. Unlike routine tasks, Al is more of a collaborative
partner in high-complexity tasks rather than a simple code generator. It can expand thinking and
verify solutions, but the final architecture design and key decisions still require the developer to lead.”
[Participant H]
H.2. Impact on Code Review
We then asked workers whether they could perceive which code was Al-generated during code review, and if
80, how such code typically performed in terms of readability and standardization. Among the 14 developers,
10 reported that they could perceive Al-generated code. The characteristics they mentioned included: more
complete comments and documentation (n = 7), stricter adherence to coding standards and formatting (n
= 6), more consistent code style (n = 5). Regarding code quality, the consensus was that Al-generated code
generally exhibited good standardization and readability:
“Al-generated code usually strictly follows coding standards like PEP 8, with very consistent indentation,
spacing, and line breaks, avoiding the format chaos common in human-written code. Basic comments
are relatively rich, but variable and function names are sometimes too generic.” [Participant A]
“Can perceive it. Compared to manually written code, this part has extensive comments explaining

logic, and the code style is relatively consistent.” [Participant B]

H.3. Resource Reallocation Mechanism
To understand the resource reallocation mechanism, we asked developers, “Assuming the AI tool helps you
complete your personal coding targets ahead of schedule, how do you typically allocate the ‘saved time’?
(Please list the 2-8 most common situations)”. The most common pattern was proceeding to the next coding
task, particularly complex problems (n = 10). Developers emphasized using saved time for higher-value
activities, for example:
“Saved time is mainly used for: solving more challenging technical problems—deeply researching per-
formance bottlenecks, architecture optimization, and other difficult issues; technical accumulation and
sharing—writing technical documentation, organizing best practices, or conducting technical sharing
with the team; code optimization and refactoring—refactoring existing code to improve maintainability

and performance.” [Participant H]
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Finally, we asked whether developers perceived changes in team communication frequency after Al intro-
duction, and if increased, what content the new communication focused on. Responses revealed nuanced
patterns. While few developers (n = 4) reported no obvious change in communication frequency, the majority
(n = 12) described qualitative shifts in communication content. The most frequently mentioned change was
a shift toward technical analysis and business logic discussions:

“Communication shifted to become more about requirements discussions and logic.” [Participant I

“Discussion topics shifted from how to write code to architectural discussions.” [Participant F|

“More time available to discuss complex problems and design issues.” [Participant D]

Interestingly, one developer explicitly noted a reduction in low-value communication:

“Repetitive communication was significantly reduced. Some repetitive verification work has been com-

pletely handed over to Al, and team members no longer need to frequently discuss basic code problems

or simple task execution details. Because low-creativity, repetitive communication decreased, communi-

cation frequency increased on high-value problem solving.” [Participant A]

The open-ended survey provides strong qualitative support for the resource reallocation mechanism identi-
fied in our quantitative analysis. Developers consistently reported that Al saved time on routine coding tasks,
which created temporal capacity. Developers also reported the improved standardization and readability of
code generated by Al coder, which streamlines the code review procedures. Moreover, developers described a
transition from low-value, repetitive communication about basic implementation details toward higher-value
discussions about requirements, business logic, and system architecture. This pattern aligns with our quanti-
tative finding that meeting time increased while coding time and code review time decreased. The qualitative
data reveal the underlying mechanism: the direct impact on production and integration layer doesn’t simply
free up time, it enables developers to redirect time resources toward collaborative problem-solving activities

that requires intensive communication.
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Appendix I:

Post-hoc Analyses - Effects of AI Coder on Code Quality

Table 11 Effects of Al Coder on Code Quality

(1) (2)

VARIABLES Approved PR Ratio Approved PR Ratio
AlCoder -0.204 -0.207
(0.130) (0.136)
AICoder x HighLevel 0.007
(0.071)
Employee FEs Yes Yes
Day-of-Week FEs Yes Yes
Observations 287 287
R-squared 0.285 0.285

Notes: *** p<0.01, ** p<0.05, * p<0.1. Robust standard errors
clustered at employee level in parentheses. Singletons were dropped
in the model estimation, resulting in a smaller observation number.
For readability, we dropped from the table the estimation of any

interaction involving the polynomial terms of Day;, such as Day, x
AICoder,. FEs, fixed effects.
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