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Abstract

This paper estimates the causal effect of artificial intelligence (AI)–oriented inno-

vation on firm productivity and examines how market structure shapes these returns.

I construct a panel of publicly traded U.S. firms from 1980 to 2021 by linking Com-

pustat, Discern patent–firm matches, PatentsView citation data, and the USPTO AI

Patent Dataset. AI intensity is measured as the share of a firm’s patents related to

AI technologies; productivity is measured as labour productivity (sales per employee).

Exploiting within-firm variation among patenting firms, I distinguish between the ex-

tensive margin of AI adoption and the intensive margin of AI orientation. Controlling

for R&D, overall patenting, patent stocks, fragmentation, and firm and year fixed

effects, I show that sustained increases in AI intensity significantly raise labour pro-

ductivity, while discrete adoption episodes do not generate gains. The results indicate

that productivity improvements reflect persistent reallocation of innovative effort to-

ward AI rather than temporary experimentation or accumulation of AI patent stocks,

highlighting the importance of the direction of technical change. To address endogene-

ity, I implement a shift–share (Bartik) instrument using firms’ exposure to exogenous

growth in AI technological opportunities. Instrumental-variable estimates confirm that

the productivity effects are causal. Returns to AI-oriented innovation are larger for

firms with broader AI engagement and are amplified in more concentrated industries

and more fragmented technology markets. The findings show that the productivity

impact of frontier technologies depends critically on market structure.
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1 Introduction

Artificial intelligence (AI) has emerged as one of the most consequential technologies of the

modern economy. Rapid advances in machine learning, data analytics, and computing have

expanded the range of automatable tasks, raising expectations of substantial productivity

gains (Acemoglu et al., 2022; Acemoglu and Restrepo, 2020; Brynjolfsson et al., 2018; Aghion

et al., 2017; Brynjolfsson and McAfee, 2014). Yet measured productivity growth has often

appeared modest relative to visible AI progress (Brynjolfsson et al., 2021; Syverson, 2017;

David, 1990). This “modern productivity paradox” suggests that AI’s benefits may be de-

layed and uneven because they depend on complementary investments and gradual diffusion

(Brynjolfsson et al., 2018).

This paper studies AI-oriented innovation, productivity, and market structure using a

panel of publicly traded U.S. firms from 1980–2021. The dataset links Compustat finan-

cials, Discern patent–firm matches, PatentsView citation data, and the USPTO AI Patent

Dataset. AI intensity is measured as the share of a firm’s patents related to AI; produc-

tivity is measured as sales per employee. By focusing on shifts in AI intensity rather than

total innovation scale, the analysis tests whether the direction of innovation predicts higher

productivity.

The empirical strategy distinguishes between the direction of innovation and the overall

intensity of innovative activity. Specifically, the analysis examines whether reallocating inno-

vation toward AI-related technologies affects firm productivity, while separately controlling

for the overall scale and quality of innovation. To isolate this effect, the specification con-

trols for patent stock, citation-weighted patent stock, RD stock per worker, and technological

fragmentation Rosemarie Ziedonis (2004), and includes firm and year fixed effects. Identifi-

cation therefore relies on within-firm changes in the AI orientation of innovation. Because

AI intensity is defined as the share of AI patents in total patenting, the baseline sample

focuses on patenting firms and identifies the intensive margin—how reallocating innovative

effort toward AI affects productivity—rather than the discrete decision to adopt AI. This
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intensive-margin framework aligns closely with models of directed technical change and the

general-purpose technology (GPT) perspective, in which productivity gains emerge through

sustained technological reorientation and complementary investment rather than through

one-time adoption episodes.

Innovation-based growth theory emphasizes that productivity depends not only on the

amount of innovation but also on its direction (Acemoglu, 1998, 2002; Acemoglu et al.,

2018; Aghion et al., 2016). In this framework, reallocating innovative effort toward AI may

generate different productivity outcomes even when total innovation remains unchanged.

The general-purpose technology (GPT) view further suggests that broad technologies such

as AI yield gains in firms only when deeply embedded through complementary investments

in skills, data, and organizational change (Bresnahan and Trajtenberg, 1995; Bloom et al.,

2012; Aghion et al., 2017; Brynjolfsson et al., 2018; Cockburn et al., 2018; Brynjolfsson et

al., 2021). Together, these perspectives imply that sustained AI orientation—rather than

one-time adoption—should drive productivity gains.

Empirical evidence on AI and productivity is expanding but remains incomplete. Survey-

based studies generally find positive productivity effects of AI adoption, often contingent on

complementary assets and organizational capabilities (Czarnitzki et al., 2023; Calvino and

Fontanelli, 2023; Babina et al., 2024). Patent-based studies similarly link AI innovation to

higher productivity (Cockburn et al., 2018; Damioli et al., 2021), but typically rely on shorter

time horizons or narrower samples. Less is known about how firms’ innovation portfolios

evolve toward AI over long periods, how productivity effects differ across competitive envi-

ronments, and how intellectual property structure shapes returns to AI-oriented innovation.

Market structure and intellectual property environments are central to understanding AI

returns. Prior research shows that competition and appropriability shape innovation incen-

tives and performance (Aghion et al., 2005; Teece, 1986). AI’s scale economies in data and

computing may reinforce concentration (Autor et al., 2020; De Loecker and Eeckhout, 2020;

Korinek and Vipra, 2024; Gans, 2024). A further, closely related dimension that has been
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largely absent from the AI–productivity literature is the structure of intellectual property

rights in the underlying technology space. A large body of work shows that fragmented patent

ownership and “patent thickets” can raise transaction costs, increase bargaining frictions,

and slow the commercialization of new technologies (Ziedonis, 2004).1 “Patent thickets”

are sets of overlapping patents that subsequent innovators build their innovation upon them

(Shapiro, 2012). For complex technologies such as AI, which rely on many complementary

and overlapping patents, fragmentation may be particularly harmful, as firms must navigate

congested IP landscapes in their patent thicket before they can effectively deploy new inno-

vations. These considerations suggest that productivity gains from AI-oriented innovation

are likely to vary across competitive and technological environments.

The results show that firms whose innovation portfolios tilt more strongly toward AI

experience significantly higher labour productivity. When extensive and intensive margins

are separated, gains arise from sustained increases in AI intensity rather than discrete adop-

tion episodes. Fragmentation in technology markets lowers productivity overall but does not

eliminate AI’s benefits. This pattern suggests that AI can deliver robust efficiency gains even

when institutional frictions impede access to complementary IP. The effects are also hetero-

geneous in ways that are consistent with the GPT view of AI and with market-structure

considerations. Productivity gains from AI-oriented innovation are larger for firms with

persistent AI activity, pointing to the importance of learning and organizational embed-

ding. They increase with the breadth of a firm’s AI engagement, measured by the number

of distinct AI technology classes in which it patents, highlighting the value of diversified

AI capabilities. Finally, the productivity gains associated with AI-oriented innovation are

stronger in more concentrated industries, consistent with the role of appropriability, scale-

related complementarities, and strategic deployment of AI in shaping competitive advantage.

A key concern in this setting is endogeneity: more productive firms may be more likely

to pursue AI, and time-varying managerial or strategic factors may jointly drive AI-oriented

1Fragmented patent ownership means there are a large number of patent holders.
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patenting and productivity. To address endogeneity, I implement a shift–share (Bartik)

instrument based on firms’ exposure to exogenous growth in AI technological opportunities.

IV estimates confirm a causal effect of AI-oriented innovation on productivity and exceed

fixed-effects estimates, consistent with attenuation from measurement error and endogenous

adoption decisions along the extensive margin.

This paper contributes to the literature in four ways. First, it provides long-horizon U.S.

evidence linking productivity to the direction of innovation toward AI. Second, it shows that

market structure shapes AI returns, integrating the AI and competition literatures. Third,

it documents that patent fragmentation lowers productivity but does not neutralize AI’s

gains. This shows that patent ownership fragmentation is an important drag on perfor-

mance, but that AI can partially overcome these frictions through efficiency gains. Fourth,

it demonstrates that persistence and breadth in AI innovation amplify productivity effects,

reinforcing the view of AI as a GPT requiring sustained investment.

The findings have direct policy relevance. If AI is a GPT whose gains depend on per-

sistence, breadth, competitive conditions, and the structure of intellectual property rights,

then effective AI policy must go beyond encouraging more innovation. It should also sup-

port complementary investments in skills, data infrastructure, and organizational capital,

while promoting competition and diffusion mechanisms that prevent AI advantages from

becoming excessively concentrated—without undermining incentives for costly, long-run AI

investment. In parallel, policies that reduce frictions from patent thickets—through clearer

patent boundaries, improved licensing institutions, or mechanisms that lower transaction

costs—may raise productivity directly and facilitate the translation of AI innovation into

broad-based performance improvements.
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2 Empirical Framework

2.1 Production Function and Direction of Innovation

To motivate the empirical specification, I begin from a standard firm-level Cobb-Douglas

production function in which output is produced using inputs, following the knowledge-

capital tradition in the empirical productivity literature (Griliches, 1979; Hall and Mairesse,

1995; Hall et al., 2010):

Yit = AitK
α
itL

1−α
it , (1)

where Yit denotes firm output, Kit capital, Lit labour, and Ait firm-specific efficiency. Divid-

ing both sides by labour and taking logarithms yields

log

(
Yit

Lit

)
= logAit + α log

(
Kit

Lit

)
. (2)

Labour productivity therefore depends on capital deepening and firm-specific efficiency.

The central object of interest is Ait, which captures firm-specific efficiency. Following

the knowledge-capital tradition (Griliches, 1979; Hall et al., 2005), productivity depends

on accumulated knowledge. However, innovation-based growth theory emphasizes that pro-

ductivity depends not only on the scale of innovation but also on its direction. In models

of directed technical change, reallocating innovative effort across technological domains can

generate different productivity outcomes even if total R&D remains unchanged (Acemoglu,

1998, 2002; Acemoglu et al., 2018; Aghion et al., 2016). The general-purpose technology

(GPT) view further suggests that broad technologies such as AI yield gains only when firms

embed them deeply through complementary investments in skills, data, and organizational

change (Bresnahan and Trajtenberg, 1995; Cockburn et al., 2018; Aghion et al., 2017; Bryn-

jolfsson et al., 2021). Together, these perspectives imply that sustained reorientation toward

AI—not merely expanded innovation or one-time adoption—should drive productivity gains.

Consistent with these perspectives, I model firm productivity as a function of the direction
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of innovation (log(AIShare)it), the level of innovative effort (log(CitePatSock/L)it and

log(R&DStock/L)it), and institutional frictions (logFit):

logAit = α1 log(AIShare)it + α2 log(CitePatSock/L)it + α3 log(R&DStock/L)it

+ α4 logFit +X ′
itδ + µi + λt + εit.

(3)

Substituting equation (3) into equation (2) yields the baseline empirical specification:

log(Productivity)it = α1 log(AIShare)it + α2 log(CitePatSock/L)it + α3 log(R&DStock/L)it

+ α4 logFit + α5 log(K/L)it +X ′
itδ + µi + λt + εit.

(4)

Because AIShareit is defined as the share of AI patents within total patenting activity,

equation (4) identifies changes in technological orientation within patenting firms. The

baseline specification therefore captures the intensive margin of AI-oriented innovation, while

the extensive margin of AI adoption is examined separately in Section 4.

In the empirical implementation of equation (4), Productivityit is measured as sales

per employee. Because this is a revenue-based measure, it may reflect both technologi-

cal efficiency and variation in markups. Robustness checks using alternative productiv-

ity measures—including fixed-effects and structural TFP estimates and value added per

worker—confirm that the results are not driven by this choice.

The coefficient on log(AIShareit) captures the association between reallocating innovative

effort toward AI and revenue-based labour productivity, conditional on innovation scale,

capital deepening, and firm characteristics. It provides a reduced-form test of whether

shifting the composition of innovation toward AI predicts productivity differences across

firms and over time, isolating the intensive margin of AI-oriented innovation rather than the

discrete decision to initiate AI patenting.
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2.2 Innovation Measures and Patent Fragmentation

The key explanatory variable, AIShareit, is defined as

AIShareit =
Number of AI patents of firm i in year t

Total number of patents of firm i in year t
. (5)

This measure captures the extent to which a firm’s innovative activity is directed toward

artificial intelligence rather than other technological domains. By construction, it reflects

changes in the composition of innovation toward AI rather than the scale of patenting.

The variable is constructed using the 86% probability threshold from AIPD2023; alternative

thresholds of 50% and 93%, explained in Section 3, yield similar results.

AI innovation requires complementary investments in specialized skills, structured data,

computing infrastructure, and organizational redesign. A higher AI patent share therefore

proxies for deeper AI-related technological capabilities that are not directly observable but

are closely linked to productivity.

To control for overall innovative effort, I include the logarithm of citation-weighted

patent stock per worker, log(CitePatSock/L)it, and the logarithm of R&D stock per worker,

log(R&DStock/L)it, as R&D and patent intensities. The citation-weighted patent stock is

constructed using a perpetual-inventory method,

CitePatSockit = (1− δ)CitePatSockit−1 + flowCiit,

with a depreciation rate of δ = 15% (Hall et al., 2000, 2005, 2007; Noel and Schankerman,

2013).2 The variables CitePatSockit and flowCiit stand for citation stock and citation counts

of firm i at time t, respectively.3 Other research, such as Hasan et al. (2020) use the count of

patents to measure innovation. However, I follow the majority of studies that view innovation

2In the declining balance formula used for building the citation-weighted patent stock measure, most
researchers settled on δ=15% (Hall et al. , 2000, 2005, and 2007). Hall and Mairesse (1995) apply alternative
depreciation rates and conclude that changing the rate from 15% does not make a difference.

3I define the initial stock of citations as the initial sample values of citation counts similar to Noel and
Schankerman (2013).
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as being best measured through weighting patents by citations and then using a depreciation

rate acknowledges the falling value of innovation over time (Hall et al., 2000, 2005, 2007;

Lanjouw and Schankerman, 2004; Noel and Schankerman, 2013). Using citation-weighted

patent stock allows us to take into account not only the output of the innovative activity

but also the quality of the innovation via its citations. Many patents are not necessarily

valuable and the incorporation of citations in measuring innovation as a proxy of patent

quality partially addresses the problem of low value patents.4 The R&D stock is constructed

analogously using deflated R&D expenditures and a similar depreciation structure (Griliches,

1980; Hall et al., 2005; Bloom et al., 2013).5

As a result of a gap between the application and grant date of patents, the data on patents

and their citations are truncated. Patents with an application date close to the end of the

sample might be granted out of the reach of the sample. Similarly, patents in the sample

might receive further citations outside the sample period. I use the methods employed by

Hall et al. (2005) to correct for these truncations in building citation-weighted patent stocks

(CitePatSockit). For the correction of truncations see the Appendix.

Patent thickets—overlapping and complementary patents held by different owners—may

reduce productivity by increasing licensing complexity, transaction costs, and the risk of hold-

up, particularly in cumulative technological domains (Shapiro, 2012; Entezarkheir, 2017).

These frictions can delay technology implementation, discourage efficient reorganization of

production, and divert managerial and technical resources toward legal and contractual ac-

tivities rather than productive use. To capture these frictions, I include the logarithm of

the patent ownership fragmentation index, logFit, following Ziedonis (2004). The index is

defined as

Fit = 1−
J∑

j=1

(
citeijt
citeit

)2

, (6)

4In Section 4, I checked the robustness of main findings using a measure of innovation intensity, which is
built upon the ratio of patent stocks rather than citation-weighted patent stocks to the number of employees.
The findings are robust to the using of this measure of innovation.

5R&D measure is adjusted for inflation with the CPI urban U.S. index for 1992 (Source:
http://www.bls.gov).
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where citeijt denotes the total number of citations made by firm i to patents owned by firm

j, and citeit represents the total number of citations made by firm i in all of its patents

granted in year t to patents of all other firms. Each citation in a patent document references

a related patent. Higher values of the index indicate more fragmented ownership and denser

patent thickets. Self-citations, which do not pose fragmentation threats, are excluded from

the index calculation, resulting in missing values for Fit. An indicator variable, MissingFit,

is included to account for observations where the index cannot be computed. The lower limit

of the index Fit equals 1/J (when all citations are made to the patents of one firm) and its

upper limit equals 1− (1/J) (when each citation references a patent from a different firm).6

2.3 Capital Deepening and Additional Controls

The logarithm of the capital–labour ratio, log(K/L)it, enters directly from the Cobb–Douglas

structure and captures capital deepening in equation (4), a central determinant of labour

productivity (Solow, 1956; Mankiw et al., 1992). It is measured as property, plant, and

equipment divided by employment.

The vector Xit in equation (4) includes additional firm- and market-level controls. To

account for external knowledge flows, I include the logarithm of R&D spillovers received by

firm i at time t (Griliches, 1979; Jaffe, 1986; Cohen and Levinthal, 1990), defined as

R&DSpilloverit =
∑
j ̸=i

ρij ×R&DStockjt, (7)

where R&DStockjt denotes the R&D stock of firm j at time t (j ̸= i) and ρij measures

6As Ziedonis (2004) explained, this measure of patent ownership fragmentation has inherent limitations.
Patent citations can only be observed if firms choose to patent their innovations and successfully obtain those
patents. Many firms, however, opt for alternative methods, such as secrecy, to protect their innovations
(Cohen et al., 2000). Additionally, a firm may cite a patent in its documentation, but the patent holder
may never enforce it, or the patent itself may not be valid. Furthermore, firms may engage in IP-related
negotiations with other patent owners without citing those patents. Nevertheless, as Ziedonis (2004) points
out, there is little reason to believe that these limitations introduce systematic biases that favour certain
types of firms, such as those with higher capital intensity. While these imperfections exist, they are unlikely
to distort the overall purpose of the measure.
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technological proximity between firms i and j (Jaffe, 1986; Bloom et al., 2013; Noel and

Schankerman, 2013). Spillovers may raise productivity through knowledge diffusion when

firms possess absorptive capacity, but may also reduce private returns if rival innovation

intensifies competition.

Technological proximity is computed using firms’ location vectors Si = {si1, si2, ..., siN},

which summarize the distribution of patent citations across N technology classes (Noel and

Schankerman, 2013). Specifically, sik denotes the share of citations made by firm i in class

k. I use 4-digit Cooperative Patent Classification (CPC 4) technology classes.7 Following

Bloom et al. (2013) and Noel and Schankerman (2013), technological proximity is measured

using the uncentered correlation coefficient between firms’ location vectors:

ρij =
S ′
iSj

(S ′
iSi)1/2(S ′

jSj)1/2
, (8)

which weights spillovers by technological overlap (Jaffe, 1986).8

Market structure is controlled for using the logarithm of firm market share (logMShareit)

and the logarithm of the Herfindahl–Hirschman Index (logHHIit), both constructed at the

four-digit SIC level. Changes in a firm’s market share can result in a reallocation from less

efficient firms to more efficient ones, thus impacting firm productivity (Baldwin and Gu,

2004). Moreover, in more concentrated markets, weaker competitive pressure may allow

managerial slack, inefficient production, and slower adoption of cost-reducing technologies,

leading to lower productivity. In contrast, greater competitive pressure in less concentrated

markets increases the threat of entry and survival pressure, incentivizing firms to operate

more efficiently and adopt productivity-enhancing innovations (Nickell, 1996; Aghion et al.,

2005). Market share is computed as firm sales in year t divided by total sales in its primary

7The CPC 4 technology classes are defined jointly by the U.S. Patent and Trademark Office and the
European Patent Office. My data contains 677 distinct CPC 4 technology classes.

8This measure is continuous and bounded between 0 and 1. Values close to 1 indicate that two firms
allocate their innovative efforts to similar technology classes (high alignment of vectors), while a value of
0 indicates completely unrelated technological portfolios (orthogonal vectors). The proximity measure is
symmetric: ρij = ρji.
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SIC4 industry.9

Firm size (logSizeit), measured as the logarithm of sales, captures scale and organiza-

tional capacity (e.g., Bloom and Van Reenen, 2007). Firm age (logFirmAgeit), measured

as years since listing, captures life-cycle dynamics (Demirel and Mazzucato, 2012; Brown et

al., 2009).

Firm fixed effects µi absorb time-invariant heterogeneity such as baseline technological

capability, while year fixed effects λt capture aggregate shocks and technological trends.

Standard errors are clustered at the firm level. Equation (4) is estimated using a within-firm

estimator to account for unobserved time-invariant firm heterogeneity.

2.4 Addressing Endogeneity with a Shift–Share (Bartik) Instru-

ment for AI Innovation

A central concern is that a firm’s AI patent share may be endogenous. More productive firms

may be better positioned to invest in AI, and unobserved managerial or organizational factors

may jointly drive productivity and AI reorientation. To address this issue, I implement a

shift–share (Bartik) instrumental-variable strategy following Bartik (1991) and Goldsmith-

Pinkham et al. (2020).

The instrument exploits cross-firm differences in predetermined exposure to eight AI tech-

nology classes—machine learning, evolutionary computation, natural language processing,

vision, speech, knowledge processing, planning and control, and AI hardware—and interacts

them with aggregate shocks to those classes. Formally,

Zit =
∑
c

Exposurepreic × AIGrowthct, (9)

where Exposurepreic is firm i’s share of patents in AI technology class c during a pre-period

9This method of calculating market share follows Blundell et al. (1999), who employ sales in the primary
SIC3; Giroud and Mueller (2010), who use sales in the primary SIC2 and SIC4; and Duso et al. (2014), who
utilize sales in the primary SIC4.
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baseline (1980–2009), and AIGrowthct is the aggregate growth of AI patenting in class c at

time t, constructed using a leave-one-out procedure that excludes firm i. Exposure shares

are predetermined, while the aggregate growth reflects common technological opportunities

plausibly exogenous to firm-level productivity. Therefore, my instrumental variable approach

will have the following first and second stages, respectively:

log(AIShare)it = πZit +X ′
itγ + µi + λt + εit, (10)

log(Productivityit) = β1
̂log(AIShare)it + β2 log(CitePatSock/L)it + β3 log(R&DStock/L)it

+ β4 logFit + β5 log(K/L)it +X ′
itδ + µi + λt + εit,

(11)

The historical evolution of AI strengthens the design. Prior to 2010, AI was a niche

technology, and aggregate shocks were economically small, and the Bartik instrument is

empirically weak in this early period. This weakness is itself informative: it is consistent

with AI not yet constituting a major technological opportunity that could meaningfully shape

firm behaviour. After 2010, however, breakthroughs in deep learning, large-scale data, and

computing power transformed AI into a general-purpose technology. In this later period, the

Bartik instrument becomes strong and predictive precisely when AI becomes economically

meaningful, supporting the interpretation that it captures exogenous shifts in technological

opportunity rather than endogenous firm responses.10

Intuitively, firms historically specialized in specific AI domains experience larger predicted

increases in AI orientation when those domains expand at the aggregate level. Variation in

AI intensity is thus driven by common technological progress interacting with predetermined

portfolios, not by firm-specific productivity dynamics. Conditional on firm and year fixed

effects and rich controls, identification relies on aggregate AI trends being orthogonal to

10https://insightfulai.co.uk/a-brief-history-of-ai-key-milestones-and-innovations/ (Last accessed: Jan 23,
2026).
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firm-level productivity shocks.

The Bartik approach also mitigates measurement error. Firm-year AI patent shares may

be noisy, particularly when patent counts are small. The instrument replaces this variation

with a predicted component based on long-run exposure and aggregate trends, reducing

attenuation bias.

Although commonly used in labor and regional economics, shift–share instruments are

increasingly applied in innovation contexts (e.g., Aghion et al., 2019; Acemoglu et al., 2020;

Bloom et al., 2013; Kogan et al., 2017; Autor et al., 2014). In this setting, AI represents the

external technological force, and firms’ historical portfolios determine their sensitivity to its

expansion.

Overall, this design isolates the causal impact of shifts toward AI-oriented innovation

from endogenous firm bahaviour. Importantly, the IV strategy instruments for variation

in AI intensity among patenting firms, identifying the intensive margin of technological

reorientation rather than the discrete adoption decision.

3 Data

I construct a panel of publicly traded U.S. firms over 1980–2021 by merging Compustat North

America Fundamentals Annuals, Discern 2.0.1 patent–firm linkages, PatentsView citation

data, and the USPTO Artificial Intelligence Patent Dataset (AIPD2023). In Compustat,

which provides annual firm-level financial information for U.S. public firms,11 I restrict the

sample to firms headquartered in the United States with at least three consecutive years of

activity in Compustat, following Arora et al. (2024). This yields an unbalanced panel of

23,619 firms and 252,360 firm-year observations. Patent data come from Discern, which links

U.S. utility patents to Compustat firms while accounting for name changes, subsidiaries, and

mergers.12 After merging Compustat with Discern, 1,865,424 patents are linked to sample

11Publicly traded firms include those listed on the New York Stock Exchange, American Stock Exchange,
and regional exchanges, as well as over-the-counter firms traded on NASDAQ.

12Detailed descriptions of the Discern dataset are provided in Arora et al. (2024).
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firms.

I augment these data with citation information from PatentsView, covering 149,301,482

citations associated with 8,596,058 patents over 1980–2022. Using citation data, I construct

citation-weighted patent stocks as measures of innovative output, explained in Section 2,

and apply truncation corrections following Hall et al. (2005), as detailed in the Appendix.

PatentsView also provides Cooperative Patent Classification (CPC) codes; using subclass-

level CPC classifications (CPC 4), the merged data span 677 technology classes that are used

to construct measures of technological relatedness in R&D spillovers. After merging Com-

pustat, Discern, and PatentsView, the dataset contains 8,036 firms and 111,082 firm-year

observations. After merging Compustat, Discern, and PatentsView, the resulting dataset

contains 8,036 firms and 111,082 firm-year observations over the period 1980–2021.

AI-related patents are identified using AIPD2023,13 which assigns each patent a predicted

probability of belonging to the AI category based on a multi-step deep learning methodology

of Abood and Feltenberger (2018) and Giczy et al. (2022). The dataset proposes three

probability thresholds — 50%, 86%, and 93% — to classify patents as AI-related. For

example, under the 86% threshold, a patent is classified as AI if its predicted probability is

greater than or equal to 86%; otherwise, it is classified as non-AI. Lower thresholds classify

more patents as AI, while higher thresholds increase precision but reduce recall by excluding

patents with intermediate probabilities. Following Pairolero et al. (2025), I adopt the 86

percent probability threshold as the baseline definition of AI patents and report robustness

checks using the 50 percent and 93 percent thresholds. Restricting attention to granted

patents and merging all datasets yields 7,842 firms and 104,456 firm-year observations.

The key explanatory variable is the share of AI patents in a firm-year, defined as AI

patents divided by total patents. Because this measure captures the direction of innovative

effort, it is defined only for firms engaged in patenting activity. Accordingly, the baseline

13The choice of AIPD is motivated by Giczy et al. (2022), who benchmarked AIPD against several alterna-
tive approaches in the literature, including the classification and keyword methods proposed by Cockburn et
al. (2019) and WIPO (2019), and show that AIPD substantially outperforms these alternatives in identifying
AI patents.
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empirical analysis focuses on patenting firms and exploits within-firm variation in the al-

location of innovation toward AI — that is, the intensive margin of AI orientation. Firms

that never patent or that do not engage in innovative activity do not contribute identifying

variation for this measure.

The regression sample further requires the availability of financial variables, patent mea-

sures, AI classifications, and market-structure controls. The resulting estimation sample

consists of 2,086 firms and 12,227 firm-year observations over 1980–2021. As is typical in

long-horizon panels linking financial and patent data, the panel is unbalanced. This sample

reflects the subset of firms for which both innovative activity and its technological composi-

tion are observed. Identification relies on within-firm changes over time. In Section 4, I also

examine specifications that distinguish between the extensive margin of AI adoption (entry

into AI patenting) and the intensive margin (changes in AI share), confirming that the main

results are driven by shifts in the direction of innovation rather than by initial adoption

episodes.

Descriptive statistics for the estimation sample are reported in Table 1. AI patents

account for 30 percent of total patenting on average (median 0.17), indicating a right-skewed

distribution in which some firms are highly specialized in AI. Firms are R&D-intensive, with

substantial dispersion in citation-weighted patent stocks per worker. Market concentration

varies across industries (mean HHI = 0.33). Firms also exhibit a high degree of patent

ownership fragmentation (mean 0.84; median 0.90), suggesting that innovation frequently

occurs in technologically congested environments.

Figure 1 illustrates the diffusion and distribution of AI-oriented innovation. Panel A

shows that AI-oriented innovation accelerates around 2010, coinciding with major advances

in modern machine learning and the broader diffusion of AI technologies. The interquartile

range also widens over time, indicating increasing heterogeneity in firms’ AI orientation.

Panel B shows substantial heterogeneity in firms’ AI orientation. Most firm-year observations

exhibit relatively low AI patent shares, while a smaller subset of firms is highly specialized
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in AI technologies. The right-skewed distribution suggests that AI-oriented innovation is

concentrated among a limited group of firms, providing meaningful within-sample variation

for identification.

Table 1: Descriptive Statistics: AI-Adopting Patenting Firms

Variable Description Obs Mean Median Std. Dev. Min Max
Productivityit Sales per 12,227 331.09 256.92 402.96 0.02 12,302.89

employee
AIShareit Share of AI 12,227 0.30 0.17 0.31 0.002 1.00

patents in
total patents

(CitePatStock/L)it Citation- 12,227 20,908.74 3,246.01 145,062.50 0.60 6,370,407
weighted
patent stock
per employee

(PatentStock/L)it Patent stock 12,227 83.52 23.31 315.50 0.01 14,650
per employee

(R&DStock/L)it R&D stock 12,227 165.38 90.20 368.04 0.36 15,843.69
per employee

R&DSpilloverit Technological 12,227 100,675 74,250 82,416 371 468,162
R&D spillover

Fit Fragmentation 11,841 0.84 0.90 0.19 0.00 0.99
index

(K/L)it Capital–labor 12,227 173.77 93.35 479.48 2.25 13,258.94
ratio

Sizeit Sales 12,227 8,125.58 991.03 25,335.91 0.01 469,822
(million USD)

MShareit Market Share 12,227 0.19 0.04 0.28 0.00 1.00
HHIit Herfindahl 12,227 0.33 0.25 0.23 0.05 1.00

index
FirmAgeit Years since 12,227 15.38 13.00 10.70 1 42

listing

Notes: This table reports descriptive statistics for the regression sample of AI-adopting patenting public U.S. firms
observed between 1980 and 2021. The sample consists of 12,227 firm-year observations. AIShareit is constructed using
the 86% probability threshold from AIPD2023. Citation-weighted patent stock and R&D stock are constructed using
a perpetual-inventory method with a 15% depreciation rate. Fragmentation is the Ziedonis (2004) patent ownership
index. Market share and HHI are computed at the SIC4-year level.
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Figure 1: Diffusion and Distribution of AI-Oriented Innovation. Panel A plots the
annual mean of (AIShare)it among AI-adopting patenting firms between 1980 and 2021.
The shaded region represents the interquartile range. Panel B displays the cross-sectional
distribution of (AIShare)it across firm-year observations in the regression sample.
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4 Results

Table 2 reports baseline and selected sensitivity estimates of the effect of shifting a firm’s

innovation portfolio toward AI, measured by log(AIShare)it, on labor productivity. The

specifications are estimated on AI-adopting patenting firms and therefore identify the inten-

sive margin of AI-oriented innovation within firms. Columns (1)–(5) use panel estimators;

Hausman tests support fixed effects. All models include controls for market share, capi-

tal–labour ratio, size, age, and market concentration (in logs), as well as year fixed effects.

Columns (2) and (3) additionally control for innovation intensity using citation-weighted

patent stock and R&D stock per employee. Column (4) replaces citation-weighted patents

with patent stock per employee log(PatentStock/L)it. Column (5) replaces firm fixed effects

with industry (SIC4) fixed effects. Standard errors are clustered at the firm level; results are

robust to industry clustering.

Across all specifications, the coefficient on log(AIShare)it is positive and statistically

significant. Because identification relies on within-firm variation among patenting firms, the

estimates capture sustained reallocation of innovative effort toward AI rather than initial

entry into AI patenting. The results therefore indicate that, among firms with comparable

R&D intensity and overall patenting activity, firms that become more AI-oriented experience

higher labour productivity.

This pattern is consistent with AI-enhanced process improvements—such as prediction,

optimization, and automation—and with complementarities between AI technologies and co-

investments in data, organization, and skills. While ICT investment is not directly observed

in the data, the inclusion of firm and time fixed effects together with detailed innovation

controls mitigates concerns that the estimates simply reflect general digitalization trends.

Control variables behave in line with prior productivity evidence. The capital–labour

ratio (log(K/L)it) is positive and highly significant across all columns of Table 2, indi-

cating capital deepening raises labour productivity. Firm size (logSizeit) also enters posi-

tively, consistent with scale advantages. Market share is positive in firm fixed-effects models
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(Columns 1-4) but becomes insignificant under industry fixed effects (Column 5), suggest-

ing that productivity advantages largely operate at the firm level rather than across firms

within industries. Market concentration (log(HHI)it) is generally negative and significant

in firm fixed-effects models, consistent with competitive pressure enhancing efficiency. Firm

age (logF irmAgeit) enters negatively, suggesting organizational inertia or slower technology

adoption among older firms.

Measures of innovative activity are economically meaningful. Citation-weighted patent

stock intensity (log(CitePatSock/L)it) and R&D stock intensity (log(R&DStock/L)it) are

positive and highly significant in Columns (2) and (3), confirming that broader innova-

tive activity independently raises productivity. Using alternative patent stock measure

(log(PatentStock/L)it) in Column (4) yields similar conclusions, indicating that the produc-

tivity effect of innovation is not driven by the specific construction of the patent measure.

Patent ownership fragmentation (logFit) enters negatively and significantly, indicating

that more fragmented technological environments are associated with lower productivity,

consistent with higher transaction costs, coordination failures, and weaker appropriability.

The R&D spillover (logR&DSpilloverit) is negative in most specifications, suggesting that

external innovation by technologically proximate firms may intensify competitive pressure

or reduce appropriability. The indicator for missing fragmentation (MissingFit) is positive,

reflecting systematic differences between firms for which fragmentation is observed and those

for which it is missing.

Finally, Column (5) shows that the positive effect of AI-oriented innovation persists under

industry fixed effects. The result is also robust to including industry-by-year fixed effects

(coefficient = 0.034, standard error = 0.008), confirming that the productivity gains are not

driven solely by persistent firm-level heterogeneity.
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Table 2: AI Innovation and Labor Productivity: Baseline Results

log(Productivity)it (1) (2) (3) (4) (5)

log(AIShare)it 0.044*** 0.059*** 0.053*** 0.055*** 0.089***
(0.008) (0.008) (0.007) (0.008) (0.012)

log(CitePatStock/L)it 0.074*** 0.078*** 0.065***
(0.013) (0.013) (0.010)

log(PatentStock/L)it 0.057***
(0.017)

log(R&DStock/L)it 0.308*** 0.306*** 0.316*** 0.178***
(0.029) (0.028) (0.029) (0.016)

logFit -0.173*** -0.161*** -0.312***
(0.035) (0.034) (0.046)

logR&DSpilloverit -0.099*** -0.085*** -0.085*** -0.093***
(0.013) (0.013) (0.013) (0.016)

log(K/L)it 0.249*** 0.064*** 0.065*** 0.069*** 0.090***
(0.026) (0.025) (0.024) (0.025) (0.021)

logSizeit 0.213*** 0.292*** 0.294*** 0.284*** 0.241***
(0.029) (0.031) (0.031) (0.031) (0.021)

logMShareit 0.077*** 0.114*** 0.117*** 0.118*** -0.007
(0.025) (0.026) (0.026) (0.027) (0.020)

log(HHI)it -0.071*** -0.059** -0.058** -0.057* -0.022
(0.026) (0.029) (0.029) (0.030) (0.024)

logFirmAgeit -0.099*** -0.133*** -0.129*** -0.117*** -0.103***
(0.025) (0.027) (0.027) (0.029) (0.016)

MissingFit 0.103*** 0.083*** 0.198***
(0.030) (0.029) (0.039)

Firm Fixed Effects Yes Yes Yes Yes No
Industry Fixed Effects No No No No Yes
Year Fixed Effects Yes Yes Yes Yes Yes

Observations 14,511 12,227 12,227 12,249 12,227
R-squared 0.603 0.699 0.702 0.697 0.673

Notes: Standard errors are clustered at the firm level and reported in parentheses.
Columns (1)–(4) are estimated using firm fixed effects; Column (5) uses industry fixed
effects (SIC4) instead. ∗∗∗, ∗∗, and ∗ denote statistical significance at the 1%, 5%, and
10% levels, respectively.
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4.1 Robustness Checks

This section evaluates the robustness of the baseline relationship between AI-oriented inno-

vation (log(AIShare)it) and firm productivity (logProductivityit) across a range of alterna-

tive specifications. Specifically, I examine sensitivity to alternative AI patent-classification

thresholds, timing assumptions and dynamic effects, alternative measures of AI investment,

placebo tests distinguishing experimentation from sustained AI commitment, sample re-

strictions, alternative productivity measures, and potential multicollinearity among controls.

Across all exercises, as shows in Table 3, the core finding remains unchanged relative to the

baseline results in Column (1): productivity gains arise when firms reallocate innovative

effort toward AI rather than from simple experimentation, entry into AI patenting, or the

accumulation of AI-related patent stocks.

I first examine sensitivity to the threshold used to classify AI-related patents. Columns

(2) and (3) of Table 3 re-estimate the baseline specification in equation (4) using more

inclusive (50%) and more restrictive (93%) AI classification cut off, denoted log(AIShare)it50

and log(AIShare)it93, explained in Section 3. Across both cut off points, the estimated

coefficients remain positive, highly statistically significant, and similar in magnitude to the

baseline estimate reported in Column (1) of Table 3, indicating that the results are not driven

by a particular patent-classification rule. Similar insensitivity to technology-classification

thresholds has been documented in studies of digital and general-purpose technologies, such

as Bloom et al. (2013) and Bessen et al. (2022).

To address concerns about simultaneity and delayed adjustment, I replace contempora-

neous AI patent share with its one-year lag (log(AIShare)it−1). The coefficient on lagged

AI share remains positive and statistically significant (0.007, Std.Error=0.043), with a mag-

nitude comparable to the baseline estimate in Column (1) of Table 3, suggesting that shifts

toward AI-oriented innovation precede productivity improvements. Using lagged technol-

ogy measures to mitigate reverse causality and capture delayed effects is standard in the

innovation and productivity literature (Aghion et al., 2019; Acemoglu et al., 2020), and the
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stability of the coefficient reinforces the causal interpretation of the baseline results.

Following the event-study/distributed-lag approach (e.g., Clarke, 2021; Miller et al., 2023;

Schmidheiny and Siegloch, 2019), I further estimate a dynamic specification that augments

equation (4) with two leads and two lags of the AI intensity variable, (log(AIShare)it), to

assess pre-trends/anticipation and allow for delayed effects. The estimated coefficients on fu-

ture AI shares are small and statistically insignificant (log(AIShare)it+1: 0.002, Std.Error=0.008;

log(AIShare)it+2: 0.008, Std.Error=0.009), providing no evidence of pre-trends or anticipa-

tory productivity effects. In contrast, the coefficient on the second lag of AI intensity is

positive and statistically significant (0.017, Std.Error=0.007), while the first lag is smaller

and imprecisely estimated (0.006, Std.Error=0.007). This pattern indicates that productivity

gains from AI-oriented innovation materialize with a delay of roughly two years, consistent

with organizational adjustment costs, learning, and complementary investments required for

AI adoption to translate into higher productivity.

To distinguish between the direction of innovation and the scale of accumulated AI in-

vestments, Column (4) of Table 3 replaces AI patent share (log(AIShare)it) with an AI

patent knowledge stock, log(AIStock)it in equation (4), constructed using the perpetual-

inventory method explained in Section 2 with a 15 percent depreciation rate. In contrast to

the positive and significant share effect reported in Column (1), the estimated coefficient on

AI patent stock is negative and statistically significant. This contrast is informative rather

than contradictory. While AI share captures a reallocation of innovative effort toward AI

technologies, AI stock reflects cumulative investments that may involve substantial experi-

mentation, organizational restructuring, and integration costs. Think of a firm that buys AI

tools and files many AI patents but has not yet fully integrated AI into its business. That

may create adjustment costs at first. Productivity improves when AI becomes part of the

firm’s long-run innovation strategy. Similar distinctions between innovation direction and

accumulated knowledge are emphasized in the broader innovation literature (Aghion et al.,

2005; Brynjolfsson et al., 2021).
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To test whether simple entry into AI innovation drives the baseline results, I replace AI

patent share with a dummy indicating whether a firm files at least one AI-related patent in a

given year (AIDummyit). The coefficient on this AI adoption indicator in Column (5) of Ta-

ble 3 is negative and statistically significant, suggesting that initial entry into AI innovation

may involve short-run productivity costs associated with experimentation, organizational

adjustment, and complementary investments. In contrast to the positive coefficient on AI

patent share in the baseline specification, this result indicates that the productivity gains

documented in the paper are not driven merely by firms entering AI patenting activity.

Rather, they appear to reflect deeper and more sustained shifts in firms’ innovation orien-

tation toward AI. Section 4.3 further examines these mechanisms by distinguishing formally

between the extensive and intensive margins of AI-oriented innovation (Brynjolfsson et al.,

2021; Tambe, 2014).

I also examine whether the results are driven by specific time periods or extreme ob-

servations. Restricting the sample to the post-2010 period— when AI technologies became

economically consequential— yields a positive and statistically significant elasticity of la-

bor productivity with respect to AI patent share (0.018, Std. Error=0.009), confirming that

within-firm shifts toward AI-intensive innovation remain productivity-enhancing in the mod-

ern AI era (Agrawal et al., 2019). Excluding outliers or observations with AI patent shares

above the 99th percentile likewise leaves the estimated coefficient positive, statistically sig-

nificant, and quantitatively similar to the baseline (0.053, Std. Error=0.007), indicating that

the results are not driven by a small number of extreme innovators (Bloom et al., 2013; De

Loecker et al., 2016).

To assess sensitivity to the choice of productivity measure, Table 4 re-estimates the

baseline specification in equation (4) using alternative productivity proxies. Columns (2) and

(3) employ total factor productivity (TFP) measures constructed using a fixed-effects Solow

residual and a structural Levinsohn–Petrin estimator implemented following Ackerberg et al.

(2015). The Solow-style TFP proxy is obtained from a Cobb–Douglas production function
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Table 3: Robustness Checks
log(Productivity)it (1) (2) (3) (4) (5)

log(AIShare)it 0.053***
(0.007)

log(AIShare)it50 0.052***
(0.008)

log(AIShare)it93 0.050***
(0.007)

log(AIStock)it -0.003***
(0.001)

AI Dummyit -0.142***
(0.009)

Controls Yes Yes Yes Yes Yes
Firm Fixed Effects Yes Yes Yes Yes Yes
Year Fixed Effects Yes Yes Yes Yes Yes

Observations 12,227 15,187 11,783 19,527 36,146
R-squared 0.702 0.704 0.704 0.695 0.744

Notes:The dependent variable is log(Productivity)it, measured as the logarithm of sales
per employee. Standard errors are clustered at the firm level and reported in parentheses.
Columns are estimated using firm fixed effects. log(AIShare)it is the log share of AI
patents in the firm-year. log(AIShare)it50 and log(AIShare)it93 apply alternative cut
off thresholds in constructing AI-related patents. log(AIStock)it is the logarithm of the
stock of AI patents. AI Dummyit equals one if the firm has at least one AI patent in
year t. All controls in 4 are included. ∗∗∗, ∗∗, and ∗ denote statistical significance at the
1%, 5%, and 10% levels, respectively.
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with firm fixed effects, where output is measured as the logarithm of sales, capital as the

logarithm of net property, plant, and equipment, and labour as the logarithm of employment;

the regression residual captures firm-level TFP and is widely used as a transparent proxy for

productivity (e.g., Griliches and Mairesse, 1995; Bloom et al., 2013). The Levinsohn–Petrin

measure instead uses intermediate inputs to proxy for unobserved productivity shocks and

address simultaneity in input choices; following Ackerberg et al. (2015), labour is treated

as a freely adjustable input and capital as a state variable, thereby addressing potential

identification concerns in production-function estimation. Column (4) uses log value added

per worker, defined as firm-level sales net of intermediate inputs and operating expenses

divided by employment (e.g., Hall, Mairesse, and Mohnen, 2009; De Loecker and Warzynski,

2012). Across all measures, the coefficient on AI patent share (log(AIShare)it) remains

positive and statistically significant, with magnitudes comparable to the baseline labour-

productivity specification in Column (1), indicating that the results are not driven by scale

effects, labour intensity, or the choice of productivity metric.

Table 4: AI-Oriented Innovation and Alternative Productivity Measures

(1) (2) (3) (4)
Labor Prod. TFP (FE) TFP (LP/ACF) Value Added

log(AIShare)it 0.053∗∗∗ 0.053∗∗∗ 0.040∗∗∗ 0.056∗∗∗

(0.007) (0.007) (0.007) (0.016)
Controls Yes Yes Yes Yes
Firm FE Yes Yes Yes Yes
Year FE Yes Yes Yes Yes
Observations 12,227 12,225 12,217 9,499
R-squared

Notes:Each column reports the coefficient on the firm-level share of AI-related patents
from a fixed-effects regression using a different productivity measure in the logarithm
format as the dependent variable. Column (1) reports the baseline labour productivity
specification. All controls in 4 are included. Standard errors are clustered at the firm
level and reported in parentheses. Column (2) uses a Solow-style total factor produc-
tivity (TFP) proxy obtained as the residual from a Cobb–Douglas production function
estimated with firm fixed effects. Column (3) reports results using a structural TFP
measure estimated via the Levinsohn–Petrin approach with timing assumptions follow-
ing Ackerberg et al. (2015). Column (4) uses log value added per worker, defined as
sales net of intermediate inputs and operating expenses divided by employment. ∗∗∗, ∗∗,
and ∗ denote statistical significance at the 1%, 5%, and 10% levels, respectively.
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As a placebo test, I replace AI patent share with the firm’s share of non-AI patents.

The estimated coefficient is small and statistically insignificant (0.022, Std. Error=0.021),

indicating that productivity gains are not associated with shifts toward non-AI innovation

and reinforcing the interpretation that the results reflect the direction of technological change

toward AI rather than general patenting activity per se (Acemoglu et al., 2016; Aghion et

al., 2019).

Finally, I assess whether the results are sensitive to potential multicollinearity among

controls by excluding measures of market share, industry concentration, and patent frag-

mentation following Autor et al. (2014) and Bloom et al. (2013). The estimated coefficient

on AI patent share remains unchanged (0.060, Std.Error=0.008), confirming that the baseline

results are not driven by any particular control variable or by collinearity among measures

of market structure and technological environment.

4.2 Shift–Share (Bartik) IV Evidence on the Productivity Effects

of AI-Oriented Innovation

This section reports instrumental-variables estimates of the causal effect of log(AIShare)it on

labour productivity (logProductivityit) using a Bartik (shift–share) design in Table 5. The

variable log(AIShare)it is instrumented with a post-2010 AI opportunity shock interacted

with predetermined, pre-2010 technological exposure. All specifications across columns (1)

to (3) of Table 5 include the controls in equation (4) as well as firm and year fixed effects,

with standard errors clustered at the firm level. Estimation follows the Bartik IV method

described in Section 2.4.

Column (1) of Table 5 presents the main IV results (2010–2021; baseline exposure

1980–2009). The first stage is strong: the coefficient on the Bartik instrument (bartikIVit) is

large and highly significant (0.590, Std.Error=0.119), and the first-stage F-statistic (24.78)

exceeds conventional weak-instrument thresholds. Underidentification is rejected (Kleiber-

gen–Paap LM p=0.000). In the second stage, the instrumented coefficient on log(AIShare)it,
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reported in column (1) of Table 5, is 0.377 (Std.Error = 0.157), statistically significant at the

5 percent level. This implies that a 1% increase in the share of AI patents in a firm’s inno-

vation portfolio raises labour productivity by about 0.38%. The magnitude of this estimate

is substantially larger than the corresponding fixed-effects estimates in Table 2, suggesting

that conventional within-firm regressions may understate the true causal effect of AI due to

measurement error and endogenous adoption. The IV estimate isolates variation driven by

exogenous shifts in AI technological opportunities.

Columns (2) and (3) of Table 5 provide robustness checks. In column (2), AI intensity

is reconstructed using a truncation-adjusted denominator for total patent counts. The esti-

mated effect of AI (log(AdjAIShare)) remains unchanged: the coefficient on instrumented

AI share variable is 0.380 (Std.Error=0.158), confirming that the results are not sensitive

to right-truncation in patent grants. Column (3) restricts the sample to 2010–2018, exclud-

ing years most affected by patent truncation. The estimated coefficient increases to 0.736

(Std.Error=0.327) and remains statistically significant, consistent with stronger productivity

gains during the period when modern AI technologies diffused rapidly.

Overall, the results in Table 5 provide strong evidence that AI-oriented innovation has a

causal and economically meaningful effect on firm productivity. The strong first stage after

2010 and the stability of the second-stage estimates across alternative measures and sample

windows support the interpretation that the Bartik instrument captures exogenous shifts

in technological opportunities rather than endogenous firm behaviour. While the baseline

analysis focuses on the intensive margin of AI-oriented innovation among patenting firms,

the next section examines whether productivity gains arise from deeper AI orientation or

from the initial decision to enter AI patenting by distinguishing the intensive and extensive

margins of AI innovation.
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Table 5: Bartik IV Estimates of AI-Oriented Innovation and Labour Productivity

(1) (2) (3)
Main IV Robustness 1 Robustness 2
2010–2021 2010–2021 2010–2018

Second Stage:
Endogenous AI Share 0.377*** 0.380*** 0.736**

(0.157) (0.158) (0.327)
First Stage:
bartikIVit 0.590*** 0.587*** 0.611***

(0.119) (0.118) (0.193)
First-Stage F 24.78 24.55 10.03
Firm FE Yes Yes Yes
Year FE Yes Yes Yes
Observations 3,655 3,655 2,847

Notes: Clustred standard errors are at the firm level in parentheses.

***, ** denote significance at the 1% and 5% levels, respectively.

4.3 Extensive and Intensive Margin Effects of AI-Oriented Inno-

vation

The baseline specification in equation (4) identifies the intensive margin of AI-oriented inno-

vation by restricting the sample to firms that already engage in AI patenting and exploiting

within-firm changes in patent portfolio composition. Column (1) of Table 6 shows that

greater AI orientation among AI-adopting firms significantly increases labour productivity.

Quantitatively, a 10% increase in AI patent share raises productivity by approximately 0.5%,

holding constant the scale and quality of innovation and other firm characteristics. This find-

ing indicates that deeper reallocation of innovative effort toward AI is productivity-enhancing

conditional on AI adoption.

To examine the extensive margin of AI innovation, Column (2) of Table 6 replaces AI

patent share with an AI adoption indicator (AIDummyit) using the full sample of patenting

firms, including firms with no AI patenting activity. Consistent with the robustness analysis

in Section 4.1, the coefficient on the AI adoption indicator is negative and statistically signifi-

cant, suggesting that initial entry into AI patenting is associated with short-run productivity

reductions. This pattern is consistent with adjustment costs, organizational frictions, ex-

28



perimentation, and complementary investments required for implementing general-purpose

technologies such as AI.

Column (3) formally decomposes the extensive and intensive margins by including both

the AI adoption indicator and AI intensity conditional on adoption. The results show that the

negative productivity effect is concentrated in the extensive margin, while the intensive mar-

gin remains positive and economically meaningful. In other words, the initial transition into

AI patenting is associated with temporary productivity costs, but sustained reallocation of

innovative effort toward AI among adopting firms increases productivity. This pattern aligns

with directed technical change and general-purpose technology frameworks (Acemoglu, 1998,

2002; Bresnahan and Trajtenberg, 1995), which emphasize that productivity gains emerge

only after complementary investments, organizational learning, and successful integration of

new technologies into firms’ innovation processes.

Overall, the decomposition indicates that productivity gains from AI-oriented innovation

arise not from simple entry into AI patenting, but from deeper and more sustained AI engage-

ment once firms move beyond the initial adoption stage. This distinction also helps clarify

the interpretation of the IV results in Section 4.2. Because the Bartik instrument captures

exogenous shifts in AI technological opportunities among firms with differing pre-existing ex-

posure to AI technologies, it primarily identifies sustained increases in AI orientation among

adopting firms rather than the initial adoption decision itself. Accordingly, the IV estimates

are best interpreted as identifying the causal productivity effects of the intensive margin of

AI-oriented innovation.

4.4 Heterogeneous Impacts of AI-Oriented Innovation

To examine when AI-oriented innovation generates larger productivity gains, I estimate fixed-

effects regressions that interact AI intensity (log(AIShare)it) with firm- and market-level

characteristics capturing organizational commitment, technological scope, and competitive

conditions (Table 7). All specifications include the controls from equation (4) as well as firm
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Table 6: Extensive and Intensive Margin Effects of AI-Oriented Innovation

log(Productivity)it (1) (2) (3)
log(AIShare)it 0.053∗∗∗

(0.007)
AI Dummyit -0.142∗∗∗ -0.207∗∗∗

(0.009) (0.013)
log(1 + AIShare)it 0.353∗∗∗

× AI Dummyit (0.042)
Controls Yes Yes Yes
Firm Fixed Effects Yes Yes Yes
Year Fixed Effects Yes Yes Yes
Observations 12,227 36,146 36,146
R-squared 0.702 0.744 0.745

Notes: The dependent variable is log(Productivity)it, measured as the log-
arithm of sales per employee. Standard errors are clustered at the firm level
and reported in parentheses. All controls in equation (4) are included. Col-
umn (1) estimates the intensive margin of AI-oriented innovation using only
AI-adopting patenting firms. Column (2) estimates the extensive margin using
an AI adoption indicator and the full sample of patenting firms. Column (3)
jointly estimates the extensive and intensive margins by including both the AI
adoption indicator and AI intensity conditional on adoption. All specifications
include firm and year fixed effects. ∗∗∗, ∗∗, and ∗ denote statistical significance
at the 1%, 5%, and 10% levels, respectively.

and year fixed effects. Column (1) reports the baseline estimate.

Column (2) of Table 7 allows the productivity effect of AI (log(AIShare)it) to vary with

persistence in AI activity (Persistenceit), defined as an indicator variable equal to 1 if a

firm has at least three consecutive years of AI patenting. Among firms without persistent AI

engagement, the elasticity of labour productivity with respect to AI patent share is 0.038.

For firms with persistent AI activity, the total effect increases to 0.057 (Std. Error=0.008),

with the interaction term positive and statistically significant. This pattern suggests that AI

generates larger productivity gains when AI engagement is sustained rather than episodic,

consistent with learning-by-doing, organizational adjustment costs, and the accumulation

of AI-specific human capital. These results align with evidence that productivity gains

from advanced technologies depend critically on complementary organizational investments

and experience (Bresnahan et al., 2002). Taken together, the findings also support the

extensive–intensive margin interpretation developed earlier.
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Column (3) in Table 7 examines heterogeneity with respect to AI diversity (Diversityit),

measured as the number of distinct AI technology fields in which a firm patents (machine

learning, evolutionary computation, natural language processing, vision, speech, knowledge

processing, planning and control, and AI hardware). The interaction between AI intensity

and diversity is positive and statistically significant. For firms with minimal AI scope,

the productivity elasticity is 0.056, and each additional AI technology field increases this

elasticity by about 0.014, yielding a total effect of 0.071 (Std. Error=0.008). This finding

suggests that AI-oriented innovation is more productive when deployed across a broader set

of technological domains, consistent with AI functioning as a general-purpose technology

whose returns are amplified by scope, recombination, and complementarities across tasks

(Bresnahan and Trajtenberg, 1995; Cockburn et al. , 2018).

Column (4) in Table 7 interacts AI intensity with product market concentration, mea-

sured by the logarithm of the market HHI (logHHIit). This variable is explained in Section

2. Although the interaction term itself is not statistically significant, evaluating the total ef-

fects across the HHI distribution reveals meaningful heterogeneity. In relatively competitive

industries (25th percentile of HHI), a 1% increase in AI patent share raises labour produc-

tivity by 0.053% (Std. Error=0.010) in total effect. In more concentrated industries (75th

percentile), the elasticity rises to 0.063 (Std. Error=0.009), suggesting somewhat stronger

gains in concentrated markets. Therefore, the weaker competitive pressure may increase the

appropriability of AI-driven gains or allow firms to leverage AI strategically to reinforce mar-

ket power. This interpretation is consistent with work emphasizing the interaction between

innovation, market structure, and rent extraction (Aghion et al., 2005; Autor et al., 2020).

Finally, Column (5) in Table 7 considers whether fragmentation of patent ownership mod-

erates the productivity returns to AI by interacting AI intensity with patent fragmentation in

the technology space (logFit). The interaction term is small and statistically insignificant,

indicating that the productivity effect of AI is stable across different degrees of fragmen-

tation. Total effect , valuated at both low and high levels of fragmentation, shows the
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productivity elasticity remains very similar (0.059 at the 25th percentile-Std. Error=0.009

and 0.057 at the 75th percentile-Std. Error=0.008). While fragmentation itself is associated

with lower productivity (-0.200, Std. Error=0.047), it does not attenuate the productivity

gains from AI-oriented innovation. This suggests that AI delivers robust efficiency improve-

ments even in complex and fragmented intellectual property environments, consistent with

the view that general-purpose technologies can generate gains despite institutional frictions

(Ziedonis, 2004; Hall et al., 2014).

Table 7: Heterogeneous Effects of AI-Oriented Innovation on Labor Productivity

log(Productivity)it (1) (2) (3) (4) (5)
log(AIShareit) 0.053*** 0.038*** 0.056*** 0.069*** 0.056***

(0.007) (0.011) (0.008) (0.016) (0.008)
log(AIShare)it 0.018**
×Persistenceit (0.008)
log(AIShare)it 0.014***
×Diversityit (0.002)
log(AIShare)it 0.010
×logHHIit (0.012)
log(AIShare)it −0.011
×logFit (0.020)
Total effect 0.057*** 0.071***

(0.008) (0.008)
Total effect at 0.053*** 0.059***
25th percentile (0.010) (0.009)
Total effect at 0.063*** 0.057***
75th percentile (0.009) (0.008)
Controls Yes Yes Yes Yes Yes
Firm FE Yes Yes Yes Yes Yes
Year FE Yes Yes Yes Yes Yes
Observations 12,227 12,227 12,227 12,227 12,227
R2 0.702 0.697 0.704 0.698 0.700

Notes: Standard errors clustered at the firm level are reported in parentheses. Total effects
are computed as the sum of the coefficient on log(AIShare)it and the interaction term,
evaluated at one unit of the interacting variable or at the relevant percentile where applicable.
*** , ** , * denote 1%, 5%, 10% levels of significance, respectively. All controls in 4 are
included.
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5 Conclusion

This paper examines how shifting the direction of firm innovation toward artificial intelligence

affects productivity, and how these effects depend on market structure and the organization

of intellectual property rights. Using a newly constructed panel of publicly traded U.S. firms

from 1980 to 2021 that links Compustat financials to patent and citation data, I measure

AI-oriented innovation as the share of a firm’s patents that are AI-related. The empirical

framework distinguishes what firms innovate in from how much they innovate by controlling

for R&D and patent-based innovation intensity, capital deepening, and a rich set of firm and

market characteristics, while exploiting within-firm variation through firm and year fixed

effects. Because AI intensity is defined as the share of AI patents within total patenting

activity, the baseline estimates identify the intensive margin of AI-oriented innovation among

patenting firms rather than the discrete decision to begin AI patenting.

The results provide consistent evidence that reorienting innovation toward AI is associ-

ated with higher productivity. In baseline fixed-effects specifications, increases in AI patent

share predict positive and statistically significant impacts on labour productivity, and this re-

lationship reflects sustained increases in AI intensity rather than one-time adoption episodes.

This relationship is robust to alternative constructions of AI exposure, alternative innovation

controls, sample restrictions, and a broad set of alternative productivity measures (includ-

ing TFP and value added per worker). Dynamic and placebo-style exercises are consistent

with the idea that productivity gains reflect substantive reorientation toward AI rather than

generic patenting activity or short-run experimentation.

A second central finding is that intellectual-property frictions matter. Greater patent

ownership fragmentation in a firm’s relevant technology space is associated with lower pro-

ductivity, consistent with the idea that congested IP environments raise transaction costs

and slow effective commercialization and deployment. However, fragmentation does not

meaningfully attenuate the marginal productivity returns to AI-oriented innovation: the

interaction between AI intensity and fragmentation is small and statistically insignificant.
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This pattern suggests that AI can deliver efficiency gains even in the presence of patent-

thicket frictions, though firms operating in more fragmented technology spaces remain less

productive on average.

The paper also documents systematic heterogeneity consistent with AI as a general-

purpose technology and with market-structure mechanisms. Productivity gains from AI-

oriented innovation are larger for firms with persistent AI activity, indicating that learning,

organizational embedding, and complementary investments are important for translating AI

innovation into performance. Gains are also larger when firms engage across a broader set

of AI technology classes, consistent with scope-based complementarities and recombination

across tasks and applications. Finally, returns to AI-oriented innovation are stronger in more

concentrated industries, consistent with greater appropriability, scale-related complementar-

ities, and the possibility that AI strengthens competitive advantage in environments where

firms can better capture rents.

To address endogeneity concerns, the paper complements fixed-effects evidence with

instrumental-variables estimates using a shift–share (Bartik) design that exploits predeter-

mined firm exposure to fine-grained AI technology classes interacted with post-2010 aggre-

gate growth in those classes. The instrument is strongly predictive after 2010—when AI

becomes an economically meaningful technological opportunity—and IV estimates imply

that exogenous increases in AI-oriented innovation raise productivity. The larger IV mag-

nitude relative to fixed-effects estimates is consistent with attenuation from measurement

error in firm-year AI shares and with endogenous selection into AI adoption, particularly

along the extensive margin.

Together, these findings contribute to a clearer empirical picture of how AI shapes firm

performance. They suggest that the productivity gain from AI is fundamentally about the

direction of innovation and the organizational capacity to sustain and broaden AI engage-

ment, not merely about adopting AI in a limited or experimental way. They also imply

that institutional frictions in technology markets—especially patent fragmentation—can de-
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press productivity levels, but do not eliminate the productivity benefits associated with

AI-oriented innovation.

The policy implications are straightforward. Policies aimed at raising productivity through

AI should prioritize investments in skills, data infrastructure, computing capacity, and orga-

nizational capital, as sustained and broad engagement in AI innovation is strongly associated

with larger productivity gains. At the same time, because returns to AI appear stronger in

concentrated industries, policymakers should consider diffusion and competition policies that

encourage broader access to AI capabilities while preserving incentives for long-run invest-

ment. Finally, reforms that reduce transaction costs in fragmented patent landscapes may

yield productivity benefits directly and may further facilitate the translation of AI innovation

into widespread performance improvements.

Looking forward, several extensions are natural. First, disentangling efficiency gains from

mark-up changes would sharpen the interpretation of revenue-based productivity effects, for

example by combining the current framework with demand/mark-up estimation or alterna-

tive quantity-based outcomes where feasible. Second, deeper analysis of mechanism, such as

the roles of organizational restructuring, complementary intangible investment, or changes in

product-market strategy, would help explain why persistence and breadth matter so strongly.

These directions would further clarify when and why AI delivers productivity gains, and how

policy can foster broad-based benefits from this general-purpose technology.
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Appendix A Correcting Truncation in Patent and Ci-

tation Counts

Because of the lag between patent application and grant, and because citations accrue over
time, both patent counts and citation counts are subject to truncation. Patents applied for
near the end of the sample may be granted after the sample period, and patents granted
within the sample may receive citations after the end of the citation window. To address
this issue, I follow the correction procedure proposed by Hall et al. (2005).

Using the PatentsView data, I observe all citations made by U.S. granted patents (the
citing patents) to earlier U.S. granted patents (the cited patents). For each citation, I define
the citation age as

a = GrantYearciting −GrantYearcited,

that is, the number of years elapsed between the grant year of the cited patent and the grant
year of the citing patent.

Let g(a) denote the empirical distribution of citation ages. Formally, g(a) is the proba-
bility that a forward citation to a patent occurs at age a years after the patent is granted.
Its cumulative distribution function is

S(a) =
a∑

τ=0

g(τ),

which represents the share of a patent’s lifetime citations that are expected to have occurred
within a years of its grant.

For each patent j, let
Aj = Tlast −GrantYearj

be its observable citation window, where Tlast is the final year of the citation sample and
GrantYearj is the grant year of patent j. Thus, Aj measures how many years of potential
citation activity we are able to observe for patent j.

Let citobsj denote the number of forward citations to patent j that are actually observed
within the sample period. Following Hall et al. (2005), the truncation-adjusted citation
count for patent j is defined as

citj =
citobsj

S(Aj)
,

where S(Aj) rescales the observed citations by the fraction of the citation life cycle that is
observable for that patent. For patents with a sufficiently long observable window such that
their citation life cycle is essentially complete, I impose S(Aj) = 1.

I then merge these patent-level corrected citation counts into the Discern patent–firm–
year panel, so that each patent j assigned to firm i in year t carries a corrected forward-
citation measure citijt.

To construct firm-level citation flows, I aggregate corrected citations across all patents
granted to firm i in year t:

flowCirawit =
∑
j∈Pit

citijt,
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where Pit is the set of patents granted to firm i in year t. This is the raw citation-weighted
patent flow.

Because patent grants themselves are also right-truncated near the end of the sample,
I additionally construct a truncation-adjusted version of the citation flow, flowCiadjit , which
scales flowCirawit to be consistent with the corresponding truncation-adjusted patent counts,
following the same logic as Hall et al. (2005).

Finally, I build the citation-weighted patent stock, explained in Section 2. This construc-
tion ensures that CitPatentit reflects both the quantity and the quality of a firm’s innovative
activity while appropriately correcting for the two key sources of truncation: incomplete
observation of patent grants and incomplete observation of forward citations.
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