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Abstract

Mental health chatbots have emerged as a scalable, low-friction form of support, and recent

large language models (LLMs) have improved conversational fluency and empathic expression.

However, existing LLM supporters remain largely reactive, optimizing individual responses rather

than guiding conversations in a purposeful, forward-looking manner. As a result, they often fall

back on generic reassurance, fail to track users’ evolving emotional states, and struggle to sustain

constructive engagement over time. To address this gap, we propose a theory-guided framework

for designing conversational agents that move beyond reactive empathy toward proactive, emotion-

adaptive support. Our approach integrates reinforcement learning (RL) with LLM-based response

generation within a partially observable Markov decision process (POMDP) framework, where

the agent maintains beliefs about users’ latent emotional states, anticipates how conversational

strategies shape future emotions, and optimizes supportive strategy selection over multiple turns.

We employ Kalman filtering for emotional state estimation and Thompson sampling to learn

a forward-looking strategy policy under uncertainty. Empirically, benchmarking against high-

and low-quality human counseling conversations shows that our RL-enhanced chatbot produces

more balanced, exploratory, and high-quality human-like conversational behaviors than reactive

∗Authors are listed alphabetically.

1



LLM baselines. A controlled human experiment further shows that participants consistently

prefer RL-enhanced conversations, with particularly strong gains among progress-seeking users.

Together, these findings highlight the importance of conversation-level planning and provide a

scalable and lightweight framework for emotionally intelligent conversational systems in mental

health and related domains.

Keywords: large language models (LLMs), human-AI interaction, mental health chatbots, con-

versational strategy optimization, emotion-adaptive conversations, reinforcement learning (RL),

partially observable Markov decision process (POMDP)

1 Introduction

Worldwide, mental health challenges affect over a billion people, intensified by factors like the

COVID-19 pandemic and economic instability (World Health Organization 2022). Mental health is

not only about treating clinical disorders. It is also about supporting everyday well-being, resilience,

and prevention. Students and community members routinely face stress, loneliness, uncertainty, and

motivational dips that may not warrant (or not yet require) formal therapy, but still meaningfully

affect learning, relationships, and quality of life. Yet access to timely, high-quality care remains

profoundly unequal and insufficient. Especially in low- and middle-income regions, more than

70% of people affected lack access to the treatment they need (Wainberg et al. 2017). Even in

high-resource settings, most people living with mental health conditions still do not receive adequate

care due to barriers like provider shortages, cost, stigma, and logistical barriers (World Health

Organization 2023). This persistent treatment gap creates a practical need for low-friction, scalable,

just-in-time support that helps people stabilize, reflect, and take small constructive steps before

distress escalates.

In response, mental health chatbots have emerged as an accessible “talk-to-someone-now”

modality. Systems such as Woebot, Wysa, and large language model (LLM)-based agents provide

scalable, always-available support and have helped popularize the idea of lightweight, skills-based

conversational assistance, aiming to provide empathetic companionship at any moment (Vaidyam

et al. 2019, Clark and Bailey 2024, Wang et al. 2024). Recent LLMs make this vision more achievable

because they can generate fluent, empathic language and handle open-ended dialogue. However,

real-world user1 experience and emerging academic evidence frequently report that even strong

LLM-based supporters can still feel superficial, and repetitive, often falling back on templated

reassurance or generic coping suggestions rather than truly tracking what the user is experiencing

and guiding the conversation in a purposeful way (Siddals et al. 2024, Chiu et al. 2024).

More fundamentally, both theoretical and empirical evidence suggest that LLM dialogue agents

are optimized to produce the most preferred single-turn response rather than a cohesive, multi-step

strategy that improves conversation-level outcomes over multiple turns, by nature of their supervised

training and post-training reinforcement learning with human feedback (RLHF) where the model is

1We use “user”, “client”, “patient” interchangeably throughout this manuscript.
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rewarded for producing a good single-step response conditioned on the current and historical user

messages (Ouyang et al. 2022, Bubeck et al. 2023, Rafailov et al. 2023). This creates a natural

mismatch with many real deployments such as in tutoring, negotiation, or persuasion, where users

engage in extended, back-and-forth interactions and dialogue agent’s responses can influence its

human conversational partner (Gao et al. 2021, Shani et al. 2024, Zhou et al. 2024, Chiu et al. 2024).

This mismatch becomes particularly consequential in mental health support. Mental health support

is inherently sequential and prospective. Effective support often requires pacing (e.g., validate

→ explore → reflect → elicit change talk), choosing when to ask versus affirm, and maintaining

coherence as the user’s needs and emotional state evolve. A reply can be “good” (polite and

empathic) in a single-turn, yet globally unhelpful or even harmful if it prematurely problem-solves,

repeats generic reassurance, fails to build rapport, or misses signs of emotional escalation, leaving

users feeling misunderstood or frustrated (Miner et al. 2016, Siddals et al. 2024, Chiu et al. 2024).

For example, state-of-the-art GPT chatbots struggle to initiate targeted questions and instead tend

to “play it safe” with normalizing or generic responses. They also fail to proactively lead hesitant

users or shape emotional exchanges over time, and genuinely lack the ability to reason about how

the choice of conversational strategy will influence the user’s emotional state or readiness in future

turns (Bubeck et al. 2023, Chiu et al. 2024). While prior work has made meaningful progress

on improving empathic expression and coherence in chatbot supporters, much of this work still

optimizes the single-turn utterance (Rashkin et al. 2019, Tang et al. 2025).

In addition, research in counseling psychology underscores that effective support requires

emotional intelligence that is the ability to sense, interpret, and appropriately respond to a user’s

emotions over time (Ruusuvuori 2012, Zhou et al. 2020, Wang et al. 2023a, Han et al. 2023, Huang

and Rust 2024). Crucially, human supporters do not just react moment-to-moment, and they

engage in forward-looking emotional planning, gently guiding conversations toward a calmer or more

constructive emotional state. For example, skilled therapists anticipate how a client might feel

in future exchanges and adjust their strategy to keep the client within a comfortable “window of

tolerance”, which is a moderate emotional range optimal for reflection and engagement (Siegel 2010,

Butler and Randall 2013). Similarly, a capable mental health support chatbot should be

able to not only process long contexts to craft relevant responses, but also anticipate how its

responses may shape the user’s emotions and engagement, and guide the conversation

toward supportive outcomes such as greater calm, clarity, and forward momentum.

To address these pressing challenges, we follow the computational design science approach and

propose a theory-guided, generalizable framework that moves beyond reactive empathy toward

proactive, emotion-adaptive mental-health chatbot design. We formulate the conversation as a

partially observable Markov decision process (POMDP), where the user’s emotional state2 is latent

(and imperfectly expressed through language) and dynamically influenced by the conversational

agent’s strategies. By integrating efficient reinforcement learning planning with LLM-based language

2Hereafter, we use emotion and affect interchangeably to denote the user’s momentary valenced psychological
condition; while affect typically refers to a more primitive, core feeling state and emotion to a more differentiated and
cognitively appraised experience, this distinction is not consequential for our modeling objectives.
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generation, our system models emotional support as a sequential decision-making problem under

uncertainty. This structure allows the conversational agent to maintain and update beliefs about the

user’s emotional state over time, track conversational context behind emotional shifts, and optimize

for long-term emotional outcomes, not merely for sounding helpful in the moment. We employ

Thompson sampling (i.e., posterior sampling) for reinforcement learning (RL) to plan supportive

strategies over multiple turns, while delegating natural-language realization to an LLM conditioned

on the selected strategy. To ground strategy choices in established counseling practice, we draw the

action space from Motivational Interviewing (MI), a client-centered method emphasizing empathy,

collaboration, and autonomy (Rubak et al. 2005, Jensen et al. 2011, Saha et al. 2021). By reasoning

across multiple turns, the agent can choose when to validate, when to reflect, and when to lead the

conversation forward.

We conduct comprehensive experiments to benchmark our RL chatbot design against high- vs.

low-quality human counseling conversations using behavior-level tagging (Pérez-Rosas et al. 2019),

enabling conversation-level comparisons that capture how supportive strategies unfold over time.

The dataset consists of 259 MI counseling conversations collected from publicly available video

platforms such as YouTube and Vimeo. Each conversation was manually labeled as either high-

or low-quality based on established MI principles: high-quality sessions exhibit empathy, reflective

listening, and collaboration, while low-quality sessions are more directive or judgmental with limited

reflection. Experimental results show that our forward-looking agent produces more emotionally

responsive, more diverse, higher-quality, human-like conversations compared to standard reactive

LLM baselines. Our findings underscore the importance of combining affective modeling with

planning-based dialogue generation to build emotionally adaptive conversational agents.

We further conduct a user study in which participants compare RL-enhanced versus baseline

conversations generated for the same simulated patient, with the display order randomized. Par-

ticipants reported both their preference and confidence in their judgments. Since full-transcript

human evaluation is costly and cognitively demanding, participants were shown only the first three

rounds to maintain page and cognitive efficiency while preserving the core interactional dynamics.

Across all experimental conditions, participants consistently prefer the RL+GPT model over the

GPT baseline. We additionally examine heterogeneity in user goals by priming whether participants

are primarily comfort-seeking or progress-seeking. Among progress-seeking participants, the average

win rate of RL+GPT increases to 70.3%. Notably, the limitations of a purely reactive GPT chatbot

(e.g. repetition, generic reassurance, and lack of forward progress) tend to become more pronounced

as conversations extend over more turns.

This work makes several key contributions. Methodologically, we present a novel framework that

combines RL and LLMs to enable strategy-level planning in emotional conversations, moving beyond

single-turn response generation and incorporating real-time emotion tracking. Designing such

algorithms is challenging in practice: supportive dialogue is intrinsically partially observable, and,

compared to fully observed MDP settings, there is no widely accepted, tractable general-purpose RL

solution for long-horizon decision-making in POMDPs. Our framework addresses this challenge with
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a modular, lightweight architecture that separates state estimation, strategy selection, and language

realization. It can be paired with different state-of-the-art LLM architectures and adapted to diverse

prompting or in-context learning strategies, making it extensible across various support-oriented

domains. Rather than learning a token-level RL policy, we abstract the policy to operate over a set

of high-level behavior strategies, reducing heavy reliance on hand-crafted prompts while improving

interpretability and control.

Theoretically, we contribute to the growing field of emotionally intelligent AI by showing that

forward-looking emotional adaptation can improve rapport-building and user-perceived conver-

sational quality. We also contribute to the human-AI literature by reframing the chatbot-user

relationship as one of dynamic co-regulation, where the agent helps guide emotional states rather

than merely respond to them.

Practically, our approach enhances adaptation and personalization in counseling-style interactions,

enabling empathetic, on-demand companionship at any moment. Rather than positioning the system

as a replacement for clinical therapy, diagnosis, or emergency care, we focus on wellness-oriented

micro-interventions – brief, evidence-informed conversational moves that can help users regulate

emotions, clarify values, and sustain forward momentum between or outside traditional therapy

sessions. This design is broadly applicable to digital mental health, peer-to-peer counseling, education,

and other well-being-oriented interventions.

2 Related Works

2.1 Chatbots in General and in Mental Health Support

Chatbots, or conversational agents, have been widely implemented across commercial and public

sectors to support scalable information delivery and task automation (Luo et al. 2019, Han et al.

2023, Schindler et al. 2024, Gnewuch et al. 2024). These systems offer organizations a cost-effective

channel to address user inquiries with continuous availability (Chen et al. 2023b, Han et al. 2023).

Early research concentrated on task-oriented chatbots, where conversational flows are structured

around predefined goals such as booking appointments, answering FAQs, or troubleshooting technical

issues. In these contexts, success is measured primarily through efficiency and task completion. To

enhance user satisfaction within these goal-driven applications, researchers increasingly embedded

emotional cues and human-like behaviors into chatbots, demonstrating that controlled integration of

affect and identity can increase engagement and perceived interaction quality (Schanke et al. 2021,

Han et al. 2023, Xu et al. 2024, Wang et al. 2025a).

Beyond transactional domains, chatbots have become increasingly prevalent in health-related

applications, particularly for mental health support (Vaidyam et al. 2019, Saha et al. 2021, Haque

and Rubya 2023). In contrast to task-oriented interactions, mental health chatbots center on

open-ended conversations that prioritize self-expression, emotional connection, and companionship

rather than task completion (Adamopoulou and Moussiades 2020, Saha et al. 2021). These systems

are typically designed to offer support akin to peer-to-peer counseling, providing empathetic listening,
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encouragement, and emotional validation, rather than to replace professional mental health care or

formal psychotherapy (Liu et al. 2021, Shah et al. 2022, Raimi et al. 2025). Over the years, mental

health chatbots have evolved substantially – from early rule-based agents that relied on keyword

matching and templated reflections (Miner et al. 2016, Vaidyam et al. 2019) to modern LLM-based

agents that generate more fluent and context-aware responses (Wang et al. 2023a, Qiu and Lan

2024, Zhang et al. 2026). Recent studies indicate that linguistic fluency alone does not guarantee

emotionally coherent conversations, and show persistent limitations of LLM-based mental health

chatbot supporters, which often over-rely on directive strategies and fail to maintain appropriate

emotional pacing or scaffolding, thereby undermining deeper engagement (Chiu et al. 2024).

User-centered evaluations echo these concerns. Haque and Rubya (2023) find that although users

value the availability and friendliness of chatbots, they are frequently frustrated by shallow emotional

responses and inadequate crisis handling. Likewise, Siddals et al. (2024) report that chatbot users

frequently perceive the dialogue as repetitive or overly prescriptive, lacking the depth of human-like

reflection or guidance. These issues are particularly salient in conversations where users do not know

how to begin or struggle to articulate their feelings. Rather than taking conversational initiative,

current systems fail to guide or shape emotional exchanges or hold users constructively accountable

(Siddals et al. 2024). Taken together, these recurring shortcomings underscore the need for chatbot

systems to go beyond surface-level empathy, incorporating mechanisms for emotional state tracking,

contextual sensitivity, and strategic conversational planning to support users through complex and

evolving emotional experiences.

2.2 Existing Chatbot Design Methodologies and Their Limitations

Research on emotionally adaptive chatbots has progressed through several methodological genera-

tions, each advancing the field in meaningful ways while revealing new limitations. A substantial

body of research aims to enhance emotional engagement by designing chatbots that exhibit fixed

social styles. One branch of this work assigns stable personalities or human-like traits to conversa-

tional agents (Schanke et al. 2021, Han et al. 2023, Chen et al. 2024, Jiang et al. 2024), fostering

consistent patterns of linguistic warmth, humor, or friendliness to increase social presence (Han

et al. 2023, Gao et al. 2025). In parallel, early mental-health chatbot supporters relied on rule-based

conversational management, mapping user inputs to branching scripts, templated reflections, and

predefined empathic statements (Miner et al. 2016, Vaidyam et al. 2019). Although these systems

are predictable and safe, they rely on responses determined in advance rather than learned or

adapted during interaction.

In addition to static persona- and rule-based designs, another stream of work has examined

data-driven conversational models that learn emotional patterns directly from conversation histories.

Early neural systems adopted sequence-to-sequence architectures (Shao et al. 2017, Ren et al. 2018)

and later transformer-based dialogue models (Vaswani et al. 2017, Humeau et al. 2019, Liu et al.

2021) to generate fluent, context-aware responses. Emotion understanding was further improved

through specialized datasets and training objectives, such as the EmpatheticDialogues corpus
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(Rashkin et al. 2019) and models designed for empathetic response generation (Lin et al. 2019,

Majumder et al. 2020). However, even though conversation history is incorporated into the input,

the optimization target remains the quality of the next utterance (Wang et al. 2023a). The model

selects a response that best fits the current conversational context without reasoning about how this

choice will influence the user’s emotional state in future turns. Consequently, emotional intelligence

remains largely reactive, meaning that the agent can produce a supportive reply, but it does not

plan the pacing, sequencing, or adaptation of conversational strategies across the session.

The emergence of LLMs further advances context-aware natural language generation and calls

for more in-depth human-AI interaction research (Leng and Yuan 2023). LLMs generate responses

through token-level next-word prediction, selecting each subsequent token based on the probability

distribution conditioned on the input and conversation history rather than on any long-horizon

conversational goal. As a result, recent efforts to adapt LLMs for mental health support have

primarily focused on external techniques to steer this short-sighted generative process rather than

reorienting the model toward guiding multi-turn emotional trajectories. Several studies adapt

LLMs for counseling or emotional support via prompting-based approaches (e.g., persona-or role-

based system instructions) (Wang et al. 2023b, Chen et al. 2024, Jiang et al. 2024), while others

fine-tune LLMs using multi-turn emotional support datasets to strengthen empathic listening and

comforting behaviors (Sorin et al. 2024, Yu and McGuinness 2024, Yosef et al. 2025). Expert-based

architectures, such as mixtures of personas or emotion-specialized experts, allow switching among

different communicative modes based on the user’s latest input (Lin et al. 2019, Tang et al. 2025).

Researchers additionally show that prompt-level behavioral steering can match or exceed fine-tuning

for conversational alignment, especially when the goal concerns how the agent should interact (rather

than what knowledge it should encode), or when personalized data is limited (Chen et al. 2023a).

Yet across different approaches (e.g., prompting, fine-tuning, expert-routing), the core adaptation

principle remains reactive and turn-local (Ouyang et al. 2022, Wang and Zheng 2024, Yosef et al.

2025). That is, these systems select the most suitable response for the current utterance without

reasoning about how the choice of conversational strategy will influence the user’s emotional state

or readiness in future turns.

Our study aims to mitigate this gap by proposing a forward-looking conversational framework

that integrates RL with LLMs. Our framework treats supportive interaction as a sequential

decision problem, where each conversational strategy is chosen for its expected impact on the user’s

future emotional trajectory. This enables the chatbot to pace validation, facilitate exploration, or

delay problem-solving when doing so is likely to produce greater emotional benefit across the full

interaction, rather than merely sounding helpful in the moment. Several studies have explored

RL and self-refinement pipelines for mental health support systems, but their objectives primarily

concern improving the empathy, fluency, and/or coherence of the next response. For example,

Sharma et al. (2021) aims to rewrite messages (e.g., sentence-level edits) in a more empathic way

using turn-level reward signals, and Zhou et al. (2023a) optimizes a mixture-of-experts policy

to generate emotionally uplifting and coherent responses. While these approaches enhance how
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messages are expressed (or how response appears), they do not determine how supportive strategies

should unfold across turns. In practice, emotional support is a multi-step process in which emotional

readiness is fostered and tension is regulated gradually. Adding to the existing studies, our work

focuses on conversational strategy planning (e.g., choosing when to validate, when to explore, when

to seek collaboration, and when to transition toward problem-solving) based on how each strategic

move is expected to shape the user’s future emotional state over subsequent turns. The next section

develops the design theory that motivates this framework and explains why forward-looking planning

of conversational strategies is fundamental to effective mental-health support.

3 A Theory-Guided Design for Proactive, Emotion-Adaptive

Mental-Health Chatbot Supporters

A large body of psychological and communication research demonstrates that emotion is a primary

regulator of human conversational behavior (Thwaites and Bennett-Levy 2007, Rashkin et al. 2019,

Vaidyam et al. 2019, Sharma et al. 2021). Emotion influences how people interpret messages, what

they choose to disclose, whether they feel understood, and how they engage with others in moments

of vulnerability. According to appraisal theories of emotion (Moors et al. 2013), emotions arise

from individuals’ evaluations of situations, and these emotional states subsequently shape cognitive

processing and action tendencies, thereby influencing conversational moves. More broadly, affective

sciences emphasize that emotions organize attention, shape meaning-making, and activate coping or

avoidance responses (Fredrickson 2001, Gross 2015). Together, these perspectives underscore that

emotion is not merely an outcome of interaction but a functional driver of conversational behavior.

In interpersonal support, emotional cues drive whether individuals seek help, resist engagement,

become defensive, or open up to deeper reflection (Thwaites and Bennett-Levy 2007). Consequently,

in mental-health contexts, supportive communication is inseparable from the user’s moment-to-

moment emotional state, which shapes the perceived appropriateness and impact of conversational

actions. Unlike transactional interactions, therapeutic or companionship-oriented dialogues unfold

over time and are shaped by subtle shifts in user emotion. Emotions should therefore not be treated

as static labels but as evolving trajectories, where the tone, structure, and responsiveness of earlier

turns condition a user’s willingness to engage later (Wang et al. 2023a). This dynamic perspective

aligns with contemporary affective science, which demonstrates that emotional states, often only

indirectly observable through language, evolve over time and continuously shape how individuals

interpret and respond within interaction (Gross 2015, Calvo et al. 2015, Pei et al. 2024).

Effective support requires not only responding to a user’s present emotion but also anticipating

how different conversational moves will shape future emotional states. Psychotherapy process

research shows that therapeutic dialogue unfolds as a sequence of interdependent steps, where the

impact of any given intervention depends on the emotional groundwork established in earlier turns

(Greenberg 2004, Hill 2009). Theories of emotional-coregulation and helping-skills further emphasize

that skilled supporter guide distressed or hesitant individuals progress toward deeper expression by
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pacing validation, prompting reflection, and timing exploratory questions in ways that align with

the client’s evolving emotional readiness (Stiles 2007, Butler and Randall 2013, Fiorentino et al.

2024). Research in dialogue systems similarly highlights that conversations are inherently sequential

and contingent: what a system says at one moment frames the emotional and cognitive context

for the next turn (Abbasi et al. 2018, Zhou et al. 2020, Xu et al. 2021). Motivational Interviewing

(MI) adds an explicit strategic dimension: conversational techniques should be chosen not simply

in reaction to the latest utterance but for their ability to foster autonomy, insight, or change over

multiple turns (Rubak et al. 2005). These theories collectively position supportive dialogue as a

forward-looking process where emotional sensitivity, anticipation, and adaptability are fundamental.

They highlight that the value of a conversational move lies not only in its immediate effect but in

its ability to prepare the user for the emotional work that follows (Hill 2009). Chatbot design must

therefore model these dynamics.

Although deep-learning models and LLMs can handle multi-turn inputs and generate locally

empathetic or linguistically fluent responses, their behaviors are predominantly reactive: they

respond to the most recent input without maintaining an explicit representation of users’ emotional

trajectories, without anticipating downstream effects of conversational strategies, and without

adjusting sequencing in response to emotional cues. Empirical findings and systematic evaluations

highlight that such reactive systems tend to over-normalize distress, repeat generic empathy,

prematurely problem-solve, or fail to deepen exploration when appropriate (Wang et al. 2023a,

Chiu et al. 2024). These deficiencies suggest that a supportive conversational agent requires moving

beyond next-turn response generation toward a design that treats supportive conversation as a

forward-looking, emotionally regulated process.

Synthesizing insights from the theoretical foundations above, we identify three meta-requirements

that a mental-health chatbot must satisfy to provide meaningful and therapeutically aligned support.

1) First, because emotion is latent and only partially reflected in linguistic cues, the agent must

track the user’s emotional state continuously across turns rather than rely on static sentiment

classification. 2) Second, because supportive influence is inherently prospective, the agent must

reason about how conversational actions will shape future emotional readiness, stability, or openness,

and not only how well they match the current turn. 3) Third, because effective support requires

responsiveness, the agent must adapt its conversational strategy based on emotional feedback and

deviations from expected trajectories.

These theoretical insights motivate the following design principles, which structure the architec-

ture we introduce in subsequent sections.

• Design Principle 1: Model emotion as a latent dynamical process.

Represent the user’s emotional state as a hidden, continuous variable that evolves over time

and must be inferred from noisy linguistic observations. This principle reflects appraisal and

affective-trajectory theories, which conceptualize emotion as dynamic, multidimensional, and

partially observable.

• Design Principle 2: Select strategies through anticipatory optimization.
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Choose supportive strategies (e.g., reflection, questioning, affirmation, collaboration) not to

maximize the perceived quality of a single-turn response, but to optimize a conversation-level

objective. Supportive strategies should be selected based on their expected influence on the

user’s future emotional readiness and engagement, allowing the agent to pace, stabilize, or

deepen conversations over multiple turns.

• Design Principle 3: Adaptively sequence strategies based on real-time emotional

feedback.

Continuously update beliefs about the user’s emotional state and adjust strategy selection

accordingly. This reflects psychotherapy research showing that effective supporters modulate

conversational depth or direction when they detect signs of distress, resistance, or readiness.

Together, these principles constitute a theory-guided foundation for designing proactive, emo-

tionally adaptive conversational agents, providing a principled alternative to reactive LLM-based

chatbots, enabling emotionally coherent, responsive, and forward-looking interactions that better

approximate the behavior of effective human supporters.

4 POMDP Framework for Emotion-Adaptive Conversations

To design emotionally adaptive and forward-looking conversational agents, we formulate the dialogue

process as a POMDP. This framework enables the agent to make sequential strategic decisions

under uncertainty, where the user’s true emotional state is hidden and unobserved but can be

inferred from noisy conversational signals. The POMDP structure aligns naturally with the goals of

mental health support, as it allows the agent to reason over latent emotional states, track users’

emotional dynamics over time, and select dialogue strategies that optimize interactional outcomes

across multiple turns.

We use bold capital letters (e.g. B) for matrices and non-bold capital letters for vectors (e.g., V ,

except for H and T , which denote the total number of episodes and total number of turns). We

denote the i-th argument of a vector V as V (i). For a positive integer m, we denote the set of

integers {1, . . . ,m} by [m]. Id denotes the identity matrix of dimension d× d.

Problem set-up. We consider a setting with H number of episodes. At the beginning of each

episode, a user comes at t = 0 and describes their initial concerns or provides an emotional prompt.

Each episode then proceeds for T turns, such that the user responds in turn t ∈ [T ] to a chatbot

supporter, whose supporting message is informed by a conversational/counseling strategy given by

our policy in turn t− 1.

In our framework, a user’s emotional state evolves stochastically over time in response to a

chatbot supporter’s supporting messages and is treated as a latent variable that must be inferred

from observable conversational cues, such as the text sentiment and the linguistic tone. The chatbot,

acting under uncertainty, must estimate the user’s emotional trajectory and choose supportive

strategies that maximize long-term conversational outcomes, such as improved emotional alignment

and user engagement.
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There are two critical components of this model: (1) a state transition function that defines

how the user’s emotional state changes in response to chatbot’s actions; (2) an observation function

that maps the user’s emotional state to their observable responses. Below, we first describe how we

model user hidden emotional states, how we relate the emotional state to the user’s language in the

dialogue, and the set of supportive strategies the chatbot supporter can select. We then present the

state transition function and the observation function.

4.1 User Hidden Emotional State

Individuals’ emotional states are typically latent and not directly observable. While languages

may carry affective cues, emotion is often communicated through subtle and indirect signals, such

as lexical choices, tones, grammar, and pacing (Ruusuvuori 2012). Therefore, we model emotion

as a hidden state, where the agent must infer latent affective conditions based on observable

conversational signals over time (Singh et al. 2011, Yan and Tan 2014).

Drawing from the circumplex model of affect (Posner et al. 2005), we represent a user’s emotional

state as a bounded and continuous two-dimensional vector. This model, widely used in psychology

and affective computing, characterizes emotions along two primary axes: valence and arousal.

Valence captures the pleasantness or positivity of an emotion (e.g., from distressed to optimistic),

while arousal reflects the intensity or activation level (e.g., from calm to agitated). This framework

provides a compact yet expressive representation of affective dynamics suitable for modeling

emotional trajectories in conversation. Formally, for each episode h ∈ [H], we denote the user’s

unobserved emotional state at conversation turn t ∈ {0} ∪ [T ] as Sh
t ∈ Rds , where the dimension

size ds = 2 and Sh
t =

[
st1 st2

]
. Here, st1 represents valence, and st2 denotes arousal level. Both

variables are continuous and bounded such that st1 ∈ [−vmax, vmax] and st2 ∈ [−amax, amax].

4.2 Cost Function for Emotional Alignment

The chatbot supporter aims to guide the user towards an optimal emotional state, denoted as

S∗ =
[
s∗t1 s∗t2

]
, where the user is both comfortable and open to meaningful dialogue. We define

this optimal state as the affective midpoint: s∗t1 = 0 representing neutral valence, and s∗t2 = 0

representing moderate arousal. This design choice is grounded in the Window of Tolerance framework

(Ogden et al. 2006, Siegel 2010), which characterizes the range of emotional activation within which

individuals remain emotionally regulated and psychologically receptive.

Clinical theories consistently suggest that therapeutic dialogue is most effective when clients

are neither overwhelmed by distress nor disengaged by emotional detachment (Ogden et al. 2006).

High arousal and extreme negative valence (e.g., panic, despair) can lead to emotional flooding

and cognitive shutdown. Conversely, excessively positive or euphoric states may reflect emotional

avoidance or hinder depth of reflection. Counseling frameworks such as Emotion-Focused Therapy

and Cognitive-Behavioral Therapy stress that insight, self-disclosure, and behavioral change are

best supported when individuals operate within a moderate and flexible emotional range.
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To encode this principle into our framework, we let the cost of having the user to be in state Sh
t

at turn t to be rht = ∥S∗ − Sh
t ∥2. That is, we penalize deviation from the optimal state so as to

encourage responses that gradually align the user’s emotions with a desired state conducive to a

meaningful interaction. By anchoring the chatbot’s conversation-level planning objective to this

emotional midpoint, we encourage strategies that promote emotional stabilization and guide users

toward a state of both affective balance and cognitive openness. This goal aligns with therapeutic

models that emphasize the importance of emotional safety and regulation as preconditions for

meaningful interpersonal connection and psychological processing (Ogden et al. 2006, Cohen 2011).

4.3 Linguistic Cues and Observations

Since the chatbot cannot directly observe the user’s emotional state, it must infer it from observable

conversational cues. At the beginning of turn t ∈ {0}∪ [T ], the user is at state Sh
t , and we obtain an

imperfect state information vector from user’s input denoted as Oh
t ∈ Rdo , where do denotes the size

of dimension. This vector is derived by extracting semantic and affective embeddings from the user’s

input text using a pre-trained language model. Specifically, we use sentence-level representations

obtained from transformer-based encoders (e.g., BERT or RoBERTa), which capture contextual

nuances such as sentiment polarity, emotional intensity, and linguistic style. These observation

vectors serve as noisy proxies of the user’s latent emotional state and are used by the agent to

update its belief over the emotional state space. Importantly, our observation model (to be formally

introduced in Section 4.5) does not assume deterministic mappings between inputs and states but

reflects the inherent ambiguity in interpreting emotions from natural language, thus preserving the

partial observability essential to the POMDP formulation.

4.4 Chatbot Strategies based on Motivational Interviewing

We ground the chatbot’s supportive behaviors in Motivational Interviewing (MI), a well-established,

evidence-based counseling framework (Rubak et al. 2005). MI aims to facilitate behavior change by

eliciting individuals’ intrinsic motivation through collaborative and autonomy-supportive dialogue,

and therefore fosters a client-centered conversational style. Rather than prescribing solutions or

directing decisions, MI emphasizes evocation, reflective listening, and respect for autonomy, encourag-

ing individuals to articulate their own goals, concerns, and reasons for change. A substantial body of

research demonstrates the effectiveness of MI-informed interactions across a wide range of behavioral

health contexts, including reducing substance abuse (Jensen et al. 2011), decreasing smoking (Gray

et al. 2005), and mitigating sexual risk behaviors (Kuyper et al. 2009). Importantly, MI’s focus

on empathy, nonjudgmental responses, and collaborative sense-making makes is particularly well

suited for peer-based and digitally mediated support environments, where influence operates through

conversational engagement rather than authority or expertise.

These characteristics align closely with our emotionally aware, forward-looking chatbot design,

in which the system continuously attends to users’ expressed emotional states and interaction

history to guide its responses. Rather than reacting to conversational contexts, the chatbot adopts a
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forward-looking stance to dynamically select supportive conversational strategies that are sensitive

to users’ evolving emotional trajectories and engagement needs. MI provides a principled foundation

for this design by offering structured yet flexible conversational strategies that support emotional

attunement in the moment while shaping future engagement and self-reflection over time. Building

on this foundation, we follow the prior work to operationalize MI into six core conversational

strategy categories: affirmation, emphasizing autonomy, questioning, persuasion, reflection, and

seeking collaboration (Shah et al. 2022, Hsu et al. 2023). These strategies represent distinct

yet complementary conversational functions through which MI principles are enacted in practice,

allowing the chatbot to balance immediate emotional validation with longer-term supportive goals.

Table 1 summarizes these strategies and provides illustrative examples.

Strategy Description Example

1. Affirmation Say something positive or complimentary to ac-
knowledge the speaker’s effort or strength.

“This is such a big step forward! I’m very
proud of you.”

2. Emphasizing Autonomy Focus responsibility on the speaker, supporting their
right to choose or act independently.

“OK, this is your call.”

3. Questioning Ask questions to invite exploration and clarify is-
sues.

“What brings you here today?”

4. Persuasion Offer advice or suggest change, but with respect for
autonomy.

“It is always better to get a second opinion
from a qualified professional.”

5. Reflection Mirror back the speaker’s thoughts or feelings to
show understanding and validate their experience.

“I hear you. You feel dysphoric and it causes
you suffering.”

6. Seeking Collaboration Explicitly share power or acknowledge the speaker’s
expertise, reinforcing partnership in problem-
solving.

“It sounds like you’ve thought a lot about this.
I’d really value your input on what direction
you think might work best for you.”

Table 1: Conversational Strategies in Motivational Interviewing

Based on these six core MI conversational strategies, we denote the strategy (action) vector at

turn t ∈ {0} ∪ [T − 1] in episode h by Uh
t ∈ Rdu , where du = 6. The vector Uh

t is represented as a

one-hot encoding, such that 1⊤Uh
t = 1 and Uh

t ∈ {0, 1}du , with each dimension corresponding to

one MI strategy. At each turn, the selected strategy is translated into a strategy-based prompt and

provided as input to the large language model. Specifically, the prompt includes a textual description

of the chosen MI strategy along with illustrative examples that demonstrate its conversational

intent. For example, when Uh
t =

[
0 0 1 0 0 0

]T
, corresponding to the selection of the

“Questioning” strategy, the prompt instructs the model to generate responses that invite exploration

and clarification, following the descriptions and examples in Table 1. Conditioned on this strategy-

based prompt, the chatbot supporter generates a response to the user, after which the user transitions

to a new emotional state Sh
t+1 at turn t+ 1. Our objective is to learn a policy that adaptively selects

MI strategies over time so as to minimize the expected cumulative cost
∑H

h=1

∑T
t=0 r

h
t .

4.5 State Transition and Observation Models

We formulate the problem as an unknown and partially observable discrete-time time-invariant

linear dynamical system with the following state transition and observation model, also known as
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the state space form:

Sh
t+1 = ASh

t + BUh
t + W h

t , for t ∈ {0} ∪ [T − 1] (4.1)

Oh
t = CSh

t + Zh
t , for t ∈ {0} ∪ [T ] (4.2)

where A ∈ Rds×ds B ∈ Rds×du , and C ∈ Rdo×ds are the system matrices; W h
t ∈ Rds is a Gaussian

noise vector that captures the uncertainty in emotional state transitions such that W h
t ∼ N (⃗0, σ2

w Ids)

are independently drawn zero-mean Gaussian vectors; and Zh
t ∈ Rdo is the noise vector for the

observation model such that Zh
t ∼ N (⃗0, σ2

z Ido) are independently drawn zero-mean Gaussian vectors.

W h
t and Zh

t are independent as well.

As can be seen from the models above, user emotional states evolve stochastically based on

our strategies and previous states, with Gaussian additive noises. Specifically, A captures the

natural dynamics of emotional evolution over time, B models how chatbot actions influence state

transitions. C maps latent emotional states to observable linguistic and behavioral features (e.g.,

text sentiments, linguistic tones).

5 A Thompson Sampling-based Reinforcement Learning Algorithm

As previously described, for each episode h ∈ [H], after receiving the initial concerns Oh
0 from a

user, in each conversational round t ∈ [T ], our chatbot supporter selects a conversational strategy

Uh
t before replying to the user, considering fluctuations in the user’s emotional states which would

transit according to the state transition model (4.1) and aiming to minimize the cumulative expected

cost. In response, the chatbot receives an observation Oh
t in the form of user’s reply, generated from

the hidden state via the observation model (4.2).

A key challenge in coming up with a strategy-selection policy that decides what strategy to

prompt to the chatbot supporter is that the parameters A,B,C in the state transition model and

the observation model are unknown a priori and must be learned. In addition, user behavior is highly

individualized and varies across interactions. This necessitates an approach that dynamically refines

the chatbot’s understanding of emotional transitions and response patterns over time. More broadly,

while RL for fully observed MDPs has been extensively studied, designing RL algorithms for partially

observable settings remains substantially more challenging, since the agent must simultaneously

infer latent states from noisy observations and plan under uncertainty.

In order to estimate the unknown parameters A,B,C, we work with a linear formulation

Oh
t ≈ G⊤ ϕh

t + Eh
t , with dependent variable Oh

t , an unknown parameter G (which is called

the Markov parameters matrix, and is a function of parameters A,B,C), and a regressor

ϕh
t with additive i.i.d. Gaussian noise Eh

t ∈ Rdo (such that each argument follows N (0, σ2
e)),

where G =
[
CF CĀF · · · CĀ

He−1
F CB CĀB · · · CĀ

He−1
B
]⊤

∈ R(do+du)He×do ,

F = AΣC⊤(CΣC⊤ +σ2
z I)

−1, Ā = A−FC and Σ is a unique positive semidefinite so-

lution to a discrete algebraic Riccati equation defined in Eqn. (2) of (Lale et al. 2020),

ϕh
t =

[
Oh

t−1
⊤

Oh
t−2

⊤ · · · Oh
t−He

⊤
Uh
t−1

⊤
Uh
t−2

⊤ · · · Uh
t−He

⊤
]⊤

∈ R(do+du)He are subse-
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quences of He input-output pairs for He ≤ t ≤ T , and He is a positive integer. Once the unknown

parameter G is learned, we can subsequently recover A, B, and C as well (see Section 5.1 for

details on learning G and recovering A, B, and C).

We use this linear model since our problem is a closed-loop estimation problem, i.e., the strategies

are adaptive in the sense that they are based on historical strategies and observations. Hence, the

strategies are highly correlated with the past process noise sequence {W h
t }t−1

i=1 introduced in (4.2).

This dependence would compromise the accuracy of the Markov parameter estimates if we were to

use the more straightforward formulation in Eqn. (5) of Lale et al. (2020), which is only applicable to

open-loop estimation settings that assume the strategies are independent of past process noises (via

independent sampling of the strategies). By contrast, eht and ϕh
t in the proposed linear model are

uncorrelated, which allows for efficient and reliable estimation on relevant parameters for closed-loop

problems based on selected strategies and observations.

After obtaining estimates of A,B and C, we need to determine how to use them to derive

a dynamic strategy-selection policy. That is, the chatbot must continuously refine its model

using conversational feedback, which requires optimally balancing exploration (discovering better

conversational strategies) and exploitation (leveraging known effective strategies) (Liebman et al.

2019, Zhou et al. 2023b). Indeed, a static policy or predefined rules may lead to rigid and ineffective

interactions, failing to personalize responses to individual users. This balance is critical in the

context of psychological counseling. On the one hand, exploration allows the agent to discover new

strategies that may better align with a specific user’s unique emotional patterns (e.g., finding that

the focal user respond more favorably to gradual questioning). On the other hand, exploitation

ensures that the agent consistently employs strategies that have historically fostered trust and

emotional openness (e.g., reflective listening when the user exhibits vulnerability).

5.1 Our Algorithm: TS4PoLDS

To this end, we propose a Thompson Sampling (TS)-based reinforcement learning (PSRL)

algorithm for POMDPs, in which the chatbot keeps a posterior belief at the end of episode h.

The chatbot iteratively refines its estimates of relevant parameters, continuously adapt to user-

specific emotional patterns, while selecting strategies that optimize long-term cumulative costs. Our

algorithm explicitly balances exploration and exploitation: exploration ensures that novel strategies

are tested when uncertainty is high, while exploitation ensures the chatbot provides responses

that are most likely to be helpful given what it currently infers about the user’s emotional state.

Specifically, the component of exploration is incorporated through the Bayesian sampling process

inherent to Thompson sampling: at the start of each episode, the agent samples a parameter from

the current posterior distribution. This sampling process introduces variability in the agent’s belief

about the model parameters, enabling it to explore strategies that may not yet be well-understood

but have the potential to yield higher rewards. Further, by iteratively sampling from posterior

distributions, it avoids premature convergence to suboptimal strategies that may lead to formulaic

interactions. Simultaneously, exploitation is achieved by leveraging the probabilistic nature of the
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sampling process to favor strategies that are likely to minimize cumulative costs based on the

current evidence. This balance between exploration and exploitation is particularly valuable in

psychological counseling, where the chatbot must dynamically adjust its conversational strategies to

sustain engagement and improve users’ overall satisfaction or psychological comfort.

We name our Thompson Sampling-based reinforcement learning algorithm as TS4PoLDS in

Algorithm 1, where PoLDS stands for partially observable linear dynamical systems. Algorithm 2

describes its subroutine, a PoLDS planner. In each episode, our algorithm undergoes parameter

sampling, strategy selection and posterior update, as described below.

Parameter sampling. Our algorithm keeps a belief on the parameter G through Bayesian

updates. At the beginning of episode h, we sample Ĝ
h

from the posterior distribution p(G | Dh)

(with the exception that in the first episode, we sample Ĝ
1

from the prior p(G)), from which we

recover system parameters Â
h
, B̂

h
and Ĉ

h
via SYSID, an algorithm from Lale et al. (2020); based

on these system parameters, we obtain a policy following the planner, and implement the policy for

the current episode.

Algorithm 1 TS4PoLDS

1: Input: prior distribution p(G).
2: for h = 1, 2, · · · , H do

3: Sample parameter Ĝ
h
∼ p(G | Dh−1) and get Â

h
, B̂

h
, Ĉ

h
via SYSID;

4: Apply our PoLDS planner in Algorithm 2 using Â
h
, B̂

h
, Ĉ

h
to select control vector Uh =[

Uh
0 Uh

1 · · · Uh
T−1

]
∈ Rdu×T , observe Oh =

[
Oh

0 Oh
1 Oh

2 · · ·Oh
T

]
∈ Rdo×(T+1);

5: Update posterior distribution p(G | Dh).
6: end for

MPC-based strategy selection. Given the sampled system paramters from their estimated

distributions, the PoLDS planner we use to solve optimal strategies is built on a model-based control

method called Model Predictive Control (MPC) which can handle various system constraints. To

be more specific, given an episode h, at each turn t, rather than computing a one-step greedy

maximization, we solve a finite-horizon mixed-integer quadratic program (MIQP) that “looks ahead”

over the next HMPC steps, taking into account the estimated state Ŝh
t obtained via the classic

Kalman filtering algorithm, which maintains a belief over the hidden emotional state and updates it

each turn via Bayesian inference based on information collected so far:

{Uh
t , . . . , U

h
t+HMPC−1} = arg min

Uh
t:t+HMPC−1

[
HMPC∑
τ=1

∥Ŝh
t+τ − S∗∥2 + λdiv

du∑
j=1

Ch
t (j)

(
HMPC∑
τ=1

Uh
t+τ−1(j)

)]

s.t. ∀τ ∈ [HMPC] , Ŝh
t+τ = Â

h
Ŝh
t+τ−1 + B̂

h
Uh
t+τ−1, (state transition dynamics)

1⊤Uh
t+τ−1 = 1, Uh

t+τ−1 ∈ {0, 1}du . (one-hot constraint)

Here, Uh
t+τ−1 ∈ {0, 1}du denotes the one-hot strategy vector selected at step t+ τ − 1, and Uh

t+τ−1(j)

refers to its j-th component, indicating whether strategy j is selected. Similarly, Ch
t ∈ Rdu records

the cumulative usage counts of all strategies up to turn t in episode h, and Ch
t (j) denotes the count
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associated with strategy j. The quantity du is the number of available strategies, and λdiv controls

the strength of the regularization. The regularization term therefore penalizes repeatedly choosing

strategies that have already been heavily used, encouraging the MPC planner to distribute its

selections more evenly across the available MI strategies in Table 1 rather than overusing the same

one (for example, repeatedly asking questions). This helps the controller promote a more balanced

use of strategies, reflecting the flexible and responsive interaction style that characterizes effective

counseling practice.

We solve this MIQP-based MPC problem once at each turn t: we optimize the forward-looking

sequence of strategies {Uh
t , . . . , U

h
t+HMPC−1} over a finite horizon HMPC subject to the dynamics

and constraints, apply only the first strategy Uh
t , observe the user’s reply Oh

t+1, update our hidden

emotional state estimate Ŝh
t+1 via Kalman filtering and the estimated Ĉ

h
, and then repeat. By

continuously re-solving a finite-horizon quadratic program – always “looking ahead” in the planned

trajectory while only acting on the first control – MPC strikes a balance between strategic planning

(anticipating how the current strategy influences the next emotional state) and adaptability (re-

optimizing as we observe new user feedback). Note that we can decouple state estimation and

strategy selection since our problem reduces to a standard linear-quadratic-Gaussian (LQG) control

problem (via state augmentation and system parameter augmentation). Under this framework, the

well-established separation principle applies, allowing an optimal strategy to be selected by first

estimating the state (via Kalman filtering) and then solving the corresponding LQG problem.

Moreover, when the action space is continuous and the dynamics/cost are linear-quadratic, MPC

reduces to a constrained linear-quadratic program: although constrained linear MPC is generally

suboptimal relative to the (typically intractable) infinite-horizon constrained optimal controller,

it is the best-tractable approach for continuous actions under constraints. In the special case of

unconstrained linear dynamics with quadratic cost, the MPC formulation recovers the optimal LQG

solution when paired with the Kalman filtering.

As can be seen from the discussion so far, our parameter sampling step and strategy selection

step balance exploration (sampling-based variability allowing the chatbot to test new strategies)

and exploitation (choosing actions likely to yield high rewards).

Algorithm 2 PoLDS

1: Input: current episode h, estimations Âh, B̂h, Ĉh, number of turns T ;
2: for t = 0, 1, 2, · · · , T − 1 do
3: Observe user’s input as Oh

t based on the observation model Eqn.(4.2);
4: Estimate the current user hidden emotional state Ŝh

t based on Kalman filtering;
5: Calculate the control Uh

t via MPC and prompt it to the LLM;
6: Unobserved user emotional state transits to St+1 according to Eqn.(4.1);
7: end for
8: Output: Control Uh

t for t ∈ {0} ∪ [T − 1], observation Oh
t for t ∈ {0} ∪ [T ].

Posterior update. Finally, at the end of each episode h, we update our posterior belief, p
(
G |

17



Dh
)

∝ p
(
Dh | G

)
p
(
G
)
, on the Markov parameters matrix G through Bayesian updates,3 where we

obtain the strategies {Uh
t | t ∈ {0}∪ [T − 1]} and observations {Oh

t | t ∈ {0}∪ [T ]} after utilizing the

policy in an episode h, and Dh = {U ℓ
t | 1 ≤ ℓ ≤ h, 0 ≤ t ≤ T − 1} ∪ {Oℓ

t | 1 ≤ ℓ ≤ h, 0 ≤ t ≤ T}
denotes the set of all data we have so far. Then it proceeds to the next episode. We would like

to note that, since σe in the linear model discussed in the beginning of Section 5 is unknown, we

also conduct a batch Bayesian update on it by using an inverse-Wishart (IW) distribution as a

prior. This is commonly seen in the literature, as IW is conjugate to normal data. This update

refines the chatbot’s understanding of the user’s emotional dynamics, ensuring that future actions

are increasingly personalized.

6 Empirical Evaluation

To assess the effectiveness of our approach, we conduct comprehensive empirical evaluations. In a

synthetic setting with hindsight access to latent user emotional states in Section 6.1, we measure

state-estimation accuracy and show that the policy drives state trajectories toward an optimal target

over multiple turns (i.e., getting closer to the desired optimal state). We then move to a simulation

study grounded in real counseling data (Section 6.2), where we generate multi-turn client-supporter

dialogues via LLM-based role-play and benchmark RL-enhanced supporters against reactive LLM

baselines (with and without retrieval augmentation) using behavior-trajectory analyses that capture

conversation-level dynamics.

6.1 Synthetic Experiment

To isolate the core algorithmic properties of our approach, which is belief-based state estimation

and long-horizon strategy planning under partial observability, we begin with a controlled synthetic

experiment in which the latent user state is available for hindsight evaluation. We set the number of

hidden states ds = 2, the dimension of the observation/imperfect state information vector do = 10,

and the number of strategies du = 6. We generate ground truth system parameters following

Oymak and Ozay (2019), where A is a diagonal matrix with its ds eigenvalues (i.e. diagonal entries)

generated to be uniform random variables between [0, 0.9], B has independent N (0, 1/ds) entries,

and C has independent N (0, 1/do) entries. Both the state transition noises and observation noises

are zero-mean Gaussian with variance 0.012. We keep the number of turns to be 20, and the number

of users (episodes) to be 800 for each run. We report our results averaged over 4 runs. This setting

allows us to directly quantify whether the agent (i) improves its state-estimation accuracy over

turns and (ii) learns to steer the latent state toward a desired target through sequential strategy

selection, before moving to simulation experiments grounded in real counseling data.

As can be seen from Figure (1a), the state estimation error – measured by the Euclidean distance

between estimated state and the ground-truth state – becomes smaller over the turns. Noticeably,

the error drops sharply in the first few turns, showing that the latent state trajectory becomes

3For efficient implementation, we perform batch update with data we collect in the current episode.
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quickly identifiable from partial observations. In later turns, the curve stabilizes around a small

value, which is expected due to the irreducible uncertainty from the state transition noises and

observation noises. In Figure (1b), the distance between the true state and the optimal state also

shrinks over the turns, demonstrating that the system not only learns to estimate the hidden state

accurately, but also drives it towards the optimal state. This curve also decreases rapidly early on,

showing that our policy quickly learns the environment well and chooses strategies that actively steer

the user state towards the desired target. The remaining fluctuations reflect stochasticity in the

system dynamics and the fact that, under persistent noises, the true state can only be maintained

within a small neighborhood of the optimal state. Together, these results validate the effectiveness

of our belief update mechanism and strategy selection policy. They suggest that our approach

successfully couples accurate inference with purposeful strategy selection, enabling the chatbot to

align the user’s state with a desired therapeutic goal.

(a) State estimation error averaged across runs and
users

(b) Distance between true state and optimal state
averaged across runs and users

Figure 1: Synthetic experiment results.

6.2 Evaluation Context and Procedure

A central challenge in building forward-looking mental health chatbots is that there is no broadly

accepted, conversation-level evaluation protocol that reliably measures whether a multi-turn inter-

action is therapeutically better, especially when quality depends on long-range phenomena such

as pacing, emotional attunement, and strategic timing. More fundamentally, existing dialogue

benchmarks (Budzianowski et al., 2020; Rastogi et al., 2020) are optimized for turn-level supervision

and question-answering (QA) rather than long-context evaluation. They often treat dialogue as

a next-response generation problem and evaluate with ROUGE/BLEU (Liu et al. 2021), which

rewards matching a fixed reference and fails to capture the downstream consequences of an agent’s

actions on the conversational partner. At present, long-context and conversation-level evaluation

remains difficult and not yet standardized (Wang et al. 2023c, Kwan et al. 2024, Wang et al. 2025b).

To this end, we adopt the evaluation protocol of Chiu et al. (2024) and benchmark our chatbot

against high- vs. low-quality human counseling conversations using behavior-level tagging (Pérez-

Rosas et al. 2019), enabling conversation-level comparisons that capture how supportive strategies

unfold over time. In addition, to characterize and analyze the behavior of LLM supporters, we need
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conversation data between LLM supporters and clients. Recruiting real users with mental health

challenges to interact with LLM supporters poses substantial ethical concerns and risks, as it could

expose vulnerable individuals to potentially harmful or inappropriate LLM outputs. We thus follow

recent work on LLM-based role-play to simulate users/clients with different stressors or emotional

trajectories that closely resemble the communicative behaviors of real patients with mental health

disorders based on the High-Low-Quality dataset (Chiu et al. 2024, Wang et al. 2024).

6.2.1 High-Low-Quality counseling dataset.

The high- and low-quality human-to-human counseling conversation dataset (Pérez-Rosas et al.

2019) consists of 259 MI counseling conversations collected from publicly available video platforms

such as YouTube and Vimeo. Each conversation was manually labeled as either high-quality (155

sessions) or low-quality (104 sessions) based on established MI principles: high-quality counseling

involves empathy, reflective listening, collaborative goal setting, and client-centered questioning,

while low-quality counseling is characterized by directive, instructive, or judgmental communication

with little reflection or collaboration. We use both high-quality and low-quality human therapy

conversations to identify and contrast desirable and undesirable conversational behaviors.

6.2.2 LLM-based role-play.

We follow Chiu et al. (2024) to simulate full multi-turn conversation sessions between LLM supporters

and clients. For each human-human conversation in the High-Low-Quality dataset, GPT-4.1 is

prompted to take this dialogue and generate a new conversation “in a parallel universe”, where

the client’s language, personality, and issues are preserved, but responding to a different supporter

in multi-turns (e.g. an LLM instead of a human supporter). In each turn, the simulated client

responds based on the previous supporter’s utterance. The conversation proceeds for a maximum of

20 turns (20 utterances per speaker).

6.2.3 Baseline supporter methods.

Our empirical evaluation is not intended to identify the best-performing LLM-RL pairing or to

exhaustively tune LLM prompting and fine-tuning recipes. Instead, we treat the underlying LLM as

a replaceable language generator and focus on isolating the contribution of our RL component that

learns a high-level strategy policy that guides supportive behavior over multiple turns. Because the

RL policy operates over a strategy space (rather than tokens), the framework is model-agnostic: it

can be combined with different LLM backbones and with diverse prompting, few-shot/in-context

learning, or fine-tuning approaches. Accordingly, our baseline comparisons are designed to quantify

the incremental value of RL-guided strategy selection relative to an LLM-only supporter.

A common way in which current LLMs are used as mental health supporters is through system

prompts that instruct them to behave as a supporter. We intentionally avoid highly engineered

prompts and instead adopt lightweight prompts with minimal structure to support generalization,
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so that performance differences primarily reflect the effect of RL-guided strategy selection rather

than heavy prompt engineering. We refer to the pure GPT LLM supporter as (i): GPT, and our

RL-enhanced version as (ii): RL+GPT.

In addition to prompting GPT directly to generate supporter utterances, we incorporate retrieval-

augmented generation (RAG) as a strong baseline to enrich the supporter’s responses with authentic

therapeutic phrasing. Notably, while RAG can substantially improve local response quality, it does

not by itself address conversation-level strategy planning over multiple turns. We refer to these

retrieval-augmented supporter variants as (iii): RAG-GPT, and our RL-enhanced version as (iv):

RL+RAG-GPT. Specifically, we build a retrieval corpus from a publicly available dataset of real

mental health counseling conversations collected from online counseling and therapy platforms,

in which supporter responses are written by qualified and experienced psychologists, ensuring

the responses are accurate and reliable.4 The dataset consists of pairs of client utterances and

supporter responses that span a wide range of mental health topics, including anxiety, depression,

relationship issues, and stress management. A given client utterance is often associated with

multiple distinct supporter responses, reflecting the inherent variability in therapeutic language

and strategies. In any interaction with an LLM-based supporter, at each conversation turn, we use

the client’s current utterance as the retrieval query, matching it against semantically similar client

contexts using sentence embeddings (e.g., Sentence-BERT) and cosine similarity, and append five of

their corresponding supporter responses from the top retrieved matches as in-context exemplars

for generation. Under this setup, at each turn, the supporter’s next utterance is generated by

conditioning the LLM on both the dialogue history (enhanced by the RL strategy if the supporter

is RL-enhanced) and these retrieved diverse exemplars of authentic therapist-patient interactions.

These retrieved examples steer response generation toward more grounded, contextually appropriate

counseling language, helping the LLM supporter more closely mirror high-quality human phrasing

and supportive strategies in practice. Conceptually, our RAG mechanism functions as a particular

instantiation of in-context learning (ICL), leveraging retrieved counseling fragments which serve

as context examples that guide the response generation. Prior work has shown that ICL can

substantially improve the performance of LLMs across a wide range of language and reasoning tasks

(Li et al. 2025).

We deploy GPT-4o-mini as the baseline GPT supporter, with or without RAG, to enable

full-conversation experiments at reasonable cost, as using larger GPT models would have been

prohibitively expensive at the time of the study. To test the robustness of our proposed RL

strategy across LLM architectures, we additionally deploy Llama-3.3-70B-Versatile-128k as the

supporter. The pure Llama supporter is denoted by (v): Llama and our RL-enhanced counterpart

by (vi): RL+Llama, and the RAG-based Llama supporter is denoted by (vii): RAG-Llama, and our

RL-enhanced version as (viii): RL+RAG-Llama.

4https://www.kaggle.com/datasets/melissamonfared/mental-health-counseling-conversations-k
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6.2.4 Supporter behavior labeling.

Supporter responses in counseling-style dialogue often express multiple therapeutic behaviors within

the same turn (e.g., a reflection paired with normalization or a gentle question). Accordingly, we

adopt a multi-label behavior coding scheme and tag each supporter utterance with all applicable be-

haviors using the BOLT framework (Chiu et al. 2024). BOLT operationalizes therapist skill through

a clinically grounded taxonomy of 13 therapist behaviors, organized into five semantically related

categories. The first group includes various forms of REFLECTIONS, where therapists restate client

1) NEEDS, 2) EMOTIONS, 3) VALUES, 4) CONSEQUENCES, 5) CONFLICTS, or 6) STRENGTHS. The

second group consists of QUESTIONS, aimed at eliciting client 7) EXPERIENCES, 8) PERSPECTIVES,

or 9) EMOTIONAL STATES. The third group covers SOLUTION-oriented behaviors, including 10)

PROBLEM-SOLVING and 11) PLANNING strategies. Additionally, we include 12) NORMALIZING behav-

iors, where therapists validate the client’s experiences, and 13) PSYCHOEDUCATION, where therapists

provide information about psychological concepts or therapeutic processes. This categorization

enables a structured, interpretable analysis of how different chatbot supporters allocate and sequence

supportive behaviors across multi-turn interactions.

To perform labeling at scale, we follow Chiu et al. (2024) and implement a prompt-based classifier

that combines behavior definitions with in-context exemplars to identify the relevant BOLT labels

for each supporter utterance. Prior work shows this approach substantially outperforms random

baselines and achieves strong macro-F1 for supporter behavior tagging (Chiu et al. 2024). In our

experiments, GPT-5 is prompted to carry out the labeling process. We also validate the choice of

GPT-5 using the human-labeled benchmark datasets released by Chiu et al. (2024), where to GPT-5

achieves higher overall macro-F1 scores than alternative GPT services (GPT-4o-mini and GPT-4.1)

on the therapist multi-label tagging task, along with more robust Macro-Precision and Macro-Recall.

Collectively, this labeling pipeline provides a scalable foundation for conversation-level evaluation of

supporter behavior trajectories and distributions.

6.3 Temporal Dynamics of Supporter Behaviors

Across our LLM-based role-play evaluation, we simulate 259 distinct clients. For each baseline

supporter method (in Section 6.2.3), each client engages in one conversation with that supporter.

A central theoretical premise and core hypothesis of this work is that the benefit of RL emerges

most clearly in the temporal organization of supportive behaviors, i.e., how strategies unfold across

turns rather than in any single response viewed in isolation. Accordingly, we analyze the supporter

behavior trajectory of each conversation by mapping every supporter utterance to a set of BOLT

behavior tags (Section 6.2.4) and treating the resulting sequence as a high-level behavioral trace over

time. This allows us to examine whether the RL-enhanced LLMs produce conversational behavior

trajectories that more closely resemble those of high-quality human therapists than low-quality

ones. Each conversation is represented as a trajectory of semantic embeddings of labeled therapist

behaviors. For each response, we compute the mean embeddings across all behavior labels associated
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with that turn, resulting in a time-ordered sequence of vectors describing the therapist’s behavioral

flow.

To quantify the similarity between LLM supporter and human trajectories, we employ Dynamic

Time Warping (DTW), a technique designed to align and compare sequences that may differ in

length or pacing. Unlike simple pointwise averaging, DTW flexibly stretches or compresses the time

axis to find the optimal alignment between two trajectories while preserving the order of turns.

This is particularly appropriate for dialogue data, where human and LLM therapists may vary

in the number or timing of responses, but still follow comparable behavioral progressions. In our

implementation, we first normalize and smooth the embedding sequences, compute a pairwise cosine

distance matrix between the LLM supporter and human turns, and then applied DTW to obtain

the minimum cumulative alignment cost normalized by path length. This yields a single trajectory

distance that reflects how similar the behavioral evolution of an LLM therapist is to that of a human

counterpart.

For each simulated patient episode, we compare the LLM supporter’s behavior trajectory to the

human counseling trajectory associated with that same patient in the High-Low-Quality dataset.

That is, if a simulated patient was originally paired with a human counselor labeled as high-quality,

we compute the DTW distance between the LLM supporter’s trajectory and the corresponding

high-quality human trajectory; likewise, if the paired human conversation is labeled as low-quality,

we compute the distance to the corresponding low-quality human trajectory. This procedure yields

two distance distributions for each LLM model: LLM-to-high-quality and LLM-to-low-quality.

To evaluate whether a model exhibits more “high-quality-like” conversational dynamics, we com-

pute the mean difference in distance to the high- versus low-quality groups: ∆ = mean(distancehigh)−
mean(distancelow). A more negative value indicates that the model’s behavior trajectory is closer

to high-quality therapists than to low-quality ones. Statistical significance was assessed using a

one-sided Welch’s t-test, where the null hypothesis specifies no greater similarity to high-quality

counselors, and the alternative hypothesis predicts greater resemblance to high-quality trajectories.

As shown in Table 2, baseline LLMs (GPT, RAG-GPT, Llama, RAG-Llama) exhibit ∆ values near

zero with no significant differences, indicating that their conversational flows are not systematically

closer to high-quality counselors. By contrast, all RL-enhanced models show reliably negative ∆

values, demonstrating that RL shifts their behavioral trajectories toward the structure exhibited

by high-quality human therapists. These findings suggest that our forward-looking RL strategy

effectively shapes the sequence of AI response behaviors in ways that make them more aligned with

expert counseling practice.

GPT
RL+
GPT RAG-GPT

RL+
RAG-GPT Llama

RL+
Llama RAG-Llama

RL+
RAG-Llama

∆(High−Low) -0.002 -0.022* 0.008 -0.020* -0.018 -0.030** 0.001 -0.026**

Table 2: Difference in trajectory distances between AI models and high- versus low-quality human
counselors. Asterisks denote statistical significance ( *p < 0.1, **p < 0.05, ***p < 0.01).
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6.4 Behavioral Composition and Frequency

In this section, we examine the supporter’s behavioral composition at an aggregate level. Specifically,

we analyze the frequency distribution of BOLT behavior tags across full conversations and compare

RL+LLM against LLM baselines (and corresponding human high-/low-quality benchmarks). This

view complements temporal dynamics by revealing which supportive behaviors each model tends to

emphasize overall, and whether RL systematically shifts the supporter’s behavioral “mix” toward

patterns characteristic of high-quality human counseling.

Table 3 reports the frequency of conversational behaviors used by different supporters. For

each supporter, we count how many times each behavioral label appears and divide it by the total

number of labels marked for that supporter. This normalization enables fair comparison across

models by expressing behavior usage as proportions rather than raw counts, which may differ simply

due to varying conversation lengths and/or total labeling volume.

Behavior
LLM Supporters Human Therapists

GPT
RL+
GPT RAG-GPT

RL+
RAG-GPT Llama

RL+
Llama RAG-Llama

RL+
RAG-Llama

Low
quality

High
quality

(n = 13700) (n = 14680) (n = 16248) (n = 14504) (n = 10293) (n = 9962) (n = 16303) (n = 10551) (n = 1781) (n = 5230)

Reflections on Needs 3.71 8.67 3.48 5.45 2.22 16.74 6.06 8.11 4.72 4.63
Reflections on Emotions 10.64 7.83 10.86 8.05 6.15 15.12 8.86 7.74 2.30 7.80
Reflections on Values 1.00 3.68 1.22 4.52 0.71 7.11 3.05 4.47 2.13 3.35
Reflections on Consequences 2.60 8.96 5.48 7.03 2.17 17.31 7.99 8.31 12.52 8.11
Reflections on Conflicts 0.69 2.87 0.98 2.36 0.45 5.54 4.70 3.90 2.47 5.09
Reflections on Strengths 22.42 13.23 17.63 19.15 22.61 25.54 7.27 12.25 2.47 5.28
Questions on Experiences 1.99 13.72 4.30 11.76 3.70 26.49 16.98 14.24 33.24 33.94
Questions on Perspectives 0.20 9.30 1.00 5.05 0.92 17.95 12.65 11.27 2.98 5.89
Questions on Emotions 0.17 0.26 0.74 1.21 0.50 0.50 0.21 0.18 2.30 3.15
Problem-Solving 11.93 10.41 14.20 14.14 14.12 20.10 16.30 10.98 13.14 7.76
Planning 0.89 15.05 1.48 4.01 5.25 29.05 5.29 11.05 6.23 6.08
Normalizing 35.36 2.82 28.58 12.30 34.70 5.45 3.45 3.77 3.87 3.63
Psychoeducation 8.42 3.19 10.04 4.98 6.51 6.16 7.19 3.71 11.62 5.30

Table 3: Frequency of conversational behaviors by different supporters. n indicates the total number
of therapist behaviors labeled for each agent.

RL-enhanced supporters consistently shift behavior toward patterns observed in high-quality

human therapists. For example, plain GPT substantially overuses affirmative and normalizing

responses, such as Normalizing (35.36%) and Reflections on Strengths (22.42%), while underusing

exploratory MI strategies that elicit users’ experiences and anticipated outcomes, such as Questions

on Experiences (1.99%) and Reflections on Consequences (2.60%). These findings are consistent with

recent work that repeatedly highlights “insufficient inquiry and feedback seeking” by general-purpose

LLM chatbots, noting chatbots ask fewer open-ended/elaborative questions and often move to

reassurance or advice without gathering enough context (Chiu et al. 2024), a gap that mental

health professionals view as central to effective support (Raimi et al. 2025, Scholich et al. 2025). In

contrast, RL+GPT produces a more balanced behavioral pattern: Normalizing declines sharply to

2.82%, Reflections on Strengths drops to 13.23%, and the aforementioned exploratory behaviors rise

meaningfully to 13.72% and 8.96%, respectively, which move substantially closer to the frequencies

observed for high-quality therapists (3.63%, 5.28%, 33.94%, and 8.11%). This shift is consistent with

the intended role of the RL layer: not to generate nicer single turns, but to guide the mix of strategies

toward patterns that support sustained engagement, deeper understanding, and conversation-level

progress.
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A similar trend is visible when RAG is used. Retrieval augmentation alone already improves

several categories relative to pure GPT (e.g., more exploratory content), and serves as a strong

baseline in practice. However, Table 3 shows that RAG-GPT still deviates materially from therapist

norms on multiple behaviors, whereas RL+RAG-GPT demonstrates clear gains: it reduces Normalizing

further and increases behaviors such as Reflections on Consequences and Questions on Perspectives

to levels much closer to those used by high-quality therapists. This indicates that RL continues to

provide corrective guidance even when the model already has access to retrieved knowledge, pushing

strategy use toward clinically desirable strategy allocation.

The same pattern emerges in Llama-based models. Plain Llama overuses Normalizing (34.70%)

and under-utilizes reflective techniques, whereas RL+Llama shifts toward therapist norms by lowering

Normalizing to 5.45% and elevating reflective behaviors (e.g., Reflections on Conflicts rises to 5.54%).

When RL is applied on top of retrieval augmentation, it continues to correct for imbalanced use

of strategies: relative to RAG-Llama, RL+RAG-Llama notably reduces its overreliance on problem-

solving, yielding a frequency closer to that observed among high-quality therapists.

Across architectures (with or without retrieval augmentation), consistent with therapist critiques

that chatbots can pivot too quickly from empathy to advice/psychoeducation, RL-enhanced sup-

porters consistently reduces overuse of Psychoeducation: from 8.42% to 3.19% in GPT, from 10.04%

to 4.98% in RAG-GPT, from 6.51% to 3.71% in Llama, and from 7.19% to 3.71% in RAG-Llama,

mirroring the difference observed between low- and high-quality human counselors (11.62% to

5.30%). Psychoeducation can be helpful, but because conversational bandwidth is limited, overuse

of psychoeducation may crowd out listening, elicitation, and client-led exploration, especially early

in a conversation.

Taken together, Table 3 suggests that RL-enhanced supporters exhibit greater use of more client-

centered behaviors such as reflective and inquiry-oriented strategies favored by skilled therapists,

while suppressing over-used generic reassurance. These findings support the value of RL as a

lightweight mechanism for steering LLM and retrieval-augmented LLM supporters toward behavior

profiles that better resemble high-quality human practice.

6.5 Emotion-Contingent Support Strategies

Motivated by design principles that view supportive dialogue as a partially observable interaction,

we treat the client’s emotional state as a latent (hidden) variable that evolves over time and is

only indirectly expressed through language. This design implies that effective support should be

emotion-contingent: as the client’s underlying valence and arousal shift, the supporter should adapt

its high-level strategy (e.g., reflecting, asking, or planning) accordingly. In this section, we therefore

examine whether different LLM supporters exhibit such adaptation, i.e., whether their BOLT-labeled

behaviors systematically vary with the inferred client emotion, and whether RL-guided strategy

selection yields patterns that more closely resemble high-quality human counseling.

As mentioned in Section 4.1, we model a user’s latent emotional along two primary dimensions:

valence (pleasant-unpleasant) and arousal (activated-calm). We operationalize these dimensions
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using the NRC-VAD Lexicon (Mohammad 2025) to calculate the valence and arousal scores for

each patient utterance. Although our POMDP maintains and updates a latent valence-arousal state

during interaction, using NRC-VAD in evaluation provides an external, model-agnostic proxy of

affect derived directly from the client’s language. This choice makes our emotion-contingent analyses

independent of our own state estimator, reducing the risk that the evaluation is confounded by

estimator-specific assumptions or biases.

The NRC-VAD Lexicon contains approximately 55,000 English words and their valence and

arousal scores rated by human. The ratings were obtained through large-scale crowdsourcing and

have been shown to exhibit high reliability, with scores on a continuous scale from -1 (lowest

valence/arousal) to 1 (highest). We label patient utterances with positive or negative valence based

on whether their valence score lies above or below zero. We label utterances as high or low arousal

by comparing each utterance’s arousal score to the mean arousal score computed across all patient

utterances.

To focus the analysis on clinically meaningful adaptation, we restrict attention to behavior

categories where high-quality human therapists demonstrably shift their strategy as emotion changes,

and we compare how different chatbot supporters adjust along the same dimensions (Figure 2).

Figures (2a)-(2d) show that high-quality therapists shift their behavioral emphasis depending on

valence, adopting distinct response patterns when clients display positive versus negative valence. In

Figure (2a), high-quality therapists increase Reflections on Emotions when responding to negative

(vs. positive) valence. While all LLM models mirror this trend, the extent of modulation differs:

non-RL models either elevate or decrease the levels, whereas RL-enhanced supporters maintain levels

that more closely approximate therapist behavior. While both baseline and RL-enhanced LLMs

appear to understand when Reflections on Consequences (Figure (2b)) and Conflicts (Figure (2c))

are needed, baseline LLMs (with the exception of RAG-Llama) deploy these reflective behaviors

at levels that are too muted to be meaningful. RL helps close this gap by increasing reflective

behaviors toward the levels observed in high-quality counseling. Figure (2d) demonstrates that,

both RL+GPT and RL+Llama show rising usage of Questions on Perspectives under positive valence,

matching the therapist trend, whereas their non-RL counterparts do not.

A parallel pattern emerges under arousal variation. In Figure (2e), high-quality therapists

decrease Reflections on Emotions under low arousal; RL-enhanced models reproduce this directional

change more consistently than their non-RL baselines and also match the usage level more consistently.

In Figure (2f), high-quality human therapists decrease Reflections on Conflicts when arousal becomes

lower. While baseline LLMs appear to understand when Reflections on Conflicts is needed, our RL

mechanism again helps them express enough of this behavior for it to be meaningful. That is, it

raises usage closer to the levels seen in effective human providers for majority of the baseline models.

Figure (2h) further illustrates this: high-quality human therapist elevates Planning when arousal

lowers and RL-enhanced supporters align with such a behavior, whereas majority of the baseline

LLMs show comparatively muted change even with wrong directional change. Finally, Figure (2g)

shows that, although all Llama-based models show muted usage of Questions on emotions, RL-
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 2: Supporter behavior frequencies following patient positive or negative valence (2a)-(2d),
and following patient high or low arousal utterances (2e)-(2h), with results compared among chatbot
supporters and the high-quality human therapist.
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enhanced GPT models mimic the trend of high-quality therapists much better than their baseline

counterpart.

In summary, these results show that RL improves emotion-contingent strategy adaptation in

two ways: it not only aligns the direction and magnitude of behavior shifts with high-quality

human counseling, but also reduces variance across LLM architectures. In particular, baseline

LLM supporters exhibit substantial architecture-dependent differences, with some models capturing

certain emotion-conditioned patterns while others fail to do so, suggesting that adaptation is fragile

and unstable under purely reactive LLM generation. By contrast, RL-guided strategy selection

yields more stable and consistent emotion-responsive behaviors across architectures, reinforcing the

view that the RL layer provides a model-agnostic mechanism for controlling supportive dynamics

under partial observability, improving their emotional attunement and adaptive response quality.

7 Controlled Human Experiment

Our empirical evaluation thus far has demonstrated that RL consistently improves conversational

strategy alignment across various LLM architectures. To complement these model-centric findings,

we conduct a real-world randomized controlled experiment designed to solicit human preferences

regarding the perceived conversational quality of RL-enhanced chatbots. This experiment allows

us to assess whether the improvements observed in empirical evaluation translate into meaningful

differences from the perspective of potential users seeking mental health support5. In our experiment,

we concentrate on one representative comparison: GPT vs. RL+GPT, which allows us to reduce

respondent burden and to isolate the incremental value added by RL-enhanced strategies over a

widely used baseline.

7.1 Study Design and Procedure

To ensure ecological validity, we design the experiment around three representative support contexts

frequently observed in mental health services (Pérez-Rosas et al. 2019): (1) anxiety related to life

stressors, (2) low energy and lack of motivation, and (3) substance use and relapse concerns. Using

the same LLM-based patient role-play procedure described in Section 6.2, we instantiate each of

these contexts through a dedicated patient simulator. For each patient simulator, we generate a

pair of conversations: one from an interaction with baseline LLM supporter and the other from the

RL-enhanced supporter.

Participants were recruited from Prolific and restricted to U.S.-based adults who reported

fluency in English. Eligible participants were randomly assigned to a pairwise comparison condition

in which they evaluated one conversation pair corresponding to one of the three contexts. To

avoid confounding due to presentation order, we counterbalanced which model appeared in the

first position and which appeared in the second position. This resulted in 3 contexts × 2 display

5The human evaluation protocol was reviewed by an institutional Human Subjects Division and determined to be
exempt from IRB approval.
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orders = 6 experimental groups. The original simulated dialogues consisted of 20 conversational

rounds; however, to maintain page and cognitive efficiency while preserving the core interactional

dynamics, participants were shown only the first three rounds of each conversation. Before viewing

the conversation pair, participants were presented with a brief priming question to contextualize

their reading task: “Imagine you are a patient seeking mental health support. What would your

primary goal be?” Participants then selected one of two broad user intentions: 1. Comfort-seeking,

defined as prioritizing emotional soothing or immediate relief, or 2. Progress-seeking, defined as

preferring constructive insights, reflective prompts, or guidance that facilitate self-understanding

and behavioral change. This measure enables downstream analyses examining how conversational

preferences vary across user motives. After reading the two side-by-side conversations, participants

indicated which version they preferred and provided a confidence rating on a 1-5 scale.

7.2 Main Results

We recruited approximately 180 participants, of whom 153 passed all attention checks and were

retained for analysis. Table 4 summarizes user preferences across the three simulated patient

contexts. We define the win rate of the RL-enhanced model as the proportion of participants who

selected the RL-enhanced conversation over the baseline GPT version. Across all conditions, the

RL-enhanced model is consistently preferred. In the first anxiety/life-stressor context, the RL model

achieves a win rate of 66.67%, indicating a strong preference for the RL-enhanced conversational

style. Preferences remain favorable, though somewhat attenuated, in the low energy and lack of

motivation context, with a win rate of 57.63%, and in the substance use and relapse context with a

win rate of 52.17%. Aggregated across all contexts, the RL-enhanced model attains an overall win

rate of 58.82%, suggesting that participants generally favor the RL-enhanced conversations over the

baseline. Confidence ratings further support the robustness of these preferences. Participants report

relatively high confidence in their choices across all simulators, with average confidence levels ranging

from 3.97 to 4.21 on a five-point scale and an overall average of 4.06. Notably, these evaluations

are based on only the first three rounds of each conversation, implying that the advantages of

RL-enhanced strategies emerge rapidly, even in the earliest stages of an interaction.

Simulator 1 Simulator 2 Simulator 3 Overall

Win Rate 66.67% 57.63% 52.17% 58.82%
Avg. Confidence 4.21 3.97 4.02 4.06

Table 4: User Preference of GPT vs. RL+GPT.

To further understand heterogeneity in user preferences, we analyze win rates separately for

comfort-seeking and progress-seeking participants and report the results in Table 5. A clear

divergence emerges between the two groups. Progress-seeking users (i.e., those who prioritize

constructive insights and reflective prompts) exhibit a remarkably strong preference for the RL-

enhanced model across all simulators, with win rates ranging from 62.96% to 81.82% and an

overall win rate of 70.30%. In contrast, comfort-seeking users (i.e., those who seek immediate
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emotional comfort) show a substantially lower preference for the RL-enhanced model, with overall

win rates of 36.54%. Both groups report similarly high confidence levels (overall confidence of

4.00 for comfort-seekers and 4.09 for progress-seekers), suggesting that users’ judgments are not

driven by uncertainty but by differing priorities in conversational goals. These findings indicate that

RL-enhanced strategy selection is particularly well aligned with the expectations of progress-seeking

users, who value conversations that probe underlying concerns and offer constructive avenues for

change. In contrast, comfort-seeking users appear to place greater value on the immediate emotional

reassurance that baseline GPT provides, as the standard model naturally excels at validation,

normalizing, and supportive language. Taken together, these patterns suggest that the RL-enhanced

model demonstrates its strongest advantages in settings where users seek reflection and forward

movement. By sequencing MI strategies over multiple turns, the model produces counseling-like

interactions that progress-oriented users perceive as more meaningful. The boundary condition

observed here thus clarifies the model’s strength: it is most effective in growth-oriented scenarios

rather than in contexts where immediate emotional soothing is the primary goal.

Simulator 1 Simulator 2 Simulator 3 Overall

Comfort-seeking users
Win Rate 33.33% 38.89% 36.84% 36.54%
Avg. Confidence 4.07 3.67 4.26 4.00
Progress-seeking users
Win Rate 81.82% 65.85% 62.96% 70.30%
Avg. Confidence 4.27 4.10 3.85 4.09

Table 5: Preference by User Type.

We further analyze the open remarks that participants provided at the end of the survey to

better understand the reasoning behind their preferences. Consistent with the quantitative patterns,

many respondents emphasize that the RL-enhanced conversations help them “think deeply about

the situation”, “get to the bottom of the problem”, and identify “actual steps the person could

take”. In contrast, baseline GPT is often described as “just supportive”, offering “platitudes” or

“kind words” without advancing the conversation. Several participants note that the RL model

balances empathy with direction, acknowledging the user’s struggles without “getting bogged down

in talking about self-care”. These comments support the interpretation that the RL-enhanced

policy more effectively paces validation, explores underlying concerns, and introduces guidance when

contextually appropriate – precisely the behaviors progress-seeking users find most helpful.

Taken together, these experimental findings reinforce the empirical evidence that the RL-

enhanced chatbot produces more strategically aligned and therapeutically meaningful conversations,

particularly in settings where users are receptive to reflection and constructive guidance. These

findings suggest a route to personalized support (Wang and Li 2025, Zhou et al. 2023b, Bardhan et al.

2025), as RL provides especially strong gains for progress-seeking users, motivating intention-aware

strategy selection that avoids one-size-fits-all responses.
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8 Concluding Remarks

This paper argues that effective mental health support chatbots require more than generating locally

“good” responses; they require multi-turn planning that adapts to a user’s evolving emotional state.

Motivated by design principles of supportive dialogue, we treat emotion as a latent state expressed

indirectly through language and show that counseling-style support is inherently sequential and

prospective: the quality of an interaction depends on how supportive behaviors are sequenced,

paced, and adapted across turns, not on any single response in isolation.

We propose a principled approach to design emotionally-aware conversational agents by in-

tegrating reinforcement learning and large language models within a POMDP formulation. Our

proposed RL+LLM framework is modular and lightweight. It learns a policy over a compact set

of high-level supportive strategies and delegates natural-language realization to an LLM. This

abstraction avoids token-level RL, reduces reliance on heavily hand-crafted prompts, and makes

the approach broadly extensible across LLM architectures, prompting, in-context learning, and

retrieval-augmented generation. Importantly, designing RL for partially observable, long-horizon

dialogue is intrinsically challenging, and there is no universally standard, off-the-shelf solution

for POMDP interactions. To address this, we develop a Thompson Sampling-based Bayesian RL

mechanism by enabling hidden emotional state dynamics tracking based on observable conversational

cues and adaptive forward-looking strategy selection. It enhances the extant LLMs’ ability to reason

about long-term consequences and to understand user’s emotional state evolution over multiple

conversation turns, so as to optimize and personalize different users’ emotional experiences with a

chatbot supporter. The ability of our chatbot to infer from and respond strategically to evolving

emotional states makes this approach particularly suited for mental health applications, where

trust-building, emotional-alignment and sustained engagement are critical.

Another challenge in advancing mental health chatbots is that there is no broadly accepted,

conversation-level evaluation protocol that reliably determines whether a multi-turn interaction

is better, especially when quality depends on long-range phenomena such as pacing, emotional

attunement, and strategic timing. To mitigate this gap, we adopt behavior-trajectory analyses

and human-anchored benchmarks, comparing generated behavior traces to high- versus low-quality

human counseling conversations. Empirical results demonstrate that RL shifts both the temporal

trajectories and the overall composition of supporter behaviors toward patterns characteristic of

high-quality human counselors. In emotion-contingent analyses, RL enhances adaptation to client

affect, improving both the direction and magnitude of strategy shifts while reducing architecture-

dependent variance, indicating that strategy-level RL provides a more stable control than purely

reactive LLM generation. Finally, a randomized human preference study corroborates these findings:

participants consistently prefer RL-enhanced conversations over the LLM baseline, with substantially

stronger gains among progress-seeking users, even when judging only the first few turns.

Together, our approach provides a practical and theoretically grounded pathway toward more

effective, responsive, and human-centric AI-driven emotional support. Our framework can serve as
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a reusable strategy layer for wellness-oriented micro-interventions that offer empathetic, on-demand

companionship and support emotional regulation, values clarification, and forward momentum

between or outside traditional therapy settings. By learning a policy over interpretable, high-

level support strategies, this abstraction also supports auditability and governance: stakeholders

can monitor strategy usage (e.g., over-reliance on psychoeducation), impose clinically motivated

constraints, and reason about system behavior at the level of counseling moves rather than opaque

token sequences. More broadly, our approach generalizes to other domains where goal-directed,

long-horizon interaction matters, including peer support, education, negotiation, or persuasion, in

which a conversational agent must effectively model and steer the mindset or opinions of its human

conversational partner in order to accomplish some overall conversation-level goal.

Finally, our study has several limitations. Because high-quality, accessible mental health

counseling datasets are rare, our empirical evaluation focuses primarily on a publicly available

counseling-style dataset that is well established in prior mental health counseling research and

well suited to our research setting (Pérez-Rosas et al. 2019, Sharma et al. 2021, Chiu et al. 2024).

Broader validation across additional datasets (if available) and conversational contexts would further

strengthen generalizability. In addition, our human study evaluates short excerpts rather than full

dialogues, leaving open questions about how preferences evolve over longer interactions. Finally,

while our framework is designed for wellness-oriented micro-interventions rather than clinical therapy

or crisis care, deploying such systems in practice would require careful attention to safety, oversight,

and domain-specific constraints.
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