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Abstract

The advent of new Al tools has caused many to worry about the displacement effect of
automation. The common reaction to this problem follows a Pigouvian intuition: automat-
ing capital harms workers, so it should be taxed. This paper argues that this Pigouvian
intuition is misguided. Capital harms workers at the extensive margin of automation, but
at the intensive margin, more capital in a task that has already been automated raises
overall output via capital deepening. I show that if the Planner can stipulate how much
more expensive labor must be than capital before automation can occur, then capital taxes
should be zero, recovering the celebrated result of Atkinson and Stiglitz (1976) in spite of
the dependence of relative wages on equilibrium automation. Calibrating occupation-level
exposure to automation to match aggregate substitution between capital and labor, I find
that the optimal response to the US tax system is to require labor to be 31.8% more expen-
sive than capital before automation can occur, but this reduces to 10.8% with an optimized
non-linear income tax. Simulating the introduction of Al, I find that the optimal threshold

rule is sharply increasing in the expected productivity growth of capital.
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1 Introduction

Automation is one of the leading theories for why the wages of some American workers have
stagnated or even declined (Acemoglu and Restrepo, 2022b), and recent advances in artificial
intelligence have led to widespread concern about further displacement and deep inequality
(Eloundou et al., 2024). The reaction to this problem, by both lay people and the economics
literature, follows a Pigouvian intuition: if robots harm workers, they should be taxed. Indeed,
in an influential 2017 interview, Bill Gates claimed “the robot that takes your job should pay
taxes”. More formally, the literature on the subject, such as Guerreiro et al. (2022) and Costinot
and Werning (2023), takes as a starting point that, in the absence of perfect redistributive
instruments, taxation of automating capital is the natural policy response to automation.

In this paper, I argue that this Pigouvian intuition fails to distinguish between the ex-
tensive and intensive margin of automation. One of the key findings of the recent literature
modeling automation using the task framework is that the displacement of labor from tasks —
the extensive margin — is what adversely affects the wages of exposed workers (Acemoglu and
Restrepo, 2018). Once capital is performing a given task, more capital producing that task
— the intensive margin — raises overall output via capital deepening. To illustrate, imagine a
checkout cashier who is being replaced by a kiosk. This initial act of displacement harms the
cashier as the loss of tasks to capital lowers their wages. However, once the task of “checking
out customers” has been automated, further investment in kiosks raises demand for the cashier
in their remaining tasks. A tax on automating capital is unable to distinguish between these
two pecuniary externalities that are opposite in sign.

To study the problem of worker displacement from automation, I consider an optimal
taxation problem with a variety of worker types who have differing exposure to automation.
Workers make both a labor supply decision and a savings decision. Each type of worker
produces their own interval of tasks where they must compete with capital. The equilibrium
threshold of automation, above which tasks are allocated to labor, determines wages as a
function of workers’ comparative advantage across tasks as well as the relative price of capital.
The problem of this economy is not one of efficiency, but of equity. Put differently, the economy
will land on the Pareto frontier, but because the Planner does not have access to idiosyncratic
lump sum transfers a la the Second Welfare Theorem, they cannot necessarily pick the point
along the frontier that is socially optimal. Instead, I allow for distortionary redistribution
through a general, nonlinear income tax that can tax both capital and labor income.

The supply of capital affects the level of automation in equilibrium, so in principle, the
Planner may want to tax capital so as to change the distribution of wages and slacken their
incentive compatibility constraints. This is precisely the Naito (1999) critique of the classic
Atkinson and Stiglitz (1976) zero capital tax result applied to the case of automation. However,

leveraging the insights from the task framework, I consider an alternative policy instrument,



which I call the threshold rule, that stipulates how much more expensive labor must be than
capital before a given task may be automated. This introduces a wedge in the extensive margin
decision to automate a task. In laissez-faire, this number is zero: tasks are automated as soon
as labor is more expensive. But with a positive threshold rule, marginal tasks where capital is
only slightly cheaper than labor stay with the workers.

I show via an envelope argument that when the threshold rule is set optimally, capital
taxes should be zero. This is because changes in the level of automation from changing the
threshold rule are proportional to those from changing the supply of capital. Therefore, when
the Planner has access to the threshold rule, it is “as-if” the conditions of Atkinson and
Stiglitz (1976) hold; any effect on relative wages from changing the supply of capital will be
second-order. Intuitively, the threshold rule is a less distortionary way of changing the level of
automation. By shifting the marginal task back to labor, the threshold rule generates a first-
order increase in wages with only a second-order reduction in output. And it does so without
generating a wedge in the capital accumulation decision for tasks that remain automated. In
contrast, reducing the supply of capital with a tax will also shift tasks back to labor, but at
the cost of generating a wedge in inframarginal tasks as well. A capital tax therefore harms
workers by reducing capital deepening at the same time it helps them by slowing automation,
whereas the threshold rule is able to focus on the latter without distorting the former.

This novel zero capital tax result does not depend on the welfare weights placed on each
type of worker or the productivity schedule for capital and labor. That is, the result holds
whether the capital in question is a steam engine, office computer, or superintelligent AGI.
Put differently, astonishing progress in artificial intelligence does not, by itself, justify capital
taxation.

However, the optimal size of the threshold rule depends on the Planner’s concern for those
that are displaced by automation and their degree of exposure. To this end, I use a perturbation
argument to derive a condition which describes the optimal threshold rule. This condition
equalizes the marginal efficiency loss from distorting the task allocation with the marginal
equity gain and fiscal impact of reducing automation. The equity gain is given by the covariance
of welfare weights and equilibrium changes in income when automation is reduced. Therefore,
a higher threshold rule will be desirable when it tends to increase the income of those with
relatively high social value of additional consumption.

Finally, I consider the case where the Planner is unable to use the threshold rule. In
that case, the Pigouvian intuition prevails: the capital tax should be used to influence the
equilibrium level of automation. Moreover, even when nonlinear taxation is available, the
capital tax should be linear because the Planner wants all households to internalize the same
pecuniary externality of capital on wages. A similar perturbation formula determines the
optimal capital tax in this case, but now it must equate the equity benefit of changing income

with the direct cost of taxing capital, given by the covariance between welfare weights and



capital ownership. Thus, taxing capital can help to address displacement from automation,
but it should be thought of as an indirect and costly way of targeting the real problem: the
loss of workers’ tasks to capital.

I extend the model in a variety of ways to show the robustness of my extensive vs. intensive
margin argument. This includes heterogeneity in skill within types, workers deriving intrinsic
value from being a useful part of the production process, and the possibility that workers can
switch their type (including a switch to non-employment). In each of these cases, the threshold
rule continues to dominate the capital tax as the tool for addressing automation. Of particular
interest is the setting where the direction of innovation is endogenous. In a world where the
Planner can push the direction of innovation to be more labor- or capital-augmenting, it could
be that such intervention is another useful tool for reducing displacement from automation. To
the contrary, I show that there is no need for intervention in the innovation side of the economy
when the threshold rule is optimal. This is analogous to the Pigou Principle where, for example,
optimal carbon pricing implies that innovation policy does not need to pay attention to whether
a technology produces carbon emissions (Golosov et al., 2014; Acemoglu et al., 2016; Donald,
2023). One may imagine a similar result holds for an optimal capital tax, but in fact, the
opposite is true. The higher the optimal capital tax, the more the Planner should intervene to
push innovation towards labor-augmenting technology.

A natural question is how to implement the threshold rule in practice. The value of
the threshold rule comes from the fact that it only affects the extensive margin decision to
automate, leaving the intensive margin undistorted following automation. This makes it similar
to a fixed cost of automation, which would only be worth paying when the gains from using
capital are sufficiently high. Building on this intuition, I show that the threshold rule can be
implemented via a tax or subsidy on fixed costs for automation. By influencing fixed costs,
policy makers can use standard policy instruments to exclusively focus on the extensive margin.
In reality, policy makers may not be able to perfectly discern fixed and marginal costs, but the
goal of this paper is to argue that policymakers should strive to precisely target the extensive
margin of automation whenever possible. While unconventional, there are some precedents
for such targeting. For instance, the European Commission considered a policy where Chinese
goods may only be imported if they are 10% cheaper than their domestic counterpart.! My
paper argues that this form of intervention is the right way to deal with displacement from
automation.

Ultimately, the degree to which the threshold rule outperforms the more blunt option —
a general capital tax — is a quantitative question. Therefore, I conclude the paper with a

quantitative exercise showing the gains from using the threshold rule with both optimal non-

1For a discussion of this policy proposal, see The Economist: “The Battle for Europe’s Economic Soul”,
March 2023. The trade analog of the policy prescription of this paper would be that, conditional on Chinese
goods satisfying this condition, they do not face any tariffs.



linear taxation and the US status quo tax system (Heathcote et al., 2017). What matters for
this exercise is the heterogeneity in automation exposure across workers, so to calibrate this
heterogeneity, I consider 300 different occupations using the scheme from Deming (2017). I
then take the exposure score for each occupation from Webb (2020), which measures the textual
similarity between O*NET task descriptions and patents for robots and software. Finally, I
calibrate the mapping of this measure to occupation-specific comparative advantage using the
estimate of the aggregate elasticity of substitution across capital and labor from Karabarbounis
and Neiman (2014). This exercise implies occupation-level elasticities of substitution which
are consistent with those measured by Caunedo et al. (2023).

With a fully optimal non-linear tax system, the threshold rule should be set equal to 10.8%,
replacing an optimal capital income tax of 10.9% when the threshold rule is absent. This switch
eliminates the distortion of household saving decisions and increases utilitarian welfare by a
consumption equivalent 0.05%. With the US status quo tax system, the optimal threshold
rule rises substantially to 31.8%. This change reflects the greater desirability of distorting
automation when the remainder of the economy — mainly capital ownership — is more unequal.
In the non-linear tax allocation, the initial endowment is fully taxed and redistributed, allowing
the benefits of capital income to be shared more widely. But in the status quo tax system,
capital ownership starts out highly concentrated, so reducing automation brings a greater
equity benefit. As a result, introducing the optimal threshold rule in the status quo raises
welfare by a much larger consumption equivalent 1.4%.

In the final section of the paper, I simulate the introduction of Al and compute the optimal
threshold rule in various scenarios of capital-augmenting productivity growth. Occupation-
level exposure to Al may differ from previous rounds of automation, so to address this, 1
modify comparative advantage schedules by including the Webb (2020) exposure score to Al
Unlike robots and software (the scores used in the previous exercise), exposure scores to Al
are positively correlated with wages, reflecting the potential for Al tools to displace cognitive
white-collar tasks. For various assumptions of how labor-augmenting productivity grows in
tandem, the optimal threshold rule rises sharply with capital-augmenting productivity growth.
In particular, with the US status quo tax system, doubling capital-augmenting productivity
implies the threshold rule should rise to 95.8%. The consequences for welfare are similarly
stark, with the consumption equivalent welfare gains from introducing the threshold rule also
sharply increasing with capital-augmenting productivity. For instance, introducing the optimal
threshold rule in the doubling scenario raises consumption equivalent welfare by an impressive
5%. While somewhat speculative, this exercise implies that the more we expect Al to transform

the economy, the more it matters that we get automation policy right.



1.1 Related Literature

This paper builds on the insights of the task framework and applies them to the question of
optimal policy. Some of the seminal contributions modeling automation as a reallocation of
tasks from labor to capital include Zeira (1998), Acemoglu and Autor (2011), and Acemoglu and
Restrepo (2018). Empirical studies arguing for the importance of automation in determining
wage inequality include Autor et al. (2003) and Acemoglu and Restrepo (2020, 2022b).2 An
advantage of the task framework from the perspective of optimal policy is that it highlights
the distinction between the extensive and intensive margin of automation. In particular, the
reasoning behind my main result draws heavily on the notion of “so-so” automation developed
in Acemoglu and Restrepo (2018). The margin of automation is, by definition, the place where
capital’s comparative advantage is the smallest, so distorting the task allocation near this
margin has little efficiency cost. Automating these tasks is “so-so” in the sense that it elicits
small productivity improvements while still reducing wages of exposed workers. Labor may
still be highly productive in these tasks and so wages may be greatly affected by their loss; it
is only the productivity difference between capital and labor that is small.

This paper’s most significant contribution is to the still fairly young literature on the
optimal policy response to automation.® As stated above, the existing papers in the literature
all take the taxation of automating capital as a starting point, including Guerreiro et al. (2022),
Thuemmel (2023), and Costinot and Werning (2023).% All three papers argue for the taxation
of capital as a form of redistribution over and above already redistributive income taxation.
My results clarify the role of capital taxation in the optimal policy response to automation and
show that such taxation is an imprecise tool to help workers exposed to automation. Acemoglu
et al. (2020) also study an optimal tax problem in a task model, but in stark contrast to my
main result, they find that the optimal tax system involves production efficiency: capital and
labor are taxed (at similar rates) and the allocation of tasks is left undistorted. The source of
this difference is the number of agents. Acemoglu et al. (2020) consider a single type of labor, so
they satisfy the conditions of the Diamond and Mirrlees (1971a,b) production efficiency result:
all goods and factors are taxed at their own linear rate. In a heterogeneous-agents model,
the assumption of a uniform labor tax schedule violates this condition. Thus, production
inefficiency can be optimal when there are multiple types of workers. Also related is the work
of Lehr and Restrepo (2022) and Beraja and Zorzi (2024), who both focus on the frictional

reallocation of displaced workers. These papers argue for the slowing down of automation, but

2See also Krusell et al. (2000), Karabarbounis and Neiman (2014), Burstein et al. (2019), Hémous and Olsen
(2022), and Moll et al. (2022) for related work on the effect of capital prices and automation on the labor share
and inequality.

3There are also a number of papers focusing on risk from AI (Guerreiro et al., 2023; Acemoglu and Lensman,
2024; Jones, 2024, 2025; Lehr and Restrepo, 2025). I study labor market disruption rather than extreme risks,
but Section 6.2 considers scenarios where highly productive Al technologies can create high levels of automation.

4Ales et al. (2015), Hosseini and Shourideh (2020), Schulz et al. (2023), Bond and Kremens (2024), and Atolia
et al. (2025) also study the role of income taxation in responding to disruption from technological change.



they do not distinguish between policy instruments that affect the extensive versus intensive
margin of automation. I take a complementary view that does not focus on adjustment frictions
or unemployment but instead considers how to best offset wage inequality driven by differential
exposure to automation across worker groups.’

Another important, more developed, literature with which this paper interacts is that on
optimal capital taxation (Chamley, 1986; Golosov et al., 2003; Farhi et al., 2012; Saez and
Stantcheva, 2018; Straub and Werning, 2020). The main result of this paper, that automation
concerns need not affect the capital tax when the threshold rule has been set optimally, is
complementary to past capital taxation results that did not consider an automation margin.
If the extensive margin of automation can be controlled separately, our past thinking about
capital taxation can again become applicable even in the face of automation concerns. It is
only in the absence of such targeting that one needs to update their views of the capital tax
to account for automation.

The remainder of the paper is organized as follows. Section 2 lays out the task framework
that I will use throughout the paper. Section 3 describes my main result on the role, or lack
thereof, for capital taxation in responding to automation. Section 4 shows that my main
result holds in a variety of extensions. In Sections 5 and 6, I simulate optimal policy within a

calibrated version of my model. Section 7 concludes.

2 Model

This section lays out the task model used throughout the paper. In the main text, I consider
a two period model, but I show in Section 4.1 that all of the insights carry over to an infinite
horizon setting as well. There are J-many worker types, which I will index with ¢ or j. To keep
things simple, I will imagine that income in the first period is given by a fixed, type-specific
endowment and workers make a consumption/savings decision over this income. In the second
period, they make a labor supply decision and consume their capital and labor income. Factor
prices will be endogenously determined by the allocation of capital and labor to tasks, where

each worker type can have their own comparative advantage schedule with respect to capital.

2.1 Preferences & Welfare

Household preferences are given by a utility function that is additively separable across con-

sumption and labor:
Vi = u(cjpo) + B(ulcj1) = hi(l)), (1)

5 Automation and unemployment are often conflated, but in this setting, I am focusing exclusively on au-
tomation, as defined by capital displacing labor from productive tasks. Whether the resulting reductions in the
marginal product of labor lead to unemployment (workers that would like to supply labor at prevailing wages
but cannot find a buyer) depends on whether there are frictions in the labor market. Here I am abstracting
from such frictions and just focusing on differential exposure to task displacement.




where [ is the discount factor common across households.

Social welfare is given by some function over population-weighted, type-specific utility:
W =W({n,V;}) @)

where n; is the population size of type j households. I will normalize the total size of the
population to one: 3 ;n; = 1. The generality of the welfare function implies that one can also
view the optimal policy problem described below as sketching the constrained Pareto frontier;

one would simply need to vary the welfare weights placed on each household type.

2.2 Tasks & Production

Final output is produced in the second period using a CES aggregator over task-level produc-

v=(Z [ v ar) )

where o is the elasticity of substitution across tasks, and x indexes over the tasks in the

tion:

economy. X is the set of tasks that is specific to type j workers. Production at the task-level

is perfect substitutes across capital and labor:
y(x) = Agag(z)k(z) + Ajoi(z)li(x) = € Aj, (4)

where Ay, A; are factor-augmenting productivities and ay(z), oj(x) are task-level productivi-
ties for capital and labor, respectively. This setup assumes that worker types do not compete
with each other; workers only compete with capital.

Total factor demand must equal supply, so
Lj == / f](l‘)dit, (5)
Xj

where L; = n;l; is the total amount of labor supplied by type j households. Similarly for

capital, we have

K = Z/XJ k(x)dz, (6)

where K is the total supply of capital.
In the first period, there is a fixed endowment of final goods Y, which can be either con-
sumed or transformed into capital. One could think about the first period as taking place after

production when the only remaining decision is how much to consume and save. Therefore,



the first period resource constraint requires

ancjp +K=Y. (7)
J
Production takes place in the second period, when all final goods and remaining capital are

consumed. Thus, the second period resource constraint requires

anCjJ =Y+ (1-90)K, (8)
J

where ¢ is the depreciation rate of capital.

2.3 Automation & Equilibrium

The equilibrium allocation of tasks to factors is determined by the profit maximization of a

competitive, representative firm. This firms solves

max Y — w-/ li(x)dx —r / k(x)dx, 9)

{k(@).{¢;(@)}} Z]: Tx 2]: x;
where w; is the type-specific wage, and r is the rental rate on capital. I assume that the final
good is the numeraire. Because task-level production is perfect substitutes, the firms would
like to produce each task with the lowest marginal cost factor. The threshold rule 8 introduces
a wedge in this decision and stipulates that tasks may only be automated when the marginal

cost of labor exceeds that of capital by factor 1 + 6. Therefore, task allocations follow

wj r(1+6)
0 ={ze Xj‘Aja;(w) < Akak(x)} (10)

These sets describe the equilibrium set of tasks that is assigned to each factor in production.®
The threshold rule introduces production inefficiency because failing to use the cheapest factor
in each task implies the production function does not maximize output for a given set of
factor inputs. To add some additional structure to the task allocation, I will assume that

task sets are simply an interval: X; = [0, z]. Furthermore, with the assumption that 22 Eg is

strictly increasing in z (i.e. labor has a comparative advantage in higher order tasks), we will
have a threshold of automation z; below which tasks are automated and above which tasks

are produced with labor. This threshold task must then satisfy the following marginal cost

5] am assuming that the marginal task is allocated to capital, but this is not relevant as this task is measure
Z€ro.



equalization condition:
wj B r(1+6)

Ajaj(g)  Apo(zs) (12)

This condition allows us to describe each type’s comparative advantage schedule across tasks.

We have that the changes in automation must follow

dzj = (mn (aj(g;)j/a’“(wj)))ldln (7r(1wi 9)), (13)

That is, the semi-elasticity of relative productivity provides a measure of a type’s comparative
advantage with respect to capital because it tells us how much their automation threshold
shifts in response to price changes. If gi ((g
changes in automation, but if Zi ((g is steep, then automation is largely insensitive to price

is flat, small changes in prices can generate large

changes.

Given its importance for optimal policy, some additional discussion of the threshold rule is
warranted. Figure 1 provides an illustration of the introduction of the threshold rule (holding
factor prices fixed). The left panel shows the task allocation in laissez-faire, where tasks are
produced with the cheapest factor. This is the task allocation that maximizes output. With a
positive threshold rule, some marginal tasks are given back to labor, namely those where the
marginal cost of producing with labor is less than 1 + 6 times greater than that of producing
with capital. This generates a distortion, as illustrated by the red deadweight loss triangle,
but this distortion only stems from the marginal cost difference between capital and labor in
the marginal tasks that are given back to labor. That is, this is an extensive margin distortion
that is initially second order because there is no cost difference between capital and labor at
the marginal task. The inframarginal tasks, where capital is sufficiently cheaper than labor,
are left undistorted.

Following a standard argument in the task literature, I show in Appendix A.1 that final
output can be represented as a CES production function with endogenous shares:

1 o1 1 =1\ 553
F(X,L,K) = (A,g (AeK) = + ) A7 (AjLy) - ) g (14)
j

where Ay = [ ()7 ldz and A = fﬂj aj(z)° tdx, and X = [z,] is the vector of automation
thresholds. Therefore, one should think about the task allocation as determining the CES
shares A; assigned to each factor, and as a result, factor prices in equilibrium. Factor prices

follow the familiar formulas:
1 o-1,V\2
wj =A7A;° (L—J) ’ (15)
Y

r= A,%A,:Ul()‘l’. (16)



Figure 1: Task Allocation with Threshold Rule
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From this, we can see the two pecuniary externalities that capital imposes on labor. If we
write the automation thresholds x; as endogenous equilibrium objects that depend on factor

supplies and the threshold rule, we can write

Oln(K) o 0dx; O0ln(K) o 0In(K)
—_——
Automation (-) Capital Deepening (+)

As we can see, increasing the capital stock lowers wages by expanding the set of tasks that
are automated. That is, more abundant capital lowers the rental rate and makes it cheaper to
produce some marginal tasks with capital. Conversely, this increase in the capital stock also
raises wages through capital deepening. With CES production, factor prices scale with output,
so increases in capital raise demand for workers by simply expanding the economy. Note that
the automation margin varies by type as it will depend on the comparative advantage schedule
of a given type across tasks. The capital deepening margin, on the other hand, has the same
proportional effect on all wages. This implies that the effect of capital on relative wages only
operates through differential exposure to automation. In effect, I am ruling out other forms
of capital-skill complementarity that are not related to automation (such as those studied in
Slavik and Yazici (2014)) so as to keep focus on automation as a source of inequality.
Heterogeneity in exposure to automation also implies type-specific elasticities of substitu-
tion between capital and labor. In a task model, the elasticity of substitution comes from
substitution both across tasks and within tasks (Hubmer and Restrepo, 2021), so each type of

labor will have a local elasticity of substitution that depends on their comparative advantage
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schedule:

ail(zs o—1 a(xs o—1
I O (rfuy) T e e

ox;
The first term is common across types and reflects substitution across tasks. That is, if relative
prices shift, demand will shift towards tasks produced by cheaper factors. The second term is
heterogeneous across types and reflects substitution within tasks. As the relative price of capital

and labor changes, automation thresholds change according to the comparative advantage of

Oln (o () /o (x;))
ox;

We can then define an aggregate elasticity of substitution by considering how the total

labor across tasks,

, which shows up in the denominator.

share of income captured by capital changes in response to changes in the price of capital:

_ dln (S Oln (wj)
Sp=1- mn ZS( e S )y (19)

where S, is the capital share and S; is the income share of each type. This aggregate elasticity
of substitution is then a weighted average of the type-specific elasticities.” The weights — which
must sum to one — are determined by income shares and the sensitivity of wages to changes
in the price of capital. Therefore, we have that the aggregate level of substitutability across
capital and labor is also given by across and within task substitution, where the influence of
each type’s heterogeneous exposure to automation scales with the income share of that type.

This economy is efficient, so the role of policy is to address equity. In other words, the
allocation will land on the Pareto frontier, but there is no guarantee that market endowments
will select the point on the frontier that is optimal from the perspective of social welfare. To
address this equity concern, the Planner has access to a nonlinear tax function 7 (Rk;, w;l;),
the key restriction of which is that it can only condition on financial observables (capital and
labor income), rather than type. This rules out type-specific lump-sum transfers (like those
used in the Second Welfare Theorem) and type-specific linear labor taxes (like those used
in Diamond and Mirrlees (1971a,b)). Hence, redistribution requires introducing distortions,
and the key question of this paper is how the inequality implications of automation can be
addressed with as little distortion as possible.

Households then maximize utility subject to their budget constraint, which follows
RC]'70 +c¢j1= ijY + wjlj - T(RFL]’, wjlj), (20)

where R = 14 r — ¢ is the total pre-tax return to savings, k; = wjf/ — ¢j0 is the level of
household savings between periods, and w; is the per-person ownership share of the initial

endowment. One should note that this setup allows for a “universal basic income” (UBI) —

"Note that Equation (19) holds for any constant returns production function F(K, {Lj}).
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another common policy response to automation — as the intercept of the tax function. I do
not put the initial endowment in the tax function to keep focus on distortionary taxation,
but one could allow for exogenous taxes on the initial endowment by simply relabeling w;.
For example, in the Mirrlees problem of Section 3.1, I will assume the Planner fully taxes and
uniformly redistributes the initial endowment before then deciding the distortionary, non-linear
tax function. Denote by 7, ; = g—;j’{ and 7 ; = % the implicit tax wedges on capital and labor,

evaluated at type j’s bundle.® Then, standard household optimization decisions satisfy

hy(ly) ‘
ulj(cjjl) = (1 - Tl,j)wjv (21)
as well as
u/(Cj’()) = (1 — TkJ)RBu’(ijl). (22)

Finally, the tax schedule must satisfy the government budget constraint:
> n;T; = 0. (23)
J

Given these conditions, the competitive equilibrium is defined as follows:

Definition 1 (Equilibrium). Given a level of initial endowment Y, ownership shares {w;}, pop-
ulation {n;}, factor-augmenting productivities { Ay, {A;}}, and task-level productivities {ay(x), {a;(x)}},
an equilibrium consists of a tax schedule T (.), a threshold rule 8, final output Y, factor de-
mand {k(x),{{;(x)}}, a rental rate v, wages {w;}, task allocations and automation thresholds

{Q%, {Q,2;}}, capital supply K, labor supply {l;}, and consumption {c;o,cj1} such that:

i) Prices {r,{w;}} and quantities {Y,{k(z), {{;(x solve the profit maximization problem
J J
(9)7

(it) Task allocations and automation thresholds {Qu,{Q;,x;}} satisfy (10), (11), and (12);

(tit) Labor supply {l;} and consumption {c;o,c;1} solve households’ utility mazimization prob-
lem by satisfying their budget constraint (20), labor supply condition (21), and FEuler
equation (22);

(iv) Factor markets clear (5) and (6);

(v) The resource constraints (7) and (8) and government budget constraint (23) hold.

8Tt would be more accurate to call 71 ; a wealth tax, but this distinction does not matter in a model where
all savings earn the same return.
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3 Automation & Capital Taxation

This section describes the optimal policy response to automation. Optimal choice of the
threshold rule implies that the capital tax should be zero. Instead of taxing capital, the
Planner prefers to distort the extensive margin of automation with the threshold rule, and 1
derive a formula which characterizes the optimal threshold rule. However, in the absence of
the threshold rule, the Planner wants to linearly tax capital so as to cause savers to internalize
the pecuniary externality of automation, and I derive a formula to characterize the optimal

capital tax in this case.

3.1 Non-Linear Taxation

I start with a mechanism design formulation of the Planner’s optimal taxation problem, where
the Planner must satisfy incentive compatibility constraints which reflect that an agent’s type

is private information (Mirrlees, 1971).

Definition 2 (Non-Linear Tax Planning Problem). The Planner solves

ma w iVit) s.t. (7),(8), o4
{Cj,owj,l,l}j},l(,e <{nﬂ J}) (7),(8) (24)

u(cio) + Bulein) — hi(li) > ulejo) + Buler) — hi(w;ly/wi)) Vi, j.

That is, the Planner must pick an allocation where it is incentive compatible for households
to truthfully report their type, and we can back out the properties of the tax function that
would implement this allocation as a competitive equilibrium. The role of automation in this
problem is in the determination of relative wages. Because the Planner can only observe
income, rather than type, a household of type i that is imitating type j will need to supply
w;lj/w; units of labor to achieve type j’s income. Therefore, influencing the equilibrium level
of automation may slacken the incentive compatibility constraints by compressing the wage
distribution and reducing the temptation for one type to imitate another.

The only policy variable that explicitly shows up in the Planner’s problem is the threshold
rule as this policy instrument allows them to influence wages through automation decisions.
Wages are determined by automation thresholds and factor supply, and the automation thresh-
olds in turn depend on factor supply and the threshold rule. Therefore, we can write an implicit
function that characterizes the equilibrium dependence of automation thresholds on factor sup-
ply and the threshold rule and use this implicit function to consider the full impact of changes
in these variables on wages. The following Lemma characterizes the key feature of this implicit

function.

Lemma 1. The equilibrium change in automation thresholds from raising capital supply is
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proportional to that from changing the threshold rule. That is,

Oxj Oz

ok = 08 (25)

The proof of Lemma 1 is in Appendix A.3. Lemma 1 shows that there is an equivalency
between influencing the equilibrium level of automation by changing the supply of capital and

by changing the threshold rule, and this implies the main result of the paper.

Proposition 1. When the threshold rule is set optimally, capital taxes should be zero:
T].CJ' =0 V] (26)

The proof of Proposition 1 can be found in Appendix A.4.9 This result tells us that capital
taxation is not the right tool for dealing with automation when the threshold rule is available.
In principle, the Planner may want to influence the supply of capital so as to change relative
wages through automation. However, Lemma 1 implies that any impact on the Planner’s
objective from changing automation through the supply of capital will envelope out when the
threshold rule is chosen optimally. Thus, it is “as if” Atkinson and Stiglitz (1976) holds. With
automation targeted by the threshold rule, there is no reason to introduce a wedge between
households’ intertemporal marginal rate of substitution and the marginal rate of transformation
of final goods across time; any slackening of incentive compatibility by changing equilibrium
automation will already have been achieved by choice of the threshold rule. Put differently,
every household should satisfy an undistorted Euler equation.'®

This is a qualitative result in the sense that it holds independent of the parameter values of
the economy. Namely, it does not depend on the details of the social welfare function, such as
the level of inequality aversion, and it does not depend on the productivity schedule of factors
across tasks. Therefore, the result holds whether the capital in question is a primitive tool or a
science fiction robot capable of producing all tasks. The model can encompass the latter case
as a vast increase in ag(z) for tasks that are typically associated with labor. The main point
is that it is better to explicitly target the extensive margin of automation. We will now turn

to characterizing the optimal threshold rule.

3.2 Distorting Automation

Turning now to the optimal choice of threshold rule, I will make use of the other great tradi-
tion of optimal taxation: the perturbation approach popularized by the seminal work of Saez

(2001). This approach allows me to derive a formula for the optimal threshold rule in terms

9Note that everything would continue to hold with the more general utility specification V; =
Vj u(Cj,o, Cj,l), lj) .

10This also implies that there should be no taxation of capital in any subset of the automated tasks as this
would still generate a wedge in households’ Euler equations.
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of a perturbation around the optimum.'! For this result, covariance and expectations opera-
tors will make use of population size {n;} as a probability distribution, and I will denote by
Aj = OW; 1 [IB(0; W 1) the welfare weight on type j households. The following proposition

describes the optimal choice of the threshold rule.

Proposition 2. For any tax function that allows for a freely chosen lump-sum, the optimal

threshold rule is set to satisfy

r . -0 _
Y%: <Akak(.7jj))1 (1 +19)_ i 1(_da:j) = Cov(Nj, (1 — 75)w;ljdIn (wy) + (1 — 74 ;) RjdIn (R))

+ ]E(Tl’jwjljdln (lj) + Tk’jRchdln (fij))
(27)

for perturbations generated by changes in the threshold rule.

The proof of Proposition 2 can be found in Appendix A.5, which follows a similar argument
to that found in Costinot and Werning (2023). The left-hand side of Equation (27) expresses the
efficiency cost of distorting the extensive margin of automation. This depends on the income
share of each marginal task as well as the scale of the distortion generated by the threshold rule.
The former — given by the marginal cost of capital at the threshold of automation raised to one
minus the cross-task elasticity of substitution — measures the importance of the marginal task
in production & la Hulten’s Theorem (Domar, 1961; Hulten, 1978). The latter measures the
opportunity cost of using the “wrong” factor near the marginal task, which scales with the size
of 8. In fact, the scale of the distortion has the same shape as a CRRA utility function with
curvature given by the cross-task elasticity of substitution. As I show formally in Appendix
A.8, this gives the natural interpretation that the scale of distortion is logarithmic when task
aggregation is Cobb-Douglas. Both of these terms are then scaled by the equilibrium reduction
in automation —dx; and output Y.

The right-hand side is the equity and fiscal benefit of perturbing the threshold rule. The
equity benefit is the covariance between a type’s welfare weight and the total equilibrium
change in their after-tax income from the perturbation. This term will be high if the Planner
values the consumption of those whose income rises relative to those whose income falls. As
I will argue below, the distribution of equilibrium changes in income is closely connected to
heterogeneity in exposure to automation. The fiscal benefit is the effect on government revenue
of behavioral changes brought about by the perturbation. The supply of capital and labor may
adjust in response to changes in the threshold rule, and these factor supply changes will effect

the government insofar as those factors are taxed. Therefore, the perturbation is also beneficial

11 Alternatively, Appendix A.4 derives a formula for the optimal threshold rule within the mechanism design
framework, equating the marginal production loss from distortion with the marginal value of slackening the
incentive compatibility constraints by compressing the wage distribution.
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insofar as it slackens the government’s budget constraint. Note that these behavioral effects
do not affect welfare directly due to the envelope theorem.

The formula of Proposition 2 does not depend on the tax schedule having been chosen
optimally. It holds for any tax function that allows for a freely chosen lump-sum tax or transfer
which does not need to condition on type. This is required to guarantee that perturbations
remain fiscally feasible. Proposition 2 therefore allows for the introduction of a threshold rule
without needing to stipulate the remainder of the tax function. I use this property in Section
6 to study the welfare gain from introducing the threshold rule in the US economy while
maintaining the status quo tax system.

The perturbations of factor prices considered here are general equilibrium responses, taking
into consideration the full, optimal response of every agent in the economy to a perturbation

of the threshold rule df. But to gain intuition as to how wages change for different types, we
91n (oj(z)/ok(z;5))
(9:173'

can note that the comparative advantage of a type across tasks will determine
the size of the direct reduction in automation in response to increases in the threshold rule.
Again, if a type’s relative productivity schedule across tasks is steep, then there will be few
tasks that are near the automation margin. Therefore, increases in the threshold rule will
not do much to raise that type’s wages directly. Conversely, if a type’s relative productivity
schedule across tasks is flat, many of their tasks will be close to the margin of automation,
implying that small changes in the threshold rule can return to them a large chunk of tasks.
And importantly, these will be tasks where they were almost as cheap as capital, minimizing
the production losses.

The threshold rule therefore leverages differences in comparative advantage across worker
types to move the wage distribution. As shown by Proposition 2, the desirability of using the
threshold rule then depends on to what degree this differential exposure — and the resulting
general equilibrium changes to income — covary with the relative social desirability of increasing
a given type’s consumption. This raises two questions. First, there is no apriori guarantee that
this covariance will be positive. This is a quantitative question that will vary with the structural
parameters of the economy. As I argue in Section 6, occupations that have high exposure to
automation from their “routiness” tend to also have high (utilitarian) welfare weights, justifying
a positive threshold rule, but there is no guarantee that this positive relationship between
automation exposure and welfare weights will hold in every episode of automation.

Second, why is moving the wage distribution with the threshold rule a better way to redis-
tribute income than the income tax? Moving tasks away from the cheapest factor generates
production inefficiency, so could we not simply redistribute the productivity gain from elimi-
nating the threshold rule in a way that compensates the losers? This is the line of reasoning
typically used to rule out commodity taxation (Laroque, 2005; Kaplow, 2006). The answer to
these questions comes from the fact that the variation in the income distribution that one can

bring about with the threshold rule cannot, in general, be replicated with the income tax. Put
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differently, these two instruments span different variation in income space, so compensating
the losers of automation will not always be budget feasible. The following corollary formalizes

this point.

Corollary 1. Production efficiency 0 = 0 is optimal if a budget-feasible tax reform can re-

produce the threshold rule perturbations to household income before behavioral effects. This

requiTes
B([mwjliel s + 7 Risjeni] [don (wy) — dy In (1= 75)w;)]
+ [njwilie), + e Rejenh] [don (R) — dyIn (1 — Tk,j)R)]) =0, (28)
where EZ;IZ 1s type j’s Hicksian elasticity of factor q with respect to after-tax price p, and dg, d

denote perturbations generated by the threshold rule and tax reform, respectively.

The proof of Corollary 1 can be found in Appendix A.6. It tells us what must be true if
we are to compensate the losers with the income tax. Imagine constructing a simultaneous
perturbation of the threshold rule and income tax that leaves everyone’s utility unchanged.
That is, the first-order impact of this joint perturbation on income before behavioral effects is
zero because the general equilibrium price changes from changing both instruments are offset
by changes in taxes, by construction. The question then is whether this joint perturbation is
feasible for the government’s budget.'? For this to be true, we need to consider the behavioral
effects. By construction, there are no income effects, so for this joint perturbation to be revenue
neutral, it must be that all changes in tax revenue from substitution effects must sum to zero.
This is why Corollary 1 is written in terms of Hicksian elasticities.

The difficulty of meeting this condition comes from the fact that all types must face the
same income tax schedule. Automation exposure varies by type, so each type needs their
income perturbed by the tax reform in a way that is equal and opposite to their exposure. But
the income tax cannot treat people with the same income level differently even when the labor
generating that income has very different levels of exposure to automation. And because one
type’s marginal tax is another type’s inframarginal tax, there is no reason to expect that the
adjustments to the tax system that compensate the losers will also adjust marginal taxes in
such a way that behavioral effects are revenue neutral.

It is also helpful to consider a case where we are guaranteed to satisfy this condition: type-
specific linear taxes. In that case, each type’s tax can be changed so as to exactly offset the
changes in factor prices from the joint perturbation. This kills two birds with one stone in that
it both does not change income (keeping utility constant) and does not change after-tax prices
(eliminating behavioral effects). As expected, this implies the famous production efficiency
result of Diamond and Mirrlees (1971a,b).

12Schulz et al. (2023) consider a similar question and also derive conditions for when economic shocks can be
compensated with changes in the income tax.
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The reasoning of this section has relied on the distinction between the extensive and inten-
sive margin of automation. This distinction is a key feature of the task model and shows up
prominently in the task-based literature. Discussing its empirical implications, Restrepo (2023)
argues that different empirical settings will give different answers about the effects of capital
on workers in so far as they focus more on one of these margins than the other. This includes
Aghion et al. (2022), who find that reductions in the cost of investment lead to greater demand
for labor, underlining that blunt increases in the cost of capital may be harmful to workers
on net. de Souza and Li (2023) uses natural language processes to distinguish between capital
that can replace workers (robots) and that which can complement workers (tools), finding very
different effects on employment and wages between the two. Finally, Jones and Tonetti (2025)
consider the growth effects of automation and find that the largest TFP gains from historical
episodes of automation have come from cumulative gains on the intensive margin, rather than
the initial switch from labor to capital.

The task-base literature, including the papers just cited, has predominantly focused on
the descriptive implications of the extensive vs. intensive margin distinction, but here I am
considering the normative implication of this distinction that the threshold rule dominates
the capital tax. As the evidence shows, capital can affect wages, employment, and TFP very
differently if it operates on the extensive or intensive margin, and policy should take on board
this difference by focusing on the extensive margin. Nonetheless, this may not always be
possible, so it is informative to consider the optimal capital tax whenever the threshold rule is
unavailable. In that case, the Naito (1999) critique of Atkinson and Stiglitz (1976) begins to

bite, leaving room for the Pigouvian intuition to argue for capital taxation.

Proposition 3. When the threshold rule is unavailable, capital taxes should be linear and

satisfy

Cov(\j, Rkj) = Cov(Nj, (1 — 7 j)wjlidIn (w;) + (1 — 1) Rejd In (R))
+ E(7 jw;ljdIn (I;) + 7, Rk;d In (k5)). (29)

The proof of Proposition 3 can be found in Appendix A.7. The first substantive feature
of this result is that the capital tax should be linear, reducing the returns to capital for every
household by the same amount. This is consistent with a Pigouvian interpretation where
the goal of the instrument is not redistribution per se but to make households internalize the
pecuniary externality of capital on relative wages. With this established, a similar perturbation
argument to before gives us a condition that the optimal capital tax must satisfy.

At the optimum, the capital tax equalizes the covariance of capital income and welfare
weights with, as before, equity effects from general equilibrium price changes and fiscal effects.
Now the left hand side represents the direct welfare cost (net of fiscal benefits) of taxing capital

income, which will be high in so far as capital ownership positively covaries with welfare weights.
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This is analogous to the production efficiency cost of Equation (27). The right hand side has
the same interpretation as before: it tells us the benefit of perturbing the capital tax from both
the welfare-weighted impact of price changes on each type’s income as well as the fiscal impact
of behavioral effects. Automation exposure again shows up in the equity term as raising the
cost of capital will reduce automation and all else equal send more tasks back to those with
the lowest comparative advantage. However, this will now be set against a reduction in capital

deepening in the tasks that remain automated, which reduces wages for every type.

4 Extensions

This section lays out how the main argument of this paper — that automation policy should
target the extensive margin of automation rather than tax capital — carries over to a wide
range of environments. Furthermore, I show that the threshold rule can be implemented as a

tax (or subsidy) on fixed costs to automate tasks.

4.1 Infinite Horizon

First, I consider an infinite horizon setting. I have thus far considered a two period setting
for the sake of expositional simplicity, but I show in Appendix B.1 that all of the insights of
the two period setting carry over to a richer dynamic environment. In particular, there should
not be any wedges in savings decisions (i.e. capital taxes) whenever the threshold rule is set
optimally at each point in time. Furthermore, the formulas of Propositions 2 and 3 continue to
hold with minor adjustment. I also allow the task set of each type Xj; to (exogenously) change
over time, so the much discussed possibility that workers can “find new tasks” is a separate
consideration from the arguments of this paper (Acemoglu and Restrepo, 2018; Autor et al.,
2024).

4.2 Within-Type Heterogeneity

Next, I allow for there to be heterogeneity in the endowment of efficiency units of labor within
types. To keep things simple, my baseline model assumed that all workers of a given type are
the same, but of course, this is not the case in reality. To model within-type heterogeneity, 1
make the standard assumption that workers can vary in their skill in the sense that a unit of
labor can imply different amounts of efficiency units of labor for different workers of a given
type. Thus, a worker’s type determines their wage per efficiency unit of labor — and therefore
their exposure to automation — while their skill determines the return to their labor effort. For
the Planner, both of these attributes are private information.

As I show in Appendix B.2, allowing for heterogeneity does not change the core argument.

It is still the case that capital taxation is dominated by the threshold rule, and the formulas
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of Propositions 2 and 3 just need to be adjusted to also integrate over the skill distribution
within each type. Therefore, the lessons of the baseline model were not an artifact of assuming

away within-type heterogeneity.

4.3 Intrinsic Value from Work

A common concern in discussions of automation is that people derive value from work, and so
losing tasks to capital may reduce the meaning people achieve in their lives. This is an inter-
esting but highly speculative concern, quite different from the standard practice of modeling
work as an unambiguous bad that one sells in exchange for consumption. I will not be able
to do justice to the full range of possible ways in which this concern could play out, but in
Appendix B.3, I explore how my findings may interact with such concerns. In particular, I
allow workers to value being useful, as proxied by their marginal product. This could come
from both intrinsic motivation (people simply like being useful) or instrumental motivation
(political power is in some way related to one’s own economic importance).

In this setting, the envelope argument underlying Proposition 1 continues to hold, so cap-
ital taxation is not the right instrument to address the distributional effects of automation.
Interestingly, under the assumption that the value from one’s marginal product is additively
separable from the disutility of labor effort, we have that it is optimal to subsidize capital. This
is because capital deepening raises marginal products, creating a positive externality through
the value people derive from their work. Therefore, the concern that automation may rob peo-
ple of an important source of meaning does not necessarily create a justification for addressing

automation with a capital tax. In fact, the opposite may be the case.

4.4 Type Switching

In my baseline model, a worker’s type is immutable. In reality, people can change their
occupation, and the possibility (or lack thereof) of doing so is a common feature of discussions
about the displacement effect of automation. To model the possibility that a worker may change
their type, I show in Appendix B.4 how the discrete choice framework that is commonly used
to model dynamic migration decisions can be applied to my setting (Caliendo et al., 2019;
Donald et al., 2025a).'> Namely, I assume that workers are assigned an occupation in the
initial period, but they also receive an array of preference shocks for each occupation and
pick at the conclusion of the initial period the occupation that maximizes their continuation
utility inclusive of this shock. I do not make any assumptions over the distribution of these
preference shocks, so they can include a common component reflecting the difficulty of moving
from one occupation to another as well as an idiosyncratic component that causes individuals

to differ in their occupational choice. They also allow for arbitrary elasticities of movement

13Kurnaz et al. (2025) use this framework to study the long-run effect of taxes on worker’s choice of occupation.
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across occupations, in part in response to differing levels of exposure to automation. I also
assume that preference shocks are private information. The only substantive assumptions I
make are that the preference shocks are additive, and following Donald et al. (2025b), that
welfare is utilitarian within types but across shocks.

With this setup, Proposition 1 continues to hold: there should be no distortion of savings
with a capital tax whenever automation concerns can be addressed with the threshold rule.
It is worth noting that one occupation can be interpreted as exiting the labor market, so this
setup nests the case where automation leads people to no longer work. There are no frictions in
the labor market,' so these are voluntary exits, rather than unemployment per se. Therefore,
in a world where workers can transition to other occupations (or out of the labor market), the
threshold rule still dominates capital taxation as a tool for dealing with the displacement effect

of automation.

4.5 Endogenous Innovation

My baseline model assumes that innovation is exogenous: the productivity schedule of capital
and labor in the second period is simply taken as given. However, a common question in the
automation literature is how factor prices and other incentives affect the direction of innovation
(Acemoglu and Restrepo, 2018, 2022a; Hémous et al., 2025). Namely, it is important to know
how policy affects the choice to innovate in technologies that augment labor or capital and
whether additional intervention in the innovation side of the economy is warranted to influence
the direction of innovation. In Appendix B.5, I modify the directed innovation model of Donald
(2023) to study these questions.

My main finding is that policy does not need to influence the direction of innovation
when the optimal threshold rule is in place. The threshold rule already accounts for the
distributional consequences of automation, and absent other reasons for intervention such as

15 market incentives select the correct mix of innovation across capital and

knowledge spillovers,
labor. This reasoning is analogous to the Pigou Principle, where instruments should separately
solve the problem they are meant to target. For example, in the climate literature, setting an
optimal carbon price implies that innovation policy can ignore whether a technology is “clean”
or “dirty” (Golosov et al., 2014; Acemoglu et al., 2016; Donald, 2023; Aghion et al., 2025).

The carbon price is already doing the work of punishing pollution, and likewise, the threshold

Y4 This setup does imply a form of market incompleteness in that workers would like to ex-ante insure them-
selves against the risks of preference shocks. See Donald et al. (2025a) for a discussion of the optimal policy
response to this problem. Nonetheless, this market failure is distinct from the inability to find a buyer for one’s
labor at prevailing wages.

15T abstract from cross-technology knowledge spillovers to focus policy on the distributional question of aug-
menting labor or capital. Allowing for such spillovers would introduce an additional justification for intervening
in the direction of innovation that is unrelated to the displacement of workers in tasks. For optimal policy with
cross-technology spillovers, see Liu and Ma (2021) and Donald (2023).
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rule is already addressing the distributional consequences of automation.'6

This raises the question: does an optimal capital tax give the same result? In the absence of
the threshold rule, perhaps capital taxation can also allow the Planner to avoid intervening in
the direction of innovation. Surprisingly, the opposite is true. In fact, when taxing capital, the
Planner pushes the direction of innovation towards labor-augmenting technology in proportion
to the size of the optimal capital tax. This is because changing automation with technology
is proportional to changing it with the capital supply, so the social desirability of pushing
innovation towards labor increases with the optimal capital tax. In this case, the Planner wants
to use innovation subsidies as another tool to address the displacement effect of automation.

Thus, allowing for endogenous innovation enriches the argument in favor of the threshold
rule. By addressing the displacement effect of automation, the threshold rule allows prices to

generate optimal innovation incentives as well, whereas the opposite is true for the capital tax.

4.6 Implementation of Threshold Rule with Fixed Costs

I have argued for the threshold rule and it’s ability to achieve superior targeting relative to
capital taxation. This mathematical fact raises a practical question: how would a policy
authority implement the threshold rule? The key feature of the threshold rule is that it
only introduces a wedge in the initial decision to automate; once a task is automated, the
accumulation of capital should be left alone. This makes it more akin to a fixed cost than a
tax,'” and indeed, I show in Appendix B.6 that a policymaker can recreate the threshold rule
with a tax (or subsidy) on fixed costs of automation.

To that end, I modify my baseline model so that automating a task requires the payment of
a fixed cost. Allowing for such fixed costs is a common feature of task models that is consistent
with firm-level evidence on adoption decisions (Hubmer and Restrepo, 2021; Acemoglu et al.,
2024). By using policy to modify the fixed cost schedule, the Planner can shift the task
allocation so that marginal tasks stay with labor. This is because firms are only willing to pay
the fixed cost to automate a task when capital is productive enough to generate sufficient profit.
By modifying fixed costs with a tax or subsidy, the Planner can select the degree to which
capital must be productive enough to justify paying the fixed cost, allowing them to reproduce
the threshold rule. The lesson here is that automation policy should focus on modifying fixed
costs so as to prevent automation in marginal tasks, rather than uniformly taxing capital. In

reality, policymakers will have difficulty perfectly discerning between fixed and variable costs,

5 This is also analogous to the results of Lehr and Restrepo (2022), Costinot and Werning (2023), and Donald
et al. (2025b) where optimally set second-best policy instruments imply that innovation can be valued with a
first-best formula.

17"The threshold rule could also be implemented as an choke price tax on tasks where capital is only slightly
cheaper than labor, which by construction, no producer would pay in equilibrium. This makes the threshold
rule more akin to a regulation in that it simply prohibits the use of capital in a marginal set of tasks without
taxing any task where capital is still in use.

23



but the arguments of this paper provide an economic rationale for why such discernment is

useful.

5 Calibration

In this section, I describe how I take my model to the data for the purpose of simulating
optimal policy. My calibrated environment corresponds to the US economy in 2016. The main
object of interest is occupational differences in exposure to automation, which I calibrate using

the occupation-level exposure scores of Webb (2020).

5.1 Households

I start by describing the households of the model. Different household types correspond to the
occupational classification scheme developed by Deming (2017). I compute occupation-level
wages and labor supply using household-level data from the 2016 American Community Survey
(ACS), the details of which are described in Appendix C.1. In one of my validation exercises
below, I also make use of data from the 1980 Census.

For household preferences, consumption utility is CRRA:

u(c) = ﬁ, (30)

where 9 describes the curvature of marginal utility. I set ¥ to the standard value of one, so

consumption utility is logarithmic. The disutility of labor takes an isoelastic form:

_ Pj 1+1/e

h;i(l) = ———I 31

J( ) 1 + 1/5 ’ ( )
where ¢; is an occupation-specific scale term, and ¢ is the Frisch elasticity of labor supply. I
set € = 0.75 using the estimate from Chetty et al. (2011).

I will assume that social welfare is utilitarian, so we have
W({n;Vi}) =D n;Vj. (32)
J

That is, the weight on the utility of each household type is just given by its population size.
To determine ownership shares of the initial endowment, I will assume that the initial
endowment is split between an inherited capital stock and production. Production income is
then split between capital and labor, with a share Sy = 0.4 going to capital. As I describe
Appendix C.1, the total labor share is split amongst the occupations according to their share
of total wage income in the ACS. T then need to assign wealth shares to each occupation to

determine who owns the initial capital stock and its associated income. To do so, I assume a
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mapping from labor shares S; to wealth shares S} which follows

S©
K __ J
Sf = g8 (33)

where © determines the convexity of the wealth distribution, relative to the labor income
distribution. For example, if © = 1, the wealth distribution would be the same as the labor
income distribution. But as © increases above one, we have that the ownership of wealth
becomes more and more concentrated relative to the ownership of labor income.

To calibrate ©, I use the 2016 Survey of Consumer Finances (SCF). The SCF allows me
to capture the salient features of US wealth inequality as it purposely over-samples wealthy
households in an attempt to adequately capture the fat right tail of the wealth distribution.
As a confirmation of this, the share of wealth owned by the top decile in the SCF is similar
to that obtained by Saez and Zucman (2016). I select © by first computing decile shares for
both labor income and wealth, then minimizing the distance between predicted and observed
wealth shares by decile. As I show in Figure D.1, © = 1.81 gives a very close match between
the model and the data. Unsurprisingly, this level of convexity implies highly concentrated
ownership of wealth.

To describe household optimization in the status quo environment, I need a status quo tax
function. I will assume that labor taxes take the form described in Heathcote et al. (2017) and

that capital income taxes are linear. That is,
T = wjly — U (w;l)' ™" + m(r — 8)w; — D, (34)

where 1) determines the progressivity of labor taxes, and ¥ determines the overall level of
taxation. Finally, I assume that all tax revenues are rebated back to household with a lump-
sum D. I set ¢ = 0.181 directly from the tax progressivity estimate of Heathcote et al. (2017).
For capital taxes, Acemoglu et al. (2020) estimate an effective tax on capital income of 7, = 0.1
in 2016. Finally, I set ¥ = 1.14 to match a government revenue share of total income of 30%.

To increase the quantitative relevance of a two period model, I assume that households
make a consumption/savings decision for a permanent steady-state, the details of which I
describe in Appendix C.2. With income shares and the status quo tax function established, I
set consumption in each period and the household discount factor using the household budget
(20) and Euler equation (22), matching an assumed capital-output ratio in both the initial
period and steady-state of = 3.5 and depreciation rate of § = 0.07. This approach yields
a household discount factor of 8 = 0.98. Labor disutility ¢; then follows from the household
labor supply condition (5).
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5.2 Automation Exposure

I will now describe how I calibrate the production side of the economy. The task-level pro-
ductivity for each occupation will be my main focus because this determines differences in
exposure to automation. Appendix C.2 provides details on my calibration strategy, and Table

1 provides a summary of my calibrated parameters.

Table 1: Calibration Summary

Parameter Description Value Source
0 Marginal Utility Curvature 1 Standard
€ Frisch Elasticity 0.75 Chetty et al. (2011)
I5; Discount Factor 0.98 See Text
o Task-Level ES 0.5 Humlum (2021)
0 Depreciation Rate 0.07 Standard
K Capital-Output Ratio 3.5 FRED
S Capital Income Share 0.4 FRED
Wealth Share Convexity 1.81 SCF
r Automation Exposure Effect -0.008 Webb (2020)
P Aggregate ES 1.25  Karabarbounis and Neiman (2014)

Following Acemoglu et al. (2020), I assume that task-level productivities take the following

form:

aj(x) = 2583V (35)
ap(z) = 29, (36)

where v; determines the absolute advantage and (; determines the comparative advantage of
labor in higher-ordered tasks, respectively. This implies that x; = [(w;/A4;)/((1+6)r/Ax)] I/Cj,

so we have

dln (z;) = éj([dm (w;) — dIn (A;)] — [dIn (1 4+ 6)r) — d1n (A;)). (37)

That is, 1/(; is the elasticity of automation thresholds with respect to changes in relative
marginal costs between capital and labor. If labor has high comparative advantage, in-
creases(decreases) in the cost of labor(capital) will translate into only small advanced in the

level of automation. But if labor has low comparative advantage, such changes will induce
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large displacement of labor from their marginal tasks.

Therefore, variation in (; is the main reason why different occupations have different expo-
sure to automation. Put differently, cheaper capital will cause greater displacement for those
occupations with low comparative advantage. To estimate (j, I will make use of Webb (2020)’s
measure of occupation-level exposure to software and robots, which quantifies exposure by
measuring the textual similarity between O*NET task descriptions and the patents of a given
technology. This corresponds closely to “routineness” measures derived from O*NET that are
commonly used in the literature (Autor et al., 2003; Acemoglu and Autor, 2011), and Acemoglu
and Restrepo (2022b) find that Webb (2020)’s measure is highly predictive of task displace-
ment from 1980 to 2016. To map from exposure scores to comparative advantage, I assume
that (; = exp (I'x;), where yx; is the average exposure percentile across robots and software.
Therefore, I' is the semi-elasticity of comparative advantage with respect to exposure score,
which is hypothesized to be negative.

I calibrate I' by matching an aggregate elasticity of substitution of ¥ = 1.25. This is the
estimate of Karabarbounis and Neiman (2014), who look at long-run variation in the user cost
of capital. AsI described in Section 2.3, the aggregate elasticity of substitution 3, is a weighted
average of occupation-level elasticities of substitution 3J;, which are in turn determined by the
sum of cross-task and within-task substitution. I set the cross-task elasticity of substitution
using Humlum (2021)’s estimate of o = 0.5, which is also in line with the plant-level elasticity
estimates of Oberfield and Raval (2021). Intuitively, I am assuming that the task allocation is
fixed in the short run, so short-run variation measures the cross-task elasticity of substitution.
However, long-run variation picks up both sources of substitution, so the difference between
the two provides information on the degree to which price changes generate displacement
from marginal tasks. This allows me to back out an estimate of I' under the assumption
that occupation-level differences in comparative advantage are summarized by Webb (2020)’s
exposure measure.

The resulting estimate of this automation exposure effect is I' = —0.008, implying that an
occupation at the 50th percentile of exposure would have an automation threshold elasticity
of 1/exp (T - 50) ~ 1.46. For the remaining parameters, I start by normalizing T = 100. I then
pick labor productivity and absolute advantage {A;, v;} to match labor incomes shares S; when
automation thresholds are set at 20% of the total task interval: x; = »z. This final choice is
not without loss, as it determines the absolute degree to which losing tasks lowers wages. To
test the empirical reasonableness of this assumption, I compare the model’s implied average
elasticity of log wages with respect to task displacement with that estimated by Acemoglu and
Restrepo (2022b). My choice of » = 0.2 implies an average elasticity of -3.02, which is within
their range of estimated values. Finally, I select capital productivity A to normalize output
to 100 while the capital-output ratio is K = 3.5.

I validate my calibration strategy with two exercises. First, following Acemoglu and Re-
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strepo (2022b), I measure how much of the variation across occupations in changes in log wages
from 1980 to 2016 can be explained by the task displacement implied by my model. Examining
task displacement driven by reductions in the user cost of capital, I find that my model can ex-
plain 12.6% of the variation in wage growth across this period. I focus on explaining variation
(as the R-squared of a regression) as it focuses attention on the unequal wage growth workers
experienced over this period. In a simple, balanced-growth benchmark, all occupations would
have experienced the same gains in log wages, so given that this is not what we observed, I
am asking how much of the unequal gains over this period can be explained by the differential
automation exposure of my model. Acemoglu and Restrepo (2022b) conduct a similar exercise
with demographic groups and find that task displacement can explain a whopping 60% of the
variation in log wage growth over this period. Therefore, my calibration is conservative in how

much inequality it attributes to differential exposure to automation.

Figure 2: Observed vs. Model-Implied Occupational Elasticities of Substitution
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Notes: Occupation-level elasticities of substitution come from Caunedo et al. (2023) using their 2-digit clas-
sification. Aggregation and regression weights, as well as dot scale, all make use of the weights described in
Equation (19).

For my second validation exercise, I examine my calibrated model’s ability to match the
occupational-level elasticity of substitution estimates of Caunedo et al. (2023). As I have
discussed, variation in elasticities of substitution across occupations is driven in my model
by variation in comparative advantage, so this exercise assesses the ability of my calibration
approach to back out reasonable elasticities of substitution not just in the aggregate, but also
at the occupation level. Caunedo et al. (2023) make use of a more coarse 2-digit occupation
scheme, so I aggregate my occupational elasticities up to this level using the weights described

in Equation (19). I then regress their estimated elasticities on my model-implied elasticities
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(also using the weights of Equation (19)) and find a coefficient of 0.96.'* The results of
this exercise are plotted in Figure 2. Thus, my model does a reasonable job of recreating

occupation-level variation in the elasticity of substitution.

6 Numerical Results

In this section, I assess the quantitative importance of the threshold rule, considering its
introduction in the context of both a fully optimal non-linear tax schedule as well as the US
status quo tax system. I also simulate various scenarios for the introduction of Al and show

that the optimal threshold rule grows alongside the productivity of capital.

6.1 Optimal Policy

First, I will consider introducing the threshold rule in the context of a optimal non-linear tax
system. As shown in Proposition 3, the non-linear tax system will generally tax capital when
the threshold rule is not available, and indeed, I find that a tax on capital income of 10.9%
is optimal in the absence of a threshold rule.'® Table 2 shows the change brought about by
moving to the allocation with an optimal threshold rule of 10.8%. By eliminating the capital
tax, the Planner achieves a slight increase in output and a consumption equivalent welfare gain
of 0.05%.

Table 2: Optimal Threshold Rule

Non-Linear Tax Function Status Quo Tax Function

0 10.8% 31.8%
NAY 0.02% -3.3%
%CFE 0.05% 1.4%

%ACov -5.11% —-16%

Contrast this with the change in the status quo allocation by introducing the threshold
rule alone. In the absence of optimal redistribution through other policy tools, the optimal
threshold rule roughly triples to 31.8%. This distortion in the task allocation generates a
small reduction in output of -3.3%, but in doing so, it generates a substantial consumption
equivalent welfare gain of 1.4%. The difference between the two policy experiments comes
from the fact that the equity value of limiting automation depends on the level of inequality in

the remainder of the economy. In particular, the non-linear tax problem allows the Planner to

18This regression does not include an intercept, but when I include an intercept I get an estimated intercept
and coefficient of 0.81 and 0.32, respectively

197 list the savings wedge as a tax on capital income r — § for the sake of comparison with existing tax systems,
but this is equivalent to a wealth tax of 0.5%.
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fully tax and redistribute the initial endowment, making the ownership of capital following the
first period much more equal.?’ Therefore, allowing capital to displace labor is less harmful
from an equity perspective because the workers being displaced own a larger share of the
capital displacing them. In contrast, the initial endowment in the status quo allocation is only
subject to standard taxation, so the ownership of capital is highly concentrated. This makes
a reduction in wages for workers translate into a similar-sized reduction in consumption.

The final row of Table 2 considers a measure of the change in automation-based inequality:
the covariance between automation exposure and welfare weights, where consistent with Equa-
tion (13), automation exposure is given by the inverse of comparative advantage x;/¢;. In both
cases, the threshold rule exploits this variation to enhance equity and reduces the covariance in
the process. These reductions in covariance can seen in Figure 3, where I plot welfare weights
against automation exposure in the two tax settings. The orange and purple dots represent

the allocations before and after the introduction of the threshold rule, respectively.

Figure 3: Equity Consequences of Automation
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Notes: This graph shows the changing relationship between automation exposure and welfare weights when
introducing the threshold rule for the two tax systems. The dotted lines connect an occupation’s two dots
across the allocations. The scale of the dots is given by the size of each occupation n. The dashed horizontal
line benchmarks the average welfare weight of one.

In both cases, introducing the threshold rule reduces automation exposure by pushing

down the level of automation and compresses dispersion in welfare weights by pushing them

20Taxing the initial endowment is generally beneficial for the Planner because it is a lump-sum tax on a sunk
source of income, but it does generate the standard time inconsistency problem discussed at length in the capital
taxation literature (Kydland and Prescott, 1977; Chari and Kehoe, 1990; Klein et al., 2008; Farhi et al., 2012).
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towards one. The greater equity benefit of the threshold rule in the context of the status quo
tax function is apparent here as well. Welfare weights are already less dispersed in the non-
linear taxation case because free choice of the income tax gives the Planner much more scope
for redistribution before using the threshold rule. This background redistribution justifies a
smaller threshold rule, resulting in much less aggressive reductions in automation exposure in
the non-linear tax case than in the status quo. Therefore, we can see why the threshold rule
reduces the covariance between welfare weights and automation by less when the income tax

is already optimized: there is both less variation to exploit and less need to exploit it.

6.2 Introduction of Al

In this section, I simulate the introduction of Al and consider the optimal threshold rule when
the tax function is unchanged.?! This analysis is necessarily somewhat speculative, as the
adoption of Al remains in its early stages (Acemoglu et al., 2024). In this context, empirically
grounded projections — while imperfect — offer the most disciplined available approach to
assessing likely impacts (Frey and Osborne, 2017; Eloundou et al., 2024). Of particular interest
is the way in which occupational exposure to automation from Al way differ from past episodes
of automation. To discipline Al’s impact on different occupations, I make use of Webb (2020)’s
exposure scores for Al technologies. Methodologically, these are measured in the same way as
the exposure scores for robots and software used in the previous section, but as I show in Figure
D.1, AI exposure is positively correlated with wages. That is, unlike previous automating
technologies, which tended to displace workers with lower wages, Al has the potential to
displace high wage workers by producing in cognitive tasks performed by white collar workers.

To map these Al exposure scores to occupation-level comparative advantage, I use the
calibrated mapping described in Section 5 and input average exposure score across the three
technologies: robots, software, and Al I then adjust the absolute advantage and productivity
parameters so that the observed equilibrium outcomes remain unchanged. I describe the details
of this procedure in Appendix C.2. With occupation-level exposure to Al in hand, I simulate
the introduction of Al by growing capital-augmenting productivity Ag. The growth conse-
quences of Al are a major focus of the literature on AI’s macro impacts (Aghion et al., 2019;
Nordhaus, 2021; Trammell and Korinek, 2023), so to consider a variety of possible outcomes,
Figure 4 shows the optimal threshold rule as a function of the growth in capital-augmenting
productivity.

As one can see, automation policy should become sharply more aggressive the more we
expect Al to enhance the productivity of capital. Interestingly, only changing occupation-level
comparative advantage by introducing Al does little to change the optimal threshold rule.

Instead, growth in the productivity of capital has a significant quantitative effect on optimal

21 As I discuss in Appendix C.2, I do allow the tax scale parameter ¥ to change so that marginal tax rates do
not mechanically grow with income.
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Figure 4: Introduction of Al
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Notes: This graph shows the optimal threshold rule, as well as the consumption equivalent welfare gain from
adopting that threshold rule, as a function of the growth in capital-augmenting productivity. The tax system
in the background is the US status quo tax function, and labor-augmenting productivity is assumed to grow at
25% the rate of capital.

policy. As capital’s productivity grows to the point of doubling, the optimal threshold rule
more than triples to 95.8%. Moreover, the welfare stakes of introducing optimal policy grow in
tandem. The red line of Figure 4 shows the consumption equivalent welfare gain of introducing
the optimal threshold rule for a given level of capital productivity growth, and this value rises
to 5% as the productivity of capital doubles. Therefore, optimal policy becomes both more
aggressive and more consequential as Al makes capital more productive.

Finally, it seems unlikely that AT will only enhance the productivity of capital, so I also
consider various degrees to which labor-augmenting technology is able to rise alongside that
of capital. Figure 4 assumes that all labor-augmenting technologies experience 25% of the
growth achieved by capital, but in Figure D.2, I also consider 10% and 50% catchup growth
for labor. Interestingly, the assumed fraction with which labor’s productivity can keep up with
capital has little quantitative impact on optimal policy. In fact, optimal policy is slightly more
aggressive when labor’s productivity grows at 50% of the rate for capital. This is because
workers need to produce in tasks to take advantage of their enhanced productivity, so those
most exposed to automation are least able to benefit from rising labor productivity. For this
reason, the variance of wages is highest in the 50% case, justifying a larger threshold rule to
pull back automation and share the benefit of technological change more widely. However, the
consumption equivalent welfare gains from introducing the optimal threshold rule are largest for

the 10% case simply because lower economic growth means greater variance in welfare weights,
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increasing the welfare consequences of redistributing income. Therefore, an expectation that
labor-augmenting technology can keep up with that of capital does not mean the need for

policy is relaxed.

7 Conclusion

Automation changes the value of different groups’ labor endowments, and a normative evaluator
may find the resulting inequality unacceptable. In this paper, I have argued that the right
policy response to this problem needs to consider that capital only harms labor at the extensive
margin of automation. Once a task is automated, further capital deepening raises demand for
labor and therefore wages. This implies that, if the Planner can introduce a wedge in the
automation decision via the threshold rule, automation concerns alone do not justify capital
taxation.

The dominance of the threshold rule over capital taxation is robust to a variety of extensions
including intrinsic value from work, occupational mobility, and endogenous innovation. While
perfect implementation of the threshold rule presents practical challenges, I have shown that
it can be accomplished via a tax or subsidy on fixed costs for automation. Quantitatively, the
importance of implementing the threshold rule depends on the background level of inequality
in society, especially on the degree to which capital ownership is concentrated. The stakes for
getting policy right are further amplified by the possibility that new Al tools could radically
increase the productivity of capital. Future work could consider the role of the threshold role
in a long-run transition to an economy where all tasks can be produced by capital (Ray and
Mookherjee, 2022; Restrepo, 2025).

I have focused on the process of automation, but the distinction between the extensive
and intensive margin of economic displacement applies more generally. For example, similar
reasoning could apply to trade; another topic where policy’s role in alleviating disruption
is highly debated (Grossman and Helpman, 1994; Autor et al., 2013). In that setting, the
arguments of this paper would imply that, like capital taxation, tariffs are an excessively
blunt instrument, with gains coming from more precise targeting of the extensive margin of
displacement from import competition.

Finally, this paper’s focus on the policy implications of distinguishing between the extensive
and intensive margin of automation could have further implications for growth. The initial
switch to a new technology may bring about small productivity gains and large disruptions
precisely because the first switch happens when the new technology has only just surpassed
the incumbent. Therefore, the eventual benefit of new automating technologies such as Al
will depend critically on the degree to which further productivity improvements and capital
deepening occur after the initial switch (Acemoglu, 2025; Jones and Tonetti, 2025). How

the threshold rule may interfere with the process, e.g. by preventing learning-by-doing, is a
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question that warrants further study.
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A Theory Derivations & Proofs

A.1 Derivation of Aggregate Production Function

The representative firm solves the profit maximization problem described in Equation (9).

First, because production is perfect substitutes within tasks, the factor with the lowest marginal



cost (conditional on the threshold rule) will produce in a given task, as described by the task

assignment sets of Equations (10) and (11).

The firm’s optimality conditions follow

Y %_ W;
uj%(ﬁﬂ)@(ﬂf)) B Ajaj](fﬂ)
Cemtic) = Tt
Apag(x)k(z) Apag(x)

Aggregating over the total supply of labor, we can derive a formula for wages:

L. — Aal o‘—ld
1=, S e

= wj = (/Q Oéj(fﬂ)(’_Ide)%AJL‘%1 ([};);’

J

and analogously for the rental rate. Plugging these factor prices into the ideal price index gives

us Equation (14).

A.2 Aggregate Elasticity of Substitution

This appendix derives the mapping from labor-type-level elasticities of substitution to the

aggregate elasticity of substitution, as described in Equation (19). In what follows, I will only

assume that the production function is constant returns. To start, we have that S;/S, =

(Lj/K)/(r/wj). This implies that

dn(S;) (S, 9ln (w;)
ol (r) Bln(rk) _(Zj_l)(l_aT(T'))‘

If we now consider the marginal cost function C(r, {w;}) = 1, we have

ZSJ 81 +Sk;—0

Finally, the fact that income shares must sum to one implies

Oln (S Oln(Sk)
ZSJ Ty

7,,

Combining, we have

Oln (Sk) 9In (w;)
M:1—Ek:1—;sj(1—m)zj,

(A1)

(A.2)

(A.3)



which straightforwardly implies Equation (19). Note that Equation (A.2) implies that the

weights on the final sum must add up to one.

A.3 Proof of Lemma 1

The automation thresholds X are the tasks at which the marginal cost of producing with labor
equals the adjusted marginal cost of producing with capital, where the adjustment comes from
the threshold rule #. These threshold conditions, given by Equation (12), allow us to define
implicit functions for the automation thresholds with respect to (L, K, 0).

Formally, if we define the function G; = Ak(;:(il) Ao, (x L then the Implicit Function

() =~ (%) (i)

evaluated along the level set where G = 0.

Theorem implies that

Denote by P = Za ( 3 the marginal cost of producing with labor at x;. We have that

9G; P
S A4
0K oK (A-4)
oG; _ B
—L = A5
00 1+46 (A:5)
Thus, %% o 8862 , but because these two columns will be multiplied by the same matrix, we

also have g 7 X 6506{, as desired. Furthermore, it will be useful to derive a(%?e) in closed form.

First, we have that

0G; = lrop(xy)” ' ogle)’ !ty 9n(aj(x;)/on(x;))
oz, 1 e v A, J+ dz; )
as well as R
8Gi| _ ko k()7 !
ox;"#i o A,

Therefore, we can write g—gg as the sum of a diagonal matrix with diagonal components

Pj(laj(zj)”_l 4 dln (aj(xj)/ak(xj)))

plus the outer product of a column vector given by FZ and

o A ox;
No—1
a row vector given by % That is, we have a matrix of the form Z + uv’, which means,

to find its inverse, we can apply the Sherman-Morrison Formula where

AR A

(Z—i—uv')_l =z - 1T o7 0

Luckily, because Z is diagonal, we have that Z~! is just the multiplicative inverse along the



diagonal. Therefore, we have
—1, 1—1 _ (Wil
Z  w'Z —(7Z~Z~)“

1407~ u—1+zu3v3

J

Then, if we define v = 1/(1 4+ 3, “5™ ) and &; = = @(@)7 | O (o(@)/er(@1)) e have that

Aj 6xj
oG oy ag ()7 /Ay
(8X>Z-Z- Pé; <1 * Z &; ) (4.6)
<3G>_ __o ak(%)g 1/Ak (A7)
aX 175] P Oéj OA[l ’

Combining the two matrices gives us

~A—1
al'j e,

oK = K (A8)

ox; 07&]1

90 1+6° (A.9)
O

A.4 Proof of Proposition 1

The Planner solves the problem laid out in Definition 2, where I will denote the multipliers on
the resource constraints by pg and pg and those on the incentive compatibility constraints by
Nij -

The first-order condition with respect to the threshold rule 6 satisfies

Y 0X (wj/wi) 0X .
mox op F L 5g = O (A.10)

where hi; = hi(w;l;/w;) is the labor disutility of a type ¢ household when they earn type j

labor income. Solving out the equilibrium objects, we have

1 Apag(z)\o-1(1+6)' 77 - B Wiy aj(x)7t g au(m)Th
EYZ < r ) 1—-0 an] w; ( A]’ aj AZ “i )
The first-order condition with respect to capital K satisfies
)% Y 0X O(w;/w;) 0X
=14+=-=-9 — iiBhL = A1l



First, note that Equation (15) implies that capital only affects relative wages by changing the
automation thresholds X. Next, note that Lemma 1 implies that the terms related to changes
in the automation thresholds are second-order because they are proportional to the first-order
condition for the threshold rule. Therefore, the first-order condition with respect to capital
reduces to po = p1(1 + % —0).

The first-order conditions with respect to consumption {c;,¢;1} satisfy
njpo = [0 W + (i — mig) | (A.12)
i

njpn = [0Wn; +> " (nji — mij)] Bu ;.- (A.13)

Combining with the first-order condition with respect to capital gives us

oYy

o=+ 55

- 6)6“;',17

which is an undistorted Euler equation. Therefore, the capital tax should be zero.

A.5 Proof of Proposition 2

I will consider a perturbation argument of a similar form to that considered in Costinot and
Werning (2023). Consider a perturbation of the threshold rule df as well as the resulting
changes in equilibrium objects {dR, {dw;, dl;, dk;,dz;}}. These changes reflect the total, gen-
eral equilibrium effect of the perturbation of the threshold rule. To maintain government
budget balance, I will adjust the tax function by a lump sum dD but otherwise keep the
shape of the tax function unchanged. That is, I imagine the policy maker can freely choose
the threshold rule and a uniform lump-sum tax/transfer, but otherwise I am not making any
assumptions about the tax function.

At the optimum, this perturbation cannot improve welfare, so by Roy’s Identity, we have

> 9;Wn;Buf 1 (1 — mj)dw;lj + (1 — 7)dRk; — dD) = 0. (A.14)
J

Using Euler’s Theorem, we have that

Y
(1—96)dK + ngX + > wjdL; +rdK = (dw;L; + wjdL;) + RAK + dRK
J J
oY
= S5 dX = > dw;L; + dRK. (A.15)
J



Finally, the change in taxes must satisfy

dD + an (Tk,j [dRFLj + Rd/ij] + Tu[dwjlj + wjdlj]) = 0. (A.16)
J

Combining, we have

l—0

y 3 (Arestmlyr O Ly S0 = (L= 75)wglydn () + (1 = i) Ry o (R))

+ Z n; (Tl,j'wjljdhl (lj) -+ TkJ‘RH}jdln (/ij)),
J

which gives us Equation (27) of Proposition 2 when evaluated with covariance/expectation

notation.

O]

A.6 Proof of Corollary 1

First, to clearly distinguish between income and substitution effects, I will write the household
budget as
(1 — Tk,j)R"ij + (1 — lej)wjlj — Cj1 — Dj > 0,

where D; = T; — 7, jRkj — 7 jw;l; represents inframarginal taxation that cannot be accounted
for by linear factor taxes. Next, we want to consider a tax reform d7 that replicates the effect

of a threshold rule perturbation df on income before behavioral responses. That is,

(1 — lej)w]‘ljdg In (wj) + (1 — Tkvj)RIijdg In (R)

= (1 — lej)wjlj (dT In (1 — TlJ) +d71n (wj)) + (1 — Tkvj)Rlij (dT In (1 - Tkjj) 4+ d71n (R)) — dTDj
Note that Roy’s Identity implies that enacting each of these perturbations in the opposite
direction leaves household utility unchanged.”!

Now imagine that we can satisfy Equation (27) of Proposition 2 with this joint perturbation

when we have production efficiency. This requires
E(Tl,jwjlj [d@ In (lj) —drln (lj)] + Tk’leij [d@ In (/ij) —drn (li])]) =0 (A.17)

because the production loss and covariance term are both zero by construction. By the Slutsky

AlThat is, we enact df and —d7T concurrently. Note that the lump-sum transfer needed to balance the
government budget following a threshold rule perturbation is simply wrapped into the tax reform for the sake
of expositional convenience.



Identity, the labor behavioral effects for both perturbations follow

__ Oy N 91n (1;) - oln(ly)
dln(lj)—aln((l_é,j)wj)dln((l—Tl,y)wg)+aln((l_j_k,j)R)dln((l 7,)R) + aDjJ iD,
n (1 0l
“lom <(<911 —(l%i)wj) i alaD@ (1= mg)wils]din (1= 75)w;)
dln (I n 0 (L,
+[mn((1_<;:7j)R)+agD(l><1_Tkj>R,i]}d1n<< Tk,j)RHagD(jj)dDj’

where l;‘ is Hicksian labor supply. An analogous equation holds for the savings behavioral
effects. Because the total change in income is the same for both perturbations, we have that
income effects cancel and we are left with only substitution effects. Plugging this into Equation
(A.17), we have

B([mwilield + mis Rijel] [don (w;) — drIn (1 = 715)wy)]

+ [rgwiliel , + g Rije ] [don (R) = dy In (1= 7. ) R)] ) =0, (A.18)

where 52;5 denotes Hicksian factor supply elasticities. This gives us Equation (28) of Corollary
1.
O
As I discuss in the main text, this condition can always be met with linear taxes that are
specific to each factor a la Diamond and Mirrlees (1971a,b). To show this, I will construct
the tax reform directly. Set d7In(1—7;) = doln(w;) — drln(w;) and drln(l —14) =
dgIn (R) — drIn(R). This guarantees satisfaction of Equation (A.18), but it remains to be
shown that this tax reform fully offsets income changes from threshold rule perturbations and
that it balances the government’s budget. Assuming no change in lump-sum taxation, one
can verify by inspection that there is no net change in the household budget. Therefore, there
is neither a substitution nor income effect, so the joint perturbation generates no behavioral

effects. Finally, the government budget will change according to
Zn jwiL;(dIn (w)) — dIn (7)) + 7 RK (d1n (R) — d1In (13))
=Y w;Lidln (1 —7,;) 4+ RKdIn (1 — 7),
J
where the changes considered come from the joint perturbation. Euler’s Theorem implies that

these changes sum to zero, so my proposed tax reform balances the government’s budget as

well.



A.7 Proof of Proposition 3

The Planner again solves the problem laid out in Definition 2, except now the threshold rule
is unavailable: 8 = 0. I will again denote the multipliers on the resource constraints by pg and
p1 and those on the incentive compatibility constraints by 7;;.

The first-order conditions with respect to capital K and consumption {c;jo,c;j1} again
satisfy Equations (A.11), (A.12), and (A.13). The difference is that the terms related to

changes in the automation thresholds no longer envelope out. However, we do have that

oY
awj
Therefore, we have

= 0 Vj because profit maximization picks automation thresholds to maximize output.

Ho oY B v » wily rag(zy) ! A—1 051(351)071 A—1
14— —§) - 21 hl. - A.19
1 =1+ oK ) w1 oK ; T, ( A % A; i ) ( )
The consumption first-order conditions imply that “ 4 = ﬁuu , so plugging into the house-
hold Euler equation, we have
Y wily raj(z)’t oy au(w)TT
Tkm = N URK Z Tij z] w; ( Aj oy = A @ )7

Note that the RHS does not depend on the household type m whose Euler equation we are
considering, so a linear capital tax is optimal.

To derive Equation (29) of Proposition 3, we can again take a perturbation approach.
Consider a uniform increase in the capital tax dr as well as the resulting changes in equilibrium
objects {dR, {dwj,dl;,dr;,dz;}}, as before. Again, I will adjust the tax function by a lump-
sum dD to maintain government budget balance.

At the optimum, this perturbation cannot improve welfare, so by Roy’s Identity, we have

> oWnpul (1 — 7,5)dw;l; + (1 — 7,)dRrk; — dD — drpRkj) = 0. (A.20)

Because production is efficient with § = 0, Euler’s Theorem now implies

> dw;L; + dRK = 0. (A.21)
J
Finally, the change in taxes must satisfy

dD + an (Tk[dRHj + Rdlij] + T4 [dwjlj + wjdlj] + d’Tleﬁj) =0. (A22)
J



Combining, we have
> nj(Aj— 1)Rk; = Zn] Aj— D((1 = 7 )wilydIn (wy) + (1 — 7)) RejdIn (R))
J

+ Z n; Tl,jwjljdln (l]) + TkRIijdln (Kj)).
J

A.8 Cobb-Douglas Production

When the aggregation of tasks is Cobb-Douglas, we have
-y / In (y(2))de, (A.23)
i

which requires that the total mass of tasks sums to one: Zj\X]—] = 1. Plugging factor prices

into the ideal price index, we have

Y:A(AkK)AkH(Aij)Aj, (A.24)
J

where A = exp (fo, In (ax(2))dz + 3; Jo, In (aj(z))dz). We can now consider the effect of

changes in automation thresholds on output. Differentiating, we have

oY

B Extensions

B.1 Infinite Horizon

This appendix considers an infinite horizon extension of my baseline two period model. To

start, household utility is now a discounted sum of future utility flows:

Vi=>_B"(uleje) — hj(l0))- (B.1)

t>0

Similarly, there is a resource constraint in each period that allows for consumption and savings:
anCjt + K=Y+ (1 — 6)Kt (B.Q)

J
For household budgets, I will make the without loss assumption that all taxes are paid in the

initial period as a function of households’ planned saving and labor supply decisions for all



future periods. The household budget constraint can then be written recursively as follows:

cjo+ Kj1 = R()Ii%() + wj7()lj7o — T({Rtﬂjt, wjtljt}) (B.3)
cjt + Kjir1 = Rykje + wjlyy vVt > 0. (B.4)

In this setting, the tax function again implies implicit tax wedges that are now in present value
form: 73, j; = i, (1 —Tk’jS)RS% and 7, j; = [T (1 — Th,js) Rs 8(wl) Note that, relative to
the baseline case, I no longer have a sunk initial endowment, with that role now being played
by a sunk initial stock of capital. Therefore, the logic of an inelastic endowment is the same.
The production side of the economy is the same as in the baseline model, but I will allow the
productivities and task sets to change over time. That is, the comparative advantage of, and
tasks available to, a given type of worker do not need to be constant over time. This allows for
arbitrary (but exogenous) forms of technological change, with workers and capital producing
an evolving set of tasks.

In this setting, the Planning problem can be defined as follows.

Definition B.1 (Infinite Horizon Non-Linear Tax Planning Problem). The Planner solves

A% t. (B.2 B.
{{cﬁfﬁ}’%ﬁ,et} W({nVj}) st (B.2), (B5)

> B uleir) = hillir)) = Y B (ulese) — hiwjilje/wie)) Vi, .
>0 >0
We again have a mechanism design setup where the allocation of consumption, labor, and
investment must be chosen at each point in time. The Planner can also stipulate a sequence
of threshold rules that are allowed to vary over time. Lemma 1 applies period-by-period, so
setting the threshold rule optimally again allows the Planner to invoke “as-if” Atkinson and
Stiglitz (1976).

Proposition B.1. When the threshold rule is set optimally, capital taxes beyond the initial
period should be zero:
Trit =0 Vj,t>0. (B.6)

Proof. The Planner solves the problem laid out in Definition B.1, where I will denote the mul-
tipliers on the resource constraints by u; and those on the incentive compatibility constraints
by 735

The first-order conditions with respect to the threshold rules 6; satisfy

aY; 0X, by g Owse/wir) 0Xy
MY o +Z niaB' b= g, = - (B.7)

10



Solving out the equilibrium objects, we have

g5 Tt -0 T wy Ajt it A
As in Proposition 1, optimal choice of the threshold rule implies that the change in automa-
tion from changes in the capital stock has a second-order effect on welfare, so the first-order
conditions with respect to capital K; satisfy
Y
=1+ 5= —0) - B.8
Hi-1 ( 0K, ):ut ( )

The first-order conditions with respect to consumption c;; satisfy
njpe = [0Wn; + > (nji — mij)] By, (B.9)
i

which again implies an undistorted Euler equation:

oY,
uiy = (14— —6)Bu;,.
Jjt—1 ( a Kt ) gt
Therefore, capital taxes beyond the initial period should be zero.

O

As in the main text, we can then use a perturbation approach to characterize the optimal

sequence of threshold rules.

Proposition B.2. For any tax function with a linear capital tax and freely chosen lump-sum,

the optimal threshold rules should be set to satisfy

t N\ o— l1-0 _
_ Z H R}Y; Z (Aktakt(l‘]t)) 1 (1 + et) 1dx]t

t>0s=11ts 75 Tt l-o

t 1

f Aprovey (@) o1 (140,77 =1 _ 1 witlje roe(we)® ™ ()t
75/752( J ) O‘jtlzgznz’jh/ jtly ( Jt\Tj 1 T
Z?]

A1
it

= Cov(\j, Z H 7 (1= 7)) wjeljpdIn (wj) + (1 — 75¢) Rejed In (Ry)])

o~
V
o
w
Il
-
@

—_

+ E( Z H == [Tl’jt’wjtljtdln (l]t) -+ TkﬂgRtlﬁ}jtd In (/ijt)})
t>0s=1""5

(B.10)

for perturbations generated by changes in each threshold rule.

This formula has the same interpretation as in the two period model. The left hand
side represents the efficiency cost of distorting automation decisions, while the right hand

side represents the equity benefit of reducing automation as well as the fiscal impact of the

11

).



perturbation. The main difference is that we now need to consider behavioral changes at all
points in time. Thus, we simply consider these various effects in present value form with the
tax-inclusive effective discount rate given by R, = (1 — 7+)R; and welfare weights given by
marginal utility in the initial period \; = 9;Wu; o /IE(9;Wu ).

Proof. 1 will again consider a perturbation of the threshold rule in a given period: df;. This
perturbation, in principle, generates general equilibrium changes across all equilibrium objects
{dRy, {dwji, dlj, dkje, dzje } . 1 will again maintain budget balance with a lump sum adjust-
ment dD.

At the optimum, this perturbation cannot improve welfare, so by Roy’s Identity, we have

Za Wil (D H — 71 jt)dwjtlie + (1 — 74 )dRyrije) — dD) = 0. (B.11)
t>0 s= 1

Note that the discount term HS 1 R includes capital taxation because the marginal value of
changes in income in a given period connects to the marginal utility of consumption in the
initial period through the household’s Euler equation. Using FEuler’s Theorem, we have at each

point in time that

oYy
( 5)th + 87dXt + Z wjtdLJt +ridK; = Z (dwthjt + wjtdth) + RidKy + dRy Ky
J

Y
aT(tht 2]: dwjtLjt + dR K. (B.12)

Finally, the change in taxes must satisfy

dD + Z n;j >y H (Thi[dRekje + Redrije] + 7 je[dw;elj + wjedlys]) = 0. (B.13)
j t>0 s= 1

Combining, we have

AtOétJth o—1(] Gt 1_0—1
ST gy (Al T

15051 I? ; l-o

t
1
= Z nj()‘j — 1) Z H ? [(1 - Tl,jt)wjtljtd In (wjt) + (1 - Tk’t)Rtlﬁjtdln (Rt)]
j t>0s=1""5

+ Z n; Y H n gtwirLidIn (Ljy) + mheReredIn (53],
1 t>0 s= 1

which gives us Equation (B.10) of Proposition B.2 when evaluated with covariance/expectation
notation.
O
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We can again ask what happens in the absence of the threshold rule. As in the baseline
model, the dependence of relative wages on capital accumulation opens up the possibility of
capital taxation, and we can use a perturbation argument to solve for the optimal capital tax

formula.

Proposition B.3. When the threshold rule is unavailable, capital tazes should be linear and

set in each period to satisfy

t t

1 1

Cov(Aj, H R—Rmﬁ) = Cov(\j, Z H R—((l — 7)) witljipd In (wje) + (1 — 75) Rekjed1n (Ry)))

s=1""8 t>0s=1""5

t
1

+ E( Z H Rf (Tl,jtwjtljtd In (ljt) + Tk7th/-ijtdln (/th))). (B.14)

t>0s=1""8

for perturbations generated by changes in each capital tax.

Now we have capital taxes specific to each period, but they remain linear and solve a formula
with the same interpretation as before. Like in the threshold rule perturbation formula, the
only substantive difference comes from the need to consider changes to equilibrium outcomes
at every point in time and take the present value of this sequence of changes. Therefore, all of
the conclusions of the two period model carry over to an infinite horizon setting with minimal

adjustment.

Proof. The Planner again solves the problem laid out in Definition B.1, except now the thresh-
old rule is unavailable: 8; = 0. I will again denote the multipliers on the resource constraints
by p; and those on the incentive compatibility constraints by 7;;.

The first-order conditions with respect to consumption c;; again satisfy Equation (B.9). For
capital, changes in the automation thresholds no longer envelope out, but we again have % =
0 because profit maximization picks automation thresholds to maximize output. Therefore, we

have

pe o Ky

Hi-1 oY, B o Wity page(@ge) "ty aa(za) T
=U+55 79 i - TR 6.Y). (Bs
Het 1+ oK ) ZZ,].:% Dy ( Ajy it At it ) ( )

Again, combining with the consumption first-order conditions and household Euler equa-

tion, we have

Tkmt —

t -1 1
B* m il U)jtljt(ajt(l’jt)a 4l (i) d_1>
" > mijhi, by ),
pe o Ry Ky i PP wi Ajt J At

Note that the RHS does not depend on the household type m whose Euler equation we are

considering, so a linear capital tax is optimal.
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To derive Equation (B.14) of Proposition B.3, I will again consider a perturbation dr; of
the capital tax at time t. As before, I will consider the resulting perturbations to equilibrium
objects {dRy¢, {dwjt, dljt, dkji, dxji } } as well as a lump-sum adjustment dD to maintain budget
balance.

At the optimum, this perturbation cannot improve welfare, so by Roy’s Identity, we have

t

1

Za Wi o (> H — 7o) dwielie + (1 — 7o) dReze) —dD — ] R—drk’tijt) =0.
t>0 s= 1 s=1""5

(B.16)
Changes in automation thresholds have a second-order impact on output when the threshold

rule is zero, so Euler’s Theorem implies

> dwjiLj + dR Ky = 0. (B.17)
J

Finally, the change in taxes must satisfy

dD + Z n; Z H Tkt thIQJt + thli]t] + 7 Jt[dw]tlﬂ + U)]tdl]t + H Edi thKt =0.

t>0 s= 1 s=1
(B.18)
Combining, we have
0= ZTL]( Z H — T gt ’Ujjtl]tdh’l (w]t) + (]. — Tk t)RmJtdln Rt H Rtﬁjt
] t>0 s= 1
+ Z iy H Tl gtwitljpdIn (L) + T Rersjed In (k)]
j >0 s= 1
which gives us the desired result.
O

B.2 Within-Type Heterogeneity

This appendix considers a version of the model where there is heterogeneity within types
of workers as well as across. Namely, I will assume that workers also have an exogenous
endowment of efficiency units of labor which scales their labor effort and is private information.
This can be thought of as a within-type skill level; i.e. a unit of effort from one person can
mean more productive output than another. Denote this skill endowment by z, so households
are indexed by identifier (j, z). For a given type, z will follow the distribution M;(z), so total
labor supply will follow L; = n; [ zl;,dM;(z). I will also denote the PDF by m;(z).
Household utility will again be given by Equation (1), but now the household budget
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constraint follows
Rej.o0+cj.q = ijzf/ +wjzl; — T(RF&]‘Z, wjzljz). (B.19)

Production does not change, so the Planner now solves the following problem.

Definition B.2 (Planning Problem with Within-Type Heterogeneity). The Planner solves

mi(2)Vi}) st (7),(8), B.2
{cjzyoﬁcgy?f;jz}ww({njmy(z)VJ }) st (7),(8) (B.20)

u(cizo) + B(u(cizn) — hi(liz)) > ulcjr o) + B(u(ciz 1) — hi(wjz'liy Jwiz)) Vi, j, 2,2

The only difference from the baseline problem is that incentive compatibility must now
consider both dimensions of private information. This does not substantively change the
arguments of this paper as relative wages still enter the problem in an analogous manner as
before. Therefore, Lemma 1 again implies “as-if” Atkinson and Stiglitz (1976), where capital
taxes should be set to zero.

As for the perturbation arguments of Propositions 2 and 3, the only relevant difference is
that the covariance terms now need to integrate over both dimensions of heterogeneity. With

this adjustment, the same formulas hold.

B.3 Intrinsic Value from Work

In this appendix, I consider the possibility that workers get direct utility from their marginal
product. This is one way of capturing the idea that people derive value from their work, and
by focusing on marginal products, I am assuming that the value people derive tracks in some
way the usefulness of their work in production. The main modification this requires is that

household preference now follow
Vi = ulcjo) + Blulen) — hy(ly, wy)). (B.21)

With this setup, the equilibrium condition for the labor market becomes a fixed point problem

that satisfies
Iih; (15, w;)

u'(cj1)

where the household still takes wages as given. Thus, we have a Planning problem given by

= (1 — 7'17]‘)10]', (B.22)

the following.
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Definition B.3 (Planning Problem with Value from Work). The Planner solves

W({n; V1) st. (7),(8), B.23
{cj,o,g,lﬁfj},x,o ({nJ J}) s.t. (7),(8) ( )

u(cio) + Bulein) — hilli,wi)) > ulejo) + Blulejn) — hi(w;l/wi,w;)) Vi, j.

Taking the first-order condition with respect to capital, we have

B oYy oL 0X Vi w; O1n (Y)
Ho = (1+87K_6)“1+87X(37K+ : [31)/\/711%4-2577”(311;%]—&JM)};&Ta (B'24)
R—/o_/ i j

where (%( are all of the effects coming from changes in automation thresholds. This term again

sums to zero because of the envelope condition from optimal choice of the threshold rule. The
remaining additional terms represent the direct increase in wages from capital deepening, which
both directly affects welfare through utility and changes incentive compatibility by potentially
changing the relative utility that a type receives by truthfully reporting.

Therefore, we no longer necessarily have a zero capital tax, but deviations from zero will
not be due to concerns about displacement from automation. Instead, they will be due to
the interaction between capital deepening and the intrinsic value from work. Moreover, in
the case where the functions h;(.) are additively separable in wages and labor, we will have
Owhij — Owhi = 0. Therefore, capital deepening will not affect incentive compatibility; it will
only improve welfare directly by increasing marginal products. This means that the Planner

should subsidize capital as a way of raising the value people derive from their work.

B.4 Type Switching

In the baseline model, I assume that type assignment is fixed. This appendix relaxes that
assumption by considering a dynamic, discrete choice framework like that used in the spatial
literature (Caliendo et al., 2019; Donald et al., 2025a). I will assume that a worker of a given
type receives an idiosyncratic vector of preference shocks at the conclusion of the initial period,
then decides their type for the following period to maximize their continuation utility level.

Specifically, workers of type i with shocks g;; solve the following problem

max u(c;50) + B(ule;,) —hi(l;) +055) st (B.25)

{cijoscijsdijg}

Reijo + cijn = Ry + wjliy — T(Reij, wilis) V3.

That is, households make a contingent plan for consumption, savings, and labor supply for
every choice of type, then pick the type j that maximizes their utility level conditional on their

preference shock. Note that because the preference shocks are additive, they do not affect the
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contingent allocative choices for a given potential type choice. I make no assumptions about
the distribution of the preference shocks, and I will denote the fraction of initially type ¢ agents
who choose j in the second period by ¢;;. Furthermore, I will assume that the preference shocks
are private information.

To map from this specification of discrete choice to a Planning problem, I will make use of
the representation result of Hofbauer and Sandholm (2002) and Donald et al. (2025b). They
show that discrete choice problems of this type can be represented as a maximization problem
over choice probabilities with an appropriately defined cost function. That is, the expected
utility of type i agents— where the expectation is over preference shocks — in the initial period

is given by
max }Z ¢ijUij — Ez ({¢Z]}) s.t. (B26)
J

{cij,0:Cij,1,li5,04;
E pij =1

J
Rcij,o +¢ij1 = Rin + wjlij — T(Rﬁij7 ’wjlij) V7,

where U;; = u(cijo)+53(u(ciji)—hj(li;)) is the utility before preference shocks that one achieves
with a given type pair. That is, the above formulation of atomistic agents with preference
shocks is equivalent to a representative agent with a choice cost function that embeds the utility
consequences from preference shocks of different choice probabilities. Using this representative

formulation, we can define the Planning problem as follows.

Definition B.4 (Planning Problem with Type Switching). The Planner solves

W({nj[z¢ijUij —Ei({#i})]}) st (7),(8), (B.27)
J

max
{ciz,0:ci5,1,li5},K,0

u(cijo) + B(ulcija) — hi(li;) > uleigro) + Bulci) — hj(wiliy jw;)) Vi, g4, 5.

Several features of this Planning problem warrant discussion. First, following Donald et al.
(2025b), I assume that welfare is utilitarian over preference shocks for a given initial type.
This can either be because welfare is taken from an ex-ante perspective before the shocks are
realized, or, as shown by Eden (2020) and Donald et al. (2025b), because welfare satisfies a
set of axioms over the aggregation of heterogeneous preferences. Second, choice probabilities

are given by an implicit function that solves

]

> i =1,
J

qbZ({UZ]}) = argrgaquﬁijUij — = ({¢1J}) s.t. (B.QS)
J
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This is a form of incentive compatibility in that choice probabilities have to respect private
optimization as described by (B.26). Third and finally, the additive nature of preference shocks
implies that they can be ignored in the incentive compatibility constraints. All people moving
from ¢ to j will be assigned the same bundle, and the incentive to truthfully reveal one’s type
pair does not depend on preference shocks.B-!

When workers can switch their type, an optimal threshold rule still implies that we should

not tax capital.

Proposition B.4. When the threshold rule is set optimally, capital taxes should be zero:
Tkij =0 Vi, J. (B.29)

Proof. The first-order condition with respect to capital follows

oY oL 0X
po = (1+ oK 8) p1 IX OK’ (B.30)
=0

where we again have that all of the effects of changes in automation thresholds sum to zero
when the threshold rule is chosen optimally.

More important then are the first-order conditions with respect to consumption {c;; 0, cij1}-
These follow

oL 0¢;i
ni¢ij.“0 [8 W?’qubw + Z Nigyitg’ — Mitg! zg + Z a¢‘j’ 8U]] ]u;j,O (B31)
Z j 1 1.
oL 0¢;i
nigijpn = [O;Wnidij + Z("?ij,i/j/ — Nitjij) Z Dy 6UJ] B 1, (B.32)
i3’ R

where %ﬁij are all of the effects of changes in choice probabilities. Therefore, we again have
that households should follow an undistorted Euler equation, implying zero capital taxation.
O

B.5 Endogenous Innovation

In this appendix, I consider a version of the model where the direction of innovation is en-
dogenous, using a modified version of the model in Donald (2023). In particular, I will focus
on labor- and capital-augmenting technology, rather than innovation that affects task-specific

productivities or the set of tasks produced in the economy. To start, I will assume that, rather

B-10ne may be tempted to think that the Planner could somehow improve welfare by conditioning allocations
on preference shocks, but as shown by Donald et al. (2025a), this will not be incentive compatible. If different
bundles are offered to the same type pair as a function of preference shocks, people will always report that their
preference shock is the one with the utility maximizing bundle. Therefore, the fact that preference shocks are
private information implies no differences in bundles for a given type pair.
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than supplying factors directly to tasks, each factor is used in an earlier step in the production

process which produces factor services. That is, for each type of labor we have
1_
/ 7,(@)dz = L
0
1 _
ln(Jg)::Z;In(axi)@(fndf
Li(x)dx = Y;,
[, taterar =,

and likewise for capital. That is, a factor is used to competitively produce a unit interval
of intermediates, which aggregate Cobb-Douglas up to a factor service. The total supply of
this factor service is then spread across production tasks. The productivity schedule for the
intermediates {ag(Z),a;(Z)} defines labor- and capital-augmenting technology. Note that this
recovers our baseline formulation (with some relabeling and competitive pricing) if we define
Ay, = exp (fy In (ax(2))dz) and A; = exp (fy In (a;(7))dz).B2

I will allow the two schedules of factor-augmenting technologies to evolve endogenously with
step-ladder innovation, where the step size is given by v. Intermediate producers have market
power, but because the unrestricted markup in a Cobb-Douglas demand system is infinite,
I will assume that intermediate producers limit price one step down the productivity ladder
to a competitive fringe. This implies that profits for each factor-augmenting technology are
proportional to that factor’s income share; a standard market size result. That is, IT; oc SY
and II; oc (1 — Sk)Y.

Denote by Zp and Z; the mass of intermediates that receive innovations. Thus, the two

technologies will evolve according to

Ak = Uzk Ak’g

A = 0P A,

where Ay, o and A; o are exogenous initial states for technology. Innovations are produced with
scientists according to the idea production functions Zj, = s} and Zj, = s}, where ¢ is a measure
of diminishing returns in innovation. The total supply of scientists is fixed at S, so the focus
here is on the composition off research effort, not the overall level. A competitive research firm

solves
Iinas}l{ kaka + EZZZHZ — ws(sk + Sl), (B33)

where & and & are innovation subsidies, and w; is the wage for scientists. By no arbitrage,

the price of an innovation is the profit it can generate. This gives us the following equilibrium

B-2The relabeling is just a matter of interpreting task-level factor supply in efficiency units and absorbing
differences in factor-augmenting technology across labor types in their task-level productivity schedule.
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condition for innovation: ) -
s —s
()= (0)E) (B:34)
Sk &/ N\
Thus, the direction of innovation is driven by market size and innovation subsidies. We can

now consider a Planning problem in this endogenous innovation context.

Definition B.5 (Planning Problem with Innovation). The Planner solves

max W({n;V;}) s.t. (7),(8), B.35
(esoenndi e 4 ALK ({n;V5}) (7),(8) (B.35)

u(eio) + Bulein) — hi(ls)) = ulejo) + Blulejn) — hi(wjlj/wi)) Vi, j
In (Ag) =1In (v) 2% + In (Ago)
In (A;) = In (v) 2 + In (Ap)
sg+s=38.

This formulation assumes that the Planner can freely subsidize markups and innovation as
well as tax and redistribute all profits and innovation income (subject to private information
about type). Note that I also abstract from knowledge spillovers as a justification for interven-
tion. See Liu and Ma (2021) and Donald (2023) for optimal innovation policy in the presence
of a spillover network. While these are stark assumptions, they retain focus on the relevant
question for this paper: do concerns about displacement from automation warrant intervention

in the direction of innovation? To answer this question, we will first derive another Lemma.

Lemma B.1. The equilibrium change in automation thresholds from changing factor-augmenting

technologies is proportional to that from changing the threshold rule. That is,

3:1:] (9:1:] O0x;

Proof. Defining G as in the proof of Lemma 1 and again invoking the Implicit Function The-

orem, we have

oG; b
04, oA
0G; P
04, oA
As before, this implies g i gff x 8;03 as desired. O

To consider the desirability of intervening in the direction of innovation, we will start by
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taking the first-order conditions with respect to scientists, which follow

exln (v)ss, ' =w

aln(v)ss; ™! = w,

where € and ¢; are the Lagrange multipliers on the laws of motion for technology, and w is the

Lagrange multiplier on the supply of scientists. This implies that the Planner can implement

& _ a/l
&k /Uy
Therefore, the Planner will want to intervene whenever this ratio differs from one because that

their desired innovation allocation by setting innovation subsidies according to

would mean private profit signals do not reflect the true social benefit of innovation.

Taking the first-order conditions with respect to technology, we have

oL 6X
0X 0Ay
=0
oL 0X
El:ﬁél(lfsk)JFAlaiXaiAl-

0

€ = 1Sk + Ap

That is, changing technology has two effects. First, from Hulten’s Theorem, it expands output
according to its income share (Hulten, 1978). Second, it change automation thresholds, but
because of Lemma B.1, this effect envelopes out when the threshold rule is chosen optimally.

Therefore, the social value of innovation is proportional to factor shares, implying that
market size effects generate an efficient allocation of research effort. This means that, with the
threshold rule set optimally, the Planner does not need to engage in addition intervention in
the direction of innovation.

We can ask an analogous question about the capital tax: in the absence of the threshold
rule, does selecting an optimal capital tax imply that the equilibrium direction of innovation
is efficient? The answer is no. In fact, the opposite is the case. To see why, we can can see

from examining the proofs of Lemmas 1 and B.1 that

8£Uj . K (9l‘j
94, AL OK
&Tj . Kaxj
A, A OK

Following the same reasoning as in the proof of Proposition 3, we have that

1 0L 0X

k=T ROX 0K
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This implies that the first-order conditions for technology become

€x = 1Sk — p1 RK7y
€ = ,u1(1 — Sk) + MlRKTk,

which implies that relative innovation subsidies follow

S
é B 1+ 1*%kY7-k

- (B.37)

This implies that the optimal degree of intervention in the direction of innovation increases
with the capital tax; quite the opposite of an optimal capital tax allowing for laissez-faire
innovation. Namely, because changes in automation from changing technology are also pro-
portional to those from changing capital, we have that influencing innovation is another avenue
through which the Planner can address the displacement effect of automation. And the more
it is desirable to tax capital to reduce automation, the more it will be desirable to push the

direction of innovation in favor of labor-augmenting technology.

B.6 Implementation of Threshold Rule with Fixed Costs

In this appendix, I show how the threshold rule can be implemented via a tax (or subsidy) on

fixed cost for automation. In particular, I will assume that automating up to the threshold

task requires the payment of convex fixed costs F;(z)Y. Justifying payment of these fixed
costs requires market power, so I will assume a markup structure given by the following

wj Akak(x) .

v(r) =max | ———=,U]|. B.38

(x) = max [ G0 7] (5.39)

That is, those who pay the fixed cost to automate a task are granted an exclusive right to

produce that task with capital. They then limit price to labor or charge an exogenously given

maximum markup.
For policy, I will consider a tax or subsidy that scales the fixed costs by ;. In this setting,

the marginal task will satisfy

r

(v(zs) = 1) y(xj) = &Fj()). (B.39)

Ao ()
In words, the threshold of automation will be the point where the profit from automating is
equal to the marginal increase in fixed costs.

The question then is whether the Planner can select {; so as to replicate a threshold rule

of a given size 6. The answer is yes, and the formula for doing so will depend on whether the
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upper bound for the markup is binding. If the upper bound is binding, §; must follow

@—1( wWj 1

l1-0o
o Ajaj(xj)) (1 +0)' =7 Fj(x;)

@0’
If the upper bound is not binding, this implies a tight connection between the markup and the
threshold rule: v(z;) = (14 0). In that case, {; must follow

T Ao () (L +0)7Fi(x;)

In either case, the Planner can implement a given threshold rule by modifying the fixed cost

schedule for automation.

C Details on Calibration & Simulation

C.1 Description of Data Sources

This appendix provides greater detail on the datasets that I use for my quantitative analysis.
To derive occupation-level statistics, I use household-level data from both the 2016 ACS and
1980 Census. Nominal wages in the 1980 Census are converted to 2016 dollars using the CPI.
The occupational scheme in both of these datasets is 0cc2010, which I map to Deming (2017)’s
0cc1990dd scheme using a crosswalk from Webb (2020). I only include those aged 18 to 65
who worked last year and drop those who reported no earnings. Taking the intersection of
availability across the two datasets, I end up with J = 300 occupations.

My calculation of {n;,l;,1;} is as follows.®! T will index people by ¢, and with a slight
abuse of notation, I will say a person is in occupation j whenever ¢ € j. Denote person weight
by perwt(t), number of weeks worked last year by wkswork(i), usual hours worked in a week
by uhrswork(t), and pretax wage and salary income by incwage(t). Number of weeks worked
is reported in intervals (e.g. 27 to 39 weeks), so I follow Acemoglu and Autor (2011) and assign
a person the midpoint of their reported interval. For the number of people in each occupation,

I compute
o > iej perwt(e)
TN Y perwt(r)

This is also the proportion of the population in a given occupation. For labor supply, I compute

(C.1)

> e perwt(v) - wkswork(t) - uhrswork()

ZLEj perwt(t) (©2)

I =

C-1T use tilde notation to distinguish between observed wages w; in 2016 dollars and model unit wages w;.
These will only differ by a factor of proportionality.
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This gives us a measure of the average hours worked in an occupation. For wages, I compute

incwage(t)
ZLEj perwt(b) wkswork(c)-uhrswork(t)

> e perwt ()

Wy = (C.3)
This gives us a measure of the average hourly wage in an occupation. Finally, I compute labor

income shares as

w;n;l;

S;=(1—S5k) (C4)

To compute labor income and wealth shares by decile from the 2016 SCF, I make use of
the variables weight, net worth, and wage income. I then separately compute decile cutoffs for
both labor income and wealth using the weight variable to define the distribution. Finally, 1
compute each decile’s share of total labor income or wealth. The share of wealth owned by the
top decile is 77.1%, which is very similar to the 77.2% reported by Saez and Zucman (2016)
for the year 2012.

C.2 Calibration Moments

This appendix describes my calibration procedure in greater detail. I will start be describing
the breakdown of income in the initial period. Throughout, I normalize production in the
second period to Y = 100. For the initial endowment, I set

YZ%+@®KFJ+S;PKY

(C.5)
That is, the initial endowment is equal to initial output and capital. Division by 1 + g, where
I set g = 0.02, reflects TFP growth across the two periods. I assume that income shares
are the same in each period. Wealth shares follow Equation (33), so ownership of the initial

endowment follows

_ S+ SE S+ (1=9)K
njw;Y = J J [ K+ ( ) ]Y
I+g
Next, I directly observe labor supply and income shares, so I can set factor prices as
w; = S;Y/Lj and r = Si/K. Note that the status quo tax function described in Equation

(34) applies to households’ budgets in both periods, with income allocated across capital- and

(C.6)

labor-based sources in the initial period according to the above discussion. The scale parameter

of the labor tax W is the solution to

> ng(wilg)t
Y b

G=01-S)+m(r—0)K—T (C.7)

where G = 0.3 is the share of output raised as tax revenue.®?

C-21 modify ¥ in the initial period to maintain the same government share of income before income growth
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I set consumption {c¢;p,c;1} and the household discount factor 8 using a modified version
of my two period model, where the second period is interpreted as a permanent steady-state.

Specifically, households solve the problem

max  u(cjo) + B> B u((1+ 9)'ci1) — hi(l;)] s.t. (C.8)

€5,0,5,1L 5455 =0

cjo + Kj =w;Y

ci1+ (1 +g9)k; = U(wil )™ + D+ (14 (1 —7)(r — 8))s;.

That is, it is as if households are committing to a consumption, savings, and labor supply
profile that can be maintained indefinitely in a steady-state with income growth g. This is
isomorphic to a two period problem with effective discount factor /(1 — B(1 + g)'~?) and
depreciation rate 1 + 6 + g. Consumption profiles and the discount factor then follow from
satisfaction of the household budget constraints (20) and Euler equations (22) when the the
capital-output ratio is constant in both the initial period and stead-state. Finally, I set the
scale parameters of labor disutility ¢; to exactly match the labor supply condition (5). Thus,
pily Moy = W -y

The remaining parameters to calibrate are those describing the productivity schedules of
the economy: {I', Ay, {v;, A;}}. From the parametric assumptions for task-level productivity

described in Equations (35) and (36), we have that

ZCivi(o—D+1 _ xngj(ff—l)-H
le/j(O’ - 1) +1
LS imDe=1+1

M2 e (10

Aj =

and for labor-augmenting productivity we have

wj Ay,

A = . C.11
=25 (C11)
J
Next, matching the capital share with my assumed capital-output ratio implies
o 1 K\7T
Ay = roo1 (A—k) : (C.12)
To match labor income shares, absolute advantage v; must satisfy
¢Gilo—1) 5j
Mzmq“)i, (C.13)

across periods. That is, I set Wg = W(1 4 g)~%. Without this adjustment, pure income growth would scale up
the share of income collected as tax revenue.
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which required plugging in Equations (C.11) and (C.12). Note that Equation (C.13) only
depends on data as well as absolute and comparative advantage parameters. Therefore, for a
given guess of I', we can solve out { Ay, {v, A;}}. This gives us a one-dimensional root-solving
problem as the outer loop, where I' must match the aggregate elasticity of substitution 3
according to Equation (19).

To unpack Equation (19) in the context of my parametric task model, we have that
0ln (wy)

1 1
~1)+ ;zH;Zj(W - 1).

Oln(wj) _ 1ay(ay)” oy (5’111 (w;)
Oln(r) o (A Odln (r)
Plugging in Equation (18) and solving gives us

aln(wj)_1+ o— g
dln (r) ap ()7 /Gy

Therefore, I' is chosen to satisfy

D= ( 55 = o) ). (C.14)

7 o) 7 /G Ak

For the introduction of Al in Section 6.2, I use the same calibrated value of I" but change
the exposure score x; to be the average across robots, software, and Al. Given the resulting
array of comparative advantage (j, I solve out {Ay,{r;, A;}} using the same procedure as
above. This keeps all equilibrium outcomes the same; the only thing that now differs is the
counterfactual change in automation thresholds in response to price, productivity, or policy
changes.

For Figure 4, I vary capital-augmenting productivity growth g, so that capital’s productiv-
ity equals A = (1+g;)Ax. Ialso allow labor to achieve catchup growth at a fixed fraction of the
growth of capital. Finally, I adjust the scale of the tax function according to ¥/ = (1 + gy)d’,
where g, = Sigr + (1 — Sg)g; is the first-order change in output. This adjustment prevents the
progressivity of the status quo tax function from mechanically increasing tax rates in response
to income growth.

I validate my calibration procedure by comparing my model’s implications to the empirical
results of Acemoglu and Restrepo (2022). They estimate the role of automation in explaining
the changes in the US wage structure from 1980 to 2016 using an empirical analog of the total

differential of log wages:

oc—1

1 1 1
dln (w;) = ;dln (Aj) + dln (A4;) + gdln (V) - gdln (L)

g

In particular, they focus on the term dlIn (A;) by measuring the loss of routine tasks for 500

demographic groups over this period. They then regress a long difference in log wages on their
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measure of task displacement to determine the role of automation in explaining the heteroge-
neous wage gains in this period. Acemoglu and Restrepo (2022) weight their regressions by
total hours worked, so I make use of labor supply weights L;/ >, L; in all of the comparisons
discussed below.

I will make use of this evidence to validate my calibration strategy in two ways. First, to
justify setting automation thresholds at 20% of the total task interval — i.e. x; = T, where
» = 0.2 — I compare their point estimate of the impact of task displacement on log wages with
the analog in my model. To be more specific, I take —dIn (T — x;) as the model analog of their
measure of task displacement, and I interpret their point estimate as describing the average log
wage reduction from this loss in tasks. Unpacking the dIn (A;) term in my model implies that
their point estimate maps to the average value of —a;(x;)? (T — z;)/(cA;). The estimates
from their baseline specification range from -1.3 to -1.9, but they also find estimates around -3
in several of their robustness exercises. Therefore, my model-implied estimate of -3.02 is high
but still within the range of empirically validated estimates.

Second, Acemoglu and Restrepo (2022) emphasize that their measure of task displacement
can explain between 50% to 70% of the unequal wage gains over this period. To compare my
model with this finding, I regress observed changes in log wages Aln (w;) = In (@;,16)—In (0;,80)
on the component of dIn (A;) that is driven by reductions in the user cost of capital. This
corresponds to Acemoglu and Restrepo (2022)’s preferred measure of task displacement, which
predicts industry-level reductions in the labor share from several proxies of the adoption of
automation technologies. Formally, I take the R-squared from the regression

)7

Aln (;) oy, M)

+ €5, C.15
GA ’ (6.15)

where the multiplicative component of task displacement, such as the decline in the user cost
of capital (dIn (r) — dln (Ag)), is absorbed by the coefficient and so not relevant in explaining
variation.®3 1 estimate an R-squared of 12.6%, implying that my calibration strategy takes a

conservative stance on the role of automation in explaining wage inequality.

C.3 Computing Threshold Rule Perturbations

Implementing Proposition 2 quantitatively requires me to compute the changes in equilibrium
objects from perturbations in the threshold rule df. To accomplish this, I will consider a
function H ({cjo, ¢j1,1;};0) that achieves a root when the equilibrium conditions of Definition

1 are satisfied. By the Implicit Function Theorem, we have that

C-3Equation (C.15) only makes use of first-order changes, but this is the empirical strategy taken by Acemoglu
and Restrepo (2022) as well. Thus, second-order effects will show up in the residual in both cases.
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From this, we have changes in the capital supply as well: dK = 3 ;n;dk; = =3, njdcjo.

Then for factor prices and output we have

dln (w;) = iaﬂ(gji])d T dln( )—%dln(Lj) (C.17)
dln (1) = %Z O%(:Zz_dazi + ;dln (Y) - édln (K) (C.18)
dln(Y):Z(m;( )d i+ S;dIn (L ))+Skdln(K). (C.19)

J
Changes in the automation thresholds dz; can be computed in the manner described in Ap-
pendix A.3.

C.4 Non-Linear Tax Solution Algorithm

To solve numerically for the Mirrlees allocations, I run the following algorithm. Holding factor
prices fixed, the inner problem solves for an incentive compatible allocation. Holding consump-
tion and labor fixed, the outer problem updates the threshold rule and automation thresholds.

I find a fixed point with the following iterative procedure:

1. For a given array of factor prices, pick consumption and labor to solve

max W ({n;V;}) Ame u(ci) + Blulein) — hi(li)) — ulcso) — Blulcsa) — hi(w;ly/w;)), 0]

{c5,0,¢5,1,05}

s.t. (7), (8).

That is, rather than imposing the IC constraints directly, I impose them as a penalty
with cost parameter A. This cost parameter is scaled up until the worst IC violation is
no more than 1/1000 of welfare. Note that with fixed factor prices, I assume a linear

production technology in the resource constraint.

2. Holding automation thresholds fixed, update factor prices with the new factor supplies

of capital and labor.

3. Holding fixed factor prices, the allocation of consumption and labor, and automation
thresholds, update the threshold rule to satisfy the perturbation formula of Proposition
2. This requires computing the second derivative of the tax function, so I approximate the

global shape of the tax function with a fourth degree polynomial. Furthermore, I assume
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that initial endowments are fully taxed and redistributed, so all initial endowments are

equal to Y.
4. Update automation thresholds using factor prices and the threshold rule.

5. Check if the new threshold rule and automation thresholds are equal to their previous
value. If so, this fixed point is a solution to the Mirrlees problem. If not, update factor

prices using the new automation thresholds and return to step 1.

This algorithm can also find the allocation when the threshold rule is unavailable by simply

skipping step 3 and always setting 6 = 0.

D Additional Tables & Figures

Figure D.1: Shares by Decile

0.8 I Labor Income Shares
e Wealth Shares
— Predicted Wealth Shares (© = 1.81)

0.6 |

Share

0.2

2 4 6 8 10
Decile

Notes: Match of model predictions to the data for wealth shares by decile. Model predictions come from
Equation (33). Data on labor income and wealth shares by decile come from the 2016 SCF.
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Table D.1: Correlation of Wages and Exposure Measures

‘ Wages Software Exposure Robot Exposure Al Exposure

Wages 1.0
Software Exposure | -0.06 1.0
Robot Exposure -0.36 0.63 1.0
AT Exposure 0.26 0.65 0.23 1.0

Notes: Exposure scores are percentiles taken from Webb (2020), and wages are from the 2016 ACS. Both
variables are at the occupation level.

Figure D.2: AI Introduction with Variable Labor Catchup

Threshold Rule Consumption Equivalence
100%  |--- 10% Catchup -
—— 25% Catchup 5%
---=-50% Catchup = et
80% | 4% |
60% 3%
40% 2% |
T T T 1% T T T
0% 50% 100% 0% 50% 100%
Ay Growth A, Growth

Notes: This graph reproduces Figure 4 with alternative assumptions about the catchup growth fraction for
labor-augmenting productivity.
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