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Abstract

How important are social connections in the decision to start a new business? We
assemble a new dataset using privacy protected social network data from 628,000 U.S.
firm owners and 70 billion friendships on Facebook linked to data on the firms founded
by users. The data demonstrate that firm owners interact disproportionately with other
firm owners and that social connections to existing firm owners increase an individual’s
probability of starting a successful new firm. Estimates from a quasi-experimental design
among new college students imply that going from the 10th to the 90th percentile of
connections to firm owners increases a student’s probability of founding a firm after
graduation by 74% of the base rate. Students are particularly likely to start a firm
in the same narrowly-defined industry as the firm owners they are connected to, and
effects are stronger when the student and the firm owner are the same gender. Using a
quasi-experimental design identified from the timing of moves across commuting zones,
we then provide evidence that the strength of network spillovers varies over geographic
areas and is positively correlated with local rates of entrepreneurship. To assess the
economic significance of the spillovers and their geographic variation, we construct and
estimate a model of firm entry using moments from the Movers quasi-experimental design.
Simulated policy counterfactuals suggest that targeting a hypothetical business-creating
intervention to high-impact areas increases firm entry by 32% compared to targeting
low-entrepreneurship places, with the difference driven primarily by large spillovers in
areas with high existing entry rates.
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I Introduction

Interactions among entrepreneurs, and the associated knowledge spillovers that may occur, have

long been viewed as central to economic growth and agglomeration (e.g., Marshall 1890; Jacobs

1970). As a result, policymakers and private organizations implement a variety of interventions

aimed at reducing barriers to entry for new businesses.1 However, more recent attempts to uncover

direct individual-level evidence of spillovers find that entrepreneurs have only a modest effect on

successful firm formation among direct peers in the workplace or classroom (e.g., Lerner and

Malmendier 2013). These results cast doubt on whether any intervention aimed at supporting new

entrepreneurs can be an effective tool for spurring new economic activity beyond the individual

targeted by the intervention.

In this paper, we show that interaction-based spillovers among entrepreneurs are economi-

cally meaningful despite the seemingly small magnitudes estimated in typical quasi-experimental

settings. To do so, we construct a new privacy protected dataset from 128 million individu-

als born between 1966 and 2000 and their connections, termed ‘friends’ on Facebook, linked to

establishment-level data covering nearly all new businesses formed in the U.S. Firms are identified

via their Facebook page and linked to data on their size and market characteristics. 628,000 firm

owners are then linked to firms via self-reported ownership on their Facebook profile.

Using these data, we make three points. First, entrepreneurs produce substantial spillovers

because of the scale of their networks. That is, connections to entrepreneurs are sufficiently

numerous that even modest effects at the level of a single connection imply important forces at

the level of the entire economy. Second, the extent to which individuals have access to valuable

entrepreneurs through their networks varies substantially across individual characteristics and

location. This variation suggests that some individuals who might otherwise start successful firms

lack the social resources to do so. Third, we evaluate the implications of this variation for policy by

constructing an economic model of entry spillovers. Using the estimated model, we argue that the

effect of a given intervention on firm entry is likely to depend strongly on the places and subgroups

1Policies intended to promote entrepreneurship are motivated and described in (Lerner 2009). Such policies are of particular recent
interest given evidence of a long-run decline in U.S. business dynamism (Decker et al. 2014; Kwon et al. 2024). New firms also play a
disproportionate role in the labor market (Haltiwanger et al. 2013), contribute substantially to productive innovation (e.g., Z. J. Acs
and Audretsch 1988; 2018), and are intimately related to market concentration (Bresnahan and Reiss 1991, De Loecker et al. 2020)
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targeted, with most of the variation across potential targets driven by spillovers.

In the first part of the paper, we document that the average individual has many connections to

entrepreneurs and that individual-level connections to entrepreneurs are strongly associated with

firm creation. The average individual has 4.7 friendships with business owners. Each friendship

with a business owner is associated with a 0.13 percentage point increase in the probability that

an individual owns a firm, a strong relationship relative to an overall entrepreneurship rate of

0.88% in the data, and almost nobody with zero social connections to business owners starts a

firm.2 The number of connections to business owners is a stronger predictor of firm ownership

than either demographic characteristics or individual-level socioeconomic status. Entrepreneurs

cluster particularly strongly within narrowly-defined industries: an entrepreneur with 2 friends in

one of 1059 6-digit NAICS industries is 86 times more likely to own a business in that industry

compared to the average entrepreneur.

However, the interpretation of these descriptive patterns is complicated by potential selection

in friendship formation, making it difficult to draw policy conclusions without causal evidence.

In the second part of the paper, we develop two quasi-experimental empirical designs in order to

estimate the causal effect of social connections on individual-level founding behavior.

The first strategy – which we refer to as the “College design” – estimates the effect of con-

nections to existing owners on post-graduate founding behavior for individuals entering college.

The strategy compares students who were born in the same year and attended the same college

but were exposed to a different number of business owners among friends of friends (i.e., 2nd-

degree connections) during the highly social first weeks after their arrival on campus. Unlike most

connections to business owners, we show that 2nd-degree connections to business owners formed

among college first-year students during the first weeks of college are unrelated to the number of

business owners that the student already knew, suggesting that students with a higher propensity

for entrepreneurship after college do not disproportionately select well-connected friends during

this period.

Under the College design, we estimate that each 2nd-degree connection between a student

2While many startups in the U.S. economy do not produce substantial economic activity (Fairlie et al. 2023), we show in Section II
that the firms identified by our linking procedure tend to be relatively successful. For firms which have linked revenue data, we also
show that networks are an important determinant of in the formation of firms with greater than $1 million in annual revenue.
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and a business owner increases the probability that the student starts a firm after graduation

by 0.005 percentage points. The effect magnitude implies that going from the 10th percentile of

2nd-degree connections to business owners among first year college students to the 90th percentile,

equivalent to a difference of 41 connections, increases the probability of founding a firm by 0.19

percentage points compared to a base entrepreneurship rate of roughly 0.26% among our sample

of collegegoers. This scaling demonstrates a key theme of the quasi-experimental results: modest

spillover effects on entrepreneurship at the connection-level, similar to those found in previous

quasi-experimental studies, translate to economically meaningful aggregate social spillovers due to

the size of individuals’ extended networks. Moreover, there is no evidence that firms created as

a result of these college connections are negatively selected, as the marginal firms have a higher

probability of reaching $1 million in annual revenue compared to the average firm in the sample.

Using the same quasi-experimental variation, we then show that the effect of connections is

highly industry-specific. One extra connection to a firm owner in one of 1059 narrowly-defined

industries classified at the 6-digit NAICS level increases the probability that an individual founds in

that industry by nearly 7 times the industry-specific base rate, but does not increase the probability

of founding in closely related industries. Under the assumption that students in the first weeks

of college do not select friends with connections in the precise industry where the student is

likely to found a firm years later after graduation, the industry-specific results imply that social

connections have a causal effect on the type of entrepreneurship that individuals pursue. Formally,

the precise industry designations provide a set of overidentifying restrictions such that any selection

effect which violates our identifying assumptions would need to covary with the quasi-experimental

treatment only at the 6-digit industry level, narrowing the set of potential threats to identification.

The importance of social connections to firm owners suggests that potential entrepreneurs who

lack such connections may face substantial barriers to successful firm entry. We provide evidence

of meaningful individual-level variation in both connections to entrepreneurs and treatment effects

by gender and socioeconomic status. Estimates from the College design imply that females are

more likely to start a business if connected to a female firm owner but not a male firm owner.

However, the average woman make connections with female entrepreneurs at a rate that is 35%
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lower than the average male makes connections with male entrepreneurs. Similarly, using estimates

of socioeconomic status developed in previous work (Chetty et al. 2022c), we show that the number

of connections to entrepreneurs is strongly positively related to income. For example, an individual

in the top 10% of the income distribution has 147% more connections to entrepreneurs with

more than $1 million in annual revenue compared to individuals below the 90th percentile of the

income distribution. These partly reflect differences in resources early in life: meaningful gaps in

connections to entrepreneurs exist in adulthood for individuals who grow up in high-income v.s.

low-income households.

Given the importance of spillovers in models of agglomeration and the resulting popularity of

policies intended to encourage local startups, differences in connections to entrepreneurs across

geographic markets are of particular interest. Our data demonstrate that there is substantial vari-

ation in such connections across areas. For example, individuals living in commuting zones where

the average resident has an above-median rate of entrepreneurship in their network are connected

to 52% more entrepreneurs than individuals in below-median commuting zones. However, the

College design does not have the statistical power to precisely estimate geographic heterogeneity

in spillover effects, which our model will demonstrate can play an important role in policy design.

In order to identify geographic markets where spillovers matter most, we implement a second

quasi-experimental design which we call the “Movers design”. The Movers design exploits the

timing of friends’ migration decisions across local labor markets, measured using commuting zones

(CZs), to isolate quasi-experimental variation in the exposure of friends to entrepreneurial places.3

To implement this approach, we use a series of stacked difference-in-differences (Sun and Abraham

2021) which estimate the effect of a friend’s migration on founding behavior among non-movers

separately for every pair of commuting zones, representing the non-mover’s location and the moving

friend’s destination. While estimates at the level of commuting zone pairs are noisy, projecting

pair-level estimates onto the mover’s destination allows us to identify the characteristics of places

where social connections have a high-impact on entrepreneurship.

The destination-specific effect is highest when the mover’s destination has high rates of en-

trepreneurship, where rates of entrepreneurship can be measured in a variety of ways. The effect
3See Bell et al. 2019 and Moretti 2021 for analogous quasi-experimental variation in studies of patenting behavior.
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is primarily driven by movers who are likely to form new connections to business owners based

on pre-move friending patterns. Movers who are least likely to make friends with entrepreneurs

based on pre-move characteristics have no effect on their friends, and migration to a commuting

zone which does not produce many successful new businesses has little effect on the friends of the

mover. This pattern implies that a mover only has a large effect on their non-mover connections

when the mover has both the opportunity to make friends with successful entrepreneurs and has a

history of forming such friendships. We interpret the results as suggesting that the Movers design

operates via the mover’s friending behavior in their destination, which changes the composition of

the non-mover’s 2nd-degree connections.

In the third part of the paper, we construct an economic model in which potential entrepreneurs

may learn productive skills from their social connections. The model allows us to assess the eco-

nomic magnitude of the spillovers and provide guidance on the policy implications of our findings.

We illustrate the significance of the spillovers by using the model to analyze the total number of

new firms generated by a hypothetical intervention aimed at reducing barriers to entry for en-

trepreneurs. In the appendix, we provide an extension of the model demonstrating that the entry

effect contains information about the welfare impacts of an intervention.4

Under the model, the overall effect of the hypothetical intervention on firm entry in equilibrium

can be additively decomposed into (1) a “direct effect” on entry for the individual targeted by

the intervention, and (2) a spillover effect that scales the target individual’s effect on each of

their connections by the target’s centrality in the network. The relevant notion of centrality

in the model, known as Katz-Bonacic centrality (Katz 1953, Bonacich 1987), captures the scale

of the target individual’s spillover effect on both immediate connections and indirect connections

throughout the networked economy. Notably, the additive separability between direct and spillover

effects in the model’s solution allows for a potential trade-off between the two when targeting the

hypothetical intervention.

Our estimation strategy combines estimates of mean centrality in the cross section with scaled

moments from the Movers quasi-experimental design to separately estimate the direct and spillover

4We show that the entry effect is proportional to the welfare effect when spillovers only reduce fixed costs. This welfare result holds
even when the equilibrium number of firms is different from the social optimum.
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effects. Estimating each component separately allows us to empirically evaluate the potential trade-

off between direct effects and spillovers under different approaches to targeting. However, this

approach requires estimating Katz-Bonacic centrality, which is difficult to calculate analytically in

large networks. To perform the estimation, we introduce a technical innovation in the form of a

recently-developed sampling estimator from the network science literature (Lin et al. 2021). Given

the relevance of Katz-Bonacic centrality to many linear peer effects models, we additionally report

statistics on individual-level centrality distribution for a range of parameter values, which we hope

will be useful in future research.

In our first counterfactual exercise, we separately analyze the direct and “total effect” on firm

entry, including spillovers, from a hypothetical intervention targeted to a random individual in

each commuting zone. We start by comparing the relationship between each effect and existing

entrepreneurship rates at the commuting zone level. The direct effect is negatively correlated

with rates of entrepreneurship: the hypothetical intervention produces fewer firms among targeted

individuals who live in commuting zones with above-median entrepreneurship rates compared

to places below the median. However, when combining our estimates of the direct effect and

social spillovers to estimate the total effect, we find that relationship reverses: the total effect is

higher when the policy is targeted to places with high rates of entrepreneurship. The shift when

accounting for spillovers occurs because residents of high-entrepreneurship cities tend to produce

larger spillovers than residents of cities with little entrepreneurship, and demonstrates that the

possible trade-off between direct and total effects suggested by the model has empirical relevance.

We then simulate the effect of the hypothetical policy administered in commuting zones with

low entrepreneurship, high direct effects, and high total effects. Our estimated model implies that

targeting an average person in commuting zones with above-median total effects increases firm

entry by 32% relative to the same intervention in a commuting zones with below-median rates

of entrepreneurship. The improvement largely comes from targeting places where spillovers are

highest: targeting places with high total effects increases entry among those not directly targeted

by the intervention by 53% relative to a policy targeting places with below median entrepreneurship

rates.
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Place-specific estimates alone do not provide guidance on how network characteristics beyond lo-

cation might be used to target policies effectively. To illustrate the potential gains from individual-

level policy targeting, we extend the analysis to consider how individual-level characteristics of

prospective entrepreneurs and their connections affect the direct and spillover effects of policies.

Our analysis shows that individuals with many existing connections to entrepreneurs are partic-

ularly likely to be on the margin of starting a new firm. To use this information, we extend the

model to account for within-place heterogeneity and estimate the extended model, allowing effects

to vary by network composition. Counterfactual simulations from the estimated extension show

that targeting policies based on network composition mitigates, but does not completely eliminate,

the tradeoff between direct effects and spillover effects.

Contributions Relative to Existing Literature The key innovation of this paper is the use of large-

scale social network data to provide quasi-experimental evidence on both the overall magnitude

of social spillovers from individual-level entrepreneurship and on policy-relevant heterogeneity. In

doing so, we expand on existing work which uses quasi-experimental evidence to estimate spillovers

in entrepreneurship among a subset of peers, typically in classrooms and workplaces (Nanda and

Sørensen 2010, Lerner and Malmendier 2013). The social spillovers we estimate supplement existing

indirect evidence that interactions play a role in entrepreneurship based on the observed clustering

of entrepreneurs across, spatial, industrial, and demographic lines.5 The heterogeneity in network

exposure to entrepreneurs by demographic subgroup and childhood income in our data demon-

strates that the heterogeneous treatment effects estimated in workplaces and classrooms reflect

important patterns in broader social interactions (Wallskog 2025, Mertz et al. 2024).6 The results

also expand our understanding of the preferences, characteristics, experiences, and opportunities

that distinguish entrepreneurs (Chetty, Dossi, et al. 2025).7 Beyond personal characteristics, a

5e.g., Ellison et al. 2010; Glaeser et al. 2010; Chatterji et al. 2014; Guzman and Stern 2015 ; Andrews et al. 2022; Kerr and Mandorff
2023; Mohammadi and Shafi 2024; Akcigit et al. 2025. Recent work finds that the entry of “third places” such as coffee shops may also
facilitate spillovers in entrepreneurship (Choi et al. 2024).

6Barriers to entrepreneurship for subgroups has long been a subject of study in economics and finance (e.g., Bradford and Osborne
1976; Fairlie et al. 2022e; Howell and Nanda 2024). These strands of inquiry supplement an older literature in economic sociology, with
origins in work studying the importance of weak ties and structural gaps (Granovetter 1973; Burt 1992), which suggests that founders’
social networks are a key determinant of their location decisions (Sorenson and Audia 2000) and success (Burt and Raider 2002; Stuart
and Sorenson 2005; Bhide 2000).

7Further evidence is provided in Kihlstrom and Laffont 1979; Hamilton 2000; Lazear 2005; Hurst and Pugsley 2011;
levine2017smart, Azoulay et al. 2020; Bhandari, Kass, et al. 2024; Chodavadia et al. 2024. The importance of social networks
to entrepreneurs echos a long literature on the importance of knowledge, experience, and good business practices among entrepreneurs
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vibrant literature has catalogued the importance of external inputs to successful entrepreneurship,

with particular focus on capital availability and capital market mechanisms.8

The evidence that entrepreneurship produces broad social spillovers, even among firms unlikely

to produce technical innovations, helps to clarify the nature of nonrival knowledge central to many

models of economic growth.9 The evidence is particularly relevant to models of creative destruction

in which entry and competition can play a key role (Howitt and Aghion 1998; Akcigit and Van

Reenen 2023) and to theories that formally distinguish the role of entrepreneurs from technical

innovators (e.g., Acs et al. 2009; Andrews et al. 2022a). Given that the modal firm in our data (and

in the U.S. economy) is unlikely to be associated with new intellectual property, we interpret our

results as suggestive evidence that non-technical knowledge of business opportunities or practices

among entrepreneurs and managers may produce economically meaningful knowledge spillovers.10

Our evidence that entrepreneurship spillovers are intimately tied to spatial variation in economic

activity bridges models of regional growth based on entrepreneurship (Duranton and Puga 2023,

Fluegge 2025) with empirical evidence that interpersonal interactions vary substantially across

place, particularly for under-represented subgroups (Athey et al. 2021).11 Moreover, our result

that spillover effects operate strongly within narrow industries informs influential models of the

relationship between the allocation of entrepreneurial talent and economic growth (Baumol 1990;

Murphy et al. 1991). While we do not provide evidence on other (potentially negative) spillovers

from entry, our benchmark welfare results demonstrate that the welfare effects of a marginal

and managers for firm productivity (e.g., Jovanovic 1982, Jovanovic and Rob 1989; Bloom and Van Reenen 2007; Smith et al. 2019,
Bhandari and McGrattan 2021, Denes et al. 2025). While the current paper focuses on effects along the extensive margin of firm
creation, our measurement of network-based spillovers also suggests that existing microeconomic evidence on productivity spillovers
between firms and firm owners in developed economies may run in part through social networks (e.g., Greenstone et al. 2010; Cai and
Szeidl 2018; Guiso et al. 2021).

8Key papers in the financing of new ventures include Evans and Jovanovic 1989; Gompers and Lerner 2002, Gompers et al. 2010;
Golosov et al. 2024, Chodorow-Reich et al. 2024; Kerr et al. 2022f; Davis and Haltiwanger 2024, Akcigit et al. 2025). Other work has
examined the role of government policy (Howell 2017) and workplace circumstances (Babina et al. 2024a).

9Leading examples include Romer 1990, Aghion and Howitt 1992, Grossman and Helpman 1992, Lucas 1988, Klette and Kortum
2004

10We view this evidence as an important finding in light of recent macroeconomic theories that knowledge spillovers from entry may
be small or negative (Klenow and Li 2025). Recent macroeconomic research has also suggested that falling productivity spillovers and
the changing role of entrepreneurs in market structures may explain a host of economic phenomena in the U.S. (Akcigit and Van Reenen
2023; Deb 2024). In this sense, our study parallels a long literature finding evidence for spillovers in technical innovation and patenting
(e.g., Jaffe et al. 1993; Audretsch and Feldman 1996; Ellison et al. 2010; Akcigit et al. 2018; Iaria et al. 2018; Bell et al. 2019; Akcigit
et al. 2021; Moretti 2021; T. Babina and Howell 2024; Atkin et al. 2022; Kalyani et al. 2025)

11Our results provide concrete individual-level data to support a long history of research across the social sciences suggesting that local
interactions and entrepreneurship are closely related (Chinitz 1961; Jacobs 1970; Saxenian 1996; Stuart and Sorenson 2003; Delgado
et al. 2010; Glaeser et al. 2015b)
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intervention can be positive even in the presence of business-stealing externalities.1213

Our counterfactual policy simulations are intended to inform the evaluation and implemen-

tation of entrepreneurship-focused economic development programs. Interventions evaluated by

this literature include business education or training in the U.S. and abroad, contract allocation,

grant programs, and the establishment of local business development centers.14 Beyond interven-

tions specific to entrepreneurship, our study relates to the growing literature on policy targeting

in networked economies.15 Our technical innovation in this regard is the introduction of recently

developed tools from network science, which allow for the estimation of a class of theoretically-

motivated centrality measures in the very large networks relevant to our setting.

Finally, the results contribute to a fast-growing literature on the importance of social networks

for economic phenomena. Social networks, including those represented on the Facebook platform,

play a role in household financial decisions, economic opportunity, cultural assimilation, migration

decision, and may play a role distinct role in firm entry as consumers learn about products.16 A

substantial body of work has further demonstrated that social networks, and peer effects more

generally, likely play an important role in educational settings (e.g., Calvó-Armengol et al. 2009;

Sacerdote 2011). We interpret these studies, particularly those on the economics of education, as

bolstering the view that social connections are important for the transmission of human capital.

Layout The paper proceeds as follows. Section II describes the data and presents key descriptive

relationships. Section III develops the quasi-experimental designs. Section IV specifies the model.

Section V estimates the model and simulates policy counterfactuals. Section VI concludes.

12In this sense, our work provides evidence on a subset of the externalities relevant to a developing literature on optimal taxation of
high-earning entrepreneurs (Lockwood et al. 2017, Jakobsen et al. 2024, Kleven 2025)

13Other types of positive spillovers have been hypothesized to operate outside of social networks. For example, exposure to new firms
may help important non-entrepreneurs like investors and employees learn more about the needs of entrepreneurial ventures (Lerner
2009). Furthermore, despite survey evidence described in Section II that the Facebook platform does capture a variety of ‘real world’
interactions, spillovers may occur through interpersonal interactions that are not represented on the Facebook platform.

14Kosanovich et al. 2001; Fairlie et al. 2015a; E. Field et al. 2010; Oosterbeek et al. 2010; Huber et al. 2014; J. Lerner 1999; Chatterji
et al. 2014; Babina et al. 2023; Chrisman 2017. Entrepreneurship-focused interventions are frequently targeted directly at individual
entrepreneurs within well-defined geographic markets: of the 16 public small business assistance programs studied in a review (Gu et al.
2008), 10 list the entrepreneur’s personal characteristics in their eligibility criteria and 8 are explicitly locally targeted or administered.
Place-based development policies in the U.S., including tax incentives, cost between $22 billion and $101 billion annually (Bartik 2020).

15See Elliott and Golub 2019; Galeotti et al. 2020; Boucher et al. 2024 for recent theoretical work on targeting in networks. The
usefulness of network data in targeting interventions have long been recognized in the economic development literature, including in
experiments aimed at promoting the formation of micro-enterprises (Miguel and Kremer 2004; Banerjee et al. 2013; Field et al. 2016).

16Bailey et al. 2018a; Bailey et al. 2018b; Chetty et al. 2022c; Chetty et al. 2022d; Bailey et al. 2024b; Koenen and Johnston 2024;
Bailey et al. 2022b, Campbell et al. 2024. See Mobius and Rosenblat 2014 for a related overview on social learning
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II Data and Descriptive Evidence

This section briefly describes the data and presents descriptive results. Section II.A summarizes

the key steps in the creation of the dataset. Section II.B details the key patterns in the social

networks of entrepreneurs.

II.A Data Collection and Matching

II.A.1 Sample Summary

Our primary analysis sample, drawn on July 3, 2025, includes privacy protected information on

all individuals residing in the U.S. born between 1966 and 2000 who were active on the Facebook

platform at least once in the previous 30 days, had between 30 and 3000 U.S.-based Facebook

friends, and for whom we measure a home ZIP code. The primary sample consists of 128 million

individuals, equal to 86% of the population born between 1966-2000 in the 2015-2019 American

Community Survey (ACS).17 The cohorts in our analysis sample also cover the ages at which

entrepreneurs are most likely to found their firms (Azoulay et al. 2020).

Social ties are measured using ‘friendships’, the on-platform term for links between users. Both

individuals must agree to form an on-platform friendship, and most Facebook friends have inter-

acted in person (Jones et al. 2013). We therefore interpret an on-platform friendship as representing

an off-platform friendship or acquaintance. In our descriptive exercises, we also provide evidence

that patterns of interaction among entrepreneurs we identify are stronger when restricting attention

to friends predicted to have the most in-person interaction based on in-sample survey evidence.

To create a dataset which combines information on entrepreneurs with firm-level data, we link

individual-level data with data on currently operating firms from a variety of third-party sources

using self-reported job titles. Firms that can be linked to founders are relatively successful; 18% of

linked firms have greater than $1 million in annual revenue, and 92% of linked firms have survived

for more than 4 years. For analyses in which individual-level entrepreneurship is the outcome, we

restrict the analysis sample to individuals who ever report an employer and job title on their public

17Survey evidence indicates that individuals between 30 and 49 use Facebook at the highest rates (Pew Research Center 2024).
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Facebook profile. This restricted sample contains 72 million individuals, or 65% of the currently

employed population born between 1966-2000 in the ACS.

Below, we describe the basic linking process and resulting sample characteristics. A diagram

summarizing the linkage between each source is presented in Appendix Figure E1. More detailed

information on the measurement, linkages, and sample inclusion criteria is provided in Appendix

Section A.1.

II.A.2 Establishment-Level Data: Customer Graph and Pages

Our first data source, termed the “Customer Graph”, consists of 8 distinct datasets compiled from

3rd-party data providers which measure founding date and industry at the establishment level.

Establishments are matched across these 8 data sources to create a dataset with one record per

establishment.

The yellow series in Appendix Figure E2 plots the number of new establishments in the Cus-

tomer Graph by year between 2011 and 2022. There is a spike between 2015 and 2016, driven

entirely by an increase in the number of observations from the largest data provider in that pe-

riod. We benchmark these data against an estimate of the annual number of business registrations

through 2016, presented in the green series. Benchmark estimates were compiled using data from

46 state-level registration datasets, adjusted for firms that were registered in one state (such as

Delaware) but operate elsewhere (Andrews et al. 2022). To account for the omission of propri-

etorships in the registration data, we also present a simple adjustment in the pink series which

scales the number of business registrations by the ratio of all firms to registered firms derived

from surveys of firms with websites administered by GoDaddy (Venture Forward 2023). The re-

sults of the benchmarking indicate that the number of new establishments in the Customer Graph

track the number of registrations in each year until 2016, at which time the number of estab-

lishments in the Customer Graph spikes to the estimated number of all new businesses including

proprietorships. Appendix Figure E3 presents a scatterplot of number of new Customer Graph

establishments per capita vs the number of new business registrations per capita at the county

level, which have a population-weighted correlation of 0.69 in 2016. Descriptions and sources of
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county- and commuting zone-level entrepreneurship measures are presented in Appendix Table D1.

Establishment-level records from the Customer Graph are then matched to establishment-level

Facebook Pages using the name, location, and contact information of the establishment. After

matching, there are 3.5 million matched Pages that can be linked between to the Customer Graph.

We refer to pages which can be linked to establishments in the Customer Graph data as “verified

Pages”.

We provide a variety of benchmarking analyses for the set of verified Pages. The blue series

in Appendix Figure E2 presents the number of new verified Pages by year, which we compare

to the number of new employer establishments in the Business Dynamics Statistics (BDS) in the

red series. Appendix Figure E4 shows that the number of verified Pages lines up well with the

number of new employer establishments between 2015 and 2020 in the BDS for the 9 largest 2-digit

NAICS sectors. These comparisons suggests that the verified Pages are likely to be economically

meaningful entities, and are fairly representative of the set of new employer establishments across

both industries and geographic markets.18 Appendix Figure E5 presents an example Page.

II.A.3 Identifying Entrepreneurs

To match establishments to entrepreneurs, we use the self-reported ‘employer’ and ‘job title’ fields

on the public Facebook profiles of individual users. We identify entrepreneurs as users who list

a Page as their employer and who list a job title that satisfies a fuzzy string match to the terms

‘Founder’, ‘Owner’, or ‘CEO’.19 We omit verified Pages that have more than 4 individuals who

have ever claimed to own the business associated with the Page, and provide robustness checks to

verify that our analysis holds when considering only Pages claimed by exactly one owner.

The matching procedure between verified Pages and individuals identifies 627,747 entrepreneurs,

including 321,544 who entered the market since 2015, out of the sample of 72 million U.S. Facebook

users who have ever listed at least one job with a job title. This dataset allows us to analyze the

social network history of the entrepreneur influences an entrepreneur’s starting year, industry, and

18Our data slightly over-represent the “Other Services” sector, which is made up primarily of personal services like gyms and salons.
19We include ‘Owner’ and ‘CEO’ in the fuzzy string match because random samples of verified Pages indicate that many users who

are clearly the founder list themselves as one of those two titles. For example, Page-user pairs which share the same name often have
a job title listed as ‘Owner’ or ‘CEO’. Robustness checks for our descriptive and quasi-experimental analyses demonstrate that the key
relationships hold when restricting the fuzzy string match to include only users with “Founder” in their job title.
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success (from Customer Graph). Table 1 presents sample statistics for the analysis sample. Age

and gender distributions of the entrepreneurs we identify are presented in Appendix Figure E6. Our

sample is slightly younger and more female than the respondents in the Annual Business Survey,

which targets owners of employer firms in the United States. Appendix Figure E7 demonstrates

that nearly all entrepreneurs started a firm more than 4 years ago, with a substantial number having

started prior to 2015. Table 2 presents the average number and share of owners in individuals’

networks. Appendix Table D2 breaks down the number of owner friends by decile of the individual-

level distribution.

II.B Descriptive Homophily among Entrepreneurs

The strongest and most consistent pattern in our newly linked data is the tendency for en-

trepreneurs to form links with other entrepreneurs. The disproportionate level of interaction,

or ‘homophily’, among entrepreneurs is demonstrated in Figure 1. The plot presents the distri-

bution of the number of connections who own a business separately for people who own vs do

not own a business themselves. The average entrepreneur knows more than 21 business owners,

while the average non-entrepreneur knows only 4.6 business owners. Differences at the bottom of

the distribution are even more stark; nearly a third of non-owners know zero owners, while fewer

than 3% of owners have no friends who are owners. Figure 2a shows that going from zero to 6

friends who own a business is associated with an increase in the probability that an individual is an

entrepreneur from roughly 0% to 0.82%, similar to the base entrepreneurship rate of 0.88% in the

sample. The observed homophily is primarily driven by differences in the composition of friends

rather than the total number of friends: Appendix Figure E8 demonstrates that the fraction of

friends who own a business is highly predictive of one’s own probability of starting a firm.

The number of friends who own a business is also predictive of business success. Figure 2b shows

that each friendship with a business owner is associated with an increase in the probability that

an individual owns a firm with greater than $1 million in self-reported annual revenue by 0.024%,

or 16% of the base rate. Analogous plots showing that the pattern holds for firms with greater

than $10 in annual revenue and greater than 50 employees are presented in Appendix Figure E9.
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Appendix Figure E10 demonstrates that the number of friends with annual revenue of greater than

$1 million is somewhat stronger predictor of firm ownership than the number firm owners with

any level of revenue.

The observed homophily appears to reflect in-person interactions rather than online-only con-

nections. Using in-sample survey data on in-person interactions as training data, we form friendship-

level predictions of off-platform tie strength using a variety of friendship-level predictors, including

frequency of messages and tagging in photos. Appendix Figure E11 demonstrates that the de-

scriptive patterns of homophily are stronger when restricting to the top ten closest friends by this

metric. Appendix Section A.2.4 describes our predictions of closeness in detail.

II.B.1 The Predictive Power of Connections vs Other Covariates

How does the predictive power of relationships with business owners compare to other predictors?

Figure 3 demonstrates that, while demographic and socioeconomic factors have some predictive

power for individual-level entrepreneurial status, the number of owners in an individual’s network

is by far the most predictive characteristic. To show this, we first provide a set of coefficients from

cross-sectional univariates regressions of an indicator for being an entrepreneur on the number

of connections to owners and on the total number of friends. We compare these coefficients

to coefficients from univariate regressions on individual characteristics including income, college

attendance, age, gender, and marital status, as well as on-platform engagement in church groups,

which are known to facilitate connections across the income distribution (Chetty et al. 2022d).

The number of connections to owners is the strongest predictor by far. Moreover, the effect loads

almost entirely on the number of connections to owners when all predictors are included in a

multivariate regression, suggesting that these individual-level associations with entrepreneurship

may be partially mediated by social networks.

Appendix Figure E12 demonstrates that univariate relationship between entrepreneur status

and social network composition also holds across time. Recent founding behavior is predicted by

friendships that started prior to founding, including friendships with entrepreneurs who started

a business more than 10 years ago. Despite the relative homogeneity in the predictive power
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of connections across friendship duration and founding year, we note that a meaningful fraction

connections among existing entrepreneurs can be explained by behavior around the time an indi-

vidual founds their firm. Appendix Figure E13 shows that entrepreneurs make friends with other

entrepreneurs at the highest rate in the year when the individual founds their firm and the two

years following.

II.B.2 Industry-Specific Friendships

Friendships among entrepreneurs are particularly likely within narrowly-defined industries. Using

the 68% of the entrepreneurs for whom we measure industry at the 6-digit NAICS level, comprising

1059 distinct industries, the red bars in Figure 4 demonstrate that going from zero to 2 friends in

an industry is associated with an increase the relative probability that a given owner works in that

industry of 86 times. The green and blue series demonstrate that homophily is far weaker for other

industries in the same industry group (4-digit NAICS) and sector (2-digit NAICS), respectively.

Appendix Figure E14 presents the distribution of friends in the same industry, industry group,

and sector among owners.

II.B.3 Connections to Owners by Income and Gender

To what extent do friendships with owners, and access to the social resources such connections

may entail, differ by socioeconomic status and gender?

Income Gaps Figure 5a demonstrates that the average number of friendships with firm owners

increases substantially with income. The pattern is particularly apparent at the top of the income

distribution: the average individual above the 90th percentile of the income distribution has 90%

more friendships with firm owners than those below the 90th percentile. Figure 5b shows that the

relative gap increases to 147% when considering connections to firm owners with greater than $1

million in annual revenue. Appendix Table D3 describes the distribution of owner friends by own

socioeconomic status.

These relative differences partly reflect differences in socioeconomic status at birth: Figure
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E15 shows that individuals whose parents have incomes above the 90th percentile have 35% more

connections with firm owners in adulthood than those from lower-income households. Appendix

Table D4 describes the distribution of owner friends by parent socioeconomic status. Differences

by income are not associated with patterns in treatment effect magnitudes: quasi-experimental

evidence in Section III.A will demonstrate that individuals from high income households do not

disproportionately benefit from connections to successful business owners.

Gender Gaps Gender differences in connections to entrepreneurs require a more nuanced analysis.

Table 2 provides statistics on the distribution of connections to owners separately by the gender

of the individual and the business owner. Men and women are connected to the same share of

entrepreneurs as a proportion of their network, at roughly 1.1%. However, the similarity in average

exposure disguises heterogeneity by the gender of the entrepreneur. When comparing the mean

share of owners in an individual’s network between males and females, women have 35% (0.4pp)

fewer friendships with female business owners than men have with male owners.

Quasi-experimental evidence in Section III.A will indicate that connections to entrepreneurs

have the largest causal effect when the individual and the connected entrepreneur are the same

gender. This pattern means that aspiring female entrepreneurs benefit most from connections

to female business owners. In this sense, aspiring male entrepreneurs may derive a greater total

benefit from their social networks despite men and women having similar shares of owners among

their friends.

II.B.4 Geographic Variation in Owner Networking

The extent to which residents of an area form connections with business owners varies substantially

across geographic markets in the U.S. Figure 6 plots a county-level map of the average fraction of a

person’s friends that own a business. The magnitude of the variation across counties is meaningful:

1.0% of friends in a CZ in the bottom 50 percent of (population-weighted) owner networking are

owners, compared to 1.6% in a CZ above the 50th percentile when restricting attention to friends of

individuals who report a work position. The map also reflects a degree of broader regional variation
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in the level of connections, with residents of the Upper Midwest, Pacific Northwest, Northeast,

and portions of the Mountain West connecting to entrepreneurs at the highest rates.

While differences in owner networking across places are predicted by the rate of local business

ownership, they also reflects differences in rates of friendship formation between the general pop-

ulation and entrepreneurs. Appendix Figure E16, which shows a county-level scatterplot of the

average fraction of a person’s friends who own a business vs the share of the sample that owns a

firm, demonstrates meaningful unexplained variation in friendships with firm owners. Appendix

Table D5 provides data on the fraction of firm owners among residents and the fraction of owners

among friends of residents in our data for the 30 largest commuting zones.20

Previous theory and indirect evidence has suggested that variation in connections to entrepreneurs

may be a driving force behind the geographic variation in entrepreneurship rates (e.g., Fluegge

2025). This hypothesis suggests makes a simple prediction: if connections to owners are not an

important mediator of geographic variation in entrepreneurship, then two individuals who live in

places with different entrepreneurial opportunities but who have the same number of connections to

owners should become entrepreneurs at different rates. On the other hand, if local entrepreneurial

opportunities are mediated entirely by individual networks, then individuals who have the same

number of connections to entrepreneurs should start firms at the same rate regardless of the rate

of entrepreneurship among others in their geographic market.

We provide a descriptive test of the hypothesis that connections facilitate local entrepreneur-

ship by running two cross-sectional individual-level regressions of own entrepreneurship status on

the in-sample rate of entrepreneurship in the individual’s commuting zone, which captures the

opportunities for potential entrepreneurs in the individual’s geographic labor market. The first

regression has no controls, and the second controls for the number of business owners in an indi-

vidual’s network. The results, presented in Appendix Figure E17, indicate that the coefficient on

the local entrepreneurship rate falls from 1.00 to 0.31 when connections to other business owners

are included in the regression. This substantial decline in the loading on local entrepreneurship

rates when holding connections fixed suggests that networks may act as an important mediator of

20The average share of friends who are owners differs from the owner rate in the data because owners have more total friends than
non-owners.
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geographic variation in entrepreneurship.

III Quasi-Experimental Designs and Evidence

Friendships between business owners may reflect causal effects of friendships or non-random net-

work formation. This section develops two complementary quasi-experimental designs aimed at

uncovering the causal effect of connections to entrepreneurs on business formation. The first

is based on connections formed in college; the second exploits the migration of friends to high-

entrepreneurship markets.

III.A College Connections

We first provide direct evidence that connections with entrepreneurs have a causal effect on business

formation using plausibly exogenous link formation at the start of the first year of college. The logic

behind this design is that early-college connections likely reflect features of the environment that

students have little control over, such as dormitory assignments and orientation groups. Long-term

connections formed in college are known to be substantially influenced by residential proximity

(Marmaros and Sacerdote 2006), and proximity has been specifically identified as the primary

determinant of new acquaintances among recently-arrived college students (Newcomb 1961).

Our design exploits this phenomenon by identifying new indirect connections with business

owners created by links among students in the first few weeks of college. To operationalize this ap-

proach, we compare new students who form more connections to other students who have existing

connections to business owners with students who form fewer such connections. Our identification

is therefore based on variation in 2nd-degree connections – that is, differences in the number of

business owners among friends-of-friends – generated by early-college friending. Intuitively, our

identifying assumption in the baseline specification requires that students with a higher underlying

propensity to start a firm more than 4 years later do not disproportionately develop connections

to students who know existing business owners at the very start of college. We provide evidence

supporting this assumption by showing that early-college friendships which create indirect connec-

tions to business owners are unrelated to the number of business owners that were already in an
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individual’s network, which is the best predictor of an individual’s propensity to form new connec-

tions to business owners prior to arriving on campus. We also present a within-industry analysis

which is valid under narrower identification assumptions, as well as evidence on mechanisms.

III.A.1 Design

The opening weeks of college are among the most social periods of a college-goer’s life. Figure 7a

shows the mean number of new friends made by week in the year that an individual turns 18

separately for college attendees and non-attendees. The shaded region highlights the period from

mid-August to Thanksgiving, which corresponds to the period during which a U.S. school on the

semester system typically holds first-year orientation activities and classes. The group of college

attendees makes substantially more friends in this period than either non-attendees during the

same period or the same group of attendees earlier in the year. This provides an identifiable group

of friends who are plausibly different from the standard friending composition of college attendees.

Our quasi-experimental treatment uses characteristics of the 2nd-degree connections (i.e., friends-

of-friends) formed during the first 12 weeks of the academic year. The individual-level treatment

for focal individual i will be defined as the number of new second degree connections j who satisfy

the following conditions. Let k denote an individual who was born in the same year and went to

the same college as i.

1. j had started a business prior to the year that i and k turned 18.

2. j and k were friends with each other prior to the year that i and k turned 18.

3. i was not friends with j or k and had no mutual friends with either prior to the year that i

and k turned 18.

4. During weeks 33-44 (mid-August to Thanksgiving) of the year i and k turned 18, i becomes

friends with k

Define the treatment Ti to be the number of individuals j who satisfy these conditions for focal

person i. The distribution of Ti for collegegoers in the sample is presented in Appendix Figure E18.
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These conditions ensure that variation in Ti is only generated by links between i and k: j’s

friending behavior and founding activity are held constant in the analysis. Note also that any new

connections which had a mutual friend are dropped from the data, such that connections which

may have been formed from introductions among existing friends are not considered.

The identifying assumption is that Ti is not systematically related to person i’s underlying

propensity to start a business, which is plausible if person i and k have little information about

each other at the time they form the friendship. Section III.A.3 presents evidence that new 2nd-

degree connections during this period are unrelated to the focal student i’s characteristics.

III.A.2 Baseline Estimates

Based on the linearity in levels exhibited in Figure 2a, we begin with a linear probability model

using the following estimating equation:

Yi = τsc + βTi + γXi + ϵi (1)

for person i who attended school s and was born in year c, and τ a school by birth cohort fixed

effect. People that did not attend college are omitted from the estimation. We set Yi to be 1 if

person i started a firm 4 or more years after turning 18, and zero otherwise. The control vector Xi

contains the number of new owner 2nd-degree connections formed between the start of the calendar

year until students arrive on campus. This control is included so that the results are not driven

by (potentially selected) connections formed with future classmates between admissions decisions

and arrival on campus.21

OLS estimates of β in are presented in Table 3. The magnitude in our baseline specification

in Column (1) implies that one extra 2nd-degree connection to a business owner increases the

probability that an individual starts a business after graduation by roughly 0.0047 percentage

points. This connection-level effect is relatively modest. However, individuals have many such

connections. Scaling the connection-level effect by the p90-p10 difference in the number of 2nd-
21Evidence for “early friending” among students prior to the start of the semester can be seen in the divergence between friending

rates of college-goers and non-college-goers in March of the year the individual turns 18 shown in Figure 7a.

21



degree connections to business owners among all first-year college students – a difference of 41

2nd-degree connections – implies a change of 0.19 percentage points in the rate of entrepreneurship

after graduation, or roughly 74% of the base rate of entrepreneurship in this sample. Column (2)

shows that the estimate does not result from a correlation between overall friendliness and future

entrepreneurship, as the coefficient increases slightly to roughly 0.0066 percentage points when

controlling for the total number of friends the focal student makes during the treatment window.

The results are not driven by co-founding behavior. Column (3) presents estimates from a model

where the outcome is redefined to be starting a firm without co-founders. While the connection-

level treatment effect of 0.0038 percentage points estimated in Column (3) is slightly smaller than

in the baseline model, going from the 10th percentile to the 90th percentile of the treatment implies

a change equal to 84% of the base rate, larger than the relative magnitude of the baseline estimate.

Appendix Table D6 demonstrates that the findings are robust to various control vectors, sample

restrictions, and outcome definitions, including models in which the outcome is redefined as an

indicator for starting a firm with greater than $1 million in annual revenue. We find similar effects

as a fraction of the base rate.

There is no evidence that the marginal firm started in response to the treatment is negatively

selected relative to the average firm founded by individuals in the sample. To show this, we

estimate the probability of reaching $1 million in annual revenue conditional on having started a

marginal firm. Estimation is performed via 2SLS, where the “reduced form” estimates the effect of

2nd-degree connections on an indicator for starting a firm with greater than $1 million in annual

revenue and the “first stage” estimates the effect on starting any firm. The point estimate of 0.32,

presented in Column (8) of Table D6, is larger than the share all firms in this sample which reach

$1 million in revenue, equal to 0.14. While the 2SLS estimate is somewhat imprecise, we cautiously

interpret this result to mean that the marginal entrepreneurs are not negatively selected on ability;

rather, the marginal entrepreneurs may have simply lacked the connections required to “get their

foot in the door”.

Effect Heterogeneity by Gender Effects are strongest for females when they form connections with

female firm owners. Table 4 provides estimates from a regression which includes the number of
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male and female owner connections separately, interacted with the gender of the student. Columns

(1)-(4) present coefficients from the corresponding gender-specific univariate models, and Column

(5) presents estimates from a model which includes the interaction between the focal individual’s

gender and the gender of the connected owner. The estimates in Column (5) imply that for a female

student each connection to female owner increases the probability of founding after graduation by

0.012 percentage points, while connections to male owners have no effect on founding behavior.

For male students, each connection to a male firm owner increases the probability of founding

after graduation by 0.010 percentage points and each connection to a female owner increases

founding by 0.011 percentage points. That is, male students benefit from connections to both

male and female entrepreneurs, while female students benefit only from connections to female

entrepreneurs.

Effect Heterogeneity by Income Appendix Table D7 examines effects by the predicted parent

income of students and the income of the entrepreneur. Each connection to an entrepreneur

with income above the 90th percentile of the income distribution increases the probability of

founding four or more years later by roughly 0.02 percentage points, while each connection to a

less successful entrepreneur appears to have a more modest effect. However, there is little evidence

that connections higher-entrepreneurs disproportionately benefit students from different income

backgrounds. Column (6) presents estimates from a model which interacts socioeconomic status of

the entrepreneur with the parent income rank of the student and find a coefficient which is small

in magnitude and statistically indistinguishable from zero.

III.A.3 Falsification Tests

The identification assumption underlying the baseline causal estimates depends on high-ability

individuals not differentially forming 2nd-degree connections with existing business owners at the

start of college. While this assumption cannot be tested directly, we provide two complementary

pieces of evidence that the conditions for identification are satisfied.

First, the extent to which a students makes 2nd-degree connections to business owners during
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college is unrelated to the student’s friendship formation patterns before turning 18. The rightmost

estimate in Figure 7b plots an estimate of β for a falsification test corresponding to Equation 1,

where the outcome is replaced by the number of friendships with owners before the year that i turns

18. The falsification test gives a precisely estimated zero “effect” of the treatment on pre-college

friending patterns, consistent with the identification assumption.

Second, we show that the zero estimate is not due to poor measurement of the number of

existing connections (the falsification outcome). If pre-18 friending patterns were mostly noise, it

should not be predictable using friending patterns outside the treatment window. However, each

of the estimates on the left side of Figure 7b, corresponding to estimates of γ for the falsification

test, strongly reject a zero effect. The outcome and all covariates are standardized so each estimate

can be interpreted as the partial correlation between the number of owners i had in their network

before the year they attend college and the number of new owners they add to their network in a

given period. For example, the estimate corresponding to weeks 1-4 tells us that an individual i

who had 1SD more connections to owners on Dec 31 of the year before i turned 18 made roughly

0.7SD more connections to owners during January of the year i turned 18.

The pattern in this figure is stark: the number of existing connections to owners predicts

friending behavior in every period of the year in which person i turns 18 until i starts college (i.e.,

every element of γ is positive in the falsification test). However, pre-18 network characteristics are

unrelated to connections made in the first 12 weeks of the semester (i.e., we cannot reject β = 0

in the falsification test). We therefore conclude that for any unobserved selection to contaminate

our treatment effect estimates, the selection must be unrelated to friending behavior in all periods

leading up to the start of college.

III.A.4 Within-Industry Design

We next investigate whether the clustering of owner networks within industry that we documented

in Section II.B reflects a causal effect. This analysis is useful from two perspectives. First, it

substantially reduces the set of plausible threats to identification, as we will show that for a selection

effect to explain the results such selection would would need to operate within but not across the
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set of narrowly-defined industries. Second, the within-industry analysis provides evidence against

a class of possible mechanisms.

The identifying assumption in the within-industry design is that students who have a higher-

propensity to found a business in one of 1059 industries at the 6-digit NAICS level do not pref-

erentially form links with others that have connections in that precise industry during the first

weeks of college. We believe it is unlikely that students strategically form 2nd-degree connections

in the exact industry where they are likely to found a firm years later, while forming no connec-

tions in closely related industries. Thus, an effect operates within-industry would suggest that our

design uncovers a causal effect rather than nonrandom network formation. Formal identification

results in class-specific models show that effects on closely related industries may be treated as

overidentification conditions to distinguish between models of selection (Bell et al. 2019).

To perform the within-industry analysis, our target estimating equation is:

Yi,k = αk + τs,c + βTi,k + ϵi,k (2)

where Yi,k = 1 if person i started a firm in industry k (for the 1059 industries k defined by 6-digit

NAICS codes) and Ti,k the number of new 2nd degree connections in industry k.

Estimating Equation 2 directly among all students is not computationally feasible. However,

a numerically identical estimate of β can be produced by regressing the fraction of individuals

who start a business on the number of connections who own a business in that industry, across

cells defined by school × cohort × industry × number of connections.22 In order to increase the

statistical power of the within-industry design, we use as a treatment all connections made in

weeks 33-44 of the year a college-goer turns 18 rather than only connections made within the same

college who are the same age.

Table 3 Column (4) presents estimates of β from the collapsed approach. Overidentification

tests in Columns (5) and (6) replace the explanatory variable Tik with the number of connections

22For 1 million students and 1000 industries, estimating Equation 2 directly requires running a regression on a student-by-industry-
level dataset of 1 billion rows, which exceeds our computational constraints. The same computational approach for estimation in
high-dimensional class-specific data is used in (Bell et al. 2019).
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in a different industry but same industry group (4-digit NAICS) or different industry but same

sector (2-digit NAICS), similar to the approach in Bell et al. 2019. The effect loads entirely on

the same narrowly-defined industry: an extra 2nd-degree connection in industry k has no effect

on firm creation in related industries. In order for these patterns to be explained by nonrandom

formation rather than by treatment effects, students with a high industry-specific entrepreneurial

ability would need to select friends in only the industry where they will eventually found, but not

in any related industries. Given the granularity of the industry classification, we view such narrow

selection as unlikely to be driving our results.

We also view the the within-industry results as inconsistent with a class of explanations for the

baseline effects. Existing evidence suggests that many entrepreneurs start firms for the nonpe-

cuniary benefits, such as the agency or flexibility associated with “being one’s own boss” (Hurst

and Pugsley 2011). These features likely apply to entrepreneurs in many industries. Therefore, if

the primary mechanism was communication about nonpecuniary job quality one would expect the

treatment effects of network exposure to apply both across and within industries. The lack of effect

on entrepreneurship in similar industries provides evidence against this sort of broad, nonspecific

spillover. Rather, we view the industry specificity of the effects as suggestive evidence in favor of

models where social spillovers transfer specific skills or information about opportunities relevant

to a given industry.

III.A.5 Effects of Indirect Connections

One might have expected that the quasi-experimental treatment only matters inasmuch as it shifts

the focal individual’s direct (1st-degree) connections to entrepreneurs around the time the focal

individual actually starts or considers starting their firm. However, several pieces of evidence

suggest that the results are not explained by shifting entrepreneurship among direct connections.

First, the results are unlikely to be explained by second-degree connections to entrepreneurs

which later become direct connections. Such conversions from 2nd-degree connection to direct

friendship are exceedingly rare: fewer than 1% of 2nd-degree connections to owners formed at the

start of college convert to first degree connections by the end of the sample period.
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Second, our instrument does not induce existing direct connections to start businesses at rates

high enough to explain the results. Conditioning on the mutual connection (person k in the formal

definition of the treatment) not starting a business does not change the effect magnitudes. The the

mutual friend’s entrepreneurial behavior does not explain the effect for a simple statistical reason:

the baseline rate of entrepreneurship in the sample are low, so dropping every person k who starts

a business from the analysis does not appreciably change Ti.
23

III.B Friend Migration

The College quasi-experimental design demonstrates that connections to entrepreneurs matter in

the decision to start a firm. However, the design does not have the statistical power to estimate

place-specific effects, which could inform both models of agglomeration based on entrepreneurship

and the geographic targeting of entrepreneurship policies. To address this gap, we implement a

second quasi-experimental empirical design, termed the “Movers” design, which exploits the timing

of friend migration across commuting zones.

III.B.1 Design and Estimation: The Timing of Moves

To make the identifying variation behind the Movers design clear, we start by providing a concrete

example that illustrates the type of comparisons we wish to make in the data. Two focal individ-

uals, Person A and Person B, both live in Boston. Person A is friends with Person X, who moves

to San Francisco in 2016. Person B is friends with Person Y, who moves to San Francisco in 2019.

How does Person A’s founding behavior differ from Person B’s behavior between 2016 and 2019,

in the years after X moved but before Y moved?

We operationalize and generalize this basic idea by constructing stacked difference-in-differences

estimates for every pair of commuting zones in the United States. The first city in the pair is the

residence of the non-mover, which corresponds to Boston for Persons A and B in the example

above. The second city is the destination of the mover, which corresponds to San Francisco for

Persons X and Y in the example. Constructing estimates at the level of commuting zone pairs

23Note that finding an effect even when the existing connection does not start a business does not imply that entrepreneurship among
direct connections has no effect. We find that the effect magnitudes are substantially larger when the mutual friend does start a business.
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ensures that quasi-experimental comparisons are only made between two individuals who live in

the same place and have a friend move to the same destination, removing any selection from the

focal individual or mover’s location. We choose commuting zones as the unit of observation in

order to capture the local labor markets faced by both nonmovers and movers. Only friendships

formed prior to the start of the panel (that is, before 2015) are considered in the design so that

endogenous link formation during the sample period does not contaminate estimates.

Formally, let C denote the set of commuting zones and c(i, t) ∈ C denote the commuting zone

where person i resides at time t. The statistical model is expressed in Equation 3:

Yit = αndi + λndt +
∑
k ̸=−1

βndk1(t−Did = k) + ϵndit (3)

∀(n, d) ∈ C × C s.t. n ̸= d, c(i, t) = n

where Yit is one if individual i has founded a firm by year t and zero otherwise, and Did is defined

as the first year in which person i has a friend move to destination d among friendships formed

before the first year of the panel. The omitted category is the year prior to the first friend moving

to destination d. Each coefficient βndk estimates the dynamic treatment effect in founding behavior

for an individual living in place n, k years after they first have a friend who moves to place d.

The identifying assumption underpinning this empirical design is that the entrepreneurship rate

among friends of movers would have evolved in parallel for movers who moved at different times.

We estimate the set of βndk for each CZ-pair (n, d) using a stacked difference-in-differences

estimator, which addresses potential contamination from variation in treatment timing under het-

erogeneous treatment effects (Sun and Abraham 2021). We consider moves between 2016 and 2020,

and use firm formation between 2015 and 2022 as the outcome. Appendix Figure E19 provides

evidence that moves are accurately measured in our data by showing that user interactions with

pages corresponding to local businesses switch from origin to destination at the time of move.
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III.B.2 Effects by Mover Destination

Given the set of βndk, we first show that a nonmover is more likely to start a firm when their

friends move to highly entrepreneurial places.

Figure 8a plots averages of βndk over nonmover commuting zones n, where the destinations

d are binned into three groups: high-, medium-, and low-entrepreneurship, defined by CZ-level

population-weighted terciles of the average number of new jobs per capita created by firms less

than 1 year old between 2010 and 2020.24 The estimates in periods t ≥ 0 indicate that friends

of a mover to a city with many successful entrepreneurs, represented in the green series, are 0.03

percentage points more likely to have started a firm 3 years after the move. The patterns are

not sensitive to splits based on other definitions of local entrepreneurship, including firm entry or

establishments per capita.

Friends of a mover to a city that creates few successful employer businesses do not found more

businesses after the move. This pattern narrows the types of shocks that threaten identification.

For the results to be explained by unobserved shocks rather than network exposure, the shock must

(1) be time-varying within the set of individuals who live in the same place and have a friend move

to the same destination, and (2) only affect the non-mover’s entrepreneurship among individuals

who had a friend move to a high-entrepreneurship destination (but not a low-entrepreneurship

destination).

There is little evidence of pretrends in the periods prior to the friend moving, implying that

individuals exposed to the quasi-experimental treatment earlier do not start firms at different rates

prior to their friend’s move. The absence of pretrends also suggests that the estimated effects are

not driven by selective reporting of entry in the data. Note that our linkage to firm-level data

allows us to measure the year in which a firm was actually founded rather than the year that the

firm joined the Facebook platform or was claimed by the founder. Because of this feature of the

linked data, any selection effects of friend migration on either existing firms joining the platform

24Formally, we form a destination-specific average for CZ d as

1∑
n Nnd

∑
n∈C

βndkNnd (4)

for Nnd ≡
∑

i 1(Did < ∞ & c(i, t) = n).
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or founders claiming ownership of existing firms would show up in this design as the firm being

formed prior the the move. The zero effect prior to the migration event therefore provide evidence

that reporting and claiming of firms among entrepreneurs does not differ between the treatment

and control group.

We also report numerical estimates of the interaction between the annual exposure effects and

the entrepreneurship rate in the mover’s destination. To do so, we estimate the equation:

β̂ndk = αnd + τk + βinteraction EshipRated × k + ϵndk (5)

For β̂ndk our estimate of CZ-pair-level treatment effects and k ≥ −1, such that the trend is taken

over all post-move periods in the difference-in-differences estimator. The coefficient βinteraction

describes how the time trend in βndk varies with the rate of entrepreneurship in the destination,

where entrepreneurship is measured by the average number of jobs created per capita in the

commuting zone by firms less than 1 year old. Columns (1) and (2) build up to Column (3) in

Table 5, which presents estimates of βinteraction.

III.B.3 Within-Sector Effects by Destination Sectoral Composition

The patterns of entry among friends of movers to high-entrepreneurship markets hold even when

considering sector-specific effects. Let s ∈ S denote a sector measured at the 2-digit NAICS level.

We estimate the following sector-specific version of Equation 3:

Yits = αndis + λndts +
∑
k ̸=−1

βndks1(t−Did = k) + ϵndits (6)

∀(n, d, s) ∈ C × C × S s.t. n ̸= d, c(i, t) = n

where Yits is equals one if individual i has founded a firm in industry s by year t. Appendix Fig-

ure E20 plots estimates of βndks averaged over high-, medium-, and low-entrepreneurship markets

at the CZ-by-sector level, calculated from the county-by-sector data in the Business Dynamics

Statistics. We find qualitatively similar patterns as in the baseline specification, suggesting that
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the industry-specificity found in the College design holds for variation generated by movers as well.

Table 5 reports numerical estimates of CZ-by-sector interactions in a within-sector version of

Equation 5:

β̂ndks = αnds + τk + βinteraction EshipRateds × k + ϵndks (7)

such that EshipRateds denotes the entrepreneurship rate in commuting zone d and sector s.

Column (4) of Table 5 provides estimates of Equation 7. Column (5) replaces the explanatory

variable with the entrepreneurship rate in Sectors other than s, and Column (6) includes both the

same-sector and other-sector terms. Effects load primarily on the same-sector entrepreneurship

rate rather than the cross-sector entrepreneurship rate. We interpret this place-by-sector specificity

as indicating that individuals exposed to places that are highly entrepreneurial within a specific

sector are particularly likely to produce spillover effects within that sector, and are less likely

to produce spillover effects outside that sector, analogous to the industry-specific results in the

College Design.

III.B.4 Mover Friending Behavior and Mover Destination

We next provide evidence consistent with the hypothesis that the effect in the Movers design oper-

ates through the mover’s connections to entrepreneurial individuals in the destination. However,

directly comparing movers who make different numbers of friends with entrepreneurs in the destina-

tion may be contaminated by reverse causality. Instead, we identify movers who are likely to make

friends with entrepreneurs in the destination based on pre-move friending patterns. Appendix Fig-

ure E21 demonstrates that friendships with entrepreneurs prior to 2015 is the strongest predictor

of the number of entrepreneur friends a person makes post-2015 relative to other individual-level

covariates in our data.

Accordingly, Figure 8b presents a version of the baseline Movers difference-in-difference es-

timates which cut by the pre-2015 propensity for the mover to befriend business owners. The

results indicate that friends of a mover to a high-entrepreneurship CZ only benefit when the mover
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is likely to befriend business owners based on their pre-2015 friending patterns. Friends of movers

who make few entrepreneur friends see no boost to their probability of starting a firm, and friends

of movers who typically make many entrepreneur friends but move to a low-entrepreneurship CZ

benefit from the move much less than friends of those going to an entrepreneurial place. We in-

terpret the results as suggesting that effects in the Movers design are driven by movers who have

both a history of forming links with entrepreneurs and who have the opportunity to form such

links after they move.

The result is not driven by movers who themselves become entrepreneurs. Appendix Figure E22

demonstrates the the results are nearly identical when omitting movers who become owners after

moving. We interpret this result as evidence that networks transmit information regardless of the

entry decision of the mover, similar to the evidence in the College design that conditioning on

future entry of classmates did not meaningfully change the effects.

IV Model and Estimation Approach

What can the data tell us how spillover effects interact with policies aimed at promoting en-

trepreneurship?25 To answer this question, we start by constructing a peer effects model which

incorporates human capital spillovers through social networks. We model human capital as a

determinant of entry which helps an entrepreneur better understand how to start and run their

business. For example, fixed costs of entry may depend on the entrepreneur’s understanding of how

to identify opportunities, secure financing, get proper permits, or engage in appropriate marketing

to make their product viable in the market.

The goal of the model is to provide a basis for counterfactual policy simulations, which we

describe in Section V. Our counterfactuals will require place-specific estimates of network-based

spillovers relevant to firm entry. Section IV.A starts by characterizing entry and spillovers at the

level of individuals within a network. Section IV.B details how the model can be aggregated to

the level of a local area. Section IV.C describes the approach to place-specific estimation based on

25One prominent example of a large-scale policy aimed at connecting individuals with knowledge of a field is the Service Corps
of Retired Executives (SCORE). SCORE operates by training volunteers with executive experience to deliver mentorship and run
workshops on management or business-relevant technical skills for new and aspiring small business owners. Like many similar programs
in the U.S., these services are organized through more than 200 local chapters.
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the Movers design at the commuting zones level.

Appendix Section B.2 motivates the focus on firm entry by proving two welfare results under

an extension of the baseline model. The first result describes conditions under which policies that

produce spillovers will increase aggregate welfare even in the presence of negative business-stealing

externalities. The second result shows that the effect of a hypothetical intervention on firm entry

proportional to the welfare effect when the intervention operates by reducing fixed costs.

IV.A Entry, Spillovers, and Individual-level Treatment Effects

IV.A.1 Setup

The economy consists of individuals i ∈ I distributed across geographic markets c ∈ C. Each

individual i supplies one unit of labor inelastically, which can be used to either earn an exogenous

wage or run a profit-maximizing firm. Let Yi be an indicator variable which describes whether an

individual starts a firm.

At time t, individual i has entrepreneurial human capital Ei,t, which reduces the sunk cost of

entering the market and is not observed by the econometrician. We model firm entry as:

Yi,t = βc(i,t)Ei,t + ϵi,t (8)

Where Yi,t is one if i starts a business at time t and zero otherwise. Individual i’s human capital

contributes to entrepreneurship to a greater or lesser extent depending on the barriers to entry in

i’s city of residence at time t, c(i, t), which is parameterized by βc(i,t). Cities with high barriers

to entry correspond to a low value of βc, such that a given change in an individual’s level of

entrepreneurial human capital has a smaller entry effect.

We model an individual’s human capital Ei as a linear function of the individual’s unobserved

ability αi, a policy instrument Di, and the sum of the human capital of their friends.
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Ei,t = αi + δDi,t + γ
∑
j∈I

gi,j,tEj,t (9)

The sum of the human capital of friends is expressed using the indicator gi,j,t which equals one

if i and j are friends at time t and zero otherwise. The parameter γ controls the rate at which

effects decay through the network. To reflect the undirected nature of our network data, we

assume that connections are symmetric such that gi,j,t = gj,i,t. Indicators gi,j,t are collected into

an adjacency matrix Gt with dimensions |I| × |I|. We consider the outcome of interest to be

whether an individual has ever started a business, friendship links to be permanent once formed,

and treatment to indicate whether an individual has ever been treated, such that gi,j,t′ ≥ gi,j,t and

Di,t′ ≥ Di,t ∀ t′ > t.

Equation 9 specifies a structure which is linear in levels of human capital rather than the mean

human capital among an individual’s connections. This choice is motivated by the linearity in

levels in the descriptive results, where the (predictive) effect of an extra link to a business owner

on firm entry does not vary with the number of existing connections. This linearity can be seen

in Figure 2a, and is contrasted with the convexity observed when the explanatory variable is the

share of friends who own a business in Appendix Figure E8

IV.A.2 Treatment Effects in the Human Capital Equilibrium

This model implies a unique equilibrium in the vector of individual-level human capital E⃗t, which

we denote E⃗∗
t , where Equation 9 is satisfied for all individuals at all points in time.26 The equilib-

rium for person i can be expressed as:

E∗
i,t = αi + δDi,t +

∞∑
n=1

∑
j∈I

γn[Gn
t ]i,j(αj + δDj,t) (10)

26The equilibrium is unique when γ is less than 1
||G|| for ||G|| the largest eigenvalue of the adjacency matrix. Appendix Section C.1.1

provides evidence that this technical condition is satisfied.
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where [Gn
t ]i,j denotes the (i, j) element of the n-th power of the adjacency matrix Gt. The quantity

[Gn
t ]i,j can be interpreted as the number of paths of length n between individuals i and j in the

network at time t.

We can derive the effect of an increase in the treatment Di,t by one unit for person i at time t

at the equilibrium. This effect, which we call τi,t, is:

τi,t ≡ δβc(i,t) + δ

∞∑
n=1

∑
j

γn [Gn
t ]i,j βc(j,t)

To keep the notation concise, it will be convenient to explicitly label some of the quantities in

the model. Let Ki,t ≡
∑

j,n γ
n [Gn

t ]i,j such that Ki,t is the Katz-Bonacic centrality of person i at

time t. We can then define Ai,t ≡ 1
Ki,t

∑
j,n γ

n [Gn
t ]i,j αj and Bi,t ≡ 1

Ki,t

∑
j,n γ

n [Gn
t ]i,j βc(j,t), where

Ai,t and Bi,t are weighted averages of αj and βc(j,t), respectively, over individuals j with weights

equal to the length-discounted number of paths between i and j at time t. Under these definitions,

the effect τi,t can be rewritten as

τi,t = δβc(i,t) + δKi,tBi,t (11)

Equation 11 has a straightforward interpretation and provides some immediate insights into the

distribution of effects from a hypothetical intervention in our networked economy. The first term,

δβc(i,t), is the effect of the intervention on the targeted individual in the absence of any spillovers.

We refer to this as the “direct effect” of the intervention. The direct effect depends on the strength

of the intervention δ and the barriers to entry in i’s market, βc(i,t).

The second term, δKi,tBi,t, is equal to the spillover effect resulting from the intervention. It

is a combination of the composition of barriers to entry in individual i’s network, represented by

Bi,t, and the scale of i’s extended network, represented by Ki,t. The multiplicative structure of the

spillover effects implies that spillovers are largest when the individual targeted by the intervention

both has many connections and the average connection faces low barriers to entry.
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The additive decomposition of the total effect τi,t into a direct effect and spillover effect suggests

that there will be a trade-off between the effects to the extent that the two are anti-correlated.

Section V.B demonstrates using the estimated model that this trade-off is empirically relevant in

our setting.

IV.B Modeling the Movers Design

We next show how the individual-level treatment effect from the baseline model will be aggregated

up to the level of a geographic market and estimated using the variation from the Movers design.

Consider the average annual effect of a friend moving to destination d on a non-mover in

commuting zone n, which we will denote ∆nd. Appendix Section C.1 demonstrates that ∆nd is a

combination of the network characteristics in d, the barriers to entry in n, and the human capital

endowments among the mover’s new friends post-move. However, since we’ve modeled the human

capital endowments and treatment effects of the intervention as linearly separable in Equation 11,

our estimation approach requires that ∆n,d be purged of variation from human capital endowments

among new connections in the destination.

Let An,d denote the average human capital endowments of new connections to the mover to d

with friends in n, and let C ⊆ C denote an arbitrary subset of cities.. Then we can define two

quantities:

1. Let SPc ≡ E
[
∆n,d

An,d
|d = c

]
be the average rate at which non-migrant friends of movers to

city c found firms, corrected for the human capital endowments of new friends formed in the

destination. We will refer to this quantity as commuting zone c’s “Spillover Production”.

2. Let NPc ≡ E
[
∆n,d

An,d
|n = c, d ∈ C

]
be the average rate at which non-migrants residing in city

c found firms when a friend moves to a city in the set C, corrected for the human capital

endowments of new friends formed in the destination. We will refer to this quantity as a

commuting zone’s “Networking Productivity”.27

27The choice of C affects all CZ-level estimates proportionally, such that the constant of proportionality C in Equation 12 and
Equation 13 may vary with the choice of C.
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Direct Effects Appendix Section C.1 demonstrates that the direct effect of an intervention at time

t on individuals in a given city c(i, t) who take up treatment, equal to δβc(i,t), can be expressed as:

δβc(i,t) =
1

C
·NPc (12)

for a constant C, meaning that the direct effect of an intervention in place c is proportional to

the Networking Productivity in that place. This result allows for a description of the patterns of

direct effects across place based on estimates from the Movers quasi-experimental design.

Total Effects We will consider counterfactual policies in which the target has a Katz-Bonacic

centrality equal to the mean centrality of the population, E[Kit]. In this case, the city-level total

effect is proportional to a linear combination of city-specific Networking Productivity and Spillover

Production:

E[τi,t|c(i, t) = c] =
1

C
(NPc + SPc · E[Ki,t]) (13)

where NPc and SPc correspond to quantities from the movers design, and C is the same constant

of proportionality as in the direct effect. In combination, Equation 12 and Equation 13 imply

that the term SPc ·E[Ki,t] is proportional to the spillover effect from the hypothetical intervention

targeted to person i with centrality equal to the mean. Section IV.C describes how we estimate

NPc, SPc, and E[Ki,t] using the movers design.

The choice to consider counterfactual policies targeted to individuals with the mean Katz-

Bonacic centrality has two advantages. First, fixing centrality at the mean ensures that the results

are not driven by any geographic variation in network measurement error. Such variation is not an

issue in the estimation moments derived from the Movers design, which conditions on commuting

zone. The second advantage is a statistical one: fixing centrality at the mean allows us to provide

an estimate of centrality with lower sampling error, since our estimator of Katz-Bonacic centrality

relies on a sampling approach that will reduce precision when estimated among fine subgroups.
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The estimator for Katz-Bonacic centrality is described in Section C.1.1.

The cost of fixing centrality at the mean appears to be small for the purpose of understanding the

importance of spillover effects relative to direct effects. Our approach will tend to underestimate

spillovers when network size Kit and composition Bit are positively correlated. In the data, the

fraction of friends who are entrepreneurs and the number of friends are correlated 0.16 in the

cross section of individuals, suggesting that neglecting the interaction between network size and

composition is likely to produce a modest under-estimate of spillover effects. Formal justification

for our approach is provided in Appendix Section C.1, which derives conditions under which Kit

and Bit are conditionally mean-independent at the city level.

IV.C Place-Specific Estimation

Our counterfactuals require estimating the components of Equation 13 at the commuting zone

level. To do so, we estimate each term other than the proportionality constant C separately, which

allows us to compare the direct effect and the total effect. This term-by-term approach requires

new tools from the network science literature for estimation of Katz-Bonacic centrality in large

networks. We discuss the new approach to centrality estimation in Section IV.C.2.

IV.C.1 Networking Productivity and Spillover Production

Commuting zone Networking Productivity (NPc) and Spillover Production (SPc) are estimated

using variation from the Movers design, combined with city-specific estimates of the human capital

endowments.

Estimating Movers Effects Recall that the Movers effect ∆n,d is defined as the average annual

effect of a friend moving to destination d on a non-mover friend in commuting zone n, and the

effect βndk from Equation 4 denotes the dynamic difference-in-differences effect k periods after a

friend moves to a new commuting zone. To estimate ∆n,d, we take the linear trend in βndk over

post-treatment periods by regressing post-treatment βndk on relative time k:
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β̂ndk = αnd +∆ndk + ϵndk (14)

for k ≥ −1, weighting by the sum of treatment and control observations used to construct each

β̂ndk. Regressions are estimated separately for each commuting zone pair (n, d)

Estimating the Human Capital Correction Commuting zone-specific human capital endowments

Ac are estimated in a set of fixed effect regressions performed separately for each commuting zone.

Appendix Section C.1.3 derives an estimator for the human capital correction (up to a constant

of proportionality), with the following estimating equation:

Yi,t = ηi + νt + βloc,cLocalFriendsi,t + βnonloc,cNonlocalFriendsi,t + ϵi,t (15)

∀ c(i, t) = c

where LocalFriendsi,t is the number of friends in the same commuting zone as i at time t, and

NonlocalFriendsi,t is the number of friends in a different commuting zone at time t. The ratio

β̂loc,c/β̂nonloc,c provides an estimate of Ac/A for an unknown constant A.

Combining Movers Effects and the Human Capital Correction Networking Productivity and Spillover

Production are estimated as weighted means over destinations and non-mover commuting zones,

respectively:

N̂P c =
1∑

d∈C Nc,d

∑
d∈C

∆̂c,d
β̂nonloc,c

β̂loc,c

·Nc,d (16)

ŜP c =
1∑

n∈C Nn,c

∑
n∈C

∆̂n,c
β̂nonloc,c

β̂loc,c

·Nn,c (17)

whereNnd is the sum of treatment and control individuals for each element of the stacked difference-

in-differences design used to estimate the movers effect ∆̂nd specific to each pair of commuting zones
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(n, d). The terms
β̂nonloc,c

β̂loc,c
provide the correction for local levels of human capital.

IV.C.2 Estimating Katz-Bonacic Centrality

We estimate Katz-Bonacic centrality by extending and implementing a new sampling-based ap-

proach from the network science literature (Lin et al. 2021). The sampling estimator provides a

method for estimation of individual-level Katz-Bonacic centrality in networks with many nodes,

such as the Facebook social graph, where the calculation of centrality using analytical approaches

is difficult. The estimation approach and benchmarking is discussed in greater detail in Appendix

Section C.1.1.

The estimator uses the fact that individual-level Katz-Bonacic centralityKi ≡
∑∞

n=1

∑
j∈I γ

n[Gn]i,j

is equal to the sum of paths to all nodes in the network, discounted by a decay factor that scales

geometrically with the length of a path. By sampling nodes and counting both direct and indirect

paths, an estimator can be constructed which appropriately weights sampled indirect connections.

The estimator is unbiased for a truncated version of the series representation of Katz-Bonacic

centrality up to a given network distance from the focal individual. That is, given a network dis-

tance d and decay γ, we can achieve an unbiased estimate of truncated individual-level centrality∑d
n=1

∑
j∈I γ

n[Gn]i,j for any individual i. The estimate of truncated centrality is biased downward

relative to true centrality, as every term of the sum is positive.

Appendix Figure E23 benchmarks our implementation of the sampling algorithm against true

Katz-Bonacic centrality in a publicly-available sample of the Facebook network containing 4031

nodes (Leskovec and Sosi 2016). Appendix Section C.1.1 discusses how we set the estimator’s

parameters in the validation sample to match the parameters in the analysis sample. Our estimates

and true centrality are correlated 0.95 at the individual level in the validation sample.

Estimating Network Decay γ In order to provide an estimate of Katz-Bonacic centrality, the

estimator requires knowing the decay factor γ, which we defined in Equation 9. γ determines the

relative importance of direct and indirect connections in equilibrium.

We use an estimator for γ that exploits variation from the Movers design in order to estimate
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the relative effect of a mover on a non-mover and on the non-mover’s other friends. The intuition

for this approach is that, under the model, moving to a high entrepreneurship destination affects

entry among both the mover’s pre-move friends and friends-of-friends in equilibrium. If the friends

and friends-of-friends face the same barriers to entry, then the ratio of the effects identifies the

decay parameter.

To formally describe this approach, denote the Networking Productivity in place c among pre-

move 2nd-degree connection of the mover (i.e., among friends of the non-mover) who live in c:

NPfofc. This is exactly analogous to the definition of NPc, except that the outcome is the

fraction of friends of the non-mover who start a firm among friends living in c. Restricting both

the friends and friends-of-friends of the mover to live in the same commuting zone means that they

face the same barriers to entry, which divides out in the ratio.

We estimate γ as the ratio of average NPfofc and NPc

γ̂ =
∑
c∈C

N̂Pfof c ·Nc/
∑
c∈C

N̂P c ·Nc (18)

where Nc is the sum of treatment and control individuals used in the each element of the stacked

difference in differences estimate of N̂P c.
28 We derive the approach in Appendix Section C.1.

Centrality Estimation Results We implement this estimator for a sample of 5000 individuals i

and all potential connections j using the analysis data and from the Movers design, considering

connections up to d = 8 degrees of separation away. As in the Movers design, only connections

formed prior to 2015 are considered. Using the approach to estimating γ described above, we cal-

culate that the average truncated Katz-Bonacic centrality is equal to 1.25. To assist in interpreting

this calculation under the model, a centrality of 1.25 implies that a shock that increases a given

individual’s entrepreneurial human capital by 1 unit would increase the combined entrepreneurial

human capital of all other individuals in the economy by 1.25.

Furthermore, since our estimator allows for term-by-term estimation, we can decompose the

28That is, Nc =
∑

d∈C Nc,d
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overall estimate by network distance from the focal individual. We focus on the share of cen-

trality explained by connections at distance greater than 1 from the focal individual, equal to

1 − E[γ
∑

j∈I gij ]

E[
∑d

n=1

∑
j∈I γn[Gn]i,j ]

. The calculation implies that, at our estimated value of γ, 80% of the

estimated average centrality is due to connections at distance greater than 1.

Because Katz-Bonacic centrality features prominently in many linear models of peer effects,

centrality estimates may be of interest for other outcomes beyond entrepreneurship. However, the

decay factor γ may differ when considering other outcomes. With this in mind, Appendix Table D8

describes quantiles of Katz-Bonacic centrality for both our estimate γ̂ = 0.0061 and for alternative

values of γ which may be relevant in other contexts. The table also reports the ratio between the

mean total Katz-Bonacic centrality and the mean influence among direct connections only. We

hope that these additional calculations will help to inform peer effect models in future studies.

V Targeting Policy Counterfactuals

What does the estimated model imply for policy? In this section, we consider how the effects of a

hypothetical policy intended to promote firm entry differ depending on the areas and individuals

targeted. Our analysis indicates that policies which maximize entry are targeted to places with

high spillovers rather than places with the largest effects on treated individuals. We illustrate the

quantitative importance of these spillovers, and the tradeoff between maximizing total effects and

maximizing effects on treated individuals, by considering a variety of targeting counterfactuals at

both the area level and the individual level.

V.A Direct Effects

Figure 9a shows the signal correlation between the direct effects estimated by Equation 16 and

commuting zone characteristics. The modest negative correlations between the direct effect and

measures of entrepreneurship in the first 3 rows indicate that non-movers in a low-entrepreneurship

commuting zones benefit somewhat more from a friend moving to high-entrepreneurship commut-

ing zone compared to non-movers in a high-entrepreneurship commuting zone. Appendix Table D9

lists the direct effects in the top 10 commuting zones by total effect, where estimates are shrunk
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by the signal-to-noise ratio to minimize mean squared error (Chetty and Hendren 2018).

Correlations between direct effects and CZ-level characteristics other than local entrepreneur-

ship rates are sometimes larger than the correlation with entrepreneurship rates. Population,

residential rents, income, and levels of schooling more negatively correlated with the treatment

effects than local entrepreneurship. Local capital availability as measured by deposits or 7(a)

loans are weakly anticorrelated with the treatment effects, while local patent rates exhibit a weak

positive correlation. Versions of social capital based on local economic connectedness, measured

by connections to high-income users on Facebook (Chetty et al. 2022c; Chetty et al. 2022d) are

not strongly systematically correlated with treatment effects on residents who take up treatment.

Measurement of CZ-level characteristics is described in Appendix Table D1.

V.B Total Effects and Place-Based Policy

Figure 9b plots the signal correlation between the estimated total effect and commuting zone

characteristics, where total effects are estimated using Equation 13. Notably, the predicted total

effect from a hypothetical policy is strongly positively correlated with local entrepreneurship rates.

This is surprising when compared with the modest negative correlation between the direct effect

and entrepreneurship rates found in Figure 9a, as the change in the sign of the relationship suggests

that spillover effects are strong enough to dominate the predicted direct effect of a policy. From a

targeting perspective, the results imply that interventions of the type we consider are less effective

in low-entrepreneurship places despite having a somewhat larger direct effect.

The correlation between total effects and other CZ-level characteristics also exhibit marked

differences compared to the correlations with direct effects. Local population and residential rents

are strongly positively correlated with total entry, suggesting that agglomerative forces may be

particularly important in places with high spillovers among entrepreneurs. The positive correlation

between total entry and capital availability, as measured by deposits and 7(a) loans, suggests poten-

tial complementarities between financial development and spillover effects. traditional measures of

local human capital do not capture total entry effects: income, college attendance, and patent rates

are all uncorrelated or weakly anticorrelated with the total treatment effects. Economic connect-
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edness is positively associated with with total entry, but the relatively weak correlation suggests

that existing measures of social capital do capture the spillovers relevant to entrepreneurs.

Appendix Table D9 lists the top 10 commuting zones by total effect, where estimates are shrunk

by the signal-to-noise ratio.

V.B.1 Policy Counterfactuals

To illustrate the strength of spillovers implied by our estimates, we ask how a hypothetical in-

tervention could be targeted to maximize business creation. Since the estimated model produces

quantities proportional to the effect of a hypothetical treatment, we normalize the counterfactual

estimates so that the hypothetical intervention creates one new firm among individuals directly

targeted by the intervention.

We first consider a counterfactual in which our hypothetical policy is targeted to individuals in

commuting zones with few successful entrepreneurs. Column (1) of Table 6 shows that assigning the

hypothetical policy to randomly selected residents of a commuting zone below the 50th percentile

of startup jobs per capita in the population-weighted CZ distribution creates 0.78 new businesses

among individuals not directly targeted by the intervention per business created among individuals

targeted by the intervention.

Next, we consider a counterfactual in which the policy is targeted to individuals in commuting

zones with the largest direct effects. This counterfactual maximizes the number of firms created

among individuals directly targeted by the intervention by assigning the treatment to the average

person in a commuting zone above the 50th percentile of direct effects in the population-weighted

CZ distribution. The results are presented in Column (2). Under this counterfactual, 31% more

new firms are created among the targeted population and total entry is 19% higher than the

counterfactual which targeted low-entrepreneurship places.

Finally, we consider a counterfactual in which the policy is targeted to individuals in commuting

zones with a high total effect, inclusive of spillovers. These commuting zones constitute the places

where the total entry from the hypothetical intervention is maximized, again using a split at the

population-weighted CZ median. Column (3) shows that targeting the hypothetical intervention to
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commuting zones with an above-median total effect creates 16% more new businesses in expectation

among individuals who take up the intervention, which is 15 percentage points fewer than if we

had targeted the places with the highest direct effects. However, the model predicts that an

intervention targeted to high total effect commuting zones creates 53% more new businesses via

spillovers, 39 percentage points more than the spillovers created in the commuting zones with high

direct effects. Combining the direct and total effects results in 11% higher entry compared to our

counterfactual in which places with high direct effects are targeted and 32% higher entry compared

to the targeting places with low rates of entrepreneurship.

These results highlight a tradeoff between maximizing direct and total effects. Policymakers

who want to maximize entry among a particular subgroup – in this exercises, among residents of

low-entrepreneurship places – may reduce the total entry effects of the policy by doing so. In the

next section, we show that the tradeoff is muted when the policymaker is allowed to target within

commuting zones.

V.C Individual-Level Effects and Targeting

How can networks be used to target interventions within geographic areas?

We first demonstrate empirically that entry effects depend on the individual-level network

characteristics of the target. Using the Movers design, we find that Networking Productivity

increases substantially with the number of entrepreneurs among an individual’s direct connections.

This result implies that the direct effects of the hypothetical policy are higher for individuals who

already know many business owners, which we interpret as suggesting that network characteristics

may help identify individuals who are marginal with respect to treatment.

We then develop an extension of the model which allows for individual-level heterogeneity in

treatment effects. We conclude by estimating the extended model with the goal of identifying

high-impact policy targets.
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V.C.1 Direct Effects: Existing Exposure to Entrepreneurs

The simplest way in which network information may allow for policy targeting within place is

by identifying individuals with large direct effects. We illustrate this point using an individual’s

pre-treatment connections to entrepreneurs, which is strongly related to treatment effects in the

Movers design. Figure E24 bins the difference-in-differences plot by both the entrepreneurship

rates in the nonmover’s commuting zone and by the number of friendships with entrepreneurs that

the non-mover had prior to 2015. We construct estimates of Networking Productivity separately

by tercile of entrepreneur friends among non-movers.

Networking Productivity is highest among nonmovers who have many existing connections

to firm owners but live in a low-entrepreneurship place. The estimates suggest that most of

the difference between the effect on this “high-impact” group and the average nonmover is ex-

plained by the network composition; a nonmover who had many entrepreneur friends and lives

in a high-entrepreneurship CZ still reaps substantial benefits, while a nonmover with no pre-2015

entrepreneur friends sees no benefit regardless of the entrepreneurship rate in their city. We inter-

pret this pattern as suggesting that individuals who had either no opportunity or no inclination

to befriend entrepreneurs prior to 2015 are likely not marginal; that is, these ‘isolated’ individuals

are unlikely to engage in entrepreneurship without a more substantial intervention.

V.C.2 Estimating the Extended Model for High-Impact Individuals

We next ask whether targeting individuals with large direct effects within places can help to

mitigate the trade-off between direct effects and spillovers. To answer this question, we present

estimates from an extended model that considers effects which may vary by individual-level char-

acteristics. Appendix Section C.2 develops the extension of the model which allows for subgroup-

specific estimation.

We illustrate the value our subgroup-specific causal estimates by estimating the extended model

among individuals with high existing exposure to entrepreneurs identified in Section V.C.1. Based

on the evidence that individuals with many entrepreneur friends are particularly likely to start

businesses when treated, we consider a hypothetical intervention which targets “high-impact”
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individuals whose networks over-represent business owners, and consider the spillover effects on

business creation among all individuals.

Column (1) of Appendix Table D10 reports the firms created among commuting zones in the

top 50% of the population-weighted CZ distribution for high-impact residents in counterfactual

simulations from the estimated model. Column (2) reports the results of counterfactual simulations

targeting high-impact individuals in CZs with the highest total effect. Comparing Columns (1)

and (2), we find that targeting to maximize total effects increases total entry by 5% relative to

targeting individuals with the highest direct effect, at the cost of a reduction of 8% in entry among

the treated. However, the tradeoff between direct effects and total effects when targeting under the

extended model is smaller than the corresponding tradeoff found in the baseline counterfactuals

in Table 6, where both direct and total effects differed by 11% when targeting on place alone. We

interpret this result as suggesting that such tradeoffs can be meaningfully improved by targeting

on individual-level characteristics.

VI Discussion

This paper has presented new data and evidence on the importance of social connections for the

creation of new businesses. Our descriptive, quasi-experimental, and model-based results suggest

that the diffusion of business-creating spillovers through social networks results in a substantial

‘social multiplier’ for individual-level entrepreneurship. The importance of social connections for

entrepreneurship is largely a result of the scale of social networks; individuals form enough connec-

tions over the course of their life that even relatively small effects at the level of a single connection

matter in aggregate.

However, despite the high average level of connectedness, substantial gaps in access to valuable

social networks exist for groups that are traditionally under-represented in entrepreneurship. We

hope that the analysis assists in identifying the most productive markets to focus the myriad of

local entrepreneurship-creating programs for both the typical aspiring entrepreneur and those from

under-represented populations.

Our analysis also highlights the potential tradeoffs that policymakers face when making policy
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targeting decisions in the presence of spillover effects. Policymakers interested in promoting en-

trepreneurship face a choice between maximizing the total effect of their chosen intervention among

the entire population, inclusive of spillovers, and maximizing the effect among the population in-

tended to take up the intervention. On the other hand, the results suggest that new approaches to

program design and targeting which directly incorporate social networks, such as eliciting referrals

by existing entrepreneurs to business-creating programs, may be effective and worth evaluating.

More broadly, the results provide large-scale evidence on the benefits of targeting interventions

towards influential members of a network. Policies which take advantage of positive spillovers

in arenas where people learn from or inspire each other, like entrepreneurship, innovation, or

human capital accumulation, have the potential to generate increasing returns and bolster economic

growth. Mapping the structure of social networks and charting the paths of social spillovers in

such markets is a particularly promising avenue for future research.
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Table 2: Average Number and Average Fraction of Owner Friends by Own Gender and Friend Gender

Owner Friends

Own Gender Friend Gender Average Number Average Fraction Number of Observations

Pooled Pooled 4.74 0.01187 129,336,773

Pooled Male 2.52 0.01483 129,336,773

Pooled Female 2.17 0.00967 129,336,773

Male Pooled 4.34 0.01096 59,208,821

Male Male 2.69 0.01361 59,208,821

Male Female 1.61 0.00819 59,208,821

Female Pooled 5.05 0.01099 67,924,458

Female Male 2.42 0.01414 67,924,458

Female Female 2.59 0.00931 67,924,458

Notes: This table presents the average number of owner friends and average fraction of owner friends by an individual’s own gender and
friend gender. The first two columns denote the focal individual’s gender and the friend gender considered in that row. The average
number of owner friends refers to the number of friends who own a firm and are of the gender in the column denoted “Friend Gender”
among focal individuals of the gender in the column “Own Gender”. The average fraction of owner friends refers to the fraction of
friends of the gender “Friend Gender” who own a firm. The final column provides the total number of focal individuals considered in
the row. The sample considers all individuals born between 1966 and 2000 with between 30 and 3000 friends. Summary statistics for
the sample are presented in Column 1 of Table 1.
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Table 3: College Design: Effects of Owner Connections Overall and Within Industry

(1) (2) (3) (4) (5) (6)
Dependent Variable Is Owner Is Owner Sole Owner Fraction Fraction Fraction

Owners Owners Owners

Owner Friends of Friends (FoFs) 4.67× 10−5 6.59× 10−5 3.80× 10−5

(2.15× 10−5) (2.66× 10−5) (1.76× 10−5)

Owner FoFs in Same 7.41× 10−6

6-Digit Industry (9.28 ×10−7)

Owner FoFs in Same 4-Digit 5.16× 10−7

Industry but Different (4.42 ×10−7)
6-Digit Industry

Owner FoFs in Same 2-Digit 2.10 ×10−7

Industry but Different (1.03 ×10−7)
4-Digit Industry

Control for Pre- X X X X X X
College Owner FoFs

Control for # Friendships X
in First 12 Weeks of College

School by Birth Cohort Fixed Effects X X X X X X

6-Digit Industry Fixed Effects X X X

Unit of Observation Individual Individual Individual Industry by Industry by Industry by
School by School by School by

Birth Cohort by Birth Cohort by Birth Cohort by
# Owner FoFs # Owner FoFs # Owner FoFs

Number of Cells 736,973 736,973 736,973 18,822,557 19,469,506 28,899,027

Mean of Dep. Var 0.0026 0.0026 0.0018 1.15× 10−6 1.15× 10−6 1.15× 10−6

SD of Dep. Var 0.051 0.051 0.042 1.89× 10−4 1.77× 10−4 2.34× 10−4

Mean of Ind. Var 3.12 3.12 3.12 0.0017 0.0062 0.12

SD of Ind. Var 3.12 3.12 3.12 0.047 0.092 0.44

p90 - p10 difference in Owner FoFs 41 41 41
in year student turns 18

Notes: This table presents estimates of the effect of connections to firm owners among college students who turn 18 between 2006 and 2016 using
the College design. The outcome is an indicator for firm ownership starting four or more calendar years after the year that the student turns 18.
The explanatory variable is the number of 2nd-degree connections (i.e., friends-of-friends) to firm owners formed during weeks 33-44 of the year
the student turns 18, corresponding to the first 12 weeks of college under the typical semester system. Column (1) presents the baseline estimates
corresponding to Equation 1. Column (2) adds a control for the number of friendships formed by the student in the treatment period during
the first 12 weeks of college. Column (3) redefines the outcome to be whether a student starts a firm with no co-founders. Column (4) estimates
a regression at the 6-digit NAICS Industry by school by birth-year by number of owner friends-of-friends level as described in Section III.A.4.
Columns (5) and (6) replace the treatment from Column (4) with the number of new connections in a different industry but the same industry
group (4-digit NAICS) and in a different industry group but the same sector (2-digit NAICS), respectively. Point estimates from the binned
approach are numerically identical to the same regressions run at the individual level. Bins with greater than 10 owner friends-of-friends are
dropped in the industry-specific models. Owners constituting the treatment in all columns must have already started a firm and be connected
to the intermediate individual by the year that the focal student turns 18, such that variation in the treatment is generated only by friending
behavior in the first 12 weeks of college. The College design is described in Section III.A. Standard errors clustered at the birth cohort by college
level are reported in parentheses.
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Table 4: College Design: Gender-Specific Exposure Effects

(1) (2) (3) (4) (5)
Dependent Variable Is Owner Is Owner Is Owner Is Owner Is Owner

Male Owner Friends of Friends 1.21× 10−5 1.64× 10−4 −1.22× 10−5

(4.27 ×10−5) (6.54 ×10−5) (4.31 ×10−5)

Female Owner Friends of Friends 9.63× 10−5 1.70× 10−4 1.24× 10−4

(4.34 ×10−5) (6.64 ×10−5) (4.40 ×10−5)

Male Student x 1.16× 10−4

Male Owner Friends of Friends (8.11× 10−5)

Male Student x −1.29× 10−5

Female Owner Friends of Friends (8.16× 10−5)

Is Male 1.04 ×10−3

(1.89 ×10−4)

Control for Pre-College X X X X X
Owner FoFs

School x Birth Cohort X X X X X
Fixed Effects

Sample Females Females Males Males Pooled

Observations 467,741 467,741 262,577 262,577 730,318

Mean of Dependent Variable 0.0021 0.0021 0.0031 0.0031 0.0025

SD of Dependent Variable 0.046 0.046 0.056 0.056 0.050

Mean of Independent Variable 1.52 1.48 1.36 1.56

SD of Independent Variable 1.80 1.72 1.69 1.80

Notes: This table presents gender-specific estimates of the effect of connections to firm owners among college students who turn 18
between 2006 and 2016 using the College design. The outcome is an indicator for firm ownership starting four or more calendar years
after the year that the student turns 18. Column (1) estimates a version of Equation 1 among female students, where the treatment
is the number of connections to female firm owners. Column (2) repeats Column (1) but replaces the independent variable with the
number of male firm owners. Columns (3) and (4) repeat Columns (1) and (2) among male focal students. Column (5) estimates a
multivariate regression where firm founding is regressed on exposure to male and female owners, and the interactions with an indicator
for whether the focal student is male. Gender is self-reported by users on their public Facebook profile. Owners constituting the
treatment in all columns must have already started a firm and be connected to the intermediate individual by the year that the focal
student turns 18, such that variation in the treatment is generated only by friending behavior in the first 12 weeks of college. The
College design is described in Section III.A. Standard errors clustered at the birth cohort by college level are reported in parentheses.
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Table 5: Movers Design: Annual Exposure Effects By Friend Destination CZ Entrepreneurship

(1) (2) (3) (4) (5) (6)
Dependent Variable Fraction Fraction Fraction Fraction Fraction Fraction

Owner Owner Owner Owner Owner Owner

Destination Entrepreneurship 0.007 0.0061 0.0062
by Years After First Move (0.0011) (0.0010) (9.85× 10−4)

Destination Entrepreneurship 0.0014 0.0013
In Same Sector (3.70× 10−4) (3.69× 10−4)
by Years After First Move

Destination Entrepreneurship 2.28× 10−4 2.04× 10−4

In Other Sectors (4.63× 10−5) (4.67× 10−5)
by Years After First Move

Control for Destination X
Entrepreneurship Rate

Fixed Effects none none Destination CZ Destination CZ Destination CZ Destination CZ
by Nonmover CZ by Nonmover CZ by Nonmover CZ by Nonmover CZ

by Sector by Sector by Sector

Unit of Observation Destination CZ Destination CZ Destination CZ Destination CZ Destination CZ Destination CZ
by Nonmover CZ by Nonmover CZ by Nonmover CZ by Nonmover CZ by Nonmover CZ by Nonmover CZ
by Relative Year by Relative Year by Relative Year by Relative Year by Relative Year by Relative Year

by Sector by Sector by Sector

Number of Cells 1,368,248 1,368,248 1,368,248 32,128,164 32,128,164 32,128,164
Mean of Dependent Variable 4.71× 10−5 4.71× 10−5 4.71× 10−5 1.81× 10−6 1.81× 10−6 1.81× 10−6

SD of Dependent Variable 0.0047 0.0047 0.0047 9.57× 10−4 9.57× 10−4 9.57× 10−4

Mean of Jobs Variable 0.016 0.016 0.016
SD of Jobs Variable 0.0047 0.0047 0.0047
Mean of Same Sector Jobs 8.69 ×10−4 8.69 ×10−4

SD of Same Sector Job 8.43 ×10−4 8.43 ×10−4

Mean of Other Sector Jobs 0.015 0.015
SD of Other Sector Jobs 0.0046 0.0046

Notes: This table estimates interactions between the destination entrepreneurship rate and the post-treatment trend in the Movers
Design using a stacked difference-in-differences design (Sun and Abraham 2021). Column (3) estimates βinteraction from the baseline
specification described in Equation 5. Columns (1) and (2) build up to the baseline specification by estimating Equation 5 without
destination CZ-by-nonmover-CZ fixed effects. The outcome in Columns (1)-(3) is an indicator for whether the focal individual has
started any business in or before the given year. The treatment is the interaction of years since the first year in which the focal
individual has a friend move to a given commuting zone and the rate of successful entrepreneurship in that commuting zone, defined
as the number of new jobs per capita created at firms less than one year old. Column (4) presents estimates of βinteraction from
the CZ-by-sector specification of the Movers design presented in Equation 6, where sector is defined using 2-digit NAICS codes. The
outcome in Column (4) is defined as an indicator for whether the focal individual has started a firm in a given sector in or before the
given year. The treatment is the interaction of years since the first year in which the focal individual has a friend move to a given
commuting zone and the sector-specific rate of entrepreneurship in the commuting zone. Column (5) repeats the model in Column
(4) but replaces entrepreneurship rate in the interaction term with the rate of entrepreneurship in other sectors. Column (6) presents
estimates from a specification which includes both interaction terms simultaneously. The Movers design is described in greater detail
in Section III.B.
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Table 6: Commuting Zone Targeting under Estimated Baseline Model

(1) (2) (3) (4)

Commuting Zones
with Below Median
Entrepreneurship

Commuting Zones in Top
50% of Direct Effect

Commuting Zones in Top
50% of Total Effect

Ratio of
(3)/(2)

Firms Created among Treated Population 1 1.31 1.16 0.89

Firms Created among Individuals Not Directly Treated 0.78 0.8 1.19 1.47

Total Firms Created 1.78 2.11 2.35 1.11

Notes: This table provides counterfactual estimates of the effect of a hypothetical policy on firm entry for different populations under
the baseline model, estimated using causal estimates from the Movers design. The effect of the hypothetical policy is normalized such
that the policy would create one new firm among directly treated individuals if targeted to individuals who live in commuting zones
where the average number of new startup jobs per capita is above the population-weighted median. The first row presents the number
of firms created by individuals directly treated by the policy. The second row presents the number of firms created by individuals not
directly treated by the policy who are induced to entry through the spillover effects. The third row presents the total number of firms
that enter, equal to the sum of the first and second rows. Column (1) considers a policy targeted to individuals living in commuting
zones with below median entrepreneurship, such that the first row of Column (1) is equal to unity under our normalization. Column (2)
considers a policy targeted to individuals living in commuting zones where the direct effect of the policy is above the population-weighted
median. Column (3) considers a policy targeted to individuals living in commuting zones where the total effect of the policy, including
spillovers, is above the population-weighted median. Column (4) calculates the ratio of Column (3) to Column (2), which reflects the
gains from targeting on total effects relative to targeting on direct effects alone. The model and estimation approach are described in
Section IV. The results are discussed in Section V.B.
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Figure 1: Number of Friends who Own a Business by Owner Status
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Notes: This figure presents the distribution across individuals in the number friends who own a business, separately for individuals
identified as business owners and non-owners. Firms are identified as local business pages on the Facebook platform which can be linked
to 3rd party establishment data. Business ownership among individuals and their friends is identified using self-reported employer and
job title on public Facebook profiles. We restrict to all individuals born between 1966 and 2000 with between 30 and 3000 friends on
Facebook. Summary statistics for the sample are presented in Table 1.
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Figure 2: Owner Status by Number of Owner Friends

(a) Fraction Owner by Number of Owner Friends
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(b) Fraction Owner with Annual Rev. >$1 Million by Number of Owner Friends

Slope: 0.00024 
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Notes: This figure shows that the number of an individual’s friends who own a business predicts whether the individual owns a business
among individuals with more than 100 friends. Panel A shows that rates of total business formation increase with the number of
friends who own a business. Panel B shows that rates of business formation for businesses with greater than $1 million in self-reported
annual revenue increase with the number of friends who own a business. Business ownership among individuals and their friends is
identified using self-reported employer and job title on public Facebook profiles. The number of employees is measured using the
number of individuals on Facebook who have ever listed the page associated with the owner’s business as the individual’s employer.
Analogous plots in Appendix Figure E8 recreate the analysis using the fraction of friends as the explanatory variable, indicating that
the relationship is not driven by the number of friends.
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Figure 3: Predictors of Firm Ownership
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Notes: This figure compares the predictive power of individual-level covariates on an individual’s firm ownership. Bars indicate
the coefficient from a regression of an indicator for firm ownership on the covariate. “Univariate” models correspond to a set of
separate univariate regressions for each covariate. The “Multivariate” model presents coefficients from a regression on all covariates
simultaneously. Continuous covariates, including the number of owner friends, the number of total friends, age, and income, are
standardized across individuals. Dichotomous predictors for gender, college attendance, and relationship status are self-reported. The
dichotomous predictor ‘Has Church’ is equal to one if the individual is a member of at least one Facebook group that corresponds to a
church or likes a page corresponding to a church.
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Figure 4: Industry Choice by Friend Industry
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Notes: This figure plots the relative probability of starting a business in a given industry class compared to the baseline probability of
starting in that class, separately by the number of friends in the same and related industry classes and estimated among all owners.
The relative probability for the number of friends f and class k is calculated by taking the ratio of the probability that an individual
who owns a business in k has f friends who own a business in k, over the probability that an individual not in k has f friends who own
a business in k. The industry corresponding to an owner’s firm is measured at the 6-digit NAICS level in linked Customer Graph data.
Details on the linkage procedure are given in Section II. Sample statistics are presented in Table 1.
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Figure 5: Average Number of Owner Friends by Socioeconomic Status

(a) Average Number of Owner Friends by Percentile of Income (Present)
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(b) Average Number of Owner Friends with >$1M in Annual Revenue
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Notes: This figure plots the average number of friends who have started a firm by the income percentile of the individual. Plotted fit
lines are fit only on observations below p90 to highlight the convexity in connections to owners at the top of the income distribution.
Panel A presents the mean number of friends who own any firm in our baseline specification, and Panel B plots the mean number of
friends who own a firm with annual revenue greater than $1 million. The text reports the ratio of mean number of owner friends for
individuals above p90 in the income distribution divided by the mean number of owner friends for individuals below p90. Summary
statistics for the sample are presented in Table 1. Income measurement is described in Appendix Section A.1.
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Figure 6: Average Share of Friends Who Own a Firm
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Notes: This figure plots the share of friends that own a business for the average person in each county in the U.S., restricting to counties
with more than 1000 users. The share of owners among friends is calculated among users who were born between 1966 and 2000, have
between 30 and 3000 friends, and report at least one job title, and friends are restricted to those who report at least one job title. An
individual’s county is measured using the modal zip code corresponding to their ZIP address in the first 3 weeks of December 2022.
Summary statistics for the sample are provided in Table 1.
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Figure 7: Patterns of Friendship Formation Among College-goers

(a) Friendship Formation Spikes at the Start of College

(b) College Network Formation and Existing Network Composition
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Notes: Panel A presents the average number of new friends made in the week an individual turned 18, separately for users that went
to college and did not go to college. College attendance is measured using self-reported college on an individual’s Facebook profile.
The shaded area corresponds to weeks 33-44, mid-August to mid-November, which is when a student entering a college on the semester
system would begin orientation activities and classes. Panel B plots coefficients from an individual-level multivariate regression in the
sample of college attendees. The outcome in the regression is the standardized number of friendships the individual had with business
owners as of January 1 in the year the individual turned 18, restricted to business owners who had founded a business prior to the year
the individual turned 18. The independent variables are the standardized number of new 2nd-degree friendships with owners for each
period in the year the individual turned 18. New 2nd-degree friendships are calculated by counting the number of owner friends among
new friends formed by the individual, where the owner started their firm and formed a friendship with the mutual connection prior to
the year that the individual turned 18. The ‘First 12 Weeks of College’ corresponds to weeks 33-44, and represents only 2nd-degree
connections where the connection to an owner was formed via a mutual friend who was born in the same year and attended the same
college as the individual. Further details on the calculation of the independent variables is given in Section III.A. Summary statistics
on the sample of college attendees is presented in Table 1.
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Figure 8: Effects of Friend Migration on Non-movers by Destination and Mover Characteristics

(a) Effects by Destination Entrepreneurship Rate
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(b) Effects by Destination Entrepreneurship Rate and Mover’s Pre-Move Network
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Notes: This figure plots difference in differences estimates from the Movers quasi-experimental design. The outcome is the rate of firm
founding among non-movers who are friends with a mover. Panel A plots average effects binned by tercile of the entrepreneurship
rate in the mover’s destination commuting zone, averaged across all non-mover commuting zones. Panel B plots average effects binned
by terciles of the mover’s friendships with entrepreneurs prior to 2015 and by the entrepreneurship rate in the mover’s destination
commuting zone and averaged across all non-mover commuting zones. The lowest tercile of pre-2015 owner friends contains only movers
who had zero friendships with firm owners prior to the move. Moves between 2016 and 2019, inclusive, are used as treatment. Control
groups include movers between 2017 and 2020. Commuting zone-level entrepreneurship rates used to differentiate between destinations
are defined as the average number of new jobs per capita from firms less than 1 year old, measured between 2010 and 2020 in the Business
Dynamics Statistics. Pointwise 95% credible intervals in Panel A are calculated via Bayesian bootstrap with 1000 iterations. Details of
the estimation strategy are presented in Section III.B. Estimates of the post-move linear trend in the treatment effect interacted with
destination entrepreneurship rates are presented in Table 5.
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Figure 9: Predictors of Combined Networking Productivity and Spillover Production

(a) Signal Correlation of Direct Effect with Commuting Zone Characteristics
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(b) Signal Correlation of Total Effect with Commuting Zone Characteristics
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Notes: This figure presents signal correlations between the estimated “total effect” of an intervention in a given commuting zone and
commuting zone-level covariates. The total effect is estimated by calculating the direct effect and social multiplier separately from cz-
level estimates of networking productivity and spillover production and then combining. Signal correlations are calculated by adjusting
the raw correlation by the square root of the signal to noise ratio, which is the portion of the total variance of the cz-level total effect
estimates which is not explained by noise. Noise variance is estimated as the average variance of estimates across Bayesian bootstrap
samples. Information on the model and estimation approach are presented in Sections IV.B, and results are presented in Section V.B.
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Appendix A: Supplementary Information on Dataset Con-
struction and Measurement

A.1 Data Construction and Matching

The analysis in this paper requires linking users (and their networks) on the Facebook platform to the firms founded
by those users. The linking is performed across three datasets: a set of firm-level data compiled from a variety of
sources termed the “Customer Graph”, data from Facebook Pages which are used as on-platform representations
of establishments, and public individual user profiles.

The linkage is performed by first matching firms in the Customer Graph to Pages using the contact information of
the firm, then linking Pages to users via the users’ self-reported employment and job title. A schematic summarizing
the linkage is presented in Appendix Figure E1.

Below, the construction of each of the datasets and the steps for matching across records are discussed in detail.

A.1.1 Construction of the Customer Graph

Data on firms are collected into a national establishment-level dataset termed the “Customer Graph”. The Customer
Graph consists of data from the following sources: Dunn and Bradstreet (DnB), ORB companies, Clearbit, Facebook
Customer Relationship Management (CRM), Salesforce, Crunchbase, Dow Jones, and LeanData Sales Intelligence
(LSI).

The processing and matching between datasets is performed internally by Meta using a custom match algorithm.
Records from each source are first deduplicated by matching the standardized data against itself and combining any
self-matches into a single row. Each source is then iteratively matched against each of the other sources using the
same match algorithm used in the deduplication step. Disagreements are reconciled via Meta’s own field-by-field
evaluations of data accuracy in each dataset, such that when a given field disagrees in two matched records, the
field from the dataset with the highest accuracy (as assessed by Meta) is used. The algorithm chooses randomly
between the two records when field-specific accuracy is tied.

The custom matching algorithm applied at each step combines deterministic and probabilistic matching ap-
proaches. Records are first matched deterministically based on website, such that two records with the same
website are always treated as a match. For records which are not matched deterministically, the name, address,
and website are vectorized using a text embedding procedure. Candidate matches are then identified by binning
at the state level and applying a proprietary k-nearest-neighbors algorithm on the embedding space within states.
Finally, candidate matches are accepted or rejected by applying a Bayesian matching model to the embeddings,
with priors and a decision rule calibrated to a set of manual matches performed internally by Meta.

A.1.2 Matching Customer Graph and Establishment Pages

In order to match the Customer Graph data to the establishment pages, we first identify pages that are likely to
correspond to establishments by collecting the set of pages that U.S. users self-report as their ‘employer’ on their
public Facebook profile. We then filter these pages to those who self-report their country as ‘United States’ and
self-identify as a ‘Local Business’ page, which eliminates public and non-profit organizations like churches. We cull
pages from the data which do not have a user who administers the page but which has posted in the past 28 days
in order to eliminate branches of large organizations and multi-level marketing organizations. We consider only
pages which have fewer than 5 self-reported owners, where ownership is measured using the approach described in
Section A.1.3.

Pages are then matched to Customer Graph records in two steps. First, the matching algorithm from the
Customer Graph merge (described in Section A.1.1) is applied to generate an initial set of matches. We then
supplement these matches by manually cleaning the website and phone number reported by the business page, and
perform a deterministic merge on the cleaned website and phone number across the entire U.S. For firms matched
to multiple pages, firms are de-duplicated and field-level disagreements are reconciled by prioritizing the data from
the Customer Graph matching algorithm. If that is unavailable, then fields are reconciled using matches on cleaned
website data. Finally, if website data is unavailable, then reconciliation is done using the matches on cleaned phone
number data.
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We note that linking the establishment data to Pages appears to cull the establishment data of many entities
that are not economically meaningful. Random samples from the Customer Graph data indicate that a substantial
proportion of firms in those data which cannot be matched to a Facebook Page are registered to a residential address
and have no online presence.

A.1.3 Matching Users to Establishment Pages

Firm owners are identified using self-reported ‘employer’ and ‘job title’ fields on users’ public Facebook profiles. We
take as a set of possible firms those pages that have been matched to the Customer Graph as described in Section
A.1.2. For the purposes of the baseline analysis, we denote as an owner any user matched to a firm in our data
whose position title is fuzzy string matched to ’founder’, ’owner’, or ’ceo’. In various robustness checks, we restrict
the matches to only individuals whose position title is fuzzy string matched to ‘founder’. If the position title is not
similar to any of these words, then we do not label them as an owner or founder.

The founding date of a firm is identified as the date that the firm was founded from the sources in Customer
Graph. The date that firm’s page was created on the platform and the date when a user self-identified as an owner
are not used in the analysis in order to minimize the chances that any effects we find are driven by on-platform
reporting behavior rather than the establishment of a firm.

We then collapse the data to the user-level. When one user is identified as an owner of multiple firms, we use
only data from the firm with the earliest founding date as measured in Customer Graph. The data should therefore
be interpreted as identifying the first date that an individual founded a firm, and all firm-level characteristics
correspond to the first firm.

A.2 Measurement of User and Firm Characteristics

A.2.1 Location Measurement for Users and Firms

Annual home location is measured at the user level using daily zip code data collected when users are using the
Facebook platform and assembled in Koenen and Johnston 2024. First, using this daily zip code data, we aggregate
to the user-year level by taking the modal zip code observed for each U.S. user between December 1 and December
20 of each year starting in 2015. Zip codes are then aggregated up to the commuting zone by year-level to produce
a panel of locations for each user. A user is identified as having moved in the year t if we observe a different
commuting zone between December 1st and 20th of year t compared to the same period in year t− 1.

Page-level locations are measured at the zip code level and aggregated up to the county or commuting zone level
depending on the analysis. We use zip codes that are either self-reported by the page or inferred by Meta, rather
than locations measured in the Customer Graph, in order to locate firms based on their physical location rather
than the area they were registered.

To validate our measurement of user-level migration events, we use the fact that users may ‘like’ or ‘follow’
geographically-linked pages. On the platform, ‘likes’ and ‘follows’ allow users to publicly or privately elect to
prioritize viewing content produced by the target page. For each user, we construct a user by commuting zone by
year-level panel of total likes or follows of local business pages who we identifying as residing in a given commuting
zone. Appendix Figure E19 displays the average number of likes and follows in the origin vs. destination commuting
zone for a user that we identify as having moved in the reference year 0. Appendix Figure E19 displays the averages
disaggregated by year of move.

A.2.2 Parent-Child Linkages

Linkages between parents and children follow the approach in 2022c with technical updates to improve match rates.
The approach starts with self-reported linkages between parents and children, then iteratively supplements these
linkages using public user-generated wall posts, matching based on age and hashed last names (hashed to protect
confidentiality), and parents measured for by self-reported siblings.

A.2.3 Socioeconomic Status

Measurement of individual and parent socioeconomic status follows the approach and data in (M. Bailey et al. 2025).
To estimate SES, a large survey was conducted of users in which they report income buckets. A predictive model
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was then trained on a variety of individual-level features including geographic location, on-platform behavior, device
characteristics, and self-reported demographic information. We use the output of this predictive model, applied to
the whole sample for which enough features are measured, as our estimate of socioeconomic status.

A.2.4 Close Friends

In Appendix Figure E11 we present estimates of homophily among owners using the top 10 closest friends. Close
friends are measured on the basis of the frequency of public interactions such as likes, tags, wall posts and comments.
First, a model is trained at the user-by-friend level based on internally administered surveys of users asking whether
a user is likely to interact with a given friend in-person. Using this model friends are ranked for each person based
on the closeness output by the model. The measurement of close friends in this paper is identical to the approach
taken in 2022c.

73



Appendix B: Extension: Welfare Model

B.1 Setup

B.1.1 Preferences

There is a unit mass of individuals indexed by i. Individuals have quasi-linear utility

U = x0 + u(x1) (19)

where the competitively-produced x0 is numeraire and sets the wage. We denote the aggregate inverse demand
function for the good x1 as P (Q) and will ignore income effects throughout.

B.1.2 Network Formation

Individuals are arranged in an unweighted undirected network G without self-links. Define gi,j = 1 if i and j agree
to be friends, and gi,j = 0 if not. Each dyad that forms produces a surplus si,j for each individual which depends
on the types of the individuals, denoted α.

si,j = [ϕ(αi, αj) + µi,j ] gi,j (20)

where ϕ(a, b) = ϕ(b, a) and the error µi,j is an iid random variable which is symmetric such that µi,j = µj,i.

B.1.3 The Firm Formation Decision

Each individual i supplies one unit of labor inelastically, which can be used to either earn the exogenous wage equal
to w or run a profit-maximizing firm that sells qi units of the homogenous good x1 at cost c(qi), from which the
individual receives all operating profits. Let Yi be an indicator variable which describes whether an individual starts

a firm and N be the number of firms, such that N ≡
∫ 1

0
Yi di. An individual’s production qi should they enter the

market may in principle be a function of the decisions of every potential entrepreneur such that we can write qi as

a function qi(Y⃗−i) for Y⃗−i the vector of entry decisions of all agents other than i. Let Q(Y⃗ ) ≡
∫ 1

0
qi(Y⃗−i)di be the

total quantity of good x1 produced by the economy.
Individual i has entrepreneurial human capital Ei, which reduces the fixed and sunk cost of production. The

cost of firm entry is equal to ψ(Ei)κ for κ > 0 and ψ(·) a decreasing convex function bounded below at zero. Human
capital Ei depends on the human capital of other agents in the network according to Equation 9. We consider a
static version of the model where the equilibrium is achieved at each time t, and therefore drop the time subscripts.

B.1.4 Timing

Decisions proceed in two steps. In the first step, individuals myopically form a network by maximizing the surplus
from their links. In the second step, individuals then maximize utility given their network. Individuals do not
account for the effect of their network formation decisions on their consumption decisions.

Step 1 : i maximizes
∑
j

si,j

Step 2 : i maximizes utility from consumption

B.1.5 Competitive Externalities

To characterize the relationship between the free-entry equilibrium number of firms Ne and the socially optimal
number of firms N∗ (given the nature of post-entry competition) we require 4 assumptions, adapted from Mankiw
and Winston (1986) with a modest adaptation that allows for heterogeneous human capital among entrepreneurs:
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Assumption 1. qi(Y⃗−i) = qi(N) ∀i

Assumption 1 says entry decisions may only produce spillovers through the number of total firms, which is
continuous. It follows from assumption 1 that Q(Y⃗ ) = Q(N). We can then state the following assumptions:

Assumption 2. Q(N) > Q(N ′) ∀ N > N ′ and limN→∞Q(N) =M <∞

Assumption 3. qi(N) < qi(N
′) ∀ i, N > N ′

Assumption 4. P (Q)− c′(qi) ≥ 0 ∀i

Assumption 2 says that aggregate output rises with the number of firms and is bounded, which guarantees that
the free-entry equilibrium number of firms is well-defined. Assumption 3 says that an operating firm’s output falls
with the number of firms in the economy. Assumption 4 requires that equilibrium price is not below marginal cost.

B.2 Welfare Results

We start by showing that there is generically excess firm entry in this economy.

Proposition 1. The number of firms in a free-entry equilibrium, Ne is weakly greater than the socially optimal
number of firms N∗. The result holds strictly when Assumption 3 is a strict inequality.

Proof. The proof is presented in Appendix Section B.4

The result is similar to established results with minor changes that allow for heterogeneous human capital
(Mankiw and Whinston 1986). The intuition is that when firm entry reduces the quantity that incumbent firms can
bring to the market, typically termed a “business-stealing externality”, firms fail to internalize the negative effects
of their entry on aggregate production.

We next show that an intervention which reduces entry costs will increase social welfare despite the presence of
business-stealing externalities:

Proposition 2. The derivative of total welfare with respect to the policy D is proportional to dE[Yi|Di]
dDi

when ψ(·)
is linear.

Proof. The proof is presented in Appendix Section B.5

The intuition is that when firms are profit maximizing and firm entry only produces spillovers via the total
number of firms, then the only first-order effect of D from a welfare perspective is to reduce the fixed costs facing
inframarginal firms (either directly or through network spillovers). Under linearity of the cost function, the combined
direct and indirect effects of Di are proportional to the direct effect of the intervention on each individual, which
can be estimated in a discrete choice estimation procedure.

B.3 Derivations from the Welfare Model not tied to a Specific Propo-
sition

B.3.1 Network Formation

Because individuals maximize the sum of surplus from their network and because surplus is symmetric for both
members of the dyad, Gi,j is set such that the link forms iff the associated surplus is positive:

Gi,j = 1{si,j > 0}

The probability that a link forms between two individuals is therefore

P (Gi,j = 1|αi, αj) = Fµ(ϕ(αi, αj)) (21)

for Fµ(·) the CDF of µij .
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B.3.2 Human Capital Diffusion

Recall that at each point in time human capital Ei is modeled as follows in Equation 9:

Ei = αi + δDi + γ
∑
j

gijEj

where αi is an individual’s endowment of human capital, Di ∈ {0, 1} is a potential intervention, and gij is a
binary variable indicating where there is a link between i and j.

We can represent this relationship in matrix form by stacking each individual to form a vector:

E⃗ = α⃗+ δD⃗ + γGE⃗

for E = [E1, E2, ...]
′ and G the adjacency matrix.

Solving this equation gives

E⃗ = (I − γG)
−1

(
α⃗+ δD⃗

)
where (I − γG) is invertible when γ < 1

||G|| , the reciprocal of the largest eigenvalue of the adjacency matrix.

Leaving aside for a moment that we don’t observe Ei directly, this equation presents a computational hurdle in
our environment because solving it requires inverting a matrix that is on the order of 100 million by 100 million.

However, we can exploit a matrix identity to both develop intuition for the equation and to motivate a suitable
estimator. Note that:

(I − γG)
−1

=

∞∑
n=0

γnGn = I + γG+ γ2G2 + ...

where the i, j element of matrix Gn can be interpreted as the number of paths of length n between nodes i and
j. At an individual level, this gives the equation:

Ei = αi + γTi + γ
∑
j

gij(αj + δDj) + γ2
∑
j

[
G2

]
ij
(αj + δDj) + ...

where [Gn]ij is the i, j element of Gn (interpreted as the number of paths of length n between i and j).
Note that the equilibrium is defined without reference to barriers to entry βc(i,t). Barriers to entry simply map

the unobserved human capital equilibrium, defined by the vector E⃗∗ to observable entry decisions. We consider
perturbations of Di around this equilibrium, holding constant other parameters, and interpret the results as partial
equilibrium effects.

The linear functional form is motivated by the linearity in levels observed in the descriptive exercises. The
equilibrium solution and perturbation exercise can be recast in a generalized linear model where E[Yi|Ei] = B(Ei)
for some given continuous link function B(·).

B.4 Proof of Proposition 1

We prove this result under more general conditions that allow the marginal cost of production to vary with human
capital. In a free entry equilibrium, entrepreneurs with high human capital Ei will enter until the marginal entrant
has human capital Ee such that

π(Ee) = w (22)

Because utility is quasilinear, social welfare can be expressed as the sum of consumer and producer surplus:

W (N) =

∫ Q

0

P (s)ds−
∫ ∞

Em

ψc(E)c(q)− ψk(E)κ− w dFE(E) (23)
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Where Em is the marginal entrepreneur’s human capital given N firms. That is, Em = F−1
E (1−N) for F−1

E (·)
the quantile function of E. The quantity is maximized at N∗ such that

W ′(N∗) = 0 (24)

The derivative of the social welfare function wrt the number of firms is

W ′(N) = P (Q)
dQ

dN
−
∫ ∞

Em

ψc(E)c′(q)
dq

dN
dFE(E)

+ [ψc(Em)c(q(Em)) + ψk(Em)κ− w]
dEm

dN

Where P (Q) dQdN = P (Q)
[∫∞

Em

dq
dN dFE(E)− q(Em)dEm

dN

]
. we can group terms to express the derivative of social

welfare as

W ′(N) = −dEm

dN
(π(Em)− w)) +

∫ ∞

Em

[P (Q)− ψc(E)c′(q)]
dq

dN
dFE(E) (25)

The second term is strictly negative if Assumption 3 holds strictly and is zero if Assumption 3 is an equality.
Because −dEm

dN is strictly positive, this implies that at the social optimum the marginal firm’s profits are weakly
greater than the entrepreneur’s outside option π(E∗) ≥ w.

However, since we know that the free entry equilibrium condition is satisfied when marginal profits equal the
wage, it will be sufficient to show that the marginal firm’s profits are decreasing in the number of firms.

Taking the derivative of the marginal firm’s profits and grouping terms gives:

dπ(Em)

dN
=qP ′(Q)

dQ

dN
+ [P (Q)− ψc(Em)c′(q)]

dq

dN
(26)

− [ψ′
c(Em)c(q) + ψ′

k(Em)κ]
dEm

dN

Under Assumptions 1-3 each term is weakly negative. It must therefore be the case that E∗ ≥ Ee, which implies
Ne ≥ N∗.

B.5 Proof of Prop 2

Consider consumer and producer surplus separately. With quasi-linear utility, consumer surplus is equal to

Wcons =

∫ Q

0

P (s)− peds (27)

for pe = P (Q) the equilibrium price. The derivative wrt Di is

dWcons

dDi
= [P (Q)− pe]

dQ

dDi
−Q

dpe

dDi
= −Q dpe

dDi
(28)

Producer surplus is

Wprod =

∫ ∞

Ee

peq − c(q)− ψ(E)κ− w dFE(E) (29)

Because peq(Ee) − c(q(Ee)) − ψ(Ee)κ = w by the free entry condition, the derivative wrt Di is simply the
integral of the derivative of the indirect utility of the inframarginal entrepreneurs, which is equal to the partial
derivative (holding constant quantity produced) by the envelope theorem:
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dWprod

dDi
=

∫ ∞

Ee

dV (E)

dDi
dFE(E) =

∫ ∞

Ee

∂V (E)

∂Di
dFE(E)

Because utility is quasi-linear, this quantity is equal to the partial derivative of profits wrt Di, which is:

∫ ∞

Ee

∂V (E)

∂Di
dFE(E) =

∫ ∞

Ee

∂π(E)

∂Di
dFE(E) (30)

We can break up the partial derivative of profits into the derivative of revenue minus the derivative of costs and
re-index the derivative of costs to be across people, which is a function of own treatment, the treatment to first
degree connections, and so on:

∫ ∞

Ee

∂π(E)

∂Di
dFE(E) =

∫ ∞

Ee

q
dpe

dDi
−
∫ 1

0

Yi

δ∑
nj

γn [Gn]ij ψ
′(Ej)κ

 di

Adding the derivatives of consumer and producer surplus gives

dWcons

dDi
+
dWprod

dDi
= −δκ

∫ 1

0

Yi
∑
nj

γn [Gn]ij ψ
′(Ej) di

because
∫∞
Ee q

dpe

dDi
dFE(E) = Q dpe

dDi
.

Since ψ′(·) is negative and γ is positive, the integral term must be negative, so the whole expression has the
same sign as δ.

In the simple case where ψ(E) = a+ bE for b < 0, the change in total surplus wrt Di becomes

−bδκ
∫ 1

0

Yi
∑
nj

γn [Gn]ij di

To relate this quantity to the data, note that the probability that an individual owns a firm is equal to

P (Yi = 1|Di) = P (peqe − c(qe)− a− bκCi − γbκDi > w)

for Di ⊥ Ci ≡ Ei − γDi (ignoring self-links), where {peqe, c(qe), w} are all constant in partial equilibrium. A
discrete-choice estimating framework using a randomly-assigned Di as the independent variable and individual-
level firm formation as the outcome can then directly identify −βbκ, which is proportional to the welfare object of
interest.

Appendix C: Modeling and Estimating the Movers Design

C.1 Baseline Model

The Movers design estimates a set of CZ-pair-level DiDs around the first friend moving to destination d among
non-movers living in city n. In this section, we derive the relationship between the Movers design and the treatment
effect of interest τ .

Assume that the total human capital endowments in the network of person i in city c(i, t) grows according to
the equation:

d

dt
(Ki,tAi,t) = ac(i,t)Ui ·

d

dt
Ki,t (31)
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where

d

dt
Ki,t = Ri,tϕc(i,t) (32)

for Ri,t the observed rate at which i makes friends at time t, ac the unobserved city-specific multiplier that scales
an unobserved individual-specific preference for friends’ human capital Ui, and ϕc the city-specific multiplier that
scales the observed friending rate.

We model the observed friending rate Ri,t as itself a function of characteristics of the individual’s location,
parameterized by ψc, and an unobserved individual-level term Vi.

Ri,t = ψc(i,t)Vi (33)

For a person who has never moved and was born at time ti,0, Katz-Bonacic centrality is equal to:

Ki,t ≡ ϕc(i,t)ψc(i,t)

∫ t

ti,0

Vi = ϕc(i,t)ψc(i,t)Vi(t− ti,0) (34)

We can now rewrite the treatment effect of interest τi,t from Expression 11 as

τi,t = δβc(i,t) + δϕc(i,t)ψc(i,t)Vi(t− ti,0)Bi,t (35)

and the average effect for permanent residents of city c(i, t) = c at age t − ti,0 who form friendships at rate
Ri,t = x as

E [τi,t|c(i, t) = c,Ri,t = x, t− ti,0] (36)

= δβc + δϕc(t− ti,0)xE [Bi,t|c(i, t) = c,Ri,t = x, t− ti,0]

For a person j who moves to CZ d and is friends with i who lives in CZ n, the post-move trend in entrepreneurship
for person i estimates the following quantity:

γadϕdψdβnE [UjVj |c(i, t) = n, c(j, t) = d]

Note that γ multiplies the entire expression because all effects on person j’s network are attenuated by γ in person
i’s network when i and j are friends.

Under the model, conditioning on the destination c(j, t) = d and the observed rate of post-move friend formation
at Rj,t = x holds constant the individual-level component of friending Vj such that:

γadϕdψdβnE [UjVj |c(i, t) = n, c(j, t) = d,Rj,t = x] (37)

= γadϕdβnxE [Uj |c(i, t) = n, c(j, t) = d,Rj,t = x]

Given a quantity proportional to adE [Uj |c(i, t) = n, c(j, t) = d,Rj,t = x] with constant of proportionality α,
which we provide a method to estimating in the next section, we can divide out the average level of human capital
from the trend to arrive at an nonmover-location-by-destination quantity reflecting the network growth rate in the
destination (evaluated at a level x), ϕdx, and the barrier to entry in the nonmover’s location, βn.

CZ-pair Effect = αγϕdβnx (38)

We define the “Spillover Production” (SP) as the expectation of Expression 38 over nonmover location, which
is:

SPd(x) = αγϕdxEi

[
βc(i,t)|c(j, t) = d,Rj,t = x

]
(39)
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where the term Ei

[
βc(i,t)|c(j, t) = d,Rj,t = x

]
reflects the average barriers to entry faced by friends of individuals

living in city d (which will in general be different from βd).
We assume that the average barriers to entry faced by friends of movers to a city d reflects the path-weighted

average of barriers to entry among the extended network of residents of d, meaning that

E [Bi,t|c(i, t) = d,Ri,t = x] = E
[
βc(i,t)|c(j, t) = d,Rj,t = x

]
(40)

Together, Equations 39 and 40 imply

SPd(x) = αγϕdxEi [Bi,t|c(i, t) = c,Ri,t = x] (41)

We analogously define the “Networking Productivity” (NP) as the expectation of the CZ-pair effect in Expres-
sion 38 over a fixed set of destinations C, which is:

NPn(x) = αγβnxE
[
ϕc|c ∈ C

]
(42)

where the term xE
[
ϕc|c ∈ C

]
reflects the average growth rate of the Katz centrality of residents of cities C who

make friends at rate x. In estimation, we will define C to be cities in the top population-weighted tercile of
startup job growth, reflecting the substantial effect that connections to high-entrepreneurship cities exhibit in the
difference-in-differences design.

This gives us the pieces we need to show that city-specific estimates of Networking Productivity can be combined
with estimates of Spillover Production, conditional on age and the friending rate, in order to estimate a quantity
proportional to the treatment effect of interest from Expression 36:

E [τi,t|c(i, t) = c,Ri,t = x, t− ti,0] = δβc + δϕc(t− ti,0)xE [Bi,t|c(i, t) = c,Ri,t = x, t− ti,0]

∝
NPc(x) + ωSPc(x, t− ti,0) = αγβcxEc

[
ϕc|c ∈ C

]
+ ωαγϕcxEi [Bi,t|c(i, t) = c,Ri,t = x, t− ti,0]

for ω = (t − ti,0)xEc

[
ϕc|c ∈ C

]
, which is equal to the average Katz centrality of permanent residents of C at age

t− ti,0 who make friends at rate x.

C.1.1 Katz Centrality Estimator and Validation

Our estimate for Katz-Bonacic Centrality uses the individual-level estimator described in Lin et al. 2021, which
we implement. The estimator operates by sampling a focal individual’s extended network (that is, connections at
network distance ≥ 2), calculating centrality using the series representation for the sampled extended network, and
then adjusting the calculated centrality to account for the rate at which the network was sampled.

The resulting estimator is unbiased for the truncated series representation of Katz-Bonacic centrality. Since
terms of the series representation are always positive, our estimate is biased towards zero for true Katz-Bonacic
centrality. This bias can be seen in the resulting validation estimates in Appendix Figure E23.

The estimator requires three parameters:

1. Depth d, equal to the maximum distance from the focal individual at which the estimator will sample.

2. The sampling rate r, which is the rate at which individuals at distance ≥ 2 from the focal individual are
sampled.

3. The attenuation factor γ.

In the analysis sample, we set d = 8, r = 0.01, and γ is estimated as described in Section IV.C.2. For consistency
with the sample used in the Movers design, we consider only connections that formed prior to 2015. We omit nodes
with greater than 2400 connections in 2015, equal to roughly the top 0.5% of the degree distribution, due to
sensitivity of the estimator to outlier nodes with extremely high degree. This sample restriction is less strict than
maximum degree of 3000 set in the primary analysis sample in the sense that the 3000-degree maximum drops
roughly the top 1.5% of the degree distribution.
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For the validation exercise depicted in Figure E23, we use a publicly available dataset of Facebook connections
which contains 4031 nodes (Leskovec and Sosi 2016). We set d = 8 and r = 0.01 as in the analysis sample. To set
γ in the validation exercise, we use the fact that the attenuation factor is bounded above by 1

||G|| , where ||G|| is
equal to the largest eigenvalue of the adjacency matrix. In very large networks calculating the largest eigenvalue is
difficult. However, our estimator allows us to directly observe each term of the estimate’s series representation. We
can inspect these terms to infer the values of γ for which the series begins to diverge. In our simulations, divergence
occurs around γ = 0.0071.

For the validation exercise, we follow the network science literature in holding constant the ratio of “true γ” to
the maximum value of γ across both the Facebook data and the validation data. Since our estimate of gamma in
the Facebook data is 0.0061 and the inferred maximum is 0.0071, we use γ = 0.0061

0.0071γ
max ≈ 0.86γmax for γmax the

maximum possible value of gamma in the validation sample (which can be calculated analytically).
We briefly note that our approach of inferring the maximum attenuation factor by inspection of terms yields

a much lower maximum than if we had used well-known asymptotic results. In a wide class of random graphs
that result in a power law degree distribution, the largest eigenvalue converges to the square root of the maximum
expected degree as the number of nodes grows (Chung et al. 2003). Under our sample restrictions the maximum
degree in the subgraph used to calculate centrality is 2400, so the asymptotic estimator would imply a maximum
value of γ ≤ 1√

2400
≈ 0.020, much higher than the maximum of 0.0071 we find by inspection. This disagreement

between an asymptotic estimator and our inspection of terms suggests that caution should be used when applying
asymptotic estimators of maximum eigenvalues to very large networks, as real-world networks may not satisfy the
assumptions under which such asymptotic results are derived.

C.1.2 Estimating Network Effect Decay

Calculation of Katz-Bonacic centrality requires knowing the network decay of spillover effects, which we denoted γ.
Recall that, under the model, Networking Productivity is equal to:

NPn(x) = αγβnxE
[
ϕc|c ∈ C

]
such that the average of Networking Productity across commuting zones can be written as E

[
αγβnxϕc|c ∈ C

]
.

Now consider a similar calculation, where the outcome is instead the nonmover, same-CZ friends of a given
nonmover exposed to a new CZ via a friend move. In that case, the outcome is measured among individuals that
are two degrees removed from the mover. That is, the only difference in the treatment effect between the original
focal individual and their nonmover, same-CZ friends is that the treatment is one network step farther for the
friends. Since the effect decay by γ at each step, this implies that the average effect among nonmover, same-CZ
friends is:

E [NPfof(x)] = γE
[
αγβnxϕc|c ∈ C

]
(43)

Comparing E[NP (x)] and E[NPfof(x)], we see that the only difference is a factor of γ. Thus, the ratio of the
two estimates γ.

C.1.3 Estimating the Human Capital Scaling Factor

In the derivation of our estimator, a correction for levels of human capital in the mover’s destination is required to
arrive at Expression 38. A correction is required in this model because the effect of the hypothetical treatment D
is independent of an individual’s human capital, a condition which follows directly from the assumptions that the
treatment effect δ is constant across people and is additively separable from human capital.

Under the functional form in the model, the correction factor is the reciprocal of
adE [Uj |c(i, t) = n, c(j, t) = d,Rj,t = x, t− ti,0], where j is the mover and ad is the CZ-level component of human
capital endowments among a resident’s network for residents of CZ d. Intuitively, this quantity divides out the
component of the destination-specific affect that is attributed to the level of human capital among new connections
that are formed in the mover’s destination.

To form an estimate, first note that an individual’s propensity to become an entrepreneur as a function of their
network can be split by the location where each connection resides:
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Yi,t = βc(i,t)αi + βc(i,t)
∑
j,n

γn[Gn
t ]i,jαj × 1{c(i, t) = c(j, t)} (44)

+ βc(i,t)
∑
j,n

γn[Gn
t ]i,jαj × 1{c(i, t) ̸= c(j, t)}

If we assume that friend formation can be split as d
dtKi,t =

d
dtKi,t,local +

d
dtKi,t,nonlocal such that

d

dt

∑
j,n

γn[Gn
t ]i,jαj × 1{c(i, t) = c(j, t)} = ac(i,t)Ui ·

d

dt
Ki,t,local

and
d

dt

∑
j,n

γn[Gn
t ]i,jαj × 1{c(i, t) = c(j, t)} = aUi ·

d

dt
Ki,t,nonlocal

Then we can write an individual’s entrepreneur status as:

Yi,t = βc(i,t)αi + (t− ti,0)βc(i,t)ac(i,t)Ui ·
d

dt
Ki,t,local + (t− ti,0)βc(i,t)aUi ·

d

dt
Ki,t,nonlocal (45)

Therefore, a multivariate regression of entrepreneur status on connections in the same CZ and connections in
other CZs with individual fixed effects produces the coefficient (t− ti,0)βc(i,t)ac(i,t)Ui on the same-CZ connections
and (t − ti,0)βc(i,t)aUi on other connections. The ratio of these two coefficients estimates a quantity proportional
to the CZ component of human capital in the network:

(t− ti,0)βc(i,t)ac(i,t)Ui/(t− ti,0)βc(i,t)aUi = ac(i,t)/a (46)

While estimating individual-level changes in indirect connections is computationally prohibitive at scale, we
approximate these quantities by substituting the change in the number of local vs. other friends for d

dtKi,t,local and
d
dtKi,t,nonlocal respectively and estimating an OLS regression of the form

Yi,t = νt + βlocalFlocal + βnonlocalFnonlocal + ϵi,t (47)

for Flocal ≡
∑

j Gi,j × 1{c(i, t) = c(j, t)} and Fnonlocal ≡
∑

j Gi,j × 1{c(i, t) ̸= c(j, t)}, and using the ratio

β̂local/β̂nonlocal as our estimate of αc/α.

C.2 Targeting Subgroups within Places

Consider an intervention that directly targets individuals of a given type who live in each city. Denote the type
targeted by the program as θ ∈ Θ. We will derive the direct effects of targeting a person of type θ and the spillover
effects onto other individuals of type θ.

Let the barriers to entry vary by place and subgroup such that

Yit = βθi,c(i,t)Eit + ϵit (48)

The effect of a one unit increase in Di for person i of type θ on entrepreneurship for the target and connections
of types Θ, which we call τθ,Θ,c will be:

τitθ = δβθi,c(i,t) +KitθBitθ (49)

Where Kitθ ≡
∑

j:θj=θ

∑
n γ

n[Gn
t ]ij denotes the extended network of i who are of type θ and Bitθ ≡

1
Kitθ

∑
j:θj=θ

∑
n γ

n[Gn
t ]ijβθj ,c(j,t) is the analogous weighted average of barriers to entry. Note that

∑
θKitθ = Kit

such that overall centrality can be additively decomposed into type-specific centralities.

82



In order to model the Movers design in this environment, we start by rewriting the network growth equations
such that:

d

dt
(KitθAitθ) = aθ,c(i,t)Uiθ ·

d

dt
Kitθ (50)

d

dt
Kitθ =

∑
s∈Θ

Ritsϕsθ,c(i,t) (51)

Ritθ = ψθ,c(i,t)Viθ (52)

for Aitθ ≡ 1
Kitθ

∑
j:θj=θ

∑
n γ

n[Gn
t ]ijαj the weighted average of endowments among connections of type θ, aθ,c the

city-specific multiplier on the human capital of type θ, Uiθ the preference for friends human capital by type θ,
Ritθ the rate at which person i makes friends with people of type θ, ϕsθ,c the city- and type-specific multiplier
that scales the observed friending rate of type s to account for the size of the extended network of type θ, Viθ the
individual-specific preference for friending individuals of type θ, and ψθ,c the city- and type-specific multiplier the
scales individual-level preferences for type θ.

We can express type specific centrality in terms of underlying parameters:

Kitθ = (t− ti,0)
∑
s,θ

ϕsθ,c(i,t)ψs,c(i,t)Vis (53)

Now imagine implementing the Movers design, restricting to non-movers of type θ. The estimand given (n, d, θ)
is equal to

∑
η∈Θ

γaηdβnθ
∑
s∈Θ

ϕsηdψsdE[UjηVjη|c(i, t) = n, c(j, t) = d] (54)

Conditioning on R⃗jt = x⃗ where elements of the vector are types s results in the expression

∑
η∈Θ

γaηdβnθ
∑
s∈Θ

ϕsηdxsE[Ujη|c(i, t) = n, c(j, t) = d, R⃗jt = x⃗] (55)

Given estimates of aηdE[Ujη|c(i, t) = n, c(j, t) = d, R⃗jt = x⃗] separately by type η, one could again divide out the
level of human capital. In the empirical application, divide out the average level of human capital as estimated in
the baseline estimates. We thus arrive at a Movers estimand equal to:

αγβnθ
∑

η,s∈Θ

ϕsηdxs (56)

We can then define analogs of Networking Productivity and Spillover Production:

SPθc(x⃗) = αγ
∑
η,s

ϕsηcxsE[Biθ|c(i, t) = c, R⃗itθ = x⃗] (57)

where we assume that E[Biθ|c(i, t) = c, R⃗itθ = x⃗] = E[βθc|c(j, t) = c, R⃗jtθ = x⃗]. And

NPθc(x⃗) = αγβθc
∑
ηs

xsE[ϕsηc|s, η, c ∈ C] (58)

We finish by relating these quantities to the type-specific treatment effect of interest:
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E[τitθ|θ, c(i, t) = c, R⃗it = x⃗, t− ti,0] = δβθc + δ(t− ti,0)
∑
s∈Θ

ϕsθcxsE[Biθ|c(i, t) = c, R⃗it = x⃗, t− ti,0] (59)

∝

NPθc(x⃗) + ωθSPθc(x⃗, t− ti,0) = αγβθc
∑
ηs

xsE[ϕsηc|s, η, c ∈ C] + ωθαγ
∑
η,s

ϕsηcxsE[Biθ|c(i, t) = c, R⃗itθ = x⃗]

for

ωθ = (t− ti,0)
∑
ηs

xsE[ϕsηc|s, η, c ∈ C] ·
∑

s ϕsθcxs∑
η,s ϕsηcxs

(60)

where (t−ti,0)
∑

ηs xsE[ϕsηc|s, η, c ∈ C] is the overall Katz-Bonacic centrality in the destination set and the fractional
term represents the ratio of type-specific centrality Kitθ to overall centrality.
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Appendix D: Supplemental Tables
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Table D1: Overview of Covariates

Covariate Geographic Level Data Years Covered Description
Outside Set

Deposits per Capita Commuting Zone 2019 Average bank deposit amounts per capita
by CZ.

Original Source: Federal Deposit Insur-
ance Corporation 2019

Loans per Capita Commuting Zone 2019 Number of SBA 7(a) loans issued per
capita by CZ.

Original Source: U.S. Small Business
Administration 2019

Job Creation Rate Commuting Zone 2010− 2020 Rate of job creation due to new busi-
ness establishments in a CZ, calculated
as the average annual number from 2010
to 2020, divided by the 2010 population.
Original Source: U.S. Census Bureau
2010-2020

Entry Rate Commuting Zone 2010− 2020 The rate of new firm entries in a CZ,
calculated as the average annual number
from 2010 to 2020, divided by the 2010
population.

Original Source: U.S. Census Bureau
2015b

Firms per Capita Commuting Zone 2015 Number of business establishments per
capita in a CZ, calculated as the total
number of establishments divided by the
2010 total population.

Original Source: U.S. Census Bureau
2015b

Log Population Commuting Zone 2010 Natural logarithm of the total population.
Original Source: U.S. Census Bureau
2010–2019

Employees per Firm Commuting Zone 2015 Average number of employees per busi-
ness establishment in a CZ.

Original Source: U.S. Census Bureau
2015b

Economic Connectedness Commuting Zone 2022 Share of high-SES friends among low-SES
individuals, capturing the extent of cross-
class social ties.

Original Source: 2022c

High-SES Economic Commuting Zone 2022 Share of high-SES friends among
Connectedness high-SES individuals.

Original Source: 2022c

New Employer National 2011− 2020 Number of new employer establishments
Establishments (Sector) by sector.

Original Source: U.S. Census Bureau
2010-2020
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Covariate Geographic Level Data Years Covered Description
Outside Set

New Employer County 2011− 2020 Number of new employer establishments.
Establishments Original Source: U.S. Census Bureau

2010-2020

Mean Household Income Commuting Zone 2000 Mean household income, obtained from the
2000 Census.

Original Source: U.S. Census Bureau
200029

College Graduate Share Commuting Zone 2010 Share of the population aged 25+ with at
least a bachelor’s degree.

Original Source: U.S. Census Bureau 2010
30

Median Rent Commuting Zone 2015 Median rent for two-bedroom units in
renter-occupied housing.

Original Source: U.S. Census Bureau
2015a31

New Firm Registrations National 2011− 2016 Proportion of new firm registrations.

Original Source: Andrews et al. 2022

New Firm Registrations County 2016 Proportion of new firm registrations by
county in 2016 across all U.S. states and
the District of Columbia.

Original Source: Andrews et al. 2022

Notes: This table describes the measurement and sources of geographic data. Indicated variables including Mean Household Income,
College Graduate Share, and Median Rent are based on U.S. Census data, originally processed and cleaned by R. Chetty, Friedman,
et al. 2019.
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Table D2: Average Number of Owner Friends by Own Gender, Friend gender, and Decile of Owner Friends

Owner Friends Decile

Own Gender Friend Gender 1 2 3 4 5 6 7 8 9 10 Obs per Decile

Female Female 0.00 0.00 0.00 0.14 1.00 1.33 2.19 3.39 5.32 12.49 6,792,446

Female Male 0.00 0.00 0.00 0.00 0.88 1.02 2.00 3.05 4.89 12.38 6,792,446

Female Pooled 0.00 0.00 0.28 1.00 1.82 2.84 4.41 6.54 10.16 23.46 6,792,446

Male Female 0.00 0.00 0.00 0.00 0.00 0.82 1.00 1.97 3.39 8.93 5,920,883

Male Male 0.00 0.00 0.00 0.00 0.69 1.00 1.95 3.15 5.29 14.79 5,920,883

Male Pooled 0.00 0.00 0.00 0.63 1.06 2.05 3.33 5.14 8.62 22.61 5,920,883

Pooled Female 0.00 0.00 0.00 0.00 0.53 1.00 1.70 2.63 4.47 11.01 12,800,383

Pooled Male 0.00 0.00 0.00 0.00 0.83 1.03 2.00 3.17 5.15 13.70 12,800,383

Pooled Pooled 0.00 0.00 0.00 0.98 1.47 2.46 3.83 5.91 9.48 23.11 12,800,383

Notes: This table presents the average number of owner friends by an individual’s own gender, their friends’ gender, and decile of owner
friends. The table is structured to show differences in owner friend counts across gender pairings and ownership deciles, where Decile
1 represents individuals with the fewest owner friends and Decile 10 represents those with the most. The final column provides the
number of observations per decile.
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Table D3: Average Number of Owner Friends by SES Decile and Owner Friends Decile

Owner Friends Decile

SES Decile 1 2 3 4 5 6 7 8 9 10 Obs per Decile

1 0.00 0.00 0.00 0.00 0.00 0.00 0.72 1.00 2.22 7.06 988,425

2 0.00 0.00 0.00 0.00 0.46 1.00 1.51 2.46 4.27 12.03 1,040,506

3 0.00 0.00 0.00 0.39 1.00 1.46 2.29 3.52 5.93 15.46 1,081,010

4 0.00 0.00 0.00 0.97 1.12 2.00 3.01 4.50 7.25 18.23 1,119,902

5 0.00 0.00 0.51 1.00 1.80 2.60 3.76 5.65 8.77 21.13 1,149,337

6 0.00 0.00 0.96 1.41 2.24 3.34 4.68 6.81 10.35 23.93 1,173,809

7 0.00 0.33 1.00 1.94 2.83 4.08 5.60 7.90 11.77 26.17 1,191,963

8 0.00 0.63 1.40 2.35 3.46 4.75 6.56 9.02 13.17 28.53 1,203,178

9 0.00 0.88 1.81 2.83 4.15 5.53 7.45 10.11 14.55 31.18 1,210,197

10 0.17 1.27 2.39 3.55 4.88 6.48 8.49 11.27 15.97 34.36 1,216,889

Notes: This table reports the average number of owner friends by an individual’s SES decile and owner friends decile. SES deciles rank
individuals from lowest (1) to highest (10) socioeconomic status within an individual’s birth cohort, while owner friends deciles classify
individuals by the number of owner friends. Bins do not have an equal number of observations because income deciles are constructed
using all Facebook users, while the analysis sample restricts to individuals with between 30 and 3000 friends.
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Table D4: Average Number of Owner Friends by Parent SES Decile and Owner Friends Decile

Owner Friends Decile

Parent SES Decile 1 2 3 4 5 6 7 8 9 10 Obs per Decile

1 0.00 0.00 0.00 0.00 0.14 1.00 1.30 2.36 4.31 13.31 6,515,160

2 0.00 0.00 0.57 1.00 1.94 2.78 4.15 5.99 9.32 21.69 6,569,317

3 0.00 0.12 1.00 1.63 2.49 3.58 5.12 7.21 10.88 24.38 6,590,885

4 0.00 0.38 1.00 1.99 2.87 4.16 5.66 7.94 11.80 25.90 6,602,197

5 0.00 0.57 1.26 2.16 3.25 4.49 6.16 8.52 12.49 27.19 6,612,654

6 0.00 0.72 1.48 2.41 3.49 4.79 6.58 9.03 13.14 28.30 6,622,536

7 0.00 0.84 1.66 2.61 3.70 5.20 6.93 9.46 13.71 29.25 6,632,028

8 0.00 0.93 1.80 2.77 3.97 5.43 7.22 9.82 14.21 30.23 6,640,917

9 0.02 1.00 1.94 2.98 4.27 5.60 7.59 10.22 14.67 31.28 6,649,932

10 0.10 1.06 2.08 3.20 4.42 5.90 7.86 10.56 15.24 32.79 6,654,007

Notes: This table reports the average number of owner friends by an individual’s parent SES decile and owner friends decile. Deciles
are constructed within an individual’s birth cohort. Bins do not have an equal number of observations because income deciles are
constructed using all Facebook users, while the analysis sample restricts to individuals with between 30 and 3000 friends.
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Table D5: Average Fraction of Friends who are Owners and Average Fraction of Users who are Owners
for the 30 Most Populous Commuting Zones

Commuting Zone Avg. Fraction of Friends Avg. Fraction of Users

who are Owners who are Owners

Atlanta, GA 0.01338 0.01015

Baltimore, MD 0.01233 0.00875

Boston, MA 0.01406 0.01023

Bridgeport, CT 0.01505 0.01193

Chicago, IL 0.01157 0.00800

Cleveland, OH 0.01277 0.00933

Dallas, TX 0.00940 0.00536

Denver, CO 0.01563 0.01254

Detroit, MI 0.01255 0.00904

Fort Worth, TX 0.00977 0.00596

Houston, TX 0.00873 0.00505

Las Vegas, NV 0.01140 0.00769

Los Angeles, CA 0.00827 0.00476

Miami, FL 0.01014 0.00654

Minneapolis, MN 0.01401 0.00986

New York, NY 0.00951 0.00598

Newark, NJ 0.01122 0.00810

Orlando, FL 0.01046 0.00677

Philadelphia, PA 0.01261 0.00932

Phoenix, AZ 0.01414 0.01070

Pittsburgh, PA 0.01345 0.01008

Sacramento, CA 0.00943 0.00599

San Antonio, TX 0.00853 0.00502

San Diego, CA 0.00964 0.00558

San Francisco, CA 0.00851 0.00477

San Jose, CA 0.00734 0.00402

Seattle, WA 0.01346 0.00998

St. Louis, MO 0.01412 0.01006

Tampa, FL 0.01231 0.00796

Washington DC 0.01157 0.00743

Notes: This table reports the average fraction of friends who are firm owners and the average fraction of users who are firm owners for
the 30 largest commuting zones. The denominator for each column considers only individuals who have listed at least one job on their
public Facebook profile. Sample characteristics for individuals reporting at least one job are reported in Column (2) of Table 1. The
data are described in Section II and Appendix Section A.1
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Table D7: College Design: SES-Specific Exposure Effects

(1) (2) (3) (4) (5) (6)
Dependent Variable Is Owner Is Owner Is Owner Is Owner Is Owner Is Owner

Owner Friends of Friends 2.43 ×10−4 2.16 ×10−4 6.82 ×10−5 1.41 ×10−4

Above 90th Percentile Income (9.02 ×10−5) (9.20 ×10−5) (2.76 ×10−4) (1.55 ×10−4)

Owner Friends of Friends 8.00 ×10−5 5.46 ×10−5 1.37 ×10−4 -5.12 ×10−6

Below 90th Percentile Income (4.50× 10−6) (4.60 ×10−5) (1.50 ×10−4) (2.85× 10−4)

Parent Income Percentile 1.13 ×10−6 1.94 ×10−6

× Owner FoFs Above p90 Income (3.58 ×10−6) (3.70 ×10−6)

Parent Income Percentile −1.22× 10−6 -1.50 ×10−6

× Owner FoFs Below p90 Income (1.95 ×10−6) (2.02 ×10−6)

Observations 725,618 725,618 725,618 573,867 573,867 573,867

Mean of Dependent Variable 0.0026 0.0026 0.0026 0.0027 0.0027 0.0027

SD of Dependent Variable 0.0509 0.0509 0.0509 0.0522 0.0522 0.0522

Mean of Independent Variable 0.38 1.21

SD of Independent Variable 0.73 1.49

Notes: This table estimates treatment effects in the College design separately by the childhood income of the student and by the income
of the connected owner.

93



Table D8: Distribution of Truncated Katz-Bonacic Centrality Estimates

Attenuation Factor Mean Q1 Q2 Q3 Q4 Mean Truncated Katz-Bonacic Centrality
Mean Influence on Direct Connections

0.0040 0.3927 0.0370 0.1500 0.3457 1.0385 1.893

(0.0072)

0.0045 0.5043 0.0439 0.1823 0.4286 1.3630 2.161

(0.0100)

0.0050 0.6518 0.0518 0.2207 0.5309 1.8048 2.514

(0.0144)

0.0055 0.8509 0.0606 0.2665 0.6591 2.4181 2.983

(0.0212)

0.0060 1.1237 0.0706 0.3218 0.8228 3.2805 3.611

(0.0321)

0.006187 (estimate) 1.2509 0.0747 0.3454 0.8956 3.6888 3.898

(0.0376)

0.0065 1.5014 0.0820 0.3888 1.0344 4.5015 4.454

(0.0492)

Notes: This table shows the distribution of truncated centrality estimates across quartiles for different attenuation factors, with standard
errors in parentheses. Column (1) estimates the mean truncated centrality across the sample. Columns (2)-(5) estimate the mean
truncated centrality in each quartile of the sample. Column (6) reports the ratio of mean truncated centrality divided by mean influence
at distance 1 from the focal individual, where influence at distance 1 is calculated as the attenuation factor times degree. Estimates were
obtained using a sampling-based SAKE method (Lin et al. 2021) with inverse sampling probability correction. We generate centrality
estimates for a random sample of 4999 individuals in the analysis data. We estimate centrality up to a distance of 8 from the focal
individual, where connections at a distance ≥ 2 are sampled with with probability 0.01. The estimator and validation exercises are
described in Appendix Section C.1.1.
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Table D9: Top 10 CZs with the Highest Shrunk Total Effect Among the 50 Most Populated CZs

CZ Name Total Effect Direct Effect

Atlanta, GA 2.31× 10−4 1.01× 10−4

Baltimore, MD 2.40× 10−4 9.0× 10−5

Charlotte, NC 2.68× 10−4 1.05× 10−4

Columbus, OH 2.54× 10−4 1.28× 10−4

Grand Rapids, MI 2.37× 10−4 9.0× 10−5

Los Angeles, CA 2.55× 10−4 7.0× 10−5

New York, NY 2.51× 10−4 5.8× 10−5

San Diego, CA 2.46× 10−4 1.17× 10−4

St. Louis, MO 2.36× 10−4 1.26× 10−4

Tampa, FL 2.53× 10−4 1.31× 10−4

Notes: This table lists the top 10 commuting zones (CZs) with the highest shrunk total effect among the 50 most populated CZs. The
total effect measures the overall impact of networking on entrepreneurship, while the direct effect isolates the portion not mediated by
network exposure. Shrinkage was applied to reduce estimation noise: the direct and total effects were adjusted by shrinking towards
the mean effect, where the shrinkage factor is the ratio of signal variance to total variance as in (Bell et al. 2019).
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Table D10: Individual-Level Targeting under Extended Model: High-Impact Individuals

(1) (2) (3)

Commuting Zones in Top
50% of Direct Effect

Commuting Zones in Top
50% of Total Effect

Ratio of
(2)/(1)

Firms Created among Treated Population 1 0.92 0.92

Firms Created among Individuals Not Directly Treated 0.51 0.67 1.30

Total Firms Created 1.51 1.59 1.05

Notes: This table provides counterfactual estimates of the effect of a hypothetical policy on firm entry under the extended model. We
consider a policy targeted to individuals with many existing connections to entrepreneurs who are not entrepreneurs themselves, and
estimate the effects on entry targeted individuals and among all individuals in the economy. The effect of the hypothetical policy is
normalized such that the policy would create one new firm among directly treated individuals if targeted to individuals who live in
commuting zones where the Direct Effect is above the population-weighted median. The first row presents the number of firms created
by individuals directly treated by the policy. The second row presents the number of firms created by individuals not directly treated
by the policy who are induced to entry through the spillover effects. The third row presents the total number of firms that enter, equal
to the sum of the first and second rows. Column (1) considers a policy targeted to individuals living in commuting zones where the
direct effect of the policy is above the population-weighted median, such that the first row of Column (1) is equal to unity under our
normalization. Column (2) considers a policy targeted to individuals living in commuting zones where the total effect of the policy,
including spillovers, is above the population-weighted median. Column (3) calculates the ratio of (2) / (1). The basic model and
estimation approach are described in Section IV. The extension and results are discussed in Section V.C.
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Appendix E: Supplemental Figures

Figure E1: Summary of Data Linkage Relationships

Roster of Estabs.

Facebook Pages

Facebook Users

Contains
• Firm founding date
• Industry (6-digit NAICS)

3.5M Local Business Pages

Contains
• Social Network and History
• Employer
• Job Title
• Demographics

Establishment Match:
• Business Name
• Address
• Phone Number
• Web Address

Job Title Match:
• “Founder”
• “Owner”
• “CEO”
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Figure E2: New Establishments by Year: Benchmarks
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Notes: This figure plots the number of establishments per year from 2011 to 2022 in our sample and in comparable public data. Dashed
lines represent out data, and solid lines represent publicly available data on comparison groups. The dashed yellow line represents all new
establishments identified in the Customer Graph data by year. The green solid line shows the number of new state business registrations
from Andrews et al. 2022, and the pink provides a simple scaling of the green line to adjust for the omission of proprietorships in the
registration data. The dashed blue line presents the number of verified Pages by year, which are created by merging Facebook Pages for
businesses to the Customer Graph. The solid red line represents the number of new employer establishments in the Business Dynamics
Statistics. Further details and analysis are provided in Section II.
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Figure E3: Spatial Patterns in Entry per Capita: County-Level Benchmarking
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Notes: This figure compares the number of matched Facebook pages per capita to the number of new business registrations per capita
in 2016. The reported correlation is weighted by county population. Spatial patterns in business registrations are collected and by
Andrews et al. 2022. Facebook pages are matched to 3rd-party data on U.S. establishments using name, location, and publicly available
contact information. The data construction and matching process is described in Section II.
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Figure E4: New Establishments between 2015-2020 by 2-Digit NAICS Sector: FB vs BDS
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This figure compares the number of verified Facebook pages to the number of new establishments between 2015 and 2020 in all
2-digit NAICS sectors with more than 100,000 new establishments during that period, based on the Business Dynamics Statistics.
Facebook pages are verified and matched to third-party data on U.S. establishments using name, location, and publicly available
contact information. The data construction and matching process is described in Section II.
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Figure E5: Sample Facebook Business Page

Notes: This figure presents a sample Facebook page for a local business. We use Facebook pages to connect business owners with
Facebook profiles to firmographic data. Details of the linking process are presented in Section II.
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Figure E6: Age and Gender Breakdown of Owners
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Notes: This figure depicts the age and gender distributions of firm owners identified in our data. Our data contain 630,000 individuals
that can be matched to pages in 3rd-party data Owners are matched to pages using the individual’s self-reported employer and job title
on their public Facebook profile. Details of the matching procedure are described in Section II
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Figure E7: Number of Firm Owners on Facebook by Firm Start Year
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Notes: This figure displays the number of firm owners in the primary sample by the year that they started their first firm. Note that
the set of firms for this figure are those that survive the matching process described in Section A.1 where data from the Customer
Graph and Establishment Pages are matched. This matching procedure identifies about 695,000 firm founders, from which we create
this figure. A detailed description of the dataset and matching process can be found in Section II.
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Figure E8: Firm Ownership by Rates of Firm Ownership Among Friends
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Notes: This figure shows that the fraction of an individual’s friends who own a business predicts whether the individual owns a business
among individuals with more than 100 friends.
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Figure E9: Firm Ownership by Number of Firm Owners Among Friends: Alternative Owner Defi-
nitions and Outcomes

Notes: This figure presents scatterplots of the fraction of individuals who own a firm by the number of friends they have who own a
firm for alternative definitions of the outcome. The upper left plot restricts to firm owners that have zero co-founders. The upper right
plot restricts the definition of firm owners in the sample only match those who fuzzy string match the term ”founder”. The lower left
considers as the outcome whether an individual starts a firm with $10 million in revenue, and the lower right considers as the outcome
whether an individual starts a firm with 50 employees.
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Figure E10: Firm Ownership by Number of Firm Owners with $1 Million in Annual Revenue Among
Friends

Notes: This figure shows that the number of an individual’s friends who own a business with $1 Million in annual revenue predicts
whether the individual owns a business.
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Figure E11: Probability of Owning a Firm by Number of Firm Owners among 10 Closest Friends
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Notes: This figure repeats the analysis performed in Figure 2a, but restricts the dataset to the 10 closest friends. Close friends are
identified based on a model which measures the frequency of public interactions such as likes, comments, and tags. Section A.2.4
gives a detailed description of how close friends are identified. This figure shows that even when restricting to only consider the 10
closest friends, the number of an individual’s friends who own a business still predicts whether the individual owns a business. Further
description is provided in Section II.B.
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Figure E12: Founding Rates by Friend Ownership Rates and Friendship Length

0.000

0.005

0.010

0.015

0.020

0.025

0.000 0.005 0.010 0.015 0.020
Fraction of Friends that Own a Business

P
ro

ba
bi

lit
y 

of
 O

w
ni

ng
 a

 B
us

in
es

s 
S

ta
rt

ed
 A

fte
r 

20
15

Friend Founded After 2015
Friend Made After 2015
Friend Founded After 2015
Friend Made Before 2015
Friend Founded Before 2015
Friend Made After 2015
Friend Founded Before 2015
Friend Made Before 2015

Notes: This figure repeats the analysis from Figure E8 but disaggregated by the year the friendship was formed and the year the friend
founded their firm. This figure demonstrates that the relationship between entrepreneurship and friendship holds across both founding
date and friendship formation date. Further detail on the data provided in Section II.B.
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Figure E13: Owners Meet Owners in the Year they Start a Business
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Notes: This figure displays the yearly rates at which owners befriend owners, separated by the year that the focal owner started their
firm. This specification includes year fixed effects and adds back the overall mean across all periods. This figure is further analyzed in
Section II.B.
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Figure E14: Distribution of Owner Friends by Industry Similarity
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Notes: This figure shows the number of owner friends present at each industry level. Each color is a separate distribution showing the
number of owner friends in each industry level separated by NAICS class. So, the red color graphs the distribution of friends in the
same 6-digit NAICS industry, the green color graphs the distribution of friends in the same 4-digit NAICS industry group, and the blue
color graphs the distribution of friends in the same 2-digit NAICS sector. Detailed analysis is given in Section II.B.
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Figure E15: Average Number of Owner Friends by Percentile of Parent Income
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Notes: This figure plots the average number of friends who own a firm at present, by income percentile of the focal individual’s parents.
Income measurement is described in Appendix Section A.1.
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Figure E16: Average Fraction of Friends who Own a Firm vs Fraction of Individuals who Own a Firm by County
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Notes: This figure is a county-level scatterplot comparing the fraction of friends who are owners with the fraction of users who own a
firm. The plot includes all counties with Individuals in the analysis sample are born between 1966 and 2000, have between 30 and 3000
friends, and list at least one job title on their Facebook profile. Friends are restricted to those that have at least one job title. Counties
with fewer than 1000 users are omitted. The LOWESS best fit is weighted by the number of observations in the county. Summary
statistics for the sample are provided in Table 1.
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Figure E17: Geographic Variation in Entrepreneurship and Number of Owner Friends
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Notes: This figure presents coefficients from two individual-level regressions of entrepreneurship status on the mean rate of entrepreneur-
ship in the individual’s commuting zone as measured on Facebook. The first model shows that the coefficient on local ownership rates
are equal to one in a univariate regression. The second model shows that the predictive power of local entrepreneurship rates drops
dramatically when the individual-level number of owner friends is included as a control. Both regressions are run on all individuals
who were born between 1966 and 2000, have between 30 and 3000 friends, and have at least one self-reported job title on their public
Facebook profile, equal to 67 million individuals. Summary statistics for the sample are presented in Table 1.
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Figure E18: Distribution of Owner Friends-of Friends in College
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Notes: This figure plots the number of owner friends-of friends in the College Design. For this figure, in order to ensure that only
an individual’s friending behavior and activity are driving the results, we impose a number of specific characteristics on 2nd-degree
connections formed during the first 12 weeks of the academic year. Specifically, for some person i and a new second-degree connection j,
we must satisfy the following conditions: 1. i and j were not friends and had no mutual friends prior to i turning 18. 2. Between weeks
33-44 of the year i turned 18, i becomes friends with one of j’s friends (whom j had known before the year i turned 18). 3. j started
a business before the year i turned 18. These specifications ensure j’s friending behavior and founding activity are held constant while
analyzing the impact of i’s friending behavior. Detail on the design of the model is given in Section III.A.
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Figure E19: Interactions with Local Business Pages by Year of Move
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Notes: This figure plots the average mean interactions (likes plus follows) between movers and local business pages in the origin vs. the
destination for movers in each year between 2016 and 2020. Further information is provided in Section III.B
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Figure E20: Commuting-Zone by Sector Difference in Differences
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Notes: This figure repeats the analysis in Figure 8a but defines the destination market at the commuting zone-by-sector level. The
same technical designs are used from Figure 8a to produce the results in this figure. Further analysis of the figure and comparisons to
Figure 8a are given in Section III.B.
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Figure E21: Predictors of Fraction post-2015 Friends who are Owners
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Notes: This figure plots the coefficients obtained from an individual-level regression of each of the listed predictors on the number of
owner friends made after 2015. All explanatory variables other than female and college are standardized. Further analysis of the figure
is given in Section III.B
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Figure E22: Effect of a Friend Moving to a High-Entrepreneurship CZ: Mover does not Start a
Business
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Notes: This figure repeats the analysis in Figure 8a but only considers movers who do not start a business. As with Figure E20, the
same technical designs are used from Figure 8a to produce the results in this figure. Further analysis of the figure and comparisons to
Figure 8a are given in Section III.B.
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Figure E23: Performance of Katz Centrality Estimator in Public Data

Notes: This figure gives an individual-level scatterplot that validates our Katz-Bonacic estimator by comparing true Katz-Bonacic
centrality with estimated centrality in a publicly availalbe subgraph of the Facebook network with 4039 nodes ((Leskovec and Sosi
2016)). We estimate truncated centrality up to a network distance of 8, and sample connections at distance greater than 2 with
probability 0.01. We implement the sampling estimator described in (Lin et al. 2021). Details on the design of the model and estimator
are given in IV.A.
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Figure E24: Movers Design: Effect of Friend Migration by Non-Mover’s Commuting Zone En-
trepreneurship Rate and Pre-Move Network
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Notes: This figure presents difference in difference estimates of the effect of a mover to a commuting zone with above-median en-
trepreneurship rates, as measured by the average number of new jobs per capita at firms less than one year old between 2010 and 2020
in the Business Dynamics Statistics. Estimates are by the fraction of the non-mover’s pre-2015 network that are business owners, and by
above/below median rates of entrepreneurship in the non-mover’s commuting zone. The 3 bins of network exposure to business owners
are defined by individuals who have no friendship with entrepreneurs, individuals with fewer owner friends than would be expected
from random sampling, and individuals with more owner friends than would be expected from random sampling. The outcome is the
rate of firm founding among non-movers who are friends with a mover. Moves between 2016 and 2019, inclusive, are used as treatment.
Control groups include movers between 2017 and 2020. Firm ownership is measured up to the year prior to the move in the control
group. The approach is described further in Section V.C.1.
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