Inclusive Infrastructure: People versus Place *

Clare Balboni * Gharad Bryan ¥

London School of Economics London School of Economics

Melanie Morten § Caylee O’Connor 1 Bilal Siddiqi :
Stanford University and NBER Stanford University CEGA

July 18, 2025
Preliminary version: please check with authors for most recent draft before circulating

Abstract

Roads, rail, and other public transport in a city are inherently “place-based,” in that
they are built in specific neighborhoods. However, in the presence of resorting, an im-
provement in outcomes at the place level does not necessarily mean improvements in
outcomes for the individuals who live there. We present a framework to clarify how
changes in outcomes observed at the level of a place relate to changes in outcomes
for the people who live there, differentiating between initial residents (those who lived
there before construction) and final residents (those who live there once it is built).
Using panel data tracked on locations and individuals, we provide a decomposition
to separate the causal effects of transportation from the compositional effects of popu-
lation resorting. We illustrate the method using data from the Bus Rapid Transit (BRT)
system expansion in Dar es Salaam, Tanzania, where we find that such compositional
effects can meaningfully alter assessments of the economic impacts of the new infras-
tructure.
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1 Introduction

The world’s cities are engines of growth and often a refuge for the poor (Glaeser, 2012).
They reflect a balance between two externalities: agglomeration economies, which raise
productivity and amenity and draw people into cities, and congestion externalities, which
reduce health, safety, and effective density, pushing people out. A central goal of urban
governance is to provide local public goods—such as parks, transportation, and police
stations—that mitigate congestion and enable more people to benefit from agglomeration
economies.

However, these goods are built in places, not allocated to people. As a result, who
benefits from them, and how they are used, depends on an endogenous selection pro-
cess. For example, public transport that a government hopes will increase access to jobs
may attract those who already work but value commute convenience, such that the policy
does not induce its desired outcome. Alternatively, a transit line designed to help poor lo-
cal residents may lead to rent increases that price out incumbent low-income households
(e.g., Balboni et al., 2021), meaning the public good ultimately accrues to wealthier new-
comers and the policy misses its target. Understanding this selection process is essential if
we aim to build inclusive cities and achieve desired policy outcomes from infrastructure
investments.

While a growing literature studies the causal impacts of infrastructure, we know little
about how endogenous selection shapes who ultimately benefits. Existing studies ei-
ther evaluate average impacts on places (e.g., Gibbons and Machin, 2005; Donaldson and
Hornbeck, 2016), or infer distributional effects via structural models with strong para-
metric assumptions (e.g., Tsivanidis, 2024). Two key barriers have limited more direct
evidence on individual-level impacts on people. First, available urban data—especially in
developing countries—are often repeated cross-sections, making it difficult to track indi-
viduals over time and limiting identification to place-based treatment effects. Second, we
lack a clear empirical framework that relates such place-based effects to causal effects for
well-defined groups of people.

This paper addresses both challenges in the context of the first phase of the Dar es



Salaam Bus Rapid Transit (BRT) system, the first of its kind in East Africa, opened in 2016.
This infrastructure aims to provide rapid public transport via dedicated busways in one
of Africa’s fastest-growing cities. The Dar es Salaam BRT is World Bank funded, and it
is hoped that programs like this will contribute to efficient, green, and inclusive mobility
across African cities (World Bank, 2022). A specific goal of the project is to improve access
to productive work opportunities, leading to increased employment and earnings. We
concentrate on evaluating the success of the project in delivering on these labor market
goals. Dar es Salaam is, however, a high mobility city—over three years, 40% of individ-
uals in our sample (and more than 50% of renters) move house—making it unclear who
will benefit from the completed project.

We collect bespoke data designed to estimate both causal and selection effects, with
four key features. First, we surveyed 1,750 households living throughout the city of Dar es
Salaam before the BRT began operating—one of the largest household samples of its kind
in a developing city. Second, we tracked this baseline sample and conducted a follow-
up survey three years later. This allows us to estimate how original residents near the
BRT route responded. Third, when baseline households moved away, we surveyed the
new in-movers in their original structures, collecting retrospective information on their
pre-BRT outcomes. This allows us to observe the full dynamics of population turnover
and estimate impacts on those who end up living near the BRT. Finally, we link the panel
to detailed pre- and post-BRT travel time data, providing granular measures of actual
exposure to infrastructure improvements in order to estimate causal impacts.

We develop a difference-in-differences framework that allows us to define and es-
timate relevant causal and selection parameters. We consider two defined and policy-
relevant groups of people: initial residents (composed of households who stay and those
who exit a location between baseline and endline) are those most likely to have been
the policy maker’s desired beneficiaries, while final residents (households who stay and
those who arrive in a location between baseline and endline) are those who can ultimately

access the BRT.! In addition to estimating treatment effects on initial and final residents

IStronger assumptions would be required to estimate impacts on other subgroups, such as stayers, since
the exiters and arrivers in ‘treatment” and ‘control” locations will be different if the BRT induces selection,
and hence who is a stayer is endogenous to treatment.



we also estimate treatment effects on place. If arrivers differ to exiters, then the place-
based effects will include a selection term. We define positive selection on characteristics
as the case where arrivers into a treated location have better baseline characteristics than
exiters—for example if they are more educated or are more likely to have been working
at baseline. This selection term determines who is the final recipient of the infrastructure,
whether the infrastructure reaches its policy goals, as well as the relationship between
place-based estimates and treatment effects for well defined groups of people.

Comparing the relative causal effect of the BRT on (i) places; (ii) initial residents, or
those who were living in locations affected by the BRT prior to construction; and (iii) final
residents who are living in BRT-affected locations after construction yields insights into
the economic interpretation of resorting. When there is no selection on characteristics,
place-based estimates will be the same as final-resident estimates. However, it is possi-
ble that there is a positive place-based estimate, but no impact on final residents. This
would occur, for example, if those with ex-ante high labor market engagement select into
affected areas served by the BRT to benefit from convenience benefits unrelated to em-
ployment access. Considering the treatment effects on initial residents yields information
about whether those who are displaced or move away from the BRT still benefit from the
infrastructure. In extreme cases of gentrification, there are concerns that initial residents
could end up either not benefiting as much as final residents or potentially even being
harmed by place-based investment. Empirically, comparing treatment outcomes for ini-
tial residents to those of final residents measures whether those who arrive have larger
gains that those who left.

Applying these methods to estimate the impacts of the Dar es Salaam BRT system il-
lustrates how accounting for selection effects can change estimates of the causal effects
of place-based investments. We show that, conditional on appropriate parallel trends as-
sumptions, it is possible to identify the relative causal effect of the BRT on (i) places; (ii)
initial residents, or those who were living in locations affected by the BRT prior to construc-
tion; and (iii) final residents who are living in BRT-affected locations after construction. In
order to account for spatial endogeneity in the placement of the BRT line in our estima-

tion, and support the parallel trends assumption underlying our approach, we demean



exposure to Phase 1 of the BRT by expected exposure to the full set of planned BRT lines
(following Borusyak and Hull (2023)), and condition on a large number of potential con-
ditioning variables following Belloni et al. (2014).

Location-based estimates reveal that there are strong positive treatment effects of the
BRT on place. Areas with greater access to the BRT see increases in both labor force
participation (for instance, those who are “highly treated”, which we define at the eighti-
eth percentile of the demeaned treatment variable, see on average a 4% increase in labor
force participation, relative to a mean endline value of 68%) and household income (cor-
responding 5% increase), consistent with findings from other contexts in the existing lit-
erature that transport access can improve labor market outcomes (Duranton and Turner,
2012; Asher and Novosad, 2020; Tyndall, 2021). We then show evidence that these posi-
tive estimated impacts may be driven at least in part by selection. First, rental rates rise
substantially in impacted areas. This is consistent with positive welfare impacts of the
BRT, but is likely driven by those with higher willingness to pay for BRT access bidding
up rents. Second, we compare baseline characteristics of final and initial residents. These
results reveal that arrivers have more education, and higher individual- and household-
level income at baseline, than exiters. This raises the possibility that at least some of the
positive estimated place-based impacts may reflect selection of those with better labor
market outcomes into areas with readier access to the new BRT line.

We use our framework to understand the importance of these selection effects and
present estimates of the causal effects of the BRT system for people rather than place.
This analysis reveals that treatment effects on individuals, for both labor market par-
ticipation and earnings, are quantitatively smaller than treatment effects on these out-
comes for place. Alongside smaller point estimates for people-based relative to place-
based estimates, for some outcomes this can yield a different conclusion as to whether
impacts are statistically distinguishable from zero at conventional levels: for instance,
at the 5% significance level, place-based estimates would suggest statistically significant
impacts on household income, while people-based estimates for both final and initial res-
idents would not. While the BRT had strong positive impacts on labor market outcomes

for place, causal impacts on labor market outcomes for people are revealed to be much



weaker. Overall, the patterns of people- and place-based estimates are consistent with
positive selection on characteristics. Those who ultimately have access to the BRT are
largely those who would have fared well in the labor market, even in the absence of the
infrastructure.

Beyond documenting how selection shapes who gets access to infrastructure, our re-
sults also have implications for the evaluation of public infrastructure in cities. A re-
searcher using a place-based estimate in our setting may inadvertently infer that the in-
frastructure has much stronger positive impacts on people than its true causal effects.
It is natural to ask whether this researcher could have recovered our estimates using a
repeated cross section by controlling for selection. One such strategy adopted in the ex-
isting literature is to control for changes in demographic characteristics that might predict
labor market outcomes, such as educational attainment. If these demographic character-
istics predict baseline outcomes well, then they can be used to control for selection on
characteristics and recover final resident treatment effects.

We evaluate how successful this strategy of adding controls is in recovering causal
estimates for individuals in our data. While the previous results suggest that selection
on characteristics is likely to be more important than selection on treatment effects in
our setting, we consider the impacts of adding controls for both demographic variables,
baseline labor market variables, as well as neighborhood fixed effects to tackle selection
on characteristics. We show that, using the demographic variables that we have avail-
able (including education and age), we cannot recover the final resident treatment effect.
The place-based estimate with these controls remains positive and statistically significant,
implying that selection on characteristics in our data is not driven by selection on de-
mographics. Adding controls for neighborhood fixed effects and labor market variables
using information available from our tracking data also fails to return individual-level es-
timates, suggesting that patterns of selection are complex and not fully predicted by the
observable characteristics captured in our survey. As such, structural models incorporat-
ing simple uni-dimensional models of selection may fail to capture fully the complexity
of selection effects that can affect estimates of the causal impacts of investments on indi-

viduals.



This paper contributes to several literatures. A fast-growing literature in urban eco-
nomics uses quantitative spatial equilibrium models to study how investments in pub-
lic transportation, including BRT systems, affect city structure and aggregate outcomes
across a range of contexts (Allen and Arkolakis 2022; Heblich et al. 2020; Zarate 2023;
Gadubh et al. 2022), as well as distributional implications for inequality (Tsivanidis 2024;
Barwick et al. 2024; Couture et al. 2024; Chapelle and Ubeda 2025). Challenges in track-
ing individuals have meant that there is little direct evidence on whether public goods
stay with those at whom they are targeted, and structural approaches to studying this
typically require strong modeling assumptions. Where panel data does exist, it tends to
be sourced from administrative datasets which typically contain limited covariates. For
example, Warnes 2024 innovatively uses electoral registration data to measure migration
responses to Buenos Aires” BRT but the electoral data only captures occupation and no
work or income covariates. We complement this literature by focusing on how popu-
lation resorting and accurate tracking of mobile populations can affect estimates of the
implications of transport infrastructure for labor market outcomes, as well as collecting
original household surveys covering income, demographic, and commuting behavior.

Several studies of broader place-based policies highlight the importance of accounting
for changes in demographic composition resulting from selection when estimating causal
impacts, finding muted effects on population dynamics from urban renewal policies in
the United States and Spain (Collins and Shester, 2013; Gonzalez-Pampillén et al., 2020),
but stronger evidence in response the construction of the US interstate highway system
(Weiwu, 2024). This complements a wider literature examining sorting behaviors over
space, including how this can vary with skill level and over individuals’ life cycles (Al-
bouy and Faberman, 2025). We collect novel bespoke data and present a framework to be
able to study the importance of such selection effects in evaluating the impacts of public
transport investments which are widespread in fast-growing developing country cities.

A small but growing related literature uses a combination of repeated cross section
and demographic data, together with quantitative models, to focus specifically on gentri-
tication. Gechter and Tsivanidis (2023) provide reduced form evidence for gentrification

caused by the redevelopment of old mill cities in Mumbai, and use a dynamic spatial



model to estimate welfare implications. As in the case of Weiwu (2024), gentrification
effects are inferred from changes in demographics in affected areas; in contrast, we lever-
age panel data tracking residents as they move in order to provide direct evidence for
population resorting in response to the new infrastructure. Almagro et al. (2024) and
Almagro and Dominguez-Iino (2024) use structural quantitative models to examine sim-
ilar impacts of Chicago’s public housing demolitions and mass tourism in Amsterdam,
respectively. Brummet and Reed (2021) uses longitudinal census microdata to study gen-
trification in the USA and finds that this is driven primarily by differential in-migration of
higher educated, higher income people paying higher rents, with more modest increases
in incumbent out-migration. Finally, Couture et al. (2024) uses a quantitative model to
estimate the extent to which gentrification in cities accentuates rising inequality. Perhaps
most closely related to this paper, Autor et al. (2025) study the causal impact of the China
shock using tax data that forms a panel. While the focus of their analysis is different,
they have a related emphasis on the difference between impacts on people and impacts
on places.

The rest of the paper is structured as follows. Section 2 outlines the framework we use
to study the causal impacts of the BRT on initial and final residents in targeted locations,
and distinguish these from selection effects. Section 3 describes the empirical setting, data
collection, and key motivating facts from our panel survey data. Section 4 discusses our
central results on the impacts of Dar es Salaam’s BRT system on place and people. Section
5.1 considers how far the selection we identify could be controlled for using information

typically available in repeated cross-sectional data. Section 6 concludes.

2 Framework

This section describes our framework that links together place- and individual- treatment
effects. We start with a simple example to set ideas, and then move to developing the
model and modified parallel trends assumptions to identify the three sets of treatment

effects: effects on place, initial, and final residents.



2.1 Intuition and notation: Place-level vs person-level changes

We begin with a simple framework to clarify how changes in outcomes observed at the
level of a place relate to changes in outcomes for the people who live there. This section
serves to build intuition and introduce notation; causal interpretation is discussed in the
following subsections.

Let y]]filjc denote an outcome for household & measured at baseline, when they lived in
initial location i, and which later moved to final location f. Let yf# be the same outcome
measured for the same household at endline. Table 1 summarizes the measured data for

the case of a household & who initially lived in place p and moved to f, and a household

h" who initially lived in place i and moved to place p.

Table 1: Example data: place p

Baseline Endline

Initial resident (exiter) YI?;I;f y,}frff

Final resident (arriver) y%p y,%p
BL EL

Place yhpf yh/ip

We define the following changes in outcomes observed between baseline and endline.
The initial resident change Ayy,,r = y%f - y%f describes the change in outcome for the

E

person originally living in p. The final resident change Ay, = yﬁ,&p — yEL describes

/1P
the change in outcome for the person living in p at endline; and the place-level change
AYpy = y%p — Yj,ys describes the difference in outcomes observed in location p between
baseline and endline.

We now show how this place-level change can be decomposed into two intuitive com-

ponents: the person-level change and composition effects.



BL .
h'ip*

We obtain a decomposition via final resident by adding and subtracting y
EL BL
AYni'y = Yiiip = Ynpr
EL BL BL BL
= (yh’ip - yh’ip) + (yh'ip - yhpf)
= AYpiy + Yy

Final Resident Change  Baseline Composition Effect

This characterizes the change in outcome at place p as the change in outcome for the
final resident, plus the baseline difference in outcomes between initial and final residents.
Note that both the final resident change and the baseline composition effects are observ-
able if all data in Table 1 are collected.

Alternatively, adding and subtracting y%f yields a decomposition via initial resident:

_ ,EL BL
AYnwp = Yiip — Ynps
_ (EL BL EL EL
= <yhpf - yhpf) + (yh’ip - yhpf)
_ EL
= AYnpf + 2Yhi'p
N—— N——r
Initial Resident Change  Endline Composition Effect
where the endline composition effect is the difference in outcomes between the arriver
and the exiter, measured at EL. It is also directly observable if all data in Table 1 are

collected.

2.2 Identifying causal effects

This section outlines how we identify the causal effect of the new transport infrastructure
on people—both initial and final residents—Dby leveraging our novel panel data and track-
ing methods. We distinguish these person-level treatment effects from standard place-
based estimates and show how comparisons between these estimates reveal selection on
characteristics.

Our key assumption is a conditional parallel trends assumption which requires that, con-

ditional on baseline characteristics, changes in accessibility are as good as randomly as-



signed with respect to (counterfactual) outcome trends for both initial and final residents.
More formally, assume the city is composed of N locations and let AT = {ATy, ..., ATy}
denote the change in travel times to the central business district caused by the new trans-
port infrastructure. Each household / lives in an initial location i at baseline (prior to
opening of the new transport infrastructure) and moves to an endogenous final location

f(AT) at endline.” The potential change,

Ayhif(AT=0)(AT =0) = (y%f(ﬂzo) - yﬁ%‘(AT:O)) (AT =0),

denotes the baseline to endline change in outcome y that would have occurred in the
counterfactual scenario in which the new transport infrastructure had not been built (i.e.,

AT = 0). Our conditional parallel trends assumption then implies that:

Aypig(ar—0)(AT = 0) L ATy, ATy a1y | Xif(aT—0): (CPT)

BL

where x F(AT=0

) are baseline characteristics of household h.

Initial resident treatment effects

Consider the regression:
Aypif = ol + BIAT, +f(x%) + €pif-

Assumption (CPT) implies that ey,;¢ I AT;. The term o captures the counterfactual com-
mon trend for all initial residents, and B! identifies the causal effect of the relative change
in travel times caused by the new transport infrastructure on initial residents (assuming
a linear effect).

It is worth emphasizing that, without further assumptions, B! captures relative effects.
For example, suppose ﬁI > 0, but the new transport infrastructure caused a common
decrease in outcomes for all locations. This common decrease would be captured in &'

and we would only know that initial residents who saw a larger reduction in travel times

%It may be thati = f(AT). In this case / is termed a ‘stayer’.
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saw a relatively smaller decrease. The final part of this section discusses how relative
changes are sufficient to establish our central claim that estimated effects on place and

people differ in important ways.

Final resident treatment effects

Consider the related regression:
Ayhif =af + ﬁFATf + f(x,’ilf) + Enif-

Again, (CPT) implies that €;;; I ATy conditional on of, which captures counterfactual
trends that would have occurred for final residents in the absence of the new transport in-
frastructure. As previously, Bf captures a relative causal effect, this time for final residents.
The conditional parallel trends assumption (CPT) implies that, conditional on covariates,

final and initial residents have common counterfactual trends: &/ = &F.

Place treatment effects

A place p may have different household residents in the baseline and endline data. To

formalize this, let each location p € N have a potentially different resident at baseline (/)

and endline (%), and let

be the change in outcomes that would have occurred in place p if the new transport in-
frastructure had not been built. Authors studying the causal effect of infrastructure on
place use a variety of identification assumptions. A common example (e.g., Gibbons and
Machin (2005) and Faber (2014)), which we follow here, is that, conditional on the baseline
covariates of initial residents, the new transport infrastructure was not targeted at places

where outcomes would have evolved differently in the absence of the new infrastructure:
Aypny(AT = 0) 1L AT, | xj7. (1)

11



This may arise, for instance, if those planning the new transport infrastructure system
may have targeted the lines based on characteristics of the population, but did not have

access to information on population trends. With this assumption, the regression
—_ 4P P BL
Ayhh’p =a +j ATP +f(xhpf) + €ni'p

identifies the relative causal effect of the new transport infrastructure on place.

We discuss the relationship between this parallel trends assumption and the assump-
tion (CPT) defined above to identify causal people-based estimates. This comparison re-
veals that (CPT) is weaker than common parallel trends assumptions invoked to estimate
place-based effects. To compare the two assumptions, note that the set of people living in
location p can be decomposed into three groups: stayers S, = {h:i = p, f = p}; exiters
E, ={h:i=pf # p}; and arrivers A, = {h : i # p,f = p}. Denote 12” to be an
indicator that takes the value one when / is in the stayer set for place p (and similarly for

exiters and arrivers). The change in outcomes in location p can then be written

5 E
Aynwp(AT =0) = 1,"Ayjirar—0)(AT =0) +1," (3/5/{1 - %]lejf)
5 E
= <1hpAyhesp +1, (Ayh/eA,, + (Viea, — yfé};,,))) (AT = 0).

Conditioning only on xl%f, (CPT) implies that the first term (which applies to stayers),

BL
h

and y €E,

(which applies to exiters) are independent of AT. The remaining terms, which
apply to entrants, are not independent of A, because we have not conditioned on their
characteristics. This then implies that (1) requires, in addition to (CPT), that arrivers’
trends are unconditionally independent of travel time changes and arrivers’ baseline char-
acteristics (or equivalently that the new transport infrastructure should be independent of

arrivers’ endline characteristics). A consequence is that under this stronger assumption,

required to estimate place-based effects, all trends are common: §” = §! = &F.
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2.3 Identifying selection effects

As earlier, relating place-based estimates to final resident estimates yields:

S EL BL E EL BL
Aymep = 1 [yh'esp - yh/esp] +1," [yh’eAp - yheE}
S EL BL E EL BL E BL BL
= 1 [yh/esp - yh/esp] +1, [yh/eAp - yh’eAp] +1, [yh/eAp ~ Ynek,
E BL BL
= Aywpp T 1’ [yh’eAp - ]/heEp}
‘ﬂ (. J/

Final Resident  gelection on characteristics (Baseline composition effect)

Hence, the change in outcomes experienced in the place is equal to the change for final
residents, plus a selection term: yE,LE 4~ yEéE. We refer to this as selection on characteristics
(and was termed the baseline composition effect earlier). This term implies that changes
in outcomes at the level of a place will be larger than changes in final resident outcomes
if arrivers were doing better in the baseline than exiters. Note that here characteristics
refers both to the characteristics of the person, and the characteristics of the place they
are living when the data is recorded; we return to this below. In our DID framework, this
then implies:

E(Ayy)(AT) = 8" + BPAT = §F + BFAT + oCAT

where 0 = 7, ) [yg/l“e A, ~ yﬁéEJ . As a consequence, selection on characteristics can be
identified by comparing place and final resident treatment effects: o© = ¥ — gF.

Using a similar approach to relate place-based to initial resident estimates:

S EL BL E EL BL
Aymy = 1) [l/hes,, - yhesp} +1, [yh/eA,, - yheE,,]
s EL BL E EL BL E EL EL
= 5 [yhesp - yhesp} +1,) []/heEp - yheEP} +1,7 []/h’eA,7 - yheEp]
E EL EL
AYppy  + 1,7 [yh/eA,, - yheEJ : (2)
N—— N _

Initial Resident  gelection on outcomes (Endline composition effect)

The final term here, labeled “selection on outcomes”, is not a standard selection term. It
indicates that place effects will be larger than initial resident effects if those who arrive
have better outcomes (endline composition effect from earlier) than those who exit. This

combines the usual notion of selection with an endogenous causal effect.

13



To summarize and link our estimates to concrete policy goals, consider a policymaker
who has both targeting and outcome goals. Specifically, suppose that goal of the new
transport infrastructure is to (a) improve labor market outcomes for initial residents but,
if that is not possible, to (b) ensure that labor market outcomes are improved for at least
some residents. Suppose she observes a positive place-level treatment effect on labor
market indicators. Can she conclude that either goal has been achieved? The framework
above implies that this is not necessarily the case. In the worst-case scenario, the observed
place-level effect is entirely driven by selection on characteristics: the new transport in-
frastructure causes no real improvement for anyone, but simply draws in individuals
who would have performed better regardless. In this case, final residents do not bene-
fit, nor do labor market outcomes improve because of the new transport infrastructure
itself—the apparent gains reflect only compositional change. Why might this happen?
Consider that individuals already in the labor force may place higher value on improved
transport and relocate accordingly, raising average employment in treated areas without
affecting anyone’s actual employment trajectory. The question about whether welfare for
initial residents is not directly observable from place-based effects. A positive place-based
estimate could coexist with a negative initial resident estimate if the displacement effects
were severe. Welfare may rise through better matching or convenience, but it may fail
on both counts: it neither improves outcomes for initial residents, nor does it causally

improve labor market outcomes for anyone.

24 General equilibrium, spillovers, and SUTVA

We have so far emphasized that all of our treatment effects are relative: they compare
outcomes between more- and less-treated locations, but do not capture the total general
equilibrium (GE) effect of the new transport infrastructure. For example, even if areas
with improved new transport infrastructure access show gains, these may be offset by
declines elsewhere—yielding no net impact at the city level.

To interpret relative effects as total causal effects, we must invoke additional assump-

tions—typically some version of the Stable Unit Treatment Value Assumption (SUTVA). One
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common form of SUTVA, in the context of place-level analysis, assumes that:
Ayhh’p(ATlr ey ATP’ ce ,ATN) = Ayhh’p(AT{r ey ATP’ ey ATI/\])

whenever AT, is unchanged.’ That is, the change in outcomes at p does not depend on
travel time changes elsewhere. Combined with a conditional parallel trends assumption,
this implies that estimated place-based effects are also valid estimates of the new trans-

port infrastructure’s total impact on those locations.

3 Empirical setting and data collection

This section describes the empirical setting in Dar es Salaam and our data collection ef-

forts.

3.1 Dar es Salaam Bus Rapid Transit system

With a growth rate of 6.5%, Dar es Salaam is one of the fastest-growing cities in Africa
(The World Bank, 2019). Traffic congestion is a severe problem (Mpogole and Msangi,
2016), costing the city an estimated $1.8 million each day in lost productivity (The World
Bank, 2019). To help address these challenges, a six-phase BRT system of dedicated trunk
lanes spanning 141km, shown in Figure 1, is being being built in the city between 2005-
2035, the first of its kind in East Africa.

Operations commenced on the system’s first phase, connecting the city’s central busi-
ness district to residential areas in the city’s northwest (Kinondoni), in May 2016. Within
its first year of operations, the system was carrying 165,000 passengers per day. Later
phases of the BRT system are planned along other radial routes connecting the central
business district to the south (Temeke district, Phase 2), southwest (Ilala district, Phase 3),

and north (Phase 4), as well as orbital and connecting routes (Phases 5 and 6).

3This assumption is implicit in all paper that make use of DID methods to evaluate transportation in-
frastructure, and indeed in paper using other methods such as IV. See, for example, Gibbons and Machin
(2005), Faber (2014).
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3.2 Data collection

We fielded household and individual level panel surveys that allow us to track both struc-
tures and residents from before the opening of the BRT until three years afterwards. We
collected a baseline survey of 1748 structures and interviewed one male and one female
respondent from each. We then track along two dimensions during our endline survey
three years later. We resurveyed baseline respondents, wherever they were living at end-
line (creating a panel of households), and we surveyed any new households residing in
the original structures surveyed at baseline (creating a panel of structures). For new res-
idents of original structures, we also collected retrospective data on their key outcomes
three years prior, in order to obtain baseline observations for all individuals in the panel.*

Appendix Figure A1 outlines the timeline of survey and operational activities.’

3.2.1 Baseline household survey

Our baseline household survey was conducted in January-February 2016, before the first
phase of the BRT began operations in April. We used a geographical sampling strategy to
ensure coverage across the entire city of Dar es Salaam by selecting 141 clusters at equal
intervals along 12 arcs at radii increasing at 1.5km intervals from the central business
district, as shown in Figure A2. We conducted interviews at 125 of these clusters.® At
each cluster location, a random walk was used to select 12-14 households to interview,
yielding a total of 1748 households that were available for and consented to interviews.
We conducted three interviews at each household. A household module was con-
ducted with any knowledgeable household member found at the house, covering house-
hold demographics, dwelling information, assets, consumption, and summary education

and employment information for all household members. A separate survey was then

“The retrospective data is collected for all households, allowing validation for the initial sample by
comparing the actual responses collected at baseline to the retrospective responses collected at endline. We
discuss these results Section ??.

5In addition to the primary baseline and endline survey rounds, we completed a midline attrition survey
as well as several rounds of phone surveys, included in Appendix Figure Al. These additional surveys were
used primarily to assist with tracking households.

®The remaining 16 clusters were military or special residence compounds, non-residential areas, or des-
ignated hazardous areas where we were not able to conduct interviews.
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administered to one male and one female respondent aged above 17 years, randomly
selected from their respective qualifying group in the household. This survey included
more detailed questions on employment, income, commuting and neighborhood ameni-
ties. This survey was administered to a total of 3104 individuals.

All results are presented with survey weights that re-weight our sample to match the
2012 National Census population and home ownership rates in Dar es Salaam (see Ap-
pendix A for the derivation of weights). We also examine the robustness of the central

results to not applying population weights in Section 4.4.

3.2.2 Endline household survey

Our endline household survey was conducted from February-May 2019.” All baseline re-
spondents and structures were physically tracked as part of this survey. Hence, if a base-
line household had moved out of its baseline structure, as long as they remained living in
Dar es Salaam, the household was tracked to its new structure, and interviews were con-
ducted with both the original household in its new structure and with the new occupants
of their original structure. Baseline respondents who split from their baseline household
and moved elsewhere were also tracked and a household survey was conducted for their
new household.

Appendix Table A1l summarizes structure- and individual-level recontact rates at end-
line. Approximately three years after baseline, we locate 92% of our baseline structures;
89% of our initial households; and 85% of our initial individuals. We successfully survey
76% of our baseline structures; 80% of the initial households; and 70% of the initial indi-
vidual residents. Our successful survey rates between baseline and endline conditional
on having successfully located at least one member of the household during the midline

attrition survey8 are 88% for the structure, 92% for the household, and 81% for the in-

7In addition to the endline survey, we conducted a follow-up telephone survey in September-October
2019 to refine some variables given inconsistencies in some survey responses. Refer to the Appendix Figure
Al for a full timeline of activities.

8During the midline attrition survey, we discovered that the initial survey firm had not accurately col-
lected full GPS coordinates of all structures, contributing to the 8% of structures that were not located. The
other reasons for not completing the survey were household refusal at either midline or endline (10% of
structures) and the structure being torn down or empty (5.8% of structures).
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dividual respondents. We present balance tests for attrition across the three samples in
Appendix Table A2. We do not find that distance to the BRT predicts who was success-
tully surveyed, but, as perhaps expected in locations with a large amount of mobility, we
are more likely to be able to recontact individuals who were owners rather than renters,
and those who had lived in their structure for more years.

Our sample frame was to interview one randomly selected male and female respon-
dent from structures we enrolled at baseline. We then followed the male and female
respondents if they moved, and attempted to re-enroll a new male or female to replace
the mover. Our analysis dataset is therefore at the structure-by-gender level. Appendix
Table A3 shows the coverage of our final dataset for measuring initial resident treatment
effects (requires the initial resident to be successfully tracked between baseline and end-
line), final resident treatment effects (requires the initial resident to be surveyed and the
replacement resident to be enrolled), and structure (requires the initial resident to be sur-
veyed and the replacement resident to be enrolled). Out of a maximum sample of 3492
structure-by-gender pairs, we have 318 cases where we did not have a baseline respon-
dent. From this, we are able to estimate all three treatment effects (initial, final, and place)

for 60% of baseline structures.” This will be our primary analysis sample.

3.2.3 Measuring travel speeds

Our main treatment variable is change in travel time between a structure and the central
business district (CBD). We discuss the construction of this variable in the next subsec-
tion, but it has two key ingredients: baseline travel speeds, and endline travel speeds
along BRT routes. To measure baseline travel speeds we conducted a travel time survey
in January 2016. Enumerators traveled between six points on the periphery of Dar es
Salaam and the central business district by daladala (minibus), taxi, motorbike, and bajaji
(rickshaw), recording GPS locations and time stamps along each journey route. A total
of 812 trips were completed, spanning different days of the week and times of the day.

These data were used to calculate average baseline travel speeds by car and public trans-

9In 24% of cases, we cannot compute any of the initial, final, or place estimates. This is primarily due to
the structure not being found or household refusing. The remained of the cases we can compute a subset
of the three treatment effects.
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port, where the latter averaged speeds across daladala (minivan) and bajaji (motobike)
travel.

To construct endline travel speeds on BRT routes, we obtained recorded departure and
arrival times at stops along the BRT route between November 2017 - April 2018 from the
Dar Rapid Transit Agency (DART).

3.3 Measuring exposure to the BRT

Exposure to the BRT is measured as the decrease in log travel time from the structure
to the CBD, assigned to the centroid of Gerezani ward, as a result of the construction of
BRT phase 1. This is calculated using the Network Analyst tool in ArcGIS and the travel
speed data described above. Predicted baseline travel times from each structure to the
CBD are calculated by assigning to each stretch of the road network a travel speed equal
to the average travel speed in the baseline travel time survey. Predicted endline travel
time calculations isolate changes in travel times resulting from the BRT by assigning the
same travel speeds to all stretches of the road network except for stretches along the BRT
Phase 1 route, which are assigned average BRT travel speeds. The implied reduction in
log travel time to the CBD using this measure is visualized in Figure 2, panel A.

A recent literature highlights potential challenges in estimating the causal effects of
travel time reductions based on transportation improvements if neighborhood charac-
teristics are correlated with exposure to the treatment (Borusyak and Hull (2023)). For
example, since BRT lines are more likely to be constructed along radial routes that con-
nect to the CBD, more treated locations may be expected to see differential travel time
improvements relative to less treated locations even in the absence of BRT construction.
To address this, we follow the method proposed in Borusyak and Hull (2023) by demean-
ing the measure shown in Figure 2, panel A — capturing exposure to the BRT Phase 1 line
— by the expected reduction in travel time implied across the first four proposed lines of
the BRT system, shown in Figure 2, panel B.

This procedure yields our key treatment variable, the demeaned predicted reduction

in log travel time from each location to the CBD, shown in Figure 2, panel C. The distribu-
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tion of the demeaned exposure variable, shown in Appendix Figure A3, reveals a median
value of -0.27 and an eightieth percentile value of 0.101. When interpreting coefficient
magnitudes, we consider results at this value of the exposure variable (i.e., those house-
holds with a demeaned reduction in travel time to the CBD of more than 10.1% due to
the BRT) to capture estimated effects for an average respondent who was highly exposed
to Phase 1 of the BRT. Regression tables display the average effect for “highly exposed”,
referring to this definition, to ease interpretation of magnitudes.

Table 3 shows the computation of the demeaned variable. The first row of the table
shows the average reduction in log travel time to the CBD, separately for low-exposure
and high-exposure households. Low-exposure households have an average reduction
in travel time to the CBD of 3% due to Phase 1. However, on average, low-exposure
households would have an average reduction of 5% across Phases 1-4. Therefore, on
average, the demeaned exposure measure for low-exposed households is an increase in
demeaned travel time of 2%. Highly-exposed households differ: on average, they face
a reduction of 22% in log travel time to the CBD from Phase 1, but would only have an

average reduction of 7% across Phases 1-4. Therefore, the demeaned reduction is 16%.

3.4 Sample summary and facts about commuting, migration and BRT
usage

Table 2 presents summary statistics during both survey rounds, for both structures and
initially-enrolled individual respondents.'’

The survey includes several measures of labor force participation and earnings, the
key outcomes that are the focus of our analysis. Our primary measure of employment
is defined from the question: “What is your main current occupation?”, where people
who respond that they are unemployed, too old to work, a student, or a housewife are

not coded as employed. By this measure, 68% of individual respondents are employed at

19The same table, unweighted, is presented in Appendix Table A4. While summary statistics are broadly
aligned in the weighted and unweighted samples, because we weight to match census home-ownership
rates for Dar es Salaam there are some mechanical differences. For instance, a larger share of households
own their house in the unweighted sample, with a commensurately smaller share of individuals reporting
that they moved house between the baseline and endline surveys.
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baseline. We also ask if the respondent engaged in any kind of job or work for payment
in the last seven days; employment by this measure is 43% at baseline, reflecting the large
amount of labor market informality present in many low-income countries. Finally, we
ask if respondents operated any self-employed business or did any self-employed activity
over the last month (including agriculture); 43% of respondents report doing so.

Survey questions on income and earnings are asked in several ways. Our primary
measure is earnings in the last 7 days (the answer to the question: “What were your av-
erage total weekly earnings from all jobs, after tax, in the last 7 days?”). At baseline,
respondents report earning 35,100 TSH (approximately 16 USD) over the last 7 days on
average. We also measure self-employed income (the response to: “What is your gross
(net) income over the last 1 month (from self-employed business/activity)?”), and house-
hold income (the response to: “What is the total gross (net) income for the household over
the last 1 month from all sources?”). !

We measure poverty by household expenditure. As expected for the capital city,
poverty levels are relatively low, with 95% of respondents above Tanzania’s national

poverty line of 49,320 TSH per person per month.

3.41 Commuting

Eighty four percent of working individuals in the sample commute to work (i.e., work
outside the home) at baseline. Commute times are long, averaging 47 minutes across the
sample, with especially long commutes among respondents living towards the outskirts
of the city. Thirty six percent walk to work, while 58% commute by public transport. The
main modes of public transit available in Dar es Salaam before the introduction of the BRT
were shared minibuses (daladalas) and three wheeler taxis (bajajis), with smaller shares
accounted for by motorbike taxis and car taxis.

Figure 3, panel (a), displays baseline commuting flows at the level of 52 spatial units

1 Table 2 shows a decline in household income between 2016 and 2019. GDP data for Tanzania over this
time period show a relatively flat value: based on the World Bank Development Indicator’s database, GDP
per capita was $953 in 2016 and $1063 in 2019. All analyses will include year fixed effects and so we will
focus on how relative reported income changes as a function of exposure to BRT; the level effects between
years will not be important for the analysis.
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across Dar es Salaam. These spatial units are based on the 77 wards (which represent
third level administrative divisions in Tanzania) within the geographic coverage of our
study area, aggregated as necessary to ensure non-zero observations in all units, and
are also used for clustering of standard errors in subsequent regression specifications.
Commuting flows are strongly concentrated in trips from outlying spatial units towards

locations closer to the central business district.

3.4.2 Migration

Panel A of Table 2 describes structure-level summary statistics from the baseline and end-
line surveys. At baseline, 37% of surveyed respondents own their house, while 56% are
renting. Dwellings comprise 3.44 households on average, with each household occupying
an average of 2.45 rooms.

Rates of household churn in the data are high, suggesting that there may be significant
scope for population resorting. Nineteen percent of structures surveyed had completely
new households with no original members living in the household. Forty percent of
structures had at least one of the individual (male or female) respondents move, with
especially pronounced churn rates among renters.'?

Appendix Table A5 shows the share of tracked individuals that moved within Dar
es Salaam versus to other locations. Of these individuals, 63% are living in the same
structure, 29% have moved elsewhere in Dar es Salaam, 6% have left Dar es Salaam, and
2% have died. Appendix Table A6 shows self-reported reasons for moving house. Twenty
eight percent of individuals report family reasons (e.g., moving out of the family home,
marriage, needing to look after a family member, or relationship breakup) as the primary
reason they moved; 22% report characteristics of the neighborhood, such as community;,
safety, or attractiveness of the area; 19% report economic reasons, such as being closer to
work, school, or public transport; and 17% report moving due to the cost of housing.

Panel (b) of Figure 3 displays migration flows in the sample between the baseline

and endline surveys, at the level of the same 52 spatial units as used in the commuting

12To benchmark these figures, on average 6% of metropolitan respondents (and 10% of renters) in the
2016-2018 American Community Survey in the United States reported moving house within the last 12
months.
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visualization in panel (a). Many of the migrants over this period can be seen to have

migrated from more central areas towards suburban areas further from the city center.

3.4.3 BRT use

Table 4 reveals that a large share of individuals have ridden the BRT at the time of the
endline survey. Individuals residing in locations with stronger exposure to the BRT —
measured as those respondents for which the demeaned predicted decrease in log travel
time from the neighborhood to the CBD as a result of the opening of BRT Phase 1 exceeds
the 80th percentile value of 0.101 (hereafter “highly exposed’), as described in Section 3.3 —
are intuitively more likely to use it. For ease of interpretation, we include the magntitude
for the ‘highly exposed” households in all regression tables that follow.

In high exposure locations, 61% of respondents report having used the BRT in the
last seven days, taking an average of 2.33 BRT trips over this period. In these locations,
37% report using the BRT to get to work, 54% report using it for family reasons, 52%
for shopping, 40% for leisure and 38% for health purposes.'® The endline survey asked
respondents about their perceptions of the BRT after it had opened. Responses to these
questions are summarized in Panels 2 and 3 in Table 4. Highly-exposed respondents in-
tuitively report higher satisfaction with BRT accessibility and usefulness, while reported

constraints to use include route usefulness, service reliability and station accessibility.

3.5 Analysis of pre-trends

To support our identification assumptions, we consider evidence for pre-trends in our
key outcomes between 2015 and our baseline survey, using data from the World Bank’s
Measuring Living Standards Within Cities project, which was collected in Dar es Salaam
in 2014 and 2015.!4This dataset captures different households to those included in our

survey data collection, and includes location identifiers at the level of enumeration areas.

13This is consistent with evidence from smartphone app location data in Tanzania that highlights the
importance of consumption as a driver of high-frequency mobility Blanchard et al. (2025).

4To do this, we accessed anoymized restricted-access data that contained geographical information of
households at the level of enumeration areas. We thank Nancy Lozano Garcia at the World Bank for facili-
tating data access.
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Our analysis of pre-trends is therefore conducted at the level of enumeration areas.

To link the two datasets, we assign each structure in our baseline survey to the nearest
enumeration area in the World Bank data. Some enumeration areas from the 2015 World
Bank survey are never assigned to structures in our baseline survey due to distance, and
data from these areas are excluded from the pre-trends analysis.

We focus on variables that were consistently collected across both datasets, includ-
ing imputed rent per room, duration in the house, typical number of days worked per
week, typical number of hours worked per day, and household asset ownership. Due to
differences in income reporting between the two surveys, income is not included in our
pre-trends analysis.

Using the survey data, we generate a residualized rent variable by regressing log rent
per room on household and structure characteristics, including access to electricity for
lighting, use of a non-latrine toilet, availability of piped water, cooking fuel (oil, gas, or
electricity), and whether the structure has cement walls or a slate roof. We also construct
a wealth index using Principal Component Analysis (PCA) on household asset data, with
the first principal component serving as the index.

The pre-trends analysis follows the same approach as our main analysis, using the
post double selection lasso method to control for initial characteristics. As in the main
analysis, our dependent variables are expressed as difference variables.

The results, presented in Table A8, indicate no significant differences in pre-existing

trends across treatment intensities before the BRT’s implementation.

4 Results

This section presents the three sets of treatment effects: effects on place, final residents,
and initial residents. We find evidence of place-based effects, but much weaker effects
on final residents, suggesting the place-based effects are driven by selection. We find no
evidence that initial residents are harmed by the BRT: treatment effects are positive, but

noisy.
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4.1 Place-based impacts

Table 5 examines the impacts of the BRT on place, which we obtain using a dwelling-
level specification estimable using standard repeated cross-sectional data. Consistent
with much of the existing literature such as Tsivanidis (2024), these estimates suggest
that the BRT has strong positive impacts on place.

First, we confirm in column (1) of Table 5 that residents in areas served by the BRT self-
report differential reductions in travel times to the CBD, with highly-exposed residents
reporting a sizable reduction of 8 minutes relative to a mean endline value of 70 min-
utes. Column (2) reveals that treated locations also experience sharp increases in rental
rates: the average highly-exposed structure sees a 30% increase in expected rent per room
(accounting for owners’ expectations of what the room would rent for). This pattern is
consistent with the BRT providing a service that people are willing to pay for. Taken
alone, however, this estimate does not reveal which individuals value the BRT, or what
aspects of access to the BRT they are willing to pay for.

The central set of results in Table 7 turn to establishing the causal effects of the BRT
on labor market outcomes for people and place, and the key methodological contribution
of distinguishing causal impacts on different groups of individuals from selection effects.
The first two columns of the table consider impacts on employment status (whether the
respondent reports having an occupation, and whether they report having worked last
week, respectively), while the subsequent two columns consider impacts on income mea-
sured at the individual and household level.

The top panel of Table 7 displays estimates of BRT impacts obtained using a structure-
level specification estimable using standard repeated cross-sectional data. This reveals
that there are positive estimated place-based impacts on labor market outcomes. On av-
erage, highly-exposed locations experience a 4 percentage point increase in the probabil-
ity of being employed, relative to a mean endline value of 68%. Similarly, the probability
of having worked in the last seven days increases by 5 percentage points, relative to a
mean endline value of 39%. The corresponding estimates in columns (3) and (4) reveal

that this translates into increases in earnings: point estimates at the individual level are
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positive but statistically insignificant, while household income increases by 17,263 TSH
on average in highly-exposed locations, a 5% increase relative to the mean endline value

of 345,398 TSH.

Evidence of selection

We next turn to our unique data to understand whether selection effects may contribute
to these results. To analyze selection effects, we start by comparing the baseline charac-
teristics of the initial and final residents in treated locations in Table 6. We compare time-
invariant characteristics (age and education), which are typically available in repeated
cross-sectional data, as well as time-varying characteristics such as labor market partic-
ipation and commuting status, which are only available if respondents are tracked over
time.

We first consider suggestive evidence from information about time-invariant outcomes.
As shown in column (1) of Table 6, the evidence here is consistent with positive selection
into BRT-affected locations by baseline years of education, though the magnitude of this
effect is quantitatively small: on average, those who moved into highly exposed locations
(arrivers) have 0.2 more baseline years of education relative to those who move out (ex-
iters). Conversely, there is no statistically signifcant evidence for selection into treated
locations based on age.

Our tracking data also allows us to examine evidence for selection in terms of detailed
time-varying employment outcomes, as shown in columns (3) to (7) of Table 6. This re-
veals that arrivers also have significantly higher baseline income levels (measured at the
individual or household level) relative to exiters from locations that are highly exposed
to the BRT. Positive though statistically insignificant effects are also evident for baseline
employment status. These results suggest that positive selection into treated locations
may account for at least some of the positive place-based impacts of the BRT described in
the previous subsection. Building on this finding, the next section uses the framework de-
scribed in Section 2 to consider whether these selection effects are sufficiently strong that
the positive placed-based estimates may be driven entirely by selection without positive

people-based estimates.
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4.2 People-based impacts

Given this evidence suggesting positive selection on baseline characteristics into areas
treated with the BRT, we turn next to examining the causal impacts of the BRT on people.
As outlined in Section 2, our tracking data allows us to distinguish causal from selection
effects and isolate true causal effects on final residents (stayers and arrivers) and initial
residents (stayers and exiters) in treated locations.

Our primary object of interest is whether individuals who end up living near the BRT
receive positive causal treatment effects from the new infrastructure, or whether positive
estimated effects at the structure level on labor market outcomes are instead driven en-
tirely by selection into treated locations of those with stronger labor market outcomes at
baseline. This is crucial in determining whether the new infrastructure caused real eco-
nomic changes, rather than simply leading to population resorting. The results in the
second panel of Table 7 display estimated causal effects on final residents living near the
BRT at endline. Across the labor market outcomes of interest, the point estimates for fi-
nal resident effects are smaller than the place-based estimates. The outcomes relating to
labor market participation (employment status and whether the respondent worked last
week) see declines in the point estimates of 17% and 13% respectively, while individual-
level and household- level incomes see much larger declines of 80% and 79%. All final
resident estimates are statistically insignificant at the 5% significance level, with only the
employment status outcome remaining significant at the 10% level.

The pattern of results is consistent with the positive place-based estimates in the first
panel of Table 7 reflecting at least in part the fact that those who had higher education
and incomes, previously living elsewhere, moved into areas more strongly treated by the
BRT. This is intuitive if, for instance, those already attached to the labor market are more
likely to demand convenience in transport, and so move into treated locations, displacing
incumbent residents. While the results are somewhat underpowered to distinguish sta-
tistically significant differences between structure-level and final resident estimates, the
differences between these two sets of estimates are sufficient to yield different statistical

conclusions about whether or not the BRT had positive impacts on labor market outcomes
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for those living in treated locations. At conventional levels, place-based estimates would
suggest positive causal impacts, while the final resident effects would not.

As outlined in Section 2, our tracking data allows us to also isolate the causal effect of
the BRT on initial residents (stayers and exiters) in treated locations. Initial residents may
be of particular policy important to policymakers if these households were the target of
infrastructure. The initial resident estimates are included in the third panel of Table 7. For
the labor market participation outcomes in columns (1) and (2), initial resident estimates
are positive, but slightly attenuated relative to place-based estimates, but point estimates
are similar across the two sets of estimates and the statistical significance of results is
unchanged. For the income variables in columns (3) and (4), both the point estimates
and statistical significance are reduced in the initial resident relative to the place-based
estimates. Taken together, we find no evidence that on average initial residents were
harmed from the opening of the BRT line, despite some residents moving away.

Appendix Table A16 considers additional outcomes related to potential mechanisms
that might drive the labor market results in Table 7. The results in column (1) show pos-
itive effects on the probability of respondents commuting, but these estimates are not
statistically significant. The results in columns (2) and (3) show strongly statistically sig-
nificant evidence for improvements in self-reported happiness with public transport and
respondent perceptions that where they live is convenient for where they want to go.
While these survey questions were not included among the questions asked retrospec-
tively (such that final resident effects cannot be estimated for these outcomes), the effects
remain strongly statistically significant for initial residents, suggesting that these impacts
are more likely to be causal positive effects of the new infrastructure.

Taken together, the findings in Table 7 suggest that the positive structure-level esti-
mates in the first panel are likely to be driven at least in part by selection on baseline
characteristics. The comparisons between structure, initial resident and final resident
estimates highlight that a conventional structure-level analysis could lead researchers in-
terested in impacts of the BRT on individuals to erroneous conclusions about its causal
impacts on individuals’ labor force participation and earnings. While the BRT had statis-

tically significant positive labor market impacts on place, the estimates suggest that this
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reflects at least in part the compositional effects of population resorting, with individual-
level estimates finding no statistically significant evidence for positive impacts on the

people that ended up living near the new infrastructure.

4.3 Results for renters

Tables A9 and A10 consider results separately restricting attention to the 56% of respon-
dents who were living in rented accommodation at the time of the baseline survey. This
group are likely to be disproportionately mobile and, as such, it may be expected that
place-based estimates in areas where rental rates are high might be especially prone to
being driven by selection effects.

Table A9 demonstrates that the differences between final and initial residents in struc-
tures that were rented at baseline do indeed demonstrate stronger evidence for positive
selection than in the full sample (shown in Table 6). Arrivers into treated locations where
structures are rented are statistically significantly more educated, more likely to be work-
ing and to have higher earnings, relative to exiters from these locations. The estimated
magnitudes of these effects in the sample of structures rented at baseline in Table A9 are
also much larger (in some cases even an order of magnitude larger) than those estimated
in the full sample.

Commensurate with this, Table A10 shows that the differences between place-based
and people-based estimates are especially pronounced among the sample of structures
rented at baseline, in terms of differences in both point estimates and the statistical sig-
nificance of these two sets of estimates. This is consistent with more mobile populations
being more readily able to select into treated locations in response to new infrastructure
investments, resulting in a higher likelihood that positive place-based estimates may be

driven by selection effects rather than positive causal impacts on individuals.

4.4 Robustness tests

In this section, we examine the robustness of the central results to alternative choices in

variable construction and key estimating equations.
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Our sample is constructed to be representative of the overall population of Dar es
Salaam, by reweighting observations using population weights as described in Section
3.2.1. Appendix Table A1l presents our key estimation results where we do not apply
population weighting. The central results are qualitatively robust without applying pop-
ulation weights — with reductions in both point estimates and statistical significance when
moving from structure- to initial- or final-resident estimates.

Appendix Table A12 considers the robustness of the main results in Table 7 to alter-
native choices of controls in the central regression specifications. In particular, while our
central estimates do not constrain the set of controls that may be chosen by the post dou-
ble selection lasso estimation, the results in Table A12 restrict the choice of controls such
that the baseline value of the change cannot be selected as a potential control. Results are
similar in this case.

As discussed in Section 3 and Appendix B, we collect retrospective data for all house-
holds in order to validate for the initial sample by comparing actual baseline responses
to retrospective endline responses. Appendix Table A13 shows the robustness of results
to using this retrospective data for the full sample, rather than only when required for
endline residents.

Appendix Table A14 considers impacts on other measures of income and employment
that are asked independently in the survey: income from self-employment (column (1)),
usual working hours at least 4 hours per day (columns (2), and whether the respondent
was self-employed last month(column (3). There is no evidence for statistically significant
changes in any of these outcomes at the level of either places or people.

The main results demean calculated exposure to Phase 1 of the BRT by the expected
travel time reduction across the first four proposed lines of the BRT system, as described
in Section 3.3. Appendix Table A15 shows that similar results obtain where exposure to
the BRT Phase 1 line is instead demeaned by the expected reduction in travel time across

Phases 1 to 3 only.
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5 Selection and measurement

Our empirical results suggest that the true casual effect of the BRT on the individuals who
end up living near it is smaller than the casual effect on the neighborhoods. This section
tirst asks whether we could simply control for characteristics of residents to recover the
final-resident treatment effect from the place-based treatment effect. Given our results,

we then discuss some suggestions for data collection.

5.1 Could selection be controlled for using repeated cross-sectional data?

Finally, we ask whether an analyst with access only to repeated cross-sectional data could
have recovered the true causal effects of the BRT on those who have access to it, de-
scribed in the previous section. Studies in the existing literature with access to such data
typically take one of two approaches to addressing selection: controlling for changes in
demographic composition, or using structural models.

Figure 4 suggests that the former strategy of controlling for changes in demographic
composition is not successful in recovering the causal effects of the BRT on final residents
in our sample. For each of the four outcomes shown, the estimate shown at the bottom
of the sub-figure (labeled ‘structure’) corresponds to the structure-level estimate shown
in the first panel of Table 7, while the estimate shown at the top (labeled ‘final resident’)
corresponds to the final resident estimate shown in the second panel of Table 7. The
penultimate estimate in each sub-figure (labeled ‘demographic’) adds controls for demo-
graphic characteristics (age and education) that can typically be inferred from repeated
cross-sectional data since these are largely time-invariant outcomes. The figure shows
that adding such controls barely changes the point estimate relative to the structure-level
estimate, and for no outcome changes our conclusion about whether there is a statistically
significant effect. As such, in our sample, this strategy of including controls from data
available in repeated cross-sections does not work: while those who select in to treated
areas are better educated (see Table 6), education alone does not predict labor market
outcomes sufficiently to serve as an effective control.

The remaining estimates in each sub-figure of Figure 4 add sequential controls for
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other characteristics using data that is available in our tracking data, but which would
not be available in standard cross-sectional datasets. These include labor market vari-
ables (‘labor market’), controls for the neighborhood of respondents (‘neighborhood’),
and all of these controls simultaneously (‘all’). Similarly to the estimates including only
demographic characteristics, there is little change in the point estimate relative to the
structure-level estimate in any of these cases, and none lead to changes in statistical sig-
nificance. This suggests that patterns of selection in this setting are complex and not fully
described by the set of observable characteristics observed captured in our survey. This in
turn suggests that the second common strategy in the literature of using structural mod-
els may also be insufficient to recover true causal effects, since complex selection patterns
may not be consistent with the simple, one-dimensional selection on taste or ability that

underpins most existing models.

5.2 Discussion: data collection

In the absence of rich administrative data, researchers need to collect their own data. Our
tield team tracked individuals over time (leading to initial resident effects for exiters) and
asked retrospective questions of arrivers (leading to the final resident effects for arrivers).
Of the two, it is much simpler to ask retrospective questions than track individuals — it
relies on a single cross-sectional survey rather than two waves of data with respondent
tracking. It may not even be possible to know whom to track without an initial baseline
survey.

One advantage of adding retrospective questions of key outcomes is that it immedi-
ately allows computation of the final resident effect, and so gives a diagnostic test for the
presence of selection. However, a challenge with relying on retrospective data is valid-
ity of responses. In Appendix B, we assess this by identifying individuals surveyed at
both baseline and endline and comparing their baseline responses to their retrospective
responses at endline for key outcomes. For binary and categorical variables (e.g., em-
ployment status or commuting behavior), we report the proportion of respondents who

gave consistent answers across surveys. For continuous variables, we report the share of
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responses within 10% or 20% of each other, as shown in Appendix Table A19. We find
that binary variables exhibit moderate consistency: 78% of individuals report the same
employment status (correlation = 0.47), and 50% report consistent commuting behavior
(correlation = 0.47). We do find high consistency for retrospective location (retrospective
location data was only asked for baseline individuals who moved house) — 70% of movers
report a previous location that is consistent (correlation = 0.67). However, we also find
that continuous variables are much less consistent. The correlation for wages in the last
7 days is 0.22, and for gross monthly household income, 0.24. These results align with
other studies that find limited reliability in retrospective reporting, such as Fuller et al.
(2024). Despite these measurement issues, the retrospective data may still contain useful
signal, and indeed, when we compute our treatment effects using retrospective data for
the entire sample rather than only for those who were not enrolled at baseline, results are
very similar (Appendix Table A13. Given this, we cautiously suggest researchers consider
asking retrospective data questions of select key outcome variables to compute a simple

diagnostic test for selection.

6 Conclusion

Urban infrastructure investments are typically place-based. However, when individuals
are mobile, the effects of individuals may not equal the effects on place. This paper devel-
ops a framework to show how place, initial resident, and final resident treatment effects
are linked. We show the place-based treatment effect is equivalent to the final resident
treatment effect and a selection term measured at baseline; alternatively, the place-based
treatment effect is equivalent to the initial resident treatment effect and a selection term
on outcomes, measured at endline. We then estimate these three treatment effects using
panel data that tracks both individuals and structures before and after the introduction of
East Africa’s first BRT system.

Our results highlight the limitations of standard cross-sectional data in assessing the
effects of place-based investments. A conventional neighborhood-level analysis would

suggest large gains in labor force participation and earnings. However, by comparing
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place-based estimates to the estimates for the residents who end up living near the BRT
(final residents), we show that these estimates are in part driven by selection, rather than
reflecting only real economic improvements for residents.

More broadly, our findings illustrate how infrastructure investments can reshape the
composition of affected neighborhoods. Our results highlight the need for researchers
to directly track individual populations where possible, given our finding that time-
invariant characteristics of individuals, such as education and age, do not accurately con-
trol for differential selection. This has important implications for both the design and
evaluation of place-based policies: failing to account for population mobility either in the
policy stage or the research evaluation stage can lead to misleading conclusions about

who actually benefits from infrastructure investment.
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Table 2: Summary stats

1) @

Baseline Endline

Structure/household-level

Electricity in house for lighting 0.71 0.77
Street has lights 0.060 0.079
Road is paved 0.15 0.25
HH uses non-latrine toilet 0.51 0.74
Number of households in dwelling 3.44 2.65
Number of members in household 4.02 3.85
Rooms household occupies in dwelling 2.45 291
Number of rooms per household member 0.71 0.96
Monthly rent expected per room, Tsh 36103.8 32299.8
Own house 0.37 0.45
Rented 0.56 0.47
Share of consumption on (imputed) rent 0.17 0.19
Share of consumption on food 0.45 0.50
Share of consumption on transportation 0.11 0.11
Above Tanzania national poverty line 0.96 0.90
All initial household members moved out . 0.19
At least one initial male/female respondent moved out . 0.40
N 1517 1800
Individuals

Age 36.8 39.1
Years education 8.39 8.53
Worked for pay last 7 days 0.43 0.42
Employed (as per occupation variable) 0.68 0.65
Operate any self-employed business or activity last month 0.43 0.38
Typical days worked per week 5.87 5.69
Typical hours worked per day 8.56 9.03
Wages last 7 days (1000 TSH) 35.1 30.5
Gross household income (1000 TSH) 566.2 378.0
Net household income (1000 TSH) 4199 309.9
Gross income from self-employment (1000 TSH) 133.4 103.5
Net income from self-employment (1000 TSH) 915 70.0
Commutes (if employed) 0.84 0.73
Commute by walking (if employed) 0.36 0.39
Commute by public transport (if employed) 0.58 0.50
Commute time (mins) 46.7 69.2
Happiness public transport (scale 1-10) 3.21 6.23
Moved house between baseline and endline . 0.40
Moved house between baseline and endline (renting BL) . 0.51
N 3104 3824

Notes: The first panel of the table shows summary stats for the structures. The second panel
shows summary stats for the initially-enrolled male/female respondents. Employed is de-
fined from the question: what is your main current occupation, and indicating if someone has
an usual occupation other than unemployed, too old to work, student, or housewife. Worked
last 7 days is defined from the question: During the last 7 days, were you engaged in any kind
of job or work for payment? Self-employment is defined from the question: Did you operate
any self-employed business or do any self-employed activity over the last month (including
agriculture)? Wages last 7 days is the response to: what were your average total weekly earn-
ings from all jobs, after tax, in the last 7 days? Self-employed income is the response to: what is
your gross (net) income over the last 1 month (from self-employed business/activity). House-
hold income is the response to: what is the total gross (net) income for the household over the
last 1 month from all sources? All initial household members moved out means that none of
the original household (including male/female respondents) remain living in the house. At
least one initial male/female respondent moved out means at least one of the male/female
respondents moved out, but other household members remained. Commute is a measure that
the individual works outside of the home. Modes of public transport are daladala, rickshaw,
motorbike, train in baseline, with BRT an additional option in endline. Statistics weighted by
constructed survey weight.
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Table 3: Reduction in travel time

Low exposure High exposure

Reduction in log travel time to CBD with Phase 1 0.03 0.22
Average reduction in log travel time to CBD with Phases 1-4 0.05 0.07
Demeaned reduction in log travel to CBD -0.02 0.16
N 1665 425

Notes: Table shows the predicted change in log travel to the CBD with Phase 1 compared to without any BRT
and with Phases 1-4 compared to without any BRT. High exposure is households above the 80th percentile of
demeaned travel time reduction, as explained in the text. Demeaned reduction is the reduction in log travel
time due to Phase 1 minus the reduction in log travel time with Phases 1-4. A negative value for the demeaned
reduction in log travel time implies that the realized reduction from Phase 1 was less than the expected average
reduction across Phases 1-4. Statistics weighted by constructed survey weight.
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Table 4: BRT usage and preferences

Low exposure High exposure

BRT usage

Have you ever ridden on the BRT? 0.69 0.97
BRT used in commute (if employed) 0.03 0.22
Number BRT trips last 7 days 0.76 2.33
Rode BRT last 7 days 0.25 0.61
If so, for what reasons?

... Work 0.33 0.37
... Shopping 0.36 0.52
... Educ 0.05 0.07
... Health 0.28 0.38
... Leisure 0.28 0.40
... Family 0.52 0.54
.. Other 0.05 0.02
Out of 10, how much do you agree?

BRT station is easily accessible 448 6.73
BRT driver/vehicle safe 8.80 8.18
BRT is cheap 6.90 5.63
BRT goes to places useful to me 5.96 7.43
BRT makes easier daily jobs done 7.28 7.45
BRT improves public transport options 7.62 7.43
Main constraint from using BRT

Route not useful 0.34 0.21
Service not reliable 0.38 0.14
Limited accessibility station 0.15 0.12
Vehicle or driver safety, personal security, harrassment 0.02 0.03
N 2179 501

Notes: Table shows BRT usage and preference stats for male and female respondents, measured at end-
line. High exposure is households above the 80th percentile of demeaned travel time reduction, as ex-
plained in the text. Number of trips in last 7 days winsorized at the 99th percentile. Reasons for riding
BRT in last 7 days are conditional on making at least one trip in the last days. Respondents could respond
with multiple trip reasons. Responses measured on a scale of 1-10, 10 is favorable. Respondents could
only answer one response to the main constraint from using BRT. Statistics weighted by constructed sur-
vey weight.
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Table 5: Structure-level results

1) 2 ©)
Self-reported time to CBD (mins) Log rent per room (expected) Different household in structure at EL
Reduction in log traveltime (demeaned) -84.751 3.012 -0.073
28.016%** 0.434%** 0.096
N 1176 1113 1215
Mean EL value 70.299 9.882 0.072
Average effect highly-exposed -8.560 0.304 -0.007

Notes: An observation is a structure that was enrolled at baseline. Demeaned variable is equal to predicted decrease in travel time to downtown along BRT Phase 1 minus
average predicted decrease in travel time to downtown along planned BRT Phases 1-4. Self-reported time to CBD is the time respondents report it would take to travel to the
downtown market. Log rent per room (expected) is the cost to rent the household’s section of the house divided by the number of rooms the household occupies. Owners are
asked about rent if they were to rent out their section of the house. Different household instructure at EL measures whether the baseline household moved between baseline

and endline survey. Standard errors clustered at aggregate spatial unit. Statistics weighted by constructed survey weight.
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Table 6: Differences between final and initial residents

(Y] @ @) (4) ©®) (6)
Education Age Employed Worked last week Income Household income
Reduction in log traveltime (demeaned) 1.823 -2.205 0.084 0.059 37.451 115.314
0.525**  1.924 0.053 0.056 16.926** 52.680**
N 1870 1883 1888 1885 1876 1776
Mean EL value 8.187 42.370 0.678 0.391 27.456 345.818
Average effect highly-exposed 0.184 -0.223 0.008 0.006 3.783 11.647

Notes: An observation is an initially-enrolled structure-by-gender pair. Dependent variable is the difference between the characteristics of the final

resident and the initial resident, measured at baseline (through baseline data for a respondent who was enrolled at baseline and retrospective data for

a respondent who was not enrolled at baseline) unless noted below. Demeaned variable is equal to predicted decrease in travel time to downtown

along BRT Phase 1 minus average predicted decrease in travel time to downtown along planned BRT Phases 1-4. Education is measured as years of

education, captured at endline for both initial and final resident. Age is age in years, measured at endline. Employment is measured by whether the

household member reports an usual occupation other than unemployed, student, housewife, or too old to work. Worked last 7 days is whether the

household member reports working in the last 7 days. Earnings are the earnings (in 1000 TSH) during the last seven days. Household income is the

total income for all household members over the last month. Standard errors clustered at aggregate spatial unit. Statistics weighted by constructed

survey weight.
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Table 7: Effects of the BRT on place, initial, and final residents

1) @) C)
Employed Worked last week Income

(4)

Household income

Place-based

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

Final residents

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

Initial residents

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

0.327 0.432 39.497
0.144** 0.245* 22.913*
1888 1888 1834
0.678 0.391 27.445
0.033 0.044 3.989
0.261 0.385 12.660
0.165 0.240 26.358
1888 1885 1826
0.678 0.391 27.456
0.026 0.039 1.279
0.307 0.400 32.919
0.156** 0.243 22.028
1888 1888 1832
0.678 0.405 28.062
0.031 0.040 3.325

170.919
84.325**
1483
345.398
17.263

36.433
101.239
1470
345.980
3.680

119.296
82.443
1502
345.680
12.049

Notes: An observation is a structure by gender pair. Demeaned variable is equal to predicted decrease in travel time to
downtown along BRT Phase 1 minus average predicted decrease in travel time to downtown along planned BRT Phases 1-4.
Highly-exposed is the effect for households above the 80th percentile of demeaned travel time reduction, as explained in

the text. Employment is measured by whether the household member reports an usual occupation other than unemployed,

student, housewife, or too old to work. Worked last 7 days is whether the household member reports working in the last

7 days. Earnings are the earnings (in 1000 TSH) during the last seven days. Household income is the total income for
all household members over the last month. Standard errors clustered at aggregate spatial unit. Statistics weighted by

constructed survey weight.
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Figure 1: BRT network in Dar es Salaam

w..j8t Phase System

2nd Phase System:

= 3rd Phase System :
« dth Phase System
+ 5th Phase System

« 6In Phase System

Notes: The figure shows the planned 6-phase BRT network in Dar es Salaam. We examine the impact of
Phase 1 that runs northwest along Morogoro Road. Image source: Dar Rapid Transit (DART).
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Figure 2: Reduction in log travel time to CBD due to BRT

Average change log tt to CBD (phases 1-4)

Change log tt to CBD (phase 1)

BRT Roads BRT Roads

— Phase 1 — Phase 1

— Phase 2 — Phase 2

— Phase 3 — Phase 3

Change in Change in

log TT to CBD log TT to CBD
-0.32--0.26 -0.1--0.07
-0.26--0.23 -0.07 - -0.07
-0.23--0.2 -0.07 - -0.06
-02--0.17 -0.06 - -0.05
-0.17--0.14 -0.05 - -0.05
-0.14--0.1 -0.05 - -0.04
-0.11--0.08 -0.04 --0.04

-0.08 - -0.05 -0.04--0.03
-0.05 - 0.02 -0.03 - -0.01
-0.02-0 -0.01-0

(a) Change (Phase 1) (b) Change (average across Phases 1-4)

Demeaned change log tt to CBD (phase 1 - phases 1-4)

BRT Roads
— Phase 1
— Phase 2
— Phase 3

Change in
log TT to CBD

-0.08 - -0.05
-0.05 - -0.03
-0.03-0

0-0.03
0.03 - 0.06
0.06 - 0.09

0.09-0.12
0.12-0.15
0.15-0.19
0.19-0.24

(c) Demeaned travel time

Notes: The figure shows the calculated reduction in log travel time to the CBD from phases of the BRT.
Panel (a) shows the value comparing Phase 1 to no BRT. Panel (b) shows the average reduction in travel
time to CBD from Phases 1-4. Panel (c) shows the value after demeaning log travel time by the average

decrease for Phases 1 to 4.
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Figure 3: Commuting and migration flows

(a) Baseline commuting flows (b) Migration flows from baseline to endline

Notes: The figure shows directional baseline commuting flows (left hand panel) and migration flows of
baseline respondents between baseline and endline (right hand panel). Direction of travel is shown from
yellow towards purple. Arrow thickness indicates magnitude of commuting or migrant flows.
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Figure 4: Decomposing the selection effect

(a) Employment (b) Worked last week

Final resident - Final resident -
All 4 All A
Neighborhood - Neighborhood -
Labor market - Labor market -
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(c) Earnings (d) Household income
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Notes: The figure plots the point estimate and 95th percentile confidence interval of the demeaned coef-
ficient from the place-based regression. An observation is a structure x gender pair. Place-based effect is
the place-based coefficient. Selection is accounted for by allowing Post Double Selection Lasso to select
the difference in endline characteristics of the baseline and endline respondents within the structure. De-
mographic adds the change in demographic outcomes (age and years of education) between the final and
initial resident as a potential control. Labor market is the change between being employed and weekly
earnings (both measured at baseline) between final and initial resident. Neighborhood is the change in
location fixed effects at baseline. All includes demographic, labor market, and neighborhood controls. The
final resident treatment effect is included for comparison. Standard errors clustered at aggregate spatial
unit. Statistics weighted by constructed survey weight.
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APPENDIX: FOR ONLINE PUBLICATION ONLY

Figure Al: Timeline of research and operational activities

Research Activities Operational Activities

September 2008 Phase 1 prequalification procurement

process begins

+  April 2012 - Construction of Phase 1 begins

1 October 2015 -+ Funds secured for Phase 2

4+ December 2015  + Construction of Phase 1 complete
Travel time survey; baseline survey +  January 2016 —4

+  April 2016 —+ Phase 1 begins partial operations

4 May 2016 -5 Phase 1 begins full operations

Mobile survey 1  May 2017 <+
Mobile survey 2 +  July 2017 +
Midline survey; mobile survey 3 +-  September 2017 -

Mobile survey 4 +  November 2017

Midline attrition survey +-  February 2018 +

Mobile survey 5 & July 2018 —g Bids for building Phase 2 due
Mobile survey 6 - November 2018 £+
Endline survey g January 2019 - Expected bid concession for Phase 2

<+ June 2019 - Phase 2 construction expected start

Endline follow-up survey - September 2019 L
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Figure A2: Spatial sampling frame

Notes: The figure shows the spatial sampling frame used to construct the sample. We constructed 12 arcs at
radii increasing at 1.5km intervals from the CBD, shown in the figure as blue arcs. We enrolled households
in 125 of the 141 clusters shown as blue dots along these arcs; 12-14 households were enrolled in each
cluster, yielding a sample of 1748 households. The full BRT network is shown in green, with the Phase 1
route highlighted in red.
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Figure A3: Distribution of demeaned log travel time

15

10

Percent

T
-1 -027 0 .015 104
median mean

2 .3
80th percentile

(highly-exposed)

Notes: This figure shows the distribution of demeaned log travel time to the CBD. A unit of observation
is a baseline structure. The 80th percentile of the demeaned distribution is shown on the figure. The 80th
percentile value is used in the tables and text to indicate an “highly exposed” household.
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Table A1l: Contact rates of sample at endline

(1) (2)

All  Located ML
Structures
Found and survey complete 76.0 87.5
Found and refused /incomplete 10.0 3.6
Not found 8.2 2.1
Torn down / empty 5.8 6.7
N 1748 1517
Households
Found and survey complete 79.6 92.2
Found and refused/incomplete 9.2 2.3
Not found 11.2 5.6
N 1748 1510
Male/female respondents
Found and survey complete 69.9 81.3
Found and refused /incomplete 13.1 6.0
Not found 15.1 10.6
Died 1.8 21
N 3104 2668

Notes: Table shows percent in each status. We initially en-
rolled 1748 structures and households. Up to two individual
respondents (one male, one female) were enrolled per house-
hold. Column (2) shows contact rates conditional on locating at
least one member of the household in the midline attrition sur-
vey. We stopped tracking structures after the midline attrition
survey if they (i) refused, or (ii) we were not able to locate ei-
ther the structure or the household after exhausting all contact
information available. We did not attempt to find non-tracked
sample at endline. Statistics are unweighted.

52



Table A2: Correlates of attrition at the individual and structure level

(1) ()

Structure Individual

Log BL HH monthly gross income per capita -0.032***  -0.030**
(0.010) (0.012)

Log BL monthly rent per room -0.035%** -0.020
(0.013) (0.013)
BL number of years lived in the structure 0.002 -0.001
(0.001) (0.001)
BL number of HH in the structure 0.006 0.009
(0.006) (0.006)
Dwelling rented by HH -0.145**  -0.136***
(0.055) (0.036)
Dwelling owned by HH 0.100** 0.009
(0.046) (0.030)
BL distance to phase 1 0.004 0.002
(0.003) (0.003)
BL distance to phase 2 0.005 -0.001
(0.004) (0.003)
BL Age -0.000
(0.001)
Male dummy -0.057***
(0.014)
N 1748 2646
Mean dependent variable 0.760 0.699

Notes: Dependent variable is completing the endline survey. A unit of analysis
is either a structure that was enrolled at baseline (Column (1)) or an individual
that was enrolled at baseline (Column (2)). Standard errors, clustered by aggre-
gate spatial units, are reported in parentheses. Missing values for the independent
variables are dummied out.
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Table A3: Categorization of treatment effects

1) (2) 3)

Male Female All
Strug, initial, final 859 1029 1888
Strugc, final only 72 104 176
Initial only 139 143 282

Final only 47 27 74

None (BL resp exists) 409 345 754
None (no BL resp) 220 98 318

N 1746 1746 3492

Notes: An observation is a structure x gender. Sam-
ple is restricted to structures present at BL.
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Table A4: Summary stats (unweighted)

()

@

Baseline Endline

Structure/household-level

Electricity in house for lighting 0.62 0.73
Street has lights 0.028 0.034
Road is paved 0.098 0.18
HH uses non-latrine toilet 0.52 0.73
Number of households in dwelling 2.01 2.05
Number of members in household 4.50 4.16
Rooms household occupies in dwelling 3.02 3.34
Number of rooms per household member 0.79 1.02

Monthly rent expected per room, Tsh

38164.6  29389.6

Own house 0.68 0.65
Rented 0.23 0.26
Share of consumption on (imputed) rent 0.19 0.18
Share of consumption on food 0.43 0.50
Share of consumption on transportation 0.11 0.11
Above Tanzania national poverty line 0.95 0.89
All initial household members moved out 0.11
At least one initial male/female respondent moved out 0.33
N 1517 1800
Individuals

Age 37.8 40.1
Years education 8.25 8.45
Worked for pay last 7 days 0.40 0.40
Employed (as per occupation variable) 0.68 0.66
Operate any self-employed business or activity last month ~ 0.44 0.39
Typical days worked per week 5.85 5.74
Typical hours worked per day 8.38 9.09
Wages last 7 days (1000 TSH) 34.6 29.0
Gross household income (1000 TSH) 544.7 418.2
Net household income (1000 TSH) 387.6 339.5
Gross income from self-employment (1000 TSH) 134.4 107.0
Net income from self-employment (1000 TSH) 89.8 729
Commutes (if employed) 0.79 0.70
Commute by walking (if employed) 0.37 0.36
Commute by public transport (if employed) 0.56 0.50
Commute time (mins) 49.2 88.0
Happiness public transport (scale 1-10) 2.85 5.85
Moved house between baseline and endline 0.29
Moved house between baseline and endline (renting BL) 0.50
N 3104 3824

Notes: The first panel of the table shows summary stats for the structures. The second panel
shows summary stats for the initially-enrolled male/female respondents. Employed is de-
fined from the question: what is your main current occupation, and indicating if someone has
an usual occupation other than unemployed, too old to work, student, or housewife. Worked
last 7 days is defined from the question: During the last 7 days, were you engaged in any kind
of job or work for payment? Self-employment is defined from the question: Did you operate
any self-employed business or do any self-employed activity over the last month (including
agriculture)? Wages last 7 days is the response to: what were your average total weekly earn-
ings from all jobs, after tax, in the last 7 days? Self-employed income is the response to: what is
your gross (net) income over the last 1 month (from self-employed business/activity). House-
hold income is the response to: what is the total gross (net) income for the household over the
last 1 month from all sources? All initial household members moved out means that none of
the original household (including male/female respondents) remain living in the house. At
least one initial male/female respondent moved out means at least one of the male/female
respondents moved out, but other household members remained. Commute is a measure that
the individual works outside of the home. Modes of public transport are daladala, rickshaw,
motorbike, train in baseline, with BRT an additional option in endline. Statistics unweighted.
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Table A5: Location of tracked individuals between
baseline and endline

(1) )
Overall share Share if found

Same structure 57 76
Moved within Dar 13 18
Left Dar 3 4
Died 2 2
Unknown 25
Total 100 100
N 3104 2331

Notes: Table shows the location of individuals enrolled at
baseline. We are able to fill in some location information
from household members and tracking information even if
the respondent didn’t complete the survey directly.
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Table A6: Why did individuals move

Share
Family reasons 31
Proximity to public transport, work, education, or social services 21
Community/safety/attractiveness of area 20
Cheaper rent 14
Other 13
Total 100
N 504

Notes: Table shows answers to the question: "What is the main reason you moved
house?".
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Table A7: Time use

Low exposure High exposure

Work 4.09 4.86
Travel to/from work 0.63 0.70
Travel to/from other activities 1.90 1.73
Education 0.16 0.42
Sleep 7.92 7.48
Rest of day 9.36 9.09
N 2021 461

Notes: Table shows time use at endline, measured in hours, across activities
for individual respondents. High exposure is households above the 80th
percentile of demeaned travel time reduction, as explained in the text. Rest
of day is computed from 24 hours minus the sum of other activities. Statis-
tics weighted by constructed survey weight.
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Table A8: Pre-trends analysis

1) @) 3) 4) 5)
Logrent [ivedin Typical number yyealth CAarningsin

perroom  house of hours worked index last7days
< 3yrs per week (PCA) (1000 TSH)

(expected)
De-meaned pred. decrease TT CBD Phl 0.584 -0.027 -2.400 0.123 61.692
0.656 0.365 13.915 1.164 40.175
N 81 81 81 81 81
Mean baseline value 10.257 0.327 52.466 -0.114 33.491

Notes:  Unit of observation is enumeration area (EA). Individual-level data is weighted using constructed survey weight
when collapsed at the EA level. Standard errors are clustered at relevant aggregate spatial unit. Treatment is defined at the
EA level, where pre-period structures lie within an EA and post-period structures are assigned to the nearest EA, regardless
of distance; however, only post-period structures that lie within 2 km of an EA are included in the sample. Pre-period data
come from WB Measuring Living Standards in Cities 2014-2015 survey, and post-period data come from Dar BRT baseline

survey.
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Table A9: Differences between final and initial residents (structures rented at BL)

@ 2) ®G) ) ®) ©)
Education Age Employed Worked last week Income Household income
Reduction in log traveltime (demeaned) 3.930 -1.407 0.426 0.315 72.124 -22.805
1.979** 3.970 0.167** 0.206 26.384*** 105.784
N 296 300 302 301 297 277
Mean EL value 8.355 36.803 0.666 0.405 31.145 301.206
Average effect highly-exposed 0.397 -0.142 0.043 0.032 7.285 -2.303

Notes: An observation is an initially-enrolled structure-by-gender pair. Dependent variable is the difference between the characteristics of the final

resident and the initial resident, measured at baseline (through baseline data for a respondent who was enrolled at baseline and retrospective data for

a respondent who was not enrolled at baseline) unless noted below. Demeaned variable is equal to predicted decrease in travel time to downtown
along BRT Phase 1 minus average predicted decrease in travel time to downtown along planned BRT Phases 1-4. Education is measured as years of

education, captured at endline for both initial and final resident. Age is age in years, measured at endline. Employment is measured by whether the
household member reports an usual occupation other than unemployed, student, housewife, or too old to work. Worked last 7 days is whether the

household member reports working in the last 7 days. Earnings are the earnings (in 1000 TSH) during the last seven days. Household income is the

total income for all household members over the last month. Standard errors clustered at aggregate spatial unit. Statistics weighted by constructed

survey weight.
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Table A10: Effects of the BRT on place, initial, and final residents (structures rented at BL)

1) ) 3) “4)

Employed Worked last week Income Household income

Place-based

Reduction in log traveltime (demeaned) 0.735 1.047 77.198 111.621
0.238*** 0.353*** 44.971* 184.781
N 302 302 295 256
Mean EL value 0.666 0.407 31.058 299.855
Average effect highly-exposed 0.074 0.106 7.797 11.274
Final residents
Reduction in log traveltime (demeaned) 0.302 0.692 14.051 196.647
0.246 0.355* 58.670 189.871
N 302 301 290 248
Mean EL value 0.666 0.405 31.145 301.201
Average effect highly-exposed 0.030 0.070 1.419 19.861
Initial residents
Reduction in log traveltime (demeaned) 0.662 0.868 45.374 53.849
0.251*** 0.349** 31.319 174.118
N 302 302 294 260
Mean EL value 0.689 0.447 32.591 316.446
Average effect highly-exposed 0.067 0.088 4.583 5.439

Notes: An observation is a structure by gender pair. Demeaned variable is equal to predicted decrease in travel time to
downtown along BRT Phase 1 minus average predicted decrease in travel time to downtown along planned BRT Phases 1-4.
Highly-exposed is the effect for households above the 80th percentile of demeaned travel time reduction, as explained in
the text. Employment is measured by whether the household member reports an usual occupation other than unemployed,
student, housewife, or too old to work. Worked last 7 days is whether the household member reports working in the last
7 days. Earnings are the earnings (in 1000 TSH) during the last seven days. Household income is the total income for
all household members over the last month. Standard errors clustered at aggregate spatial unit. Statistics weighted by
constructed survey weight.
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Table A11: Effects of the BRT on place, initial, and final residents (unweighted estimates)

@)

@)

)

(4)

Employed Worked last week Income Household income

Place-based

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

Final residents

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

Initial residents

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

0.327
0.144**
1888
0.678
0.033

0.261
0.165
1888
0.678
0.026

0.307

0.156**

1888
0.678
0.031

0.432
0.245*
1888
0.391
0.044

0.385
0.240
1885
0.391
0.039

0.400
0.243
1888
0.405
0.040

39.497
22.913*
1834
27.445
3.989

12.660
26.358
1826
27.456
1.279

32.919
22.028
1832
28.062
3.325

170.919
84.325**
1483
345.398
17.263

36.433
101.239
1470
345.980
3.680

119.296
82.443
1502
345.680
12.049

Notes: An observation is a structure by gender pair. Demeaned variable is equal to predicted decrease in travel time to

downtown along BRT Phase 1 minus average predicted decrease in travel time to downtown along planned BRT Phases 1-4.

Highly-exposed is the effect for households above the 80th percentile of demeaned travel time reduction, as explained in

the text. Employment is measured by whether the household member reports an usual occupation other than unemployed,
student, housewife, or too old to work. Worked last 7 days is whether the household member reports working in the last
7 days. Earnings are the earnings (in 1000 TSH) during the last seven days. Household income is the total income for
all household members over the last month. Standard errors clustered at aggregate spatial unit. Statistics weighted by

constructed survey weight. Sample is unweighted.
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Table A12: Effects of the BRT on place, initial, and final residents (no baseline pdslasso controls)

1) @) C)
Employed Worked last week Income

(4)

Household income

Place-based

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

Final residents

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

Initial residents

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

0.318 0.427 43.422
0.144** 0.273 23.044*
1888 1888 1834
0.678 0.391 27.445
0.032 0.043 4.386
0.252 0.336 6.774
0.162 0.262 24.506
1888 1885 1826
0.678 0.391 27.456
0.025 0.034 0.684
0.298 0.408 39.018
0.156% 0.257 22.523*
1888 1888 1832
0.678 0.405 28.062
0.030 0.041 3.941

345.192
169.046**
1483
345.398
34.864

197.077
159.965
1470
345.980
19.905

263.715
162.569
1502
345.680
26.635

Notes: An observation is a structure by gender pair. Demeaned variable is equal to predicted decrease in travel time to

downtown along BRT Phase 1 minus average predicted decrease in travel time to downtown along planned BRT Phases 1-4.

Highly-exposed is the effect for households above the 80th percentile of demeaned travel time reduction, as explained in

the text. Employment is measured by whether the household member reports an usual occupation other than unemployed,

student, housewife, or too old to work. Worked last 7 days is whether the household member reports working in the last

7 days. Earnings are the earnings (in 1000 TSH) during the last seven days. Household income is the total income for

all household members over the last month. Standard errors clustered at aggregate spatial unit. Statistics weighted by

constructed survey weight.
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Table A13: Effects of the BRT on place, initial, and final residents (using only retro responses)

1) ) 3) “4)

Employed Worked last week Income Household income

Place-based

Reduction in log traveltime (demeaned) 0.350 0.483 33.849 191.428
0.149** 0.247* 23.306 83.125**
N 1888 1888 1834 1483
Mean EL value 0.678 0.391 27.445 345.398
Average effect highly-exposed 0.035 0.049 3.419 19.334
Final residents
Reduction in log traveltime (demeaned) 0.257 0.401 22.727 107.076
0.162 0.249 25.660 82.844
N 1888 1885 1826 1470
Mean EL value 0.678 0.391 27.456 345.980
Average effect highly-exposed 0.026 0.040 2.295 10.815
Initial residents
Reduction in log traveltime (demeaned) 0.268 0.405 29.451 132.740
0.163* 0.236* 22.017 84.447
N 1888 1888 1832 1502
Mean EL value 0.678 0.405 28.062 345.680
Average effect highly-exposed 0.027 0.041 2.975 13.407

Notes: An observation is a structure by gender pair. Demeaned variable is equal to predicted decrease in travel time to
downtown along BRT Phase 1 minus average predicted decrease in travel time to downtown along planned BRT Phases 1-4.
Highly-exposed is the effect for households above the 80th percentile of demeaned travel time reduction, as explained in
the text. Employment is measured by whether the household member reports an usual occupation other than unemployed,
student, housewife, or too old to work. Worked last 7 days is whether the household member reports working in the last
7 days. Earnings are the earnings (in 1000 TSH) during the last seven days. Household income is the total income for
all household members over the last month. Standard errors clustered at aggregate spatial unit. Statistics weighted by
constructed survey weight.
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Table Al14: Treatment effects: additional income and employment variables

M

Income from self-employment Works at least 4 hours a day

@

®)
Self employed last month

Place-based

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

Final residents

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

Initial residents

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

-15.528
39.254
1815
74.256
-1.568

-63.404
44.494
1811
73.437
-6.404

2410
38.850
1812
74.211
0.243

-0.144
0.154
1882
0.327
-0.015

-0.111
0.166
1674
0.331
-0.011

-0.021
0.128
1882
0.327
-0.002

-0.094
0.167
1882
0.412
-0.010

-0.040
0.181
1674
0.422
-0.004

0.042
0.136
1882
0.417
0.004

Notes: An observation is a structure by gender pair. Demeaned variable is equal to predicted decrease in travel time to downtown along BRT Phase 1 minus
average predicted decrease in travel time to downtown along planned BRT Phases 1-4. Self employment is the individual net income from self employment
in the last month, if the individual operates a self-employment business. It is measures in 1000 TSH. Household income is the total net household income
from all sources in the last month (measured in 1000 TSH). We only provide the household average as it is a household variable. Works at least four hours
a day is equal to one if the respondent reports their usual daily hours are at least four. It is set to zero if the respondent does not work. Worked last 7 days
is equal to one if the respondent reports earning income in the last 7 days. It is zero otherwise. Self employed last month is equal to one if the respondent
reports earning income from self employment in the last month. It is zero otherwise. Standard errors clustered at aggregate spatial unit. Statistics weighted

by constructed survey weight.
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Table A15: Effects of the BRT on place, initial, and final residents (using demeaned 123 instead of 1234)

@)

@)

)

(4)

Employed Worked last week Income Household income

Place-based

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

Final residents

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

Initial residents

Reduction in log traveltime (demeaned)

N
Mean EL value
Average effect highly-exposed

0.327
0.144**
1888
0.678
0.033

0.261
0.165
1888
0.678
0.026

0.307

0.156**

1888
0.678
0.031

0.432
0.245*
1888
0.391
0.044

0.385
0.240
1885
0.391
0.039

0.400
0.243
1888
0.405
0.040

39.497
22.913*
1834
27.445
3.989

12.660
26.358
1826
27.456
1.279

32.919
22.028
1832
28.062
3.325

170.919
84.325**
1483
345.398
17.263

36.433
101.239
1470
345.980
3.680

119.296
82.443
1502
345.680
12.049

Notes: An observation is a structure by gender pair. Demeaned variable is equal to predicted decrease in travel time to

downtown along BRT Phase 1 minus average predicted decrease in travel time to downtown along planned BRT Phases 1-4.

Highly-exposed is the effect for households above the 80th percentile of demeaned travel time reduction, as explained in

the text. Employment is measured by whether the household member reports an usual occupation other than unemployed,
student, housewife, or too old to work. Worked last 7 days is whether the household member reports working in the last
7 days. Earnings are the earnings (in 1000 TSH) during the last seven days. Household income is the total income for
all household members over the last month. Standard errors clustered at aggregate spatial unit. Statistics weighted by

constructed survey weight.
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Table Al6: Treatment effects: commute

1) ) ©)

Commutes Happy public transport Live convenient

Place-based

Reduction in log traveltime (demeaned) 0.162 5.684 6.809
0.217 1.731%* 1.730%**
N 1888 1882 1799
Mean EL value 0.321 5.764 6.118
Average effect highly-exposed 0.016 0.574 0.688
Final residents
Reduction in log traveltime (demeaned) 0.073
0.199
N 1888
Mean EL value 0.321
Average effect highly-exposed 0.007
Initial residents
Reduction in log traveltime (demeaned) 0.108 5.073 5.747
0.202 1.569*** 1.712%**
N 1888 1882 1796
Mean EL value 0.329 5.764 6.119
Average effect highly-exposed 0.011 0.512 0.580

Notes: An observation is a structure by gender pair. Demeaned variable is equal to predicted decrease in travel
time to downtown along BRT Phase 1 minus average predicted decrease in travel time to downtown along planned
BRT Phases 1-4. Commute is a measure that the individual works outside of the home. Happy public transport is
the response, out of 10, to the question: how happy are you with the public transport options from the house. Live
convenient is the response, out of 10, to agreeing with the statement: where I live is convenient for where I want to
go to? Standard errors clustered at aggregate spatial unit. Statistics weighted by constructed survey weight.
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Table A17: Treatment effects: cons

(1) ) 3)
Food  Transport  Total

Place-based

Reduction in log traveltime (demeaned) 143.051 50.456 223.356
42.847***  30.378*  104.997**

N 1789 1589 1888
Mean EL value 243.975 59.466 398.091
Average effect highly-exposed 14.448 5.096 22.559

Final residents

Reduction in log traveltime (demeaned) 125.123 37.489 209.001
49.952** 28.197 115.483*

N 1774 1586 1888
Mean EL value 244.268 59.250 398.091
Average effect highly-exposed 12.637 3.786 21.109

Initial residents

Reduction in log traveltime (demeaned) 100.787 40.680 184.614
45.707**  24.191*  82.274**

N 1793 1600 1888
Mean EL value 241.057 59.038 395.909
Average effect highly-exposed 10.180 4.109 18.646

Notes: An observation is a structure by gender pair. Demeaned variable is equal to pre-
dicted decrease in travel time to downtown along BRT Phase 1 minus average predicted
decrease in travel time to downtown along planned BRT Phases 1-4. Food spending is
spending on food. Transport spending is spending on transport. Total is total spending.
Data is measured at the household level. Standard errors clustered at aggregate spatial
unit. Statistics weighted by constructed survey weight.
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A Construction of household weights

We construct a household weight that reweights our sample to match the
2012 Tanzanian Census on ownership population and the distribution of
population across wards. This section describes the procedure.'

Population data for enumeration areas in Dar es Salaam were obtained
from the country’s most recent population census, the 2012 Population and
Housing Census. This gives aggregated total population counts by sex for
each enumeration area. The surveyed area covers 87% of the population
of Dar es Salaam.

Define a structure s such that the total population of structures in our
data at time ¢, t = {0, 1} is n;. Within each of these structures, define sur-
vey household a,, which is indexed by two additional dimensions: b €
{owner, resident} and ¢ = {1,2,...,5+}, where c is a categorical variable
for the number of households in structure s. N_hhy is the total num-
ber of households living in structure s at time t, a inclusive. Then, the
total population of households at time t = Y N_hhy. Let I be the set
of all households. At each time period t, we surveyed a subset x € I,
x = {ay,ay,...,a,}. Define our actual surveying probability as 7, and
the population probability as 7, Vb,c. Then, the weights are given by
Qpey = N_hhg(7tpes/ et ). If a renter household lives in a structure with
all renters, 7, = 7 and thus Qp = N_hhg;.

At baseline, we did not ask renters who lived in dwellings with more
than one household whether the owner was one of the other households
that lived in the dwelling. As a result, we cannot determine the rate at
which we over- or under-sampled owners at baseline. Thus, we ammend
the previous section such that 7, and 7, are both time-invariant, with
Tlpe = Tlpc,t=1 and 7ty = ﬁbc,tzl-

We know the number of individuals living in each of our 52 aggregate
spatial units from the 2012 Tanzania Census; however, we want to know
how many households reside in each unit. To convert from individuals
to households, we divide the total number of individuals by the average
number of members in a household in Dar (3.9), per the 2011/2012 Tanza-

15Tn our survey, we group households that live in their structure for free with households that own their
structure when asking questions related to the dwelling, i.e. do you sublet any part of this dwelling. To be
consistent, we do the same when generating weights.
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nia HIV/AIDS and Malaria Indicator Survey (AIS).!°

Appendix Table A18 shows the distribution of structures across owner-
ship status. Column (1) shows the raw data. Column (2) shows the data
after applying the constructed weights. Column (3) shows the distribu-
tion arising from the 2012 Census. Column (4) compares the data from the
World Bank MLSC data that we use for pretrends.

Table A18: Distribution of households by ownership status of dwelling units

2012 Census World Bank
Endline data data MLSC data

(1) (2) ) (4)
Unweighted Weighted

Owned 65.0 44.7 36.9 36.8
Lived in without paying rent 8.8 8.4 5.5 6.4

Rented 26.2 46.9 57.6 56.8
N 1795 1795 1083381 1964

Notes: Endline data sample consists of all households that answered StatDwel at endline. Con-
structed weight accounts for number of households in the structure, distribution of owners and
renters, and population across city wards.

16 Accessed via https://www.statcompiler.com/en/
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B Validation of retrospective data

To assess the reliability of the retrospective data we collected at endline,
we identify individuals who were surveyed at both baseline and endline
and compare their baseline responses with their endline retrospective re-
sponses for key outcome variables of interest.

For binary or categorical outcomes, such as employment status or the
aggregate spatial unit one resides in, we calculate the proportion of re-
spondents who gave consistent answers at baseline and retrospectively at
endline. For continuous variables, we report the share of responses that
fall within 10% or 20% of each other across the two surveys.

Appendix Table A19 presents the results of this exercise. Binary and cat-
egorical variables show higher consistency when reported retrospectively,
whereas continuous variables are less likely to be reported with similar
values at baseline and endline.

Home aggregate spatial unit has a lower sample size as it is only asked
retrospectively to individuals who have moved to a new structure at end-
line.

Table A19: Comparison between individuals’ baseline and endline retrospective responses

@ @ ®) @) ©) (6)
Employed Commutes (distance Home aggregate Wagesin Gross monthly  Total monthly

(main job) to work > 0) spatial unit last7 days HHincome  HH consumption
Prop. consistent 0.775 0.797 0.690 0.296 0.066 0.013
Prop. within 10% 0.306 0.097 0.096
Prop. within 20% 0.333 0.195 0.194
Correlation coef. 0.467 0.471 0.666 0.221 0.237 0.179
N 2164 862 525 2032 1556 2864

Notes: Employment status is determined by the respondent’s reported main occupation, and is a binary variable. Commute status is defined
as one if a respondent reports working and the distance to their work is greater than 0 km, and is defined as zero if the respondent reports not
working or reports working but the distance to their work is 0 km. Prop. consistent shows the proportion of individuals whose EL retrospective
response matches their BL response — this is primarily informative for the binary and categorical variables. Prop. within 10% [20%] shows the
proportion of individuals whose EL retrospective response was within 10% [20%] of their BL response - this is only informative for the continuous
variables.
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