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Understanding the Impact of Al on the Content we Consume and Create

Online platforms can use Al to empower users and improve our collective, creative output in our
professional and social lives. However, while Al offers unprecedented opportunities to improve
discourse and spur creativity, its use could also have unintended outcomes depending on the
incentives of the platforms deploying Al. In my ongoing research, I examine how we can improve
the quality of the content we consume and create online using approaches from computational social
science, causal inference and behavioral economics. I use Al to both 1) uncover the underlying
incentives of online platforms and 2) examine how we can better integrate Al to improve outcomes
with human-Al collaboration at scale.

1. Examining the incentives of digital platforms in promoting content

1a) Examining content categories that contribute to platform growth: To examine the types of
content that can contribute to the growth of online communities and platforms hosting user-generated
content, I am conducting field experiments in an online forum, including 1) an adaptive experiment
to identify whether the types of content that is optimized for user engagement in the short term
differs from content optimized for quality, and 2) a randomized field experiment to measure the
downstream effects of such content on longer term user retention. These experiments involve
automatically posting high quality Al-generated content and evaluating the downstream
consequences of various types of content (e.g. informative vs engaging, etc.). To capture the utility of
different content categories, I measure both short-term engagement metrics (e.g. likes, number of
replies) and longer run user retention i.e. content production by treated users following the treatment.
This research will reveal whether platforms face a trade-off between optimizing for user engagement
in the short term and user retention in the longer run since short-term metrics have often been
ineffective in capturing value (Milli, Belli, and Hardt, 2021). Additionally, it will identify the
characteristics of content that can help maximize user retention and lead to the growth of online
communities.

1b) Examining the incentives of Al-powered platforms in monetizing misinformation:
Anecdotal evidence suggests that publishing misinformation can generate more views, clicks and ad
revenue for news producers and platforms than publishing credible news (Higgins et al., 2016).
However, the presence of a bias towards publishing misinformation lacks empirical investigation
despite concerns that the ad business model inherently amplifies such content. Economic theory
predicts that different business models bias the creation of different types of content (Spence and
Owen, 1977). Thus, if misinformation websites generate greater engagement, they may be cheaper to
advertise on. Consequently, Al algorithms optimizing for cost-effectiveness may direct more ads
towards misinformation sites than other sites. To uncover how algorithmic ad targeting shapes the
incentives for producing misinformation, we are conducting field tests with an ad agency that
involves placing ads via their ad platform and measuring outcomes such as clicks and impressions.

2. How should digital platforms deploy Al to improve online interactions?

2a) Measuring the impact of generative Al on online creative output: Given the potential of
generative Al in providing quality content, I am developing a browser extension that people can use
to access new ideas as they are creating content on online social communities. A growing literature
has explored how generative Al can improve the productivity of employees and entrepreneurs (Otis

1



et al., 2024; Brynjolfsson, Li and Raymond, 2023). Recent work has also shown that availability of
LLMs for content generation can lead people to rely on them rather than contributing to open
collective commons, resulting in a decline in participation on online communities that crowdsource
knowledge from the public (Burtch, Lee and Chen, 2024). The extent to which Al tools such as the
one I’m building can stimulate creativity at scale and lower the barrier to contribute for users remains
an open question. To investigate this, I will randomly assign users to a treatment group that receives
Al suggestions while writing comments online or a control group that receives a grammar check, and
measure the effects on user engagement and the quality of content produced.

2b) Examining the role of Al in co-creation: While Al has the potential to amplify creativity and
make conversations more productive, people’s perceptions of Al could substantially impede or
increase their willingness to adopt Al-generated suggestions or feedback. While there is an ongoing
debate on the role of Al in automating or augmenting work for humans (Agarwal et al., 2023;
Brynjolfsson, 2022), the degree to which each of these roles can be helpful to people remains to be
seen. To systematically study which roles taken by Al are most preferred by people as part of their
everyday work, I am conducting a randomized field experiment in collaboration with a company that
is rolling out a general purpose Al coaching tool for improving communication quality via emails.
While AI Coach is aimed at helping people craft higher quality emails, it can do so in different ways,
e.g. by offering specific feedback on clarity and tone to allow the user to revise their email or by
completely rewriting an email on behalf of the user. Our experiment involves introducing the Al
coaching tool via nudges within the email product to all users in a randomized manner such that
some users perceive it as an assistant that provides suggestions whereas others perceive it as an entity
that can automate their work. We then measure the adoption of the technology tool across the entire
user base and evaluate whether the way Al is introduced affects its adoption. This research will
examine the barriers that may currently prevent individuals and organizations from adopting Al
feedback and help us determine how best to deploy Al products for the maximum benefit of
employees, organizations and society.
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