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1 Introduction

There has been a recent influx of machine learning in economic research. This has been driven by the

widespread availability of big data and the recent development of tools that can exploit such data to

great effect. With the dramatic advances in computing power and optimization methods, machine

learning has become available to all researchers. The expressive power of machine learning has lead

to the temptation to “let the data speak” and avoid imposing any restrictions or assumptions on

numerical analysis, assuming that all relevant features will be picked up from the data. We argue

that actually economic structure and machine learning are complements in modeling, not substitutes.

Both have their strengths and weaknesses, but moreover, by combining them appropriately one can

use the strengths of each to remedy the shortcomings of the other.

Economic models are designed to obey theories and facts from the discipline. This means

that, when taken to data, the estimates and inferences from structural models are (economically)

interpretable and useful for decision and policy making. Crucially in many economic decision

problems, the structure of the model, and the discipline it imposes, allows for interpolation and

extrapolation, and thus optimization. Models without economic structure can be useful descriptively,

but because the only structure comes from statistical assumptions, they cannot be reliably used in

economic optimization for data-driven choices of pricing, production, or other strategies.

However, economic theories, and hence the structural models based upon them, are incomplete

in important ways for data analysis. Here statistical and machine learning methods can be exploited.

Theory may not dictate things like functional form or the presence of interaction effects. Such

elements of the model are unspecified by theory but crucial for data analysis, and must be learned

accurately as they play a role in the ultimate decision. One leading example is heterogeneity. Even

in cases where the presence of heterogeneity is implied economic reasoning, which is not a given, the

form and type will not come from theory and must be learned from data. Seasonality, or other time

patterns, are another commonly encountered phenomenon which is known to exist and unspecified

by theory. Production (or consumption) will change over time and capturing this pattern in the

data is crucial for analysis and decision making. Correlation structures, covariate importance, and

effect spillover patterns are other examples where a mix of theory and flexilibity is called for.

Flexibly learning patterns and heterogeneity is precisely the strength of modern machine learning
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(ML) methods. ML often cannot learn economic structure, because such methods are explicitly

designed for flexibility, while structure by its nature means constraints. With complete flexibility,

the results of ML are often not interpretable economically and cannot be used for optimization,

which requires inter- and extra-polation. Pure ML extrapolates based on statistical structure built

into the method, not on ecomics. This phenomenon is shown in a simple empirical example in the

next section. Thus while ML cannot replace structure, it can useful augment structure.

We show how to embed machine learning, in the form of modern neural networks, into economic

modeling. Our approach begins with a structural model imposed by the researcher. The model

relates the outcomes yi to the covariates of interest ti (treatments or policy-relevant variables) and

depends on parameters of interest θ, which are to be estimated from the data. We suppose this model

is captured by a loss function ℓ(yi, ti,θ). The structural model encodes restrictions and constraints

on the data generating process and the parameters θ have direct economic interpretations. From an

econometric point of view, is a standard parametric estimation and inference problem.

We enrich the model by changing the parameters θ to parameter functions θ(x), which are fully

flexible functions of a vector of observed characteristics xi. The new model is then ℓ(yi, ti,θ(xi)).

This changes adds flexibility but maintains all the structure of the original model. The incompleteness

of theory is reflected in the flexibility of treating θ(xi) as a fully unknown function. This is exactly

where the strength of machine learning is exploited, and how the ML complements the economics.

Either one alone is insufficient: structure without machine learning would lose the richness and

fail to capture important patterns in the data, while naively applying machine learning without

structure would lose the interpretability and the utility in policy/decision making.

We estimate the parameter functions θ(xi) using deep neural networks. Neural networks allow the

structure of the model to be directly encoded into the estimation through the network architecture.

The required change to the architecture is intuitive and simple to implement, requiring only a few

extra lines of code. The power and flexibility of deep learning is directed through the architecture to

learn the parameter functions θ(xi). This is in contrast to standard deep learning implementations

(and much of ML in general) that are focused entirely on prediction or classification tasks (learning

regression functions) whereas our method allows for learning any economically interesting parameter,

such as coefficients, variances, elasticities, et cetera, all as rich, heterogeneous functions.

By exploiting the fact that we enrich a parametric model, we also obtain valid two-step semipara-
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metric inference for finite-dimensional parameters using an insight into the influence function in such

context. We show that ordinary derivatives can continue to characterize the influence function in

the semiparametric case, just as in the parametric case. Further, the only thing required is the value

of these derivatives at the data points, not as functions in general. This means we can deliver an

influence function in a very wide variety of settings, and so we can obtain valid inference using double

machine learning in more contexts than previously possible. Availability of influence functions, or

more generally, orthogonal scores, is a limiting factor in conducting inference after first-step ML.

Further, and importantly for practice, the automatic differentiation engine used in neural network

estimation can be exploited to automatically obtain the influence function, without any human

derivations needed, only computation and nonparametric estimation.

We illustrate our method studying short-term loans using the data of Bertrand et al. (2010). We

study the value of advertising characteristics, as in the original work, but in our case the model is fully

flexible in heterogeneity. We also provide a demand application in the context of brand choice models

using scanner panel data. We then model demand as a function of prices and marketing efforts, and

once the demand function is estimated, we compute optimal prices as a function of characteristics

(third degree price discrimination) and conduct inference on quantities such as counterfactual profits.

This involves applying double machine learning ideas to objects not available in closed form (the

solution to a fixed point problem), which illustrates the generality of our inference method.

Our main focus is on the methodology of using deep neural networks in economic modeling.

However, we do justify each step theoretically. For the structured deep neural networks we prove

nonasymptotic bounds (and implied convergence rates), building on Farrell, Liang, and Misra (2021).

These rates depend only on the dimension of the heterogeneity xi, because the relationship of ti

to yi is not learned from the data. Our bounds apply to many settings of interest, requiring only

mild conditions on the loss function ℓ(·) and standard smoothness requirements. For inference, the

influence function derivation is the key contribution and is shown to be valid. We can then obtain

asymptotic normality by applying the double machine learning methodology of Chernozhukov et al.

(2018a).

The rest of the paper is organized as follows. We next review some related literature. Section

2 then shows a simple, motivating example demonstrating the value of structure. Our structured

deep learning method is described in Section 3. Inference is discussed in Section 4. We conduct
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two empirical applications of our our methods in Section 5.1. Section 6 summarizes the theoretical

results. Finally, Section 7 concludes. The Appendix contains implementation details, discussion of

related contexts, and all proofs. We also therein discuss the important and intuitive special case of

generalized linear models in order to illustrate the ideas and connect to other results.

1.1 Related Literature

Our work touches on several areas of economics, econometrics, and statistics, to which we cannot

hope to do justice in a few paragraphs. We will give an overview here, with some further discussion

is given throughout the paper.

First, our work is related to the recent interest in integrating ML into economic research. Most,

if not all, of this work has used ML to learn regression functions or make predictions, even if these

feature in other economic contexts. ML is often a substitute for nonparametric regression, and

succeeds where classical methods fail due to the complexity of the data. Often causal inference is the

end goal, but our work, being motivated by structure, is more related to other economic contexts.

See Varian (2014) and Bajari et al. (2015) for reviews.

Our structured deep learning approach, and the accompanying nonasymptotic bounds, connect

our work to the recent literature studying the statistical properties of ML methods. Our theoretical

results build directly on Farrell, Liang, and Misra (2021). Conceptually, Athey, Tibshirani, and

Wager (2019) and Foster and Syrgkanis (2023) may be the most closely related, as both focus on

quantities other than prediction functions, use models beyond regression, and utilize orthogonal

scores as key ingredients. The contexts and results are different, as we focus on deep learning

and semiparametric inference. Athey, Tibshirani, and Wager (2019) study random forests and

nonparametric inference at a point, while Foster and Syrgkanis (2023) are concerned with risk bounds

under weak conditions.

The use of influence functions explicitly with the goal of obtaining valid inference under weaker

conditions is not new, whether for classical nonparametrics (Cattaneo, 2010) or machine learning

(Farrell, 2015). Our work contributes most directly to the recent literature applying the double

machine learning (DML) method of Chernozhukov et al. (2018a). DML requires an orthogonal

score, which an influence function provides, and thus many papers stick to known examples or

hand-derive an influence function. Our contribution here is the derivation of a generic influence
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function that covers a broad class of models and can be computed automatically. We share this goal

with the “auto-DML” method (see Remark 3); our approach is different and has relative strengths

and weaknesses.

2 The Value of Structure

The value of structure in economic modeling has been well understood for decades. Indeed, the

half-century old Lucas Critique is a (major) example of the value of structural thinking. With the

power of ML, there is a temptation to learn everything from data alone. This view has its origins in

the machine learning literature, which has focused exclusively on prediction, but has seeped into

other contexts. Zadrozny (2004) writes, in the context of classification, that the ML community

is “interested in the predictive performance of the model and not in making conclusions about the

underlying mechanisms that generate the data.” So successful is machine learning, and deep learning

in particular, at these prediction tasks, that it can be tempting to assume that any problem can be

tackled with accurate enough predictions. In some cases, such as hand-writing recognition, pure

prediction is enough. But economic decision making cannot proceed without these “underlying

mechanisms”, that is, without structure and economics. The danger in naively applying ML in

economic decision making contexts is that economic assumptions and structure are replaced with

statistical assumptions and the structure of estimators.

To demonstrate this danger, we use the data of Bertrand et al. (2010), which is analyzed more

fully in Section 5.1. Here our goal is to estimate the demand for loans as a function of the interest

rate, and then to find the optimal interest rate offer. This is straightforward demand estimation,

where the price is the interest rate and the good being “purchased” is the loan.

For simplicity we use only the second two waves of Bertrand et al. (2010) and only high risk

individuals, leaving us with 40,000 observations, a binary outcome, and with 46 values of the

interest rate, a continuous predictor. Moreover, this is an experiment, so the price variable has been

randomized, so endogeneity is not a concern. Thus, our data is ideal for this use, both economically

and statistically. This is a tailor-made classification task, and the naive ML view would hold that if

conversion for any interest rate offered can be predicted accurately, then the interest rate can be

optimized. However, as we will see, neglecting the “underlying mechanisms that generate the data”
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will lead to a failure.

Figure 1: Estimated Demand Functions. Bertrand et al. (2010) asdfasd

(a) Random Forests (b) Neural Network (c) Structural Logit

Figure 1 shows three different approaches to estimating the demand function in this data. In

each case, the dots show the empirical application rate (average purchasing decision) at each offered

interest rate. Panel (a) shows two random forest estimates using the ranger package. The dotted

orange line uses the default settings. This appears to be undersmoothed and thus the blue dashed

line forces a smoother fit using an ad-hoc restriction on the tree depth. It is easy to (by eye) reject

the default random forest as an unreasonable estimate of the demand function, although it should be

noted that even this judgement reflects economic structure, not statistical/ML criteria: nothing in

machine learning says the curve should be smooth or downward-sloping. Panel (b) shows two neural

network fits, the blue dashed line is three layers with 20 nodes per layer and the dotted orange line

adds richness by using 50 nodes in the middle layer. Finally, panel (c) shows the fit from a linear

randomly utility model with a logistic error distribution, the basic workhorse structural model in IO.

Both the smoothed-out forest and both neural networks produce curves that could reasonably

be demand functions. However, as we continue with the pricing problem, it will become clear how

different these fits really are. Figure 2 takes the smoothed forest, (20,20) neural network, and binary

choice logit and extrapolates these estimated demand functions from the support of the data (3.25%

to 11.75%) to, in panel (a), zero to 20%, and in panel (b), for all interest rates up to 200%.

The forest is the most striking, with completely flat demand for any higher interest rate. This is

mechanical and generic: a forest is an average of trees, which are piecewise flat, and so at the edge

of the support the forest fit must be flat, hence a flat estimate at all higher values, in any data set.

On the support of the data, the neural network fit appeared quite linear and very similar to the
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logistic model. However, when we extrapolate, we see how different the fit is, due to the invisible

(when looking at the sample) complexities and nonlinearities of the neural network estimate.

Figure 2: Extrapolated Demand Functions. Bertrand et al. (2010) caption caption caption

(a) Extrapolating from zero to 20% (b) Extrapolating from zero to 200%

Figure 3 shows the revenue expected from each demand function. While this does not include

costs, it is clear what each estimate implies for an optimal price. The structural model gives

well-behaved demand and revenue curves and yields a reasonable optimal price. With flat demand,

the forest revenue grows without bound, yielding infinite prices. Again, this is mechanical and

generic. The neural network at least gives a revenue curve that eventually declines, but only for very

high rates. The difference here again stands in stark contrast to the similarity of Figures 1(b) and

(c). One can dismiss these findings with the argument that no reasonable decision maker would ever

think infinite prices is appropriate, but again, this using economic structure to inform the ML, not

the other way around.

These phenomena are not related to statistical uncertainty. Figure 5 shows a 95% confidence

band for the demand function using Cattaneo et al. (2023). The band contains all three estimates

and any manner of other possibilities. Different fits would yield different optima (except the forest,

which always yields infinite prices, and thus has zero uncertainty) but the issues will persist, and

potentially be exacerbated, for any realization of the data.

This simple example shows that, even in a data set that is in many ways ideal for the ML
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Figure 3: Implied Revenue Functions. Bertrand et al. (2010) caption caption caption

Figure 4: Implied Revenue

Figure 5: confidence band using Cattaneo et al. (2023) Bertrand et al. (2010) caption caption caption

Figure 6: Confidence Band

approach, economic structure cannot ignored. Both the forest and the neural network impose their

own structure on the data, but this structure is opaque and is based on data-fitting concerns, not

economic decision making. Decision making necessarily depends on inter- and extrapolation, which
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by definition is based on assumptions and not upon the data. These assumptions can be economic or

statistical. This example shows that this statistical structure may not be appropriate for economic

problems.

Finally, it is worth noting that structure and structural reasoning, though it goes by other names,

is commonly used in machine learning problems. Convolutional neural networks are a particular

structure that is superior for image recognition. The transformer architecture (Vaswani et al., 2017)

is behind the recent success of large language models. Structure at its core means constraints and

restrictions, and these popular architectures are no different.

3 Embedding Deep Learning in Structural Models

We show that ML, in the form of deep learning, can be embedded into structural modeling in order

to capture the benefits of both. In this section we describe our structured deep learning approach

and describe the two step estimation and inference problem. Inference is treated in the following

section. Theoretical results are postponed to Section 6.

The starting point is a standard parametric structural model that encodes the researcher’s

restrictions on how the outcomes Y ∈ RdY relate to the variables of interest T ∈ RdT .1 These

“treatment” variables can be randomized or not and can be continuous, discrete, or mixed. What is

important is that these are the variables of interest and it is on the relationship of Y to T that the

researcher places structure. The restrictions of the model are encoded in a loss function ℓ(yi, ti,θ),

which depends parameters θ ∈ Rdθ to be estimated from the data. The true parameters minimize

the expected loss:

θ0 = argmin
θ∈Θ

E [ℓ(Y ,T ,θ)] , (3.1)

where Θ ⊂ Rdθ is the appropriate parameter space. Inference is then conducted a second stage

object that is an average of a known function H, that depends on the parameters, covariates, and

possibly some fixed value of interest t∗, as in

E[H(X,θ, t∗)], (3.2)
1Notation. Vectors and matrices will be written in boldface. Capital letters are used for population random

variables; lower case for realizations. The expectation operator with respect to the true data generating process is
denoted E[·]. The L2 norm for a function g(x) is ∥g∥2 = E[g(X)2]1/2.
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which include the parameters themselves (forH(X,θ0, t
∗) = θ) and quantities such as counterfactuals

and average marginal effects. Making t∗ explicit notationally is useful for targeting and optimizing

strategies, but conceptually could be included in the definition of H. Other than restricting to

per-observation losses and smooth functions (so that derivatives exist), the combination of Equations

(3.1) and (3.2) encompass a wide variety of parametric models, including many M- and Z- estimation

problems, such regression models, quasi/pseudo-likelihoods, or generalized estimating equations

(Newey and McFadden, 1994).

The positives of structural modeling are widely appreciated. The model incorporates theory-based

restrictions and constraints. This means that the estimated parameters, or transformations thereof,

are interpretable and directly useful useful in policy analysis, decision making, and the formation of

counterfactuals. The two-step nature of the problem reflects exactly these types of analyses, where

second step counterfactuals are obtained after estimating primitives of the model in the first stage.

It also means that the data is used more efficiently, since structure implies restrictions, which will be

crucial when embedding machine learning or nonparametrics.

The major drawback of Eqn. (3.1) is rigidity: it does not allow for any heterogeneity in the

relationship between Y and T . If there is any such heterogeneity, which is almost a given in economics

and social sciences, then the results will be biased and subsequent decisions or analyses will be

erroneous. Concern over effect heterogeneity has been the focus of much recent research, particularly

in program evaluation (Chernozhukov et al., 2018b; Wager and Athey, 2018; De Chaisemartin and

d’Haultfoeuille, 2023). We may aim for being robust to heterogeneity, as in classical fixed effects

models, or to capture and exploit heterogeneity, in more modern targeting contexts.

Our idea is to recast the parameters θ as parameter functions θ(X) that are fully flexible in

observed covariates X ∈ RdX , then estimate these functions with structured deep learning. Instead

of the true model being the inflexible (3.1), we assume that

θ0(·) = argmin
θ∈F

E
[
ℓ
(
Y ,T ,θ(X)

)]
, (3.3)

for a function class F , which obeys standard restrictions detailed below (Assumption 2). The second
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step parameter of interest is correspondingly enriched, to be

µ0 = E
[
H

(
X,θ0(X), t∗

)]
, (3.4)

where we assume that H maps to Rdµ . We focus such µ0 to keep exposition simple, but our method

and results apply to GMM as well, as discussed in Appendix B.7.

Thus we have an enriched, ML-driven two step procedure that matches the logic of first estimating

primitives and then counterfactual or policy analysis. Equation 3.3 is a specific, though quite general,

formulation of nonparametric M-estimation (Gallant and Nychka, 1987), which together with (3.4)

defines a broad class of semiparametric two-step estimation settings, matching the generality of (3.1)

and (3.2). Our framework includes as special cases many of the standard semiparametric problems,

including treatment effects, generalized (partially) linear models, and others. See Appendix B.

The important concept behind Eqn. (3.3) is that all the structure is maintained, but is enriched

with fully flexible heterogeneity. The principles and constraints are still present and the parameters,

now as parameter functions, are still directly interpretable and useful. θ0(x) is simply the effect

for individuals with “type” X = x. Further, the θ0(x) are not “nuisance” functions. The view,

particularly common in the realm of inference after ML, is that first step functions are literally a

nuisance, i.e. something annoying that must be dealt with, but is not interesting. We object to

this view: in many applications the learned heterogeneity is actually the most interesting part, and

because the θ0(x) are interpretable functions in our framework, using them is simple.

We introduce a novel yet simple structural deep learning approach to estimate the parameter

functions β0(x). The key to this approach is the architecture is depicted in Figure 7. The expressive

power of deep neural networks comes from the hidden layers. In standard approaches this flexibility

is used to learn regression functions or form predictions, which determine both the target and the

loss functions. In our approach, the hidden layers are directed through a parameter layer so that

the power of ML is used entirely for learning the parameter functions. These then enter the model

layer according to the structural model in order to optimize the loss. The neural network optimizes

the parameter functions to minimize the same structural loss, not prediction loss. This formalizes

exactly how machine learning and structure are complementary. The ML enriches the economic

model, filling in gaps left by theory. Simultaneously the economics aids the implementation of ML
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Figure 7: Structural deep learning. Figure shows a depicture of the deep neural network architecture
for estimating the parameter functions θ(x) in the structural economic model ℓ(Y ,T ,θ(X)) defined
in Eqn. (3.5).

to estimate structural objects with economic meaning and interpretation.

The estimates come from solving the empirical analogue of (3.3) where minimization is over a

class of structural deep neural networks, i.e. those with architecture shown in Figure 7. We define

θ̂(·) = argmin
θ∈Fdnn

1

n

n∑
i=1

ℓ(yi, ti,θ(xi)), (3.5)

where Fdnn is the class of deep neural networks that encodes not only the overall architecture but

also tuning parameter choices of the width and depth of the network and the shape parameter given

by the activation function. We use the standard fully connected feedforward neural network with

ReLU activation for the hidden layers. To save space, we will not review deep learning basics here.

Recent textbook treatments include: Goodfellow, Bengio, and Courville (2016) and James et al.

(2021) for introductions and examples, Roberts, Yaida, and Hanin (2022) for theory, and Keydana

(2023) for implementation. We discuss choice of the network parameters in our application in Section

5.1. Theorem 1 in Section 6 gives the convergence of these θ̂(·).

Our structural deep learning approach can be applied to any model/loss ℓ(· · · ) and is easy to

implement. Only a few lines of code need be changed relative standard implementations, so that the

flexibility of the network, represented by the hidden layers, is directed toward learning the parameter

functions θ0(x) rather than the loss directly. We dub this “structural compatibility”, meaning that
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the structural model is easily baked into the estimation.2 Neural network estimation relies on using

gradients to find optima, proceeding by back propagation through the network. Our idea is simply

to structure the final layers of this network, as shown in Figure 7, optimizing the loss through the

parameter functions, instead of optimizing prediction directly, but the computation is the same. This

intuition works the other way around also: in parametric structural estimation, ℓ(Y ,T ,θ) would be

optimized in exactly the same way, but the gradients would stop at the parameter layer. Our idea

simply extends this through additional layers to add nonparametric flexibility.

Of course, DNNs are not the only method that could be used to recover the parameter functions,

nor do we claim any formal optimality property. Classical series estimators such as splines or

polynomials are also structurally compatible, and this is one reason why they are a common method

for nonparametric M estimation (see Gallant and Nychka (1987) for early work and Chen (2007)

for a detailed theoretical treatment). Modern basis-function style methods, including the lasso

and ridge regression, are also compatible. However, DNNs have several features which recommend

them for structural estimation and inference in practice. First, deep learning is built on automatic

differentiation, whic allows us to obtain the necessary influence function computationally for free

for any µ0 from (3.4) based on any first step (3.3). See Section 4. Second, DNNs handle discrete

covariates seamlessly. While in theory including discrete covariates does not impact the convergence

rate for many nonparametric estimators, obtaining these estimates in practice typically requires

special care and custom methods (Racine and Li, 2004; Ma, Racine, and Yang, 2015). DNNs need no

such customization, the inputs shown in Figures 7 can be any mix of continuous or discrete, and the

rate still reflects only the number of continuous covariates. Finally, classical nonparametric methods

often do not work for modern applications with more than several covariates.

The economic model holds globally, and we wish to match this in estimation, as it is important

to learn counterfactual quantities in the second step. However, it is possible to use “local” methods

to learn the value of the parameter functions at a point, i.e. θ0(x) for some x, but often more

complex and less transparent. Fan and Zhang (2008) discuss kernels and local polynomials while

Zeileis, Hothorn, and Hornik (2008), Athey, Tibshirani, and Wager (2019), and Chatla and Shmueli
2In our coinage, “structural compatibility” is akin to the idea of a “global” smoother, typified by a series estimator.

This use of “global” means that the estimator imposes a global smoothing structure, which is contrasted with “local”
estimators that impose restrictions only locally, as in typical kernel regression. However, there is an ambiguity because
some series estimators, such as splines or partitioning, are also “local” in the sense that only data near to the point of
interest is used in the esstimation (Cattaneo and Farrell, 2013; Cattaneo, Farrell, and Feng, 2020).
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(2020) use trees and random forests; all share our goal of learning non-prediction function. Also

Chen (2007) views neural networks as sieves for generic nonparametic M estimation, as do we. Athey,

Tibshirani, and Wager (2019) and Foster and Syrgkanis (2023) are perhaps the most recent closest

antecedents to our work, as both move ML away from prediction and both use orthogonal scores

as a key ingredient. Athey, Tibshirani, and Wager (2019) study random forests in a similar class

of problems to (3.3). Their goal is inference on the nonparametric object θ0(x) at a point X = x,

which is different than our two-step problem. Influence functions based on ordinary derivatives

are used there, though in the estimation step to aid with tree splitting, rather than for inference

per se, as we do below. Foster and Syrgkanis (2023) are focused on risk minimization, as opposed

to inference, but consider a similar class of models and use orthogonal scores to obtain improved

properties. Their estimation target more closely resembles our two step problem, though a key

innovation in their case is performing this in one step, rather than estimating the primitives and

then studying different counterfactual questions. Their first and second step parameters can also be

more general objects than ours in some ways.

4 Inference

For second step inference on µ0 = E[H(X,θ0(X), t∗)], we apply and contribute to the recent

semiparametric inference literature and the now-common double machine learning (DML) method

of Chernozhukov et al. (2018a). DML is a generic method for obtaining semiparametric inference

that combines two ingredients: sample splitting and a Neyman orthogonal score. Asymptotic

Normality then follows under weak conditions on first step estimators, which is particularly important

for ML-based first steps, because relatively little is known of their mathematical and statistical

properties. Typically, L2 convergence rates are sufficient (along with mild regularity conditions).

See Chernozhukov et al. (2018a), Newey and Robins (2018), and Chernozhukov et al. (2022a) for

complete discussion and further references. As usual with DML, our results apply to any first-step

estimator that has fast enough rates. However, an automatic differentiation engine may be required

in order to compute the influence function.

While sample splitting is straightforward both conceptually and in applications, orthogonal scores

are not, and this is where our contribution lies. The key characterization of a Neyman orthogonal
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score is that is has a zero derivative with respect to the first stage parameters (see Section 6),

which translates to less sensitivity to first step error. Though more general conceptually, Neyman

orthogonal scores often come from influence functions where this zero derivative property is ensured.

Knowing the influence function, or orthogonal score, in advance is required for using these methods,

and this is often a hurdle in applications. For this reason many papers stick to known examples

(chiefly average treatment effects or partially linear models), list references where scores are derived,

or hand-derive new scores (typical examples are Belloni, Chernozhukov, and Hansen (2014), Farrell

(2015), and Chernozhukov et al. (2022a)). We contribute to this inference method by showing that

an influence function for µ0 is automatically available for any combination of ℓ(·) and H(·) in

Equations (3.3) and (3.4) provided their ordinary derivatives exist. We give the form of this influence

function and discuss how it can be automatically computed in applications, even when it cannot be

derived precisely or written down. This makes it easy to deploy in practice, because ℓ(·) and H(·)

are defined by the researcher, and the rest can proceed automatically, requiring only nonparametric

regression. A key insight into applicability is that the orthogonal score need not be known as a

function per se, we only require that its value be computable at each observation. Our goal and

results here are closest to the series of work “auto-DML”, see Remark 3 below.

To state the influence function result, and thus estimation and inference for µ0, we define relevant

derivatives, which may be known or found with automatic differentiation. Let Hθ(x, ·; t∗) be the

dµ × dθ Jacobian of H with respect to θ. Let ℓθ(y, t, ·) be the gradient of ℓ with respect to θ

and ℓθθ(y, t, ·) be the matrix of second derivatives. These are ordinary derivatives, not functional

derivatives, and are thus computable automatically, even if they are evaluated at the value of the

function θ0(x).3 Then an influence function that applies to any combination of enriched model (3.3)
3To be precise, ℓθ(y, t,θ(x)) is the dθ-vector of first derivatives with respect to the parameter, evaluated at the

number θ(x), as in

ℓθ(y, t,θ(x)) =
∂ℓ

(
y, t, b

)
∂b

∣∣∣∣∣
b=θ(x)

.

The gradient Hθ(x, ·; t∗) is similar. Then ℓθθ(y, t,θ(x)) is the dθ × dθ matrix of second derivatives, with {k1, k2}
element given by [

ℓθθ(y, t,θ(x))
]
k1,k2

=
∂2ℓ (y, t, b)

∂bk1∂bk2

∣∣∣∣
b=θ(x)

,

where bk1 and bk2 are the respective elements of the place-holder b. The use of standard differentiation in these
contexts has been used in some prior work, though to our knowledge not paired with automatic differentiation to obtain
feasible inference in such a broad set of models. One can obtain the influence function using functional derivatives and
then evaluate these at the true function θ0(·), but our point is that one only needs the ordinary derivative evaluated
at the number θ0(x) (or the data points more specifically).
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and parameter of interest (3.4) is

ψ(y, t,x,θ,Λ) =H (x,θ(x); t∗)−Hθ(x,θ(x); t
∗)Λ(x)−1ℓθ(y, t,θ(x)), (4.1)

where Λ(x) = E[ℓθθ(y, t,θ(x)) | X = x] the population conditional Hessian of ℓ, all evaluated

at θ = θ(x) and is the “other” nonparametric object that generally arises in the correction term.

The (inverse) propensity score is perhaps the most familiar example, and our requirements on Λ(x)

mirror that case exactly. Theorem 2 below justifies this result and discusses it further.

To build intuition, it is useful to note that our result has precisely the same form as its parametric

counterpart, but appropriately generalized. For the parametric two step inference problem of (3.1)

and (3.2), the influence function is known to be

H (x,θ; t∗)−Hθ(x,θ; t
∗)Λ−1ℓθ(y, t,θ),

where Λ = E[ℓθθ(y, t,θ)] (Newey and McFadden, 1994). Equantion (4.1) is the same, and equally

general, but enriched and hence conditional on X = x. This tight connection helps with implemen-

tation, because if the original structural model is understood by the researcher, so is the enriched

version. For example, identification in the parametric case typically requires Λ−1 to exist, and in the

enriched version this must hold for all x. This is often a matter of assuming a positive conditional

variance, rather than marginal variance.

Implementation of DML, once the influence function is known, has become standard, and we

will not give details here to save space. Some discussion is in Appendix A.1. The key novelty here

is that all the elements (4.1) can be computed automatically, if not known in advance, including

the values ℓθθ(yi, ti, θ̂(xi)), which can then be projected onto xi by any standard nonparametric or

machine learning method. This may require three-way sample splitting, so that θ(x) and Λ(x) are

estimated on separate data, which is a slight change relative to the usual DML case.

Remark 1 (Efficiency). In many cases, our influence function matches the efficient one. When

the original model is based on a likelihood or exponential family, and (3.3) and (3.4) contain all

information, we conjecture that efficiency is always obtained following Remark 4.1 of Mammen and

van de Geer (1997). In general, however, our estimator result is not guaranteed to be efficient. For
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example, in partially linear models we only obtain efficiency under homoskedasticity assumptions

(Appendix B). ♣

Remark 2 (Notes on Λ(x)). The function Λ(x) is a nuisance in the truest sense: it is required

only because we use influence functions as a tool to obtain valid inference. In our case, Λ(x) is

always low-dimensional and consists only of regressions, not conditional density functions. In some

cases obtaining Λ(x) is simplified. If T is randomly assigned, or more generally independent of X,

then Λ(x) can often be computed or estimated more simply, though it may remain a function of

x. Even if not randomly assigned, if T is known to be assigned based on a subvector of X, such

as in targeting problems, this can be imposed on the estimation. Inverse functions are standard

in semiparametric inference, and in practice this piece is often the most difficult. The challenge is

generally model- and data- specific, not related to the choice of nonparametric/ML method. Often

some form of regularization is used. The most widely known is trimming the propensity score, which

has received rigorous study by Ma and Wang (2020). Extending this work to our setting would be

useful. ♣

Remark 3 (Auto-DML). The recent work on “auto-DML” shares our goal of applying DML without

having to derive a new orthogonal score each time. This line of work (Chernozhukov, Newey, and

Singh, 2022b,a; Chernozhukov et al., 2022a,b, 2024a,b) shows that the correction term of the influence

function satisfies certain moment conditions, and these can be used to form estimates. In the context

of (4.1), this amounts to estimating the entire quantity Hθ(x,θ(x); t
∗)Λ(x)−1. There are different

versions of this method, but overall, it is as general as our approach. Our approach can be applied

to many second stage parameters, since the first step correction need only be estimated once. We do

require that θ0(x) enter the second stage only through its evaluation at a data point. The auto-DML

method estimates the inverse directly, which can yield more stable performance than estimating

Λ(x) then inverting. On the other hand, examining Λ̂(x) is often a key step in the analysis, such as

examining estimated propensity scores to evaluate the overlap assumption. ♣

Remark 4. Influence functions have appeared in many different contexts in statistics recently

and our results can potentially be used to extend these methods to new contexts. To give several

examples:
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• Our main use is for DML, which is for debiasing inference following Chernozhukov et al. (2018a)

and Newey (1994) more generally. Similar debiasing using correction terms appears in high

dimensional methods (Belloni, Chernozhukov, and Hansen, 2014; Javanmard and Montanari,

2014; Zhang and Zhang, 2014) and for loss functions directly (Foster and Syrgkanis, 2023).

• Athey and Wager (2021) study policy optimization and show the remarkable finding that using

an orthogonal score yields faster reminder rates in terms of welfare just as for inference. Our

score could be used to bring their insight into other areas.

• Koh and Liang (2017) use influence functions to try to understand “black-box” ML methods.

Extending this to economic contexts would be valuable in applied research and policy evaluation.

• Robins et al. (2008) use higher-order influence functions to obtain refined semiparametric

inference. We conjecture that using automatic differentiation could be used to obtain higher

order inference just as with our first order results.

In addition, some approaches in Remark 6 employ orthogonal scores, though for estimation. ♣

Remark 5 (Series Approach). Intuitively, our derivation treats the functions θ0(x) themselves as a

vector of parameters, and we obtain a result familiar from parametric two-step models (Newey and

McFadden, 1994). An alternative approach is to consider θ̂(xi) as a parametric model (where the

weights and biases of the deep net are the parameters) and apply the same two-step estimation logic.

This is shown to be a valid approximation to the semiparametric case in some contexts by Ackerberg,

Chen, and Hahn (2012). Applying this idea to deep learning may be valid, but is practically infeasible

as the number of parameters is too large and the estimator too complex. For example, the equivalent

of Λ(x) would be a square matrix of dimension equal to the number of parameters in the deep net,

which can be extremely large. Computing and inverting such a matrix may be impossible. ♣
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5 Empirical Applications

5.1 Application: Advertising and Personalized Interest Rates

5.1.1 Empirical Context

In this section we use our framework to replicate and extend the analysis presented in Bertrand et al.

(2010). The data is from a large scale field experiment run on behalf of a financial institution in

South Africa. Consumers were sent marketing material for short terms loans where a number of

features of the advertising content and the interest rate offered were all randomized (full details are

left to that paper). The vector of treatments is thus T = (C ′, R)′, where C denotes the advertising

content and R the interest rate offered. The key outcome variable (Y ) is the indicator for whether

or not the consumer applied for the loan. We will use a binary choice model, one of the workhorse

models in applied economics. Other variables following the application were also tracked such as a

default indicator (D) and the loan amount (L). The data also contains a rich set of demographics

(X) which we use to calibrate our measures of heterogeneity.

We conduct two analyses using their data. First, we replicate their analysis and extend it to

allow for heterogeneity captured by our structured DNNs. We use our specification to compute

the average marginal effect of each treatment and compare those to the results presented by the

authors. Second, we use the results of the model (with some additional assumptions) to construct

optimal personalized interest rate offers and compute the expected profits from implementing the

personalization scheme, and we then conduct inference using our novel methodology.

5.1.2 Model and Implementation

We enrich the setup in Bertrand et al. (2010) and assume that consumers have a utility

ui = θC(xi)
′ci + θR(xi)ri + εi,

where the vector of parameter functions θ(x) = (θ′C , θR)
′ is partitioned to match T = (C ′, R)′. We

assume that the εi are i.i.d. Logistic, yielding the standard probabilities of response:

P[Y = 1 |X = x,T = t] = G
(
θ0(x)

′t
)
=

1

1 + exp (− [θC(x)′c+ θR(x)r])
.
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Using these probabilities we can construct the log-likelihood as

ℓ(y, t,θ(x)) = y log (P[Y = 1 |X = x,T = t]) + (1− y) log (P[Y = 1 |X = x,T = t]) , (5.1)

which has been enriched from the standard version. The negative of this will serve as the loss (??) for

our problem. One can easily verify the high-level assumptions in this setting, particularly given that

the binary choice model is widely studied and well understood. For example, it is straightforward

to find that Λ(x) = E[G (θ0(x)
′t) (1 − G (θ0(x)

′t))TT ′ | X = x], which will be invertible under

standard and commonly used economic assumptions.

We will obtain parameter function estimates by solving (??) using this ℓ(y, t,θ(x)) and the

architecture Figure ??. In our implementation we approximate the θ(x) via a simple deep neural

networks with two hidden layers with 80 and 40 nodes, respectively. Part of the simplicity of the

network architecture stems from the fact that we have a smallish dataset (N = 53194) and rather

large dimension of the treatment vector (d = 13). For inference purposes with used three-fold cross

fitting, using two thirds of the data to obtain θ̂(x) and one third to obtain µ̂.

5.1.3 Results: Marginal Effects

The parameter functions θ(x) are the key inputs into the target of inferential interest, µ0. We will

use our estimated θ̂(x) and novel influence function to examine the marginal effect of the treatments

and compare them to those presented in column (1) Table III of Bertrand et al. (2010) (on pages

291-294). We note that our specifications are slightly different since they use a Probit specification

while we use the Logit. Even so, our approach will allows us to comment on the heterogeneity in

said effects.

Binary choice models are widely used in applications, often with price as (at least one of)

the treatment variable(s). Our framework would immediately give inference for many standard,

policy-relevant parameters in this context. Examples, beyond those shown below, include (i) the

price elasticity at a price (here, interest rate) r, which sets H = (1− P[Y = 1|x, r])θR(x)r; (ii) a

measure of willingness to pay obtained by taking H = θR(x)/θ01(x), where θ01 is the intercept; and

(iii) expected consumer welfare, H = −θR(x)−1 log(1 + exp(θ0(x)
′t)). Importantly, without our

explicit use of an enriched structural model, it would not be easy to characterize these parameters
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Table 1: Results

Variable DNN-AME 95%CI(L) 95%CI(U) QJE Pr (θ (x) > 0) Coef. of Var.
Interest Rate Offer -0.0047 -0.0083 -0.0011 -0.0029 0.1337 1.0211
We speak your language -0.0048 -0.0137 0.0041 -0.0043 0.2533 2.0542
Special rate for you -0.0034 -0.0120 0.0053 0.0001 0.5001 4.4506
No photo 0.0038 -0.0060 0.0136 0.0013 0.5723 3.4931
Black photo 0.0016 -0.0064 0.0096 0.0058 0.5402 5.1348
Female photo 0.0060 -0.0021 0.0141 0.0057 0.6820 2.3375
Cell phone raffle -0.0009 -0.0104 0.0085 -0.0023 0.4812 17.0059
Example loan shown 0.0044 -0.0084 0.0173 0.0068 0.8631 1.9379
No loan use mentioned 0.0108 0.0009 0.0207 0.0059 0.7499 1.0936
Interest rate shown 0.0017 -0.0085 0.0119 0.0025 0.6289 7.9903
Loss comparison 0.0001 -0.0081 0.0083 -0.0024 0.2342 89.3606
Competitor rate shown 0.0013 -0.0085 0.0111 -0.0002 0.4107 9.6790

and obtain inference.

For our specification, the average marginal effects for any given treatment can be written in

closed form. Recall that θ(x) = (θ′C , θR)
′ is partitioned to match T = (C ′, R)′. Then, for example,

the average marginal effect of a change in interest rates is

AME(R) = E
[
∂G(θ0(X)′t)

∂r

∣∣∣∣
t=t∗

]
= E

[
G(θ0(x)

′t∗)
(
1−G(θ0(x)

′t∗)
)
θR

]
.

In our empirical results we set t∗ to the sample average for simplicity. Similarly quantities for

the advertising content are readily available. Thus, by taking H(X,θ0(X); t∗) = G(θ0(x)
′t∗)(1−

G (θ0(x)
′t∗))θR we can apply our framework, obtaining inference post-DNN easily.

We present the results of our analysis in Table 1. For convenience we have also included the

corresponding estimates of Bertrand et al. (2010) under the column heading QJE. As is evident, the

deep net estimates match up with the results of the original paper quite well with the confidence

interval containing the original estimates, which we can interpret as the original, overall, findings

being robust to heterogeneity. In addition, we also uncover substantial heterogeneity in the estimates

as demonstrated by the coefficient of variation of θ(x). A more useful depiction of these results are

contained in Figures 8 and 9 which showcase the rich heterogeneity in the estimated effects. In each

we present 90% and 95% confidence intervals for the average marginal effect, with vertical lines to

indicate the estimate from our analysis as well as those from Bertrand et al. (2010). We see that

although the average matches up roughly with the rigid parametric model, substantial heterogeneity

exists, which will be important for targeting. As discussed, other statistics of interest can be easily

computed following a similar procedure.
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Figure 8: Marginal Effect of Interest Rate
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5.2 Discrete Choice Models

Our second application uses the context of discrete choice models with panel data to showcase our

proposed framework. Discrete choice models (McFadden and Train (2000)) are ubiquitous across the

social sciences. The basic framework aims to model agent choices as a function of treatments (such as

prices) and possibly covariates. In this setting, agents make choices by maximizing some latent payoff

function that reflects both observable attributes of each option and unobservable idiosyncrasies.

In economics, discrete choice models are used in a variety of applications including labor market

decisions, such as the selection between employment offers (e.g., private vs. public sector jobs),

health economics, where they are used to analyze patient and provider choices, such as the selection

of healthcare plans or treatment options and in Industrial organization and marketing where product

or brand choices are made as a function of prices and advertising.

In what follows we will showcase our framework and its application to heterogeneous discrete

choice models. Heterogeneity in discrete choice models is typically accounted for by allowing variation

in the parameters governing agents’ preferences and sensitivities to treatment effects. The most
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common methods for estimating this heterogeneity include random coefficient models (often termed

mixed logit models), where parameters are treated as random variables drawn from a specified

distribution which may be continuous or discrete. There are also approaches that treat heterogeneity

via some form of individual or group fixed effects. Our approach takes a slightly different approach

by projecting the heterogeneity onto observed individual characteristics as described earlier in this

paper.

Our application context closely follows a recent paper by Smith, Seiler, and Aggarwal (2022),

who utilize household scanner panel data provided by Information Resources, Inc. (IRI) to model

consumer brand choice in mayonnaise category. The data comes from a single market (Pittsfield,

Massachusetts) and was collected over a 22-month period from January 2011 to October 2012. The

dataset includes information from four stores belonging to two retail chains, representing consumer

purchasing behavior. As is usual, the data contain weekly pricing and promotional information for

three mayonnaise brands: Hellmann’s, Kraft Miracle Whip, and Cain’s. Elements such as retail

prices, discounts, feature advertising, and product displays are included which allow us to analyze

the impact of marketing activities on consumer purchasing decisions.

The data describes choices from a panel of 581 households each of which had at least three

purchases in the mayonnaise category and consistent store visits throughout the study period. The

data spans 95,949 shopping trips, resulting in 3,394 purchases. Finally, and relevant to our framework,

the data includes basic demographic information, including household income, family size, and

employment status, as well as characteristics such as age and education. For further details on the

data we refer the reader to the original study by Smith, Seiler, and Aggarwal (2022).

5.2.1 The Choice Framework

Consider the following utility specification,

Uijs = αj(xi) + β(xi)
′tjs + ϵijs.

The above reflects the utility consumer i derives from purchasing brand j sin shopping trip s.

αj(xi) reflect consumer i’s baseline preference for brand j while the β(xi) connote the sensitivity to

marketing elements t. In the application the vector t will contain brand prices and other marketing
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activities such as feature advertising and display. As before we will collect parameter functions and

say θ(xi) = {{αj(xi)}Jj=1, β(xi)}. Note that, as before, we are assuming that θ(xi) approximates

some θi.

The fact that the context contains a panel data does not require any adjustments to our framework.

To see this first note that

P (Yijs = 1|xi, t) =
exp(αj(xi) + β(xi)

′tjs)

1 +
∑J

l=1 exp(αl(xi) + β(xi)′tls)

and write the sample log-likelihood as

ℓ(Y , t,θ(x)) =

N∑
i=1

Ti∑
t=1

Yijs lnP (Yijs = 1|xi, t) (5.2)

In the above we can think of Y as a vector valued outcome variable and as such ℓ(Y , t,θ(x))

is simply some loss function that adheres to our requirements for analysis and inference. More

generally, we could also allow for random coefficients or finite mixtures since those do not alter the

conditions we require for our framework to work.

5.2.2 Implementation

We tested a number of architectures when estimating (5.2). In particular, we examines between

one and three layers with 32 or 64 nodes each. We also explored various regularization approaches.

Results were reasonably stable across architectures. We used 10-fold cross-fitting with 5 folds for

estimation of θ(x), 4 folds for estimation of Λ and the last fold for averaging. We note here that out

cross-fitting is cluster conforming. Finally we used median aggregation over 5 cross-fitting repetitions.

Our estimator for Λ used a "short-stacking" approach with an mixture across various ML algorithms

including linear regression, lasso and variants, random forests and boosting trees. Estimates of Λ−1

were obtained via Moore-Penrose pseudo inverses with the shrinkage parameter set to 1e-5.

5.2.3 Results: Inference for Counterfactual Profits

The directions and magnitude for the parameter functions estimated conformed to expectations

and we do not belabor their discussion here to conserve space. Instead we focus on demonstrating
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Figure 10: Optimal Prices
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how our approach can be used to construct valid confidence intervals for equilibrium counterfactual

objects of interest.

We start by using the estimates to obtain profit maximizing prices p∗(xi) which are based on

maximizing expected profits

p∗j (xi) = argmax
p
P (Yijs = 1|xi, p, t̃)(p−mc)

where we focus on a single brand and fix all other marketing elements (as well as competitor prices) to

some predetermined level. Marginal costs were set to 2.49 as in the original paper. The distribution

of optimal prices is depicted in (10). We then use these prices in conjunction with our framework to

construct confidence intervals for expected profits under these optimal prices. These are depiced in

(11).

While we acknowledge that the specification, the assumptions around constructions of optimal

prices and profits might be somewhat arbitrary, they highlight the flexibility and ease of using

our framework for inference around sophisticated economic constructs. We could easily use the

same approach to compute elasticities, welfare measures or to test hypotheses related to competing

counterfactual assumptions.
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Figure 11: Profits at Optimal Prices
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6 Theoretical Results

In this section we state the formal theoretical results that underpin the methodology of Sections 3

and 4. We establish (i) nonasymptotic error bounds (and implied convergence rates) for our novel

structured deep learning, (ii) the validity of the influence function as an orthogonal score, and (iii)

asymptotic normality of the second step estimator. All proofs are given in Appendix C.

Our deep learning theory generalizes Farrell, Liang, and Misra (2021) to the structural setting. We

impose two assumptions. For the loss function, we require Lipschitz continuity in general and, near

the truth, sufficient curvature. Neither are restrictive and both are common in the nonparametric M

estimation literature (cf Chen (2007) and others, where further references and use of other norms

are discussed). These conditions are for estimation of θ0(x); further assumptions will be required

for inference.

Assumption 1. Suppose that θ0(x) are nonparametrically identified in (3.3), uniformly bounded,

and that there are constants c1, c2, and Cℓ that are bounded and bounded away from zero, such that

|ℓ(y, t,θ(x))− ℓ(y, t, θ̃(x)| ≤ Cℓ∥θ(x)− θ̃(x)∥2 and

c1E
[
∥θ(X)− θ0(X)∥22

]
≤ E[ℓ(Y ,T ,θ(X))]− E[ℓ(Y ,T ,θ0(X))] ≤ c2E

[
∥θ(X)− θ0(X)∥22

]
.

These requirements will often be implied by restrictions on the gradient and Hession of the

loss, or on the matrix Λ(x). Such restrictions are natural in our setting, since they are applied to

parametric structural models and differentiability will be required for inference later on. However,

differentiability is not required here and thus our results can be used in nonsmooth cases (for example

Tambwekar et al. (2022) and Padilla, Tansey, and Chen (2022) apply the theory of Farrell, Liang,

and Misra (2021) to quantile regression and the same extension could be done here).

Let W = (Y ′,T ′,X ′)′ be the population random variables, with an observation denoted wi =

(y′i, t
′
i,x

′
i)
′. Let Xc denote the continuously distributed elements of X, and define dc = dim(Xc),

and take the rest to be binary random variables, without loss of generality. Part (iii) of this

assumption restricts to smooth functions, which are known to be approximable by deep neural

networks (Yarotsky, 2017, 2018; Hanin, 2017).

Assumption 2. (i) the elements of W are bounded random variables. (ii) Xc has compact connected
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support, taken to be [−1, 1]dc . (iii) As functions of xc, the continuously distributed components of X,

θ0k(x) ∈ Wp,∞([−1, 1]dc), for k = 1, . . . , dθ, where for positive integers p and q, define the Hölder

ball Wp,∞([−1, 1]q) of functions h : Rq → R with smoothness p ∈ N+ as

Wp,∞([−1, 1]q) :=

{
h : max

r,|r|≤p
ess sup
v∈[−1,1]q

|Drh(v)| ≤ 1

}
,

where r = (r1, . . . , rq), |r| = r1+. . .+rq and Drh is the weak derivative. (iv) maxk≤dθ supx |θ0k(x)| <

M , for some positive M .

Our result for deep learning is the following. We specialize to the standard implementation using

deep and wide multi-layer perceptrons (fully connected, feedforward neural networks). Equation

(C.4) in Appendix C shows a more general bound that is agnostic about the type of approximation,

and hence the type of network. This can be used to obtain faster rates or cover fixed-width, very

deep networks (see Section 2.3 of Farrell, Liang, and Misra (2021) for discussion).

Theorem 1. Let wi, i = 1, . . . , n, be a random sample that obeys Assumptions 1 and 2. Define θ̂ as

the estimator found by solving (3.5), where the class Fdnn is a feedforward, fully connected network

with ReLU activation structured according to Figure 7, without parameter functions by 2M . If the

width and depth are such that H ≍ n(dc)/2(p+dc) log2 n and L ≍ log n, respectively, then

∥θ̂k − θ0k∥2L2(X) ≤ C ·
{
n
− p

p+dc log8 n+
log logn

n

}

and

En

[(
θ̂k − θ0k

)2
]
≤ C ·

{
n
− p

p+dc log8 n+
log log n

n

}
,

for n large enough, with probability 1− exp{−n
dc

p+dc log8 n}, for k = 1, . . . , dθ, where the constant C

may depend on the dim(W ), dθ, and other fixed quantities in Assumptions 1 and 2.

The result of Theorem 1 speaks directly to the nonparametric M estimation literature. This

theorem takes deep learning away from prediction and toward learning economically meaningful

parameters. It shows that deep nets enjoy the same properties of other nonparametric/ML methods,

but with the advantages of structure. A theoretical drawback is that for a given smoothness level,

this rate is not optimal. Obtaining the optimal rate, or studying different norms, would be a
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useful extension. The bounds are sharp enough for inference and reflects the excellent empirical

performance.

Remark 6 (CATE Estimation). Our results in this context are loosely connected to the large recent

literature on nonparametric estimation of the conditional average treatment effect (CATE) function

for a binary treatment, which corresponds to β0(x) in (B.2) with identity G(u) and a scalar, binary

T . Here β(x) is the CATE and can be written as the different of two prediction functions. Many

results, including using neural networks, show that under certain conditions β(x) can be estimated

faster than the typical nonparametric bound of Stone (1982), which is itself faster than Corollary

B.1. Generally, this is possible when β(x) is somehow “simpler” than its components, such as being

smoother or lower dimensional. See, for example, Shalit, Johansson, and Sontag (2017) and Nie and

Wager (2020) for early important work Kennedy (2023) for fast rates and much other discussion,

Foster and Syrgkanis (2023) for global bounds including sharp risk bounds, and finally Kennedy

et al. (2024) for quantifying the minimax bound precisely. We do not seek any form of adaptivity

here (see also Remark B.2) but it is an interesting conjecture that the same performance for CATE

estimation carries over to other economic contexts, particularly since some of these papers apply

orthogonal scores. ♣

Next we give our influence function result. Influence functions have a long history in econometrics.

Newey (1994) remains the seminal treatment. We defer to that work and Ichimura and Newey (2022)

for background and theory of influence functions, including regularity conditions for their existence.

Our goal is not to contribute to the theory of influence functions per se, but rather to use the tools of

this theory to obtain the methodological result of a broadly applicable influence function, to enable

two-step semiparametric inference under weak conditions. That is, we view the influence function

as a tool for obtaining feasible inference, rather than an object of interest in its own right. This

viewpoint is implicit in recent work on inference after ML (e.g., Belloni, Chernozhukov, and Hansen,

2014; Farrell, 2015; Chernozhukov et al., 2018a) but it is worthwhile to make it explicit to better

understand how this mode of thinking allows us to cover such a wide range of applications and the

apply automatic differentiation.

The assumption we impose next is mostly standard and ensures sufficient regularity for our

influence function to be calculated and for asymptotic Normality of the resulting estimator. One
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conceptual point is that further assumptions will be needed for a causal interpretation, such as

unconfoundedness or conditional exogeneity.

Assumption 3. The following conditions hold on the distribution of W = (Y ′,X ′,T ′)′, uniformly

in the given conditioning elements. (i) Equation (3.3) holds and identifies θ0(x), where ℓ(w,θ) is

thrice continuously differentiable with respect to θ. (ii) E[ℓθ(Y , t,θ(x))|X = x,T = t] = 0. (iii)

Λ(x) is invertible with bounded inverse. (iv) The parameter µ0 of Equation (3.4) is identified and

pathwise differentiable and H is thrice continuously differentiable in θ. (v) H(X,θ0(X); t∗) and

ℓθ(Y ,T ,θ(X)) possess q > 4 finite absolute moments and positive variances.

The most important assumptions here are that the first order condition of (3.3) holds and that

µ0 is pathwise differentiable. The latter keeps focus on regular semiparametric contexts. The former

follows our idea to take a well-defined parametric model, for which such identification would hold,

and enrich the model with machine learning. Conditional mean restrictions are a particularly popular

case. Condition (iii) will often be implied by other conditions on the model, such as in the case of

logistic regression if P[Y = 1 | X = x,T = t] is bounded away from zero and one (which in turn

may be implied by conditions on X, T , and the functions θ0, such as boundedness). Or, in the

context of treatment effects we need the standard overlap condition. Some version of the condition

of positive variance, or invertibility of Λ(x), is quite standard in semiparametric problems.

The following result justifies our inference method. Other than the novel influence function, it

is an application of existing DML theory (Chernozhukov et al., 2018a). Let 0d be the d-long zero

vector and Id be the d-square identity matrix.

Theorem 2. Let wi, i = 1, . . . , n, be a random sample that obeys Assumption 3. Assume ∥θ̂k1 −

θ0k1∥L2(X) = oP (n
−1/4) and ∥[Λ̂]k1,k2 − [Λ]k1,k2∥L2(X) = oP (n

−1/4) for all k1, k2 ∈ {1, . . . , dθ},

and that Λ̂(xi) is uniformly invertible. Then (i) (4.1) gives a Neyman orthogonal score and (ii)

DML-based µ̂ and Ψ̂ obey

√
|C|Ψ̂−1/2(µ̂− µ0) =

1√
|C|

∑
i∈C

Ψ−1/2ψ(wi,θ0(xi),Λ(xi))/
√
n+ op(1) →d N (0dµ , Idµ).

Here we impose the standard rate conditions on the first step estimators, allowing for valid

inference after using any sufficiently accurate nonparametric/ML method. Deep learning remains
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a preferred choice in structural modeling, as discussed above. The rate condition on Λ(x) can be

weakened as shown by Chernozhukov et al. (2022a). Constructing DML-based µ̂ and Ψ̂ is standard,

see Chernozhukov et al. (2018a) and Appendix A.1. For higher order asymptotic theory of DML see

Velez (2024).

Theorems 1 and 2 validate our structural deep learning and inference methodology. Our

assumptions are necessarily high level, given the generality of the setting. Verifying these conditions

in a given setting is required, but is often straightfoward. Importantly, because we are specifically

focusing on enriching a parametric structural model, familiar analyses from the parametric case can

aid in interpreting the conditions required. For example, our conditions are the natural analogues of

what is required in well-understood QMLE problems, and the intuition from these can be ported

directly. The assumptions used here are not minimal, both for the first and second steps, and can be

weakened in specific cases and with computationally intensive procedures (for recent examples, see

Cattaneo and Jansson, 2018; Cattaneo, Jansson, and Ma, 2019).

Finally, it is worth noting that, like most approaches to semiparametric inference, the distri-

butional approximation is first-order invariant to the first step. In some cases this yields a poor

finite sample approximation, because different estimators will yield different results and can be

sensitive to tuning parameter choices (and other implementation details) in ways not reflected in the

first order distribution. Obtaining more refined results yields a superior approximation, but is only

typically available in specific contexts, such as first-step kernel estimators, that allow for detailed

calculation of leading terms Cattaneo, Crump, and Jansson (2014); Cattaneo, Jansson, and Newey

(2018); Cattaneo et al. (2024b).

7 Conclusion

Structural modeling is a workhorse of empirical economic research. We have shown how to enirch

these models with deep learning to capture rich heterogeneity, filling in the gaps left by economic

theory. This method combines the strength of structural modeling and the strength of machine

learning. We established convergence rates for structured deep learning and valid inference using a

novel influence function calculation. Our method represents a step toward easier and more rigorous

use of machine learning in economic research, but is far from complete. Shape restrictions are on

32



major form of structure arising from economic theory (see Chetverikov, Santos, and Shaikh (2018)

for a recent review). Extending our methods to include impose shape constraints is an important

step for future research. From an implementation point of view, there is also a lot of ground to cover

for deep neural networks, including tuning parameter choices and robust computation.
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Appendix A Implementation Details

A.1 Double Machine Learning

For simplicity, divide the observations {1, . . . , n} into three subsets, which we denote A, B, and C.4 On

sample A we solve (3.5) to obtain θ̂(x). In principle, any structurally compatible nonparametric/ML

method could be used here. We apply deep neural networks for the reasons already discussed, the

most important for the present is the automatic differentiation engine.

Then in sample B we obtain Λ̂(x). Here is the first use of automatic differentiation: from the

optimization of (3.5), we can obtain the values ℓθθ(yi, ti, θ̂(xi)), i ∈ B, automatically. This is done

automatically, without obtaining the ℓθθ(· · · ) as a function per se. If the functional form of ℓθθ(· · · )

is already known, then this could be applied to the data. But in many cases, this function is not

known, and there is no need to characterize it since the values can be obtained automatically. In other

words, ℓθθ(yi, ti, θ̂(xi)), i ∈ B is simply a column of data and we project this nonparametrically on

xi to obtain an estimate of the conditional expectation Λ(x) = E[ℓθθ(y, t,θ(x)) | X = x]. Any

regression method can be used here. We emphasize that this is identical to the more standard

practice of obtaining the functional derivatives, characterizing the nonparametric object that is Λ(x),

and then estimating it: we are not doing a numerical approximation.

Finally, in sample C, we estimate µ0. Again, we can use automatic differentiation to obtain the

values of any unknown functions. For example, in our application in Section 5.1, the function H

that defines µ0 involves a fixed-point problem, and is not available in closed form. Thus the gradient

piece of the influence function, Hθ(x, ·; t∗) is not available as a function. However, we can obtain
4In Appendix A we discuss general cross fitting and heuristics for splitting the sample.
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the values of this derivative on the data, Hθ(x, θ̂(xi); t
∗), i ∈ C, automatically, which is all that is

required. The same is true for ℓθ(y, t,θ(x)). Thus we can compute the sample average

µ̂ =
1

|C|
∑
i∈C
ψ(yi, ti,xi, θ̂(xi), Λ̂(xi)), (A.1)

where |C| is the number of observations in subset C, and the functions θ̂(·) and Λ̂(·) are learned

on A and B as above. Theorem 2 verifies that µ̂ is asymptotically Normal with variance Ψ =

E[ψ(Y ,T ,X,θ,Λ)2], which can be consistently estimated by

Ψ̂ =
1

|C|
∑
i∈C

(
ψ(yi, ti, θ̂(xi), Λ̂(xi))− µ̂

)2
. (A.2)

For example, if dµ = 1 so the parameter of interest is a scalar,

[
µ̂− 1.96

√
Ψ̂/n , µ̂+ 1.96

√
Ψ̂/n

]

is a valid 95% confidence interval. Obtaining this interval in fully generic structural settings is no

more difficult than current practice for standard cases, e.g. the average effect of a binary treatment.

In theory, the size of each subset is proportional to n and thus sample splitting does not impact

convergence rates or precision, but in practice this can be a poor approximation. Farrell, Liang,

and Misra (2021) show that for some estimands sample splitting is not needed for inference after

deep learning (under essentially the same assumptions as here). It would be useful to extend that

argument to more general settings.

A.2 SOMETHING ELSE?????

Tuning parameter choices

code

optimization
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Appendix B Examples and Discussion

In this section we discuss a few special cases of our methodology to build intuition and connect to

prior work, particularly other work on semiparametric inference. These examples help place our

work in the literature, illustrate how familiar models can be enriched with deep learning, and show

how the identification assumptions required on parametric models carry over.

B.1 Generalized Linear Models

One important special case, which covers many prior works in both nonparametric first steps and

semiparametric contexts, is modeling the conditional mean of a scalar outcome. The workhorse

model in this case would be

E[Y | T = t] = G(α0 + β
′
0t), (B.1)

for an inverse link function G(u) : R → R (potentially along with other assumptions about variances

or other parts of the data generating process). Standard examples include linear and logistic

regression. Slope coefficients β0 in such models, along with marginal effects in nonlinear models, are

among the most commonly studied objects in economic research.

To enrich this model with ML, we change the intercept and slope to the parameter functions

θ(x) = (α0(x),β0(x))
′ and assume that

E[Y | T = t,X = x] = G(α0(x) + β0(x)
′t). (B.2)

This formulation maintains the structural relationship between T and Y but allows for rich hetero-

geneity in X. In contrast to our structured approach, the naive ML approach would treat X and T

as equally informative about Y , and assume, for an unknown η(t,x) to be estimated, that

E[Y | T = t,X = x] = G(η(x, t)). (B.3)

Deep learning architectures to estimate these two models are shown in Figure B.1. Although both

ultimately minimize the same prediction loss, the structural approach uses flexibility and expressive

power of ML to learn the parameter functions in order to reduce the loss. The figure illustrates
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Figure B.1: Comparing the standard prediction-focused architecture to learning parameter functions
using the structured approach, matching the models of (B.3) and (B.2) respectively.

how easy it is to implement the structural approach, with only an extra line or two of code. As

an aside, Figure B.1 also illustrates how our method (and theory) applies to generalized additive

models, where the different components of θ0 are known to rely on different subsets of X: we simply

sever the appropriate links, so that separate networks feed into the parameter layer nodes according

to the model.

Interpreting β0(x) in (B.2) is the same as interpreting the original (homogeneous) slope β0

in (B.1). In contrast, (B.3) is unstructured and uninterpretable. Here η(x, t) is truly a nuisance

function, where “nuisance” is taken literally to mean annoying and uninteresting. As demonstrated

in Section 2, the lack of structure makes this output not useful. Further, η(x, t) can only be learned

at a much slower rate, governed by dX + dT , compared to learning β0(x) which depends only upon

dX . Though generally assumed away in theory since dimensions are finite, this difference matters

in applications. All in all, it is better to view (B.2) as an enriched version of (B.1) rather than a

restricted version of (B.3).

Remark B.1 (Origins of Model (B.2)). Models of the form (B.2) are common in the statistics

literature, referred to as a “varying coefficient” model (Cleveland, Grosse, and Shyu, 1991; Hastie

and Tibshirani, 1993), “functional coefficient” model (Chen and Tsay, 1993), or “smooth coefficient”

model (Li et al., 2002), and falls into the class of “extended linear models” as in Stone et al. (1997).

O’Hagan (1978) may be the earliest treatment. Our motivation is generally different from these

literatures, but our results still apply to all these cases, as well as to generalized additive models. A

further restriction, to constant slopes, yields partially linear models. See also Remarks B.2 and 6
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and other discussion in Appendix B. ♣

We briefly summarize our theoretical results in the special case of an enriched generalized linear

model. In this case, we can verify the high level conditions using the following familiar, primitive

assumptions.

Assumption 4. (i) The conditional expectation G(α0(x)+β0(x)
′t) enters the loss through a known,

real-valued transformation g(·), where (i) g and G are continuously invertible and g/∥g∥∞ and

G/∥G∥∞ belong to Wp,∞([−1, 1]), for p ≥ 3. (ii) Assumption 1 holds with ℓ(y, t,θ(x)) replaced

by ℓ(y, g), and the conditions therein apply to the scalar argument g. (iii) The eigenvalues of

E[TT ′ |X = x] are bounded and bounded away from zero uniformly in x.

Condition (i) ensures that the loss function is sufficiently smooth while (ii) and (iii) ensures the

curvature through the standard positive variance condition. These conditions are familiar from the

parametric case, where, for example, assuming that E[TT ′] is positive definite would be standard.

Specializing Theorem 1 to this case, we have the following result.

Corollary B.1. Let the conditions of Theorem 1 and Assumption 4 hold. Then for a DNN

structured according to Figure B.1, ∥θ̂k − θ0k∥2L2(X) = O(n
− p

p+dc log8(n)), for k = 1, . . . , dθ, and

∥G(α̂(x) + β̂(x)′t)−G(α0(x) + β0(x)
′t)∥2L2(X) = O(n

− p
p+dc log8(n)).

Here we give two results. First, we show that we can estimate the heterogeneous intercept and

slope parameters at the appropriate rate, depending on the dimension of the heterogeneity. This is

direct from Theorem 1. This is required as economic constructs depend on these parameters, rather

than on the conditional expectation function as a whole. But we also give a result for the mean

function in the enriched model (B.2). This result may be of independent interest, as it establishes

that structural deep learning has good statistical properties in varying coefficient models, additive

models, and other such cases. It is also useful for comparing to the more typical use of inference

after ML, where the (prediction) function E[Y |x, t] would be unstructured and would be learnable

at a rate dependent on dX + dT . For example, it is much easier (statistically) to estimate E[β0(X)]

than the average derivatives E[∂G(η(X,T ))/∂t], even though both are linear summaries of the

dependence of Y on T .
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Remark B.2 (Adaptivity). Specific forms of neural networks are known to be adaptive to structures

like (B.2) in the sense that if the structure holds, then even if estimation is done under the generic

(B.3), the estimator will still obtain the same rate as though (B.2) was imposed (Bach, 2017; Bauer

and Kohler, 2019; Schmidt-Hieber, 2019). This is perhaps not surprising, since neural networks

are based on compositions and (B.2) is based on a composition of simpler functions. This is still

not useful for our purpose because θ(x) = (α0(x),β0(x))
′ cannot be recovered from an adaptive

procedure and used in the second stage. The estimator statistically adapts to the structure, but not

economically. Economic structure is enforced on the data, not discovered from the data. Further,

experience shows that, despite the (asymptotic) theory of adaptivity, finite sample performance is

improved by structure. ♣

B.1.1 Inference

Specializing our influence function to case of (B.2) helps connect with past work. To save notation,

let T̃ = (1,T ′)′ and define G0(x, t) = G(α0(x) + β0(x)
′t) and Ġ0(x, t) = dG(u)/du at u =

α0(x) + β0(x)
′t. If we take the standard approach where ℓθ(y, t,θ(x)) = t̃(G0(x, t) − y), the

influence function is

ψ(y, t,x,θ,Λ) =H (x,θ(x); t∗)+Hθ(x,θ(x); t
∗)E[Ġ0(x,T )T̃ T̃

′ |X = x]−1t̃(y−G0(x, t)). (B.4)

Further, if dT = dµ = 1, the above result simplifies to

ψ(y, t,x,θ,Λ) = H (x,θ(x); t∗)

+
Hα(x) (λ2(x)− λ1(x)t) +Hβ(x) (λ0(x)t− λ1(x))

λ2(x)λ0(x)− λ1(x)2

(
y −G0(x, t)

)
,

(B.5)

where λk(x) = E[Ġ0(x,T )T
k|X = x], k = {0, 1, 2}, Hα(x) = ∂H(x,θ(x); t∗)/∂α, and Hβ(x) =

∂H(x,θ(x); t∗)/∂β. In nonlinear models the need for three-way sample splitting is clear: the

regressand of Λ(x) = E[Ġ0(x,T )T̃ T̃
′ | X = x] depends on unknown θ0(x), which must be

estimated in a first step. For linear models, three splits are not necessary.

This result recovers several known influence functions. For linear models, it matches Hahn (1998)

for binary treatments and Graham and Pinto (2018) for in the continuous case. For mean square
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projections in general, see Newey (1994). For semiparametric regression, with constant β0, our result

gives valid inference but does not match the efficient influence function (Mammen and van de Geer,

1997) because we do not impose constancy.

We can also effortlessly obtain new results. For example, in Section 5.1 we conduct inference

on the fully flexible average marginal effects in a logistic regression, where µ0 = E[Ġ(α0(X) +

β0(X)′T )β0(X)]. In this case the function H and its derivatives are available in closed form, and

the derivatives of the loss are well known, but again, this is not necessary. We also use (B.4) for a

function H that is not available in closed form (Spall, 1986; Jorgensen, 1993).

B.2 Average Effect of a Binary Treatment

Perhaps the most well known and commonly used influence function is for the average effect of a

binary treatment in observational data. The history of this influence function is illustrative: it was

characterized precisely first for the purposes of efficiency considerations (Hahn, 1998, 2004), later

used to show that certain plug-in estimators could be efficient (Hirano, Imbens, and Ridder, 2003;

Imbens, Newey, and Ridder, 2007) under strong assumptions, then recently used to obtain valid

inference under weak first-stage conditions (Cattaneo, 2010; Farrell, 2015). This influence function

matches the doubly robust estimator (Robins, Rotnitzky, and Zhao, 1994, 1995) and has been used

in other contexts to obtain sharper results, see Remarks 6 and 4.

Here we have a scalar outcome and T = T = {0, 1} is the scalar binary treatment indicator. Let

Y (t) be the potential outcome under treatment T = t and assume that the observed outcome Y =

TY (1)+(1−T )Y (0) along with unconfoundedness. The parameter of interest is µ0 = E[Y (1)−Y (0)].

In a randomized experiment without additional covariates, one estimates µ0 with a difference in

means, which is equivalent to running a regression of the observed outcome Y on the dummy variable

T . The enriched structural version is then (B.2), with G(u) = u, so that E[Y | x, t] = α0(x)+β0(x)t.

In this notation, β0(x) = E[Y (1) − Y (0) | x] is the conditional average treatment effect (CATE)

function.

The average effect µ0 = E[β0(X)] is defined via H(x,θ0; t
∗) = β0. Equation (B.5) matches Hahn

(1998), because in this case Hα = 0, Hβ = 1, λ0 = 1, and λ1(x) = λ2(x) = P[T = 1|X = x] := p(x),

the propensity score, and so by adding and subtracting p(x) and using the fact that (1− t)t = 0, we

47



have

ψ(w,θ,Λ) = θ02(x) +
Ḣ1(x)(λ2(x)− λ1(x)t) + Ḣ2(x)(λ0(x)t− λ1(x))

λ2(x)λ0(x)− λ1(x)2
(y −G(θ(x)′t))

= θ02(x) +
(t− p(x))(y − θ01(x)− θ02(x)t)

p(x)− p(x)2

= θ02(x) +
[(1− p(x))t− p(x)(1− t)](y − θ01(x)− θ02(x)t))

p(x)(1− p(x))

= θ02(x) +
(1− p(x))t(y − θ01(x)− θ02(x)t))

p(x)(1− p(x))
− p(x)(1− t)(y − θ01(x)− θ02(x)t))

p(x)(1− p(x))

= θ02(x) +
t(y − θ01(x)− θ02(x)t))

p(x)
− (1− t)(y − θ01(x)))

(1− p(x))
.

In this example, the standard overlap assumption, that the propensity score is bounded away from

zero and one, ensures that Λ(x)−1 is well behaved: the determinant of Λ(x) = p(x)(1− p(x)), the

initial denominator above.

It is straightforward to extend this example in a number of directions. Additional mean parameters

could be added to cover average treatment effects for specific treatment groups or multi-valued

treatments (see Cattaneo (2010) and Cattaneo and Farrell (2011) for inference using classical

nonparametrics (series) and Farrell (2015) for machine learning (group lasso) results). Beyond means,

we could consider the variance of Y (1) versus that of Y (0) by taking a quasi-likelihood approach,

letting ℓ(y, t,θ(x)) include the variance instead of simply fitting least squares. The conditions for

convexity of the loss are well-known from likelihood theory and can be directly used here.

B.3 Partially Linear Models

Partially linear models are a common case for semiparametric inference, dating to the seminal work

of Robinson (1988). Here (B.2) holds, but with β0(x) = β0 constant. Restricting the slope to be

constant rules out all treatment effect heterogeneity and is a strong assumption that should be used

with caution.

For simplicity, consider the case with a scalar treatment variable. If β0 is the parameter of

interest, (B.5) shows that ψ(w,θ,Λ)− β0 is

[
λ2(x)−

λ1(x)
2

λ0(x)

]−1(
t− λ1(x)

λ0(x)

)(
y −G(α0(x) + β0t)

)
.
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We must assume that λ2(x)λ0(x) ̸= λ1(x)
2, which for identity G requires positive conditional

variance of T . In nonlinear models the conditional moments will be weighted by Ġ if we have used

the appropriate loss. In some cases the nonsingularity will follow from other regularity conditions,

such as for the logistic link, where Ġ = G(1 − G) and the Hessian is invertible under bounded

covariates and we use the log-likelihood.

Partially linear models have featured prominently in the recent literature on high dimensional

and ML settings, particularly with idenity link. The pioneering work of Belloni, Chernozhukov, and

Hansen (2014) established valid inference after lasso selection in this context. Chernozhukov et al.

(2018a) use it as the leading example of their generic results, and present several different Neyman

orthogonal scores that could be used, none of which agree with ours due to the fact that we do

not impose constant slope. Cattaneo, Jansson, and Newey (2018) study high dimensional linear

models, including many-terms series settings, establish a more refined distributional approximation,

and study standard error (in)validity. For the case of nonlinear link function, Carroll et al. (1997)

and Mammen and van de Geer (1997) are closest to our work, while Belloni, Chernozhukov, and

Wei (2016) study high-dimensional sparse models. Not imposing the constant slope means we do

not attain the efficiency bound in general, cf Mammen and van de Geer (1997), but only under

restrictions on the variance, such as Y being homoskedastic in T in the linear case.

Finally, our results could be used to study other components of the partially linear setting. For

example, in both empirical finance Cattaneo et al. (2020) and applied microeconomics Cattaneo

et al. (2024a) the function α(x) is of direct interest and we could conduct inference on the average.

B.4 Continuous Treatments, Average Effects, Fractional Outcomes

Comparatively less work has been done for the case of the generalized linear model (B.2). Wooldridge

(2004) and Graham and Pinto (2018) consider the linear model case and discuss conditions for a

causal interpretation of E[β0(X)]. Our result in (B.4) matches the locally efficient influence function

of Graham and Pinto (2018). Hirshberg and Wager (2019) use a different approach to recover the

average effect, but briefly discuss double robustness. Chernozhukov et al. (2019) use the model with

the goal of policy targeting.

Our method could be used to enrich other structural models in this context. As a first example,

consider the so-called Berry logit (Berry, 1994) model for demand. Here the outcome is the market
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share distribution across firms. The researcher observes {Yjm} which represent a collection of

j = 0 . . . J market shares across m = 1 . . .M markets. The objective is then to model these as a

function of firm (marketing) decisions Tjm (see e.g. Nevo (2001)). We can introduce heterogeneity

across markets by allowing for the marketing effects to be moderated by consumer characteristics

xm, so that we can write a collection of (J − 1) equations as follows

E
[
log

(
Yjm
Y0m

)∣∣∣∣X = xm,Tjm = tjm

]
= α0j(xm) + β0(xm)′(tjm − t0m).

Stacking these equations and the corresponding data allows us to construct an estimator for α0j(xm)

and β0(xm). We could extend this to include instruments (Okui et al., 2012).

Second, consider the Cobb-Douglas production function with heterogeneous parameters, which is

given by Y = CKθ01(x)Lθ02(x). The standard approach is to take logs and fit

E [log Y |X = x,K = k, L = l] = logC + θ01(x) log k + θ02(x) log l.

We can then estimate the structural parameters using our deep learning approach and conduct

inference to decide if on average the technology exhibits increasing, constant, or decreasing returns

to scale by computing µ0 = E[θ01(x) + θ02(x)]. The Cobb-Douglas specification has also been used

in demand settings and marketing mix models and the framework described above would be readily

applicable there as well.

Beyond linear cases, consider the fractional outcome model where the outcome Y is continuous

but restricted to lie in [0, 1]. Following the seminal treatment of Papke and Wooldridge (1996), we

take a quasi-likelihood approach, using logistic distribution with mean given by Equation (B.2).

Papke and Wooldridge (1996) explicitly advocate the use of structure to ensure that the outcomes

remain on the unit interval and argue that this specification is valid even at the endpoints and is

more practically relevant then transformations of the dependent variable.

In the application of Papke and Wooldridge (1996), the data is at the firm level, the outcome

is 401(k) participation, and the policy variable is the firm’s rate of contribution matching. The

quantities of interest are the marginal effect of the match rate on participation and the degree to

which this marginal effect exhibits diminishing patterns. Our framework makes it trivial to enrich
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this model with heterogeneity across firms and then conduct inference on average marginal effects or

the average change in the marginal effect, given by

AME (t∗) = E
[
∂E[Y | X, t]

∂t

∣∣∣∣
t=t∗

]
and ACME (t∗) = E

[
∂2E[Y | X, t]

∂t2

∣∣∣∣
t=t∗

]
.

Because of the structure of the model, these are easily recovered in the form of µ0, by taking

HAME(x,θ; t
∗) = β0G0(x, t)(1 − G0(x, t)) and HACME(x,θ; t

∗) = β20G0(x, t)(1 − G0(x, t))(1 −

2G0(x, t)), respectively.

It is useful to contrast our model with the unstructure, naive ML approach. We impose structure

on the nature of the effect of T on Y . For unrestricted effects of continuous treatments using

influence functions, see Kennedy et al. (2017) and Colangelo and Lee (2020). The unrestricted

model may increase the generality of the results but can make inference and interpretation more

difficult. A common parameter of interest in such cases is the average derivative (Powell, Stock, and

Stoker, 1989; Newey and Stoker, 1993). This represents the average of a linear approximation of an

unstructured relationship of T to Y . Our approach is perhaps more direct and transparent: if a

linear approximation is of interest in the end, we directly enrich the linear approximation, rather

than recover it from a more complex object. This contrast can also be seen in the fractional outcome

models, where recovering the second derivative of a complex G(η̂(x, t)) could be challenging but our

approach is transparent and simple.

B.5 Tobit

The type I Tobit model is well-studied in the parametric case, and so it serves as a useful example to

illustrate how existing knowledge can be used to interpret the assumptions required in the enriched

case.

The observed outcome is Y = max(0, Y ∗), where in the parametric, homogeneous case Y ∗ is

Gaussian given T = t with mean α0 + β
′
0t and variance σ2. The enriched version has mean α0(x) +

β0(x)
′t and variance σ2(x) (in practice it can help to fit σ2(x) = exp{σ̃(x)}). As usual, we work

with the transformed parameters θ0(x) = (θ01(x)
′, θ02(x))

′, with θ01(x) = (α0(x),β0(x)
′)′/σ(x)

and θ02(x) = σ−1(x). See Amemiya (1985) and Wooldridge (2010) for textbook treatments.

The gradient and Hessian are cumbersome but known. These can be used both for understanding
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the assumptions required but also, if desired, in the computation. Let 10 = 1{Y ∗ ≤ 0} and

11 = 1{Y ∗ > 0}. Let ϕ and Φ denote the Gaussian density and distribution functions. With

t̃ = (1, t′)′, the gradient (score) terms are

ℓθ1(w,θ(x)) = 10
ϕ(θ1(x)

′t̃)t̃

1− Φ(θ1(x)′t̃)
− 11

(
θ2(x)y − θ1(x)′t̃

)
t̃′

and

ℓθ2(w,θ(x)) = −11θ2(x)−1 + 11(θ2(x)y − θ1(x)′t̃)y.

The second derivatives are

ℓθ1θ1(w,θ(x)) = −10
ϕ(θ1(x)

′t̃)(θ1(x)
′t̃)t̃t̃′

1− Φ(θ1(x)′t̃)
+ 10

ϕ(θ1(x)
′t̃)2t̃t̃t̃′

[1− Φ(θ1(x)′t̃)]2
+ 11t̃t̃

′,

ℓθ2θ2(w,θ(x)) = −11θ2(x)−2 + 11y
2, and ℓθ1θ2(w,θ(x)) = 11yt̃.

That the gradients are conditionally mean zero can be directly verified. The matrix Λ(x)−1 exists

because θ1(x)′t̃− ϕ(θ1(x)
′t̃)/[1− Φ(θ1(x)

′t̃)] > 0, using exactly the logic from parametric models

(Donald, 1990; Olsen, 1978; Amemiya, 1985). The remaining assumptions required would be standard

for nonparametrics/ML, such as smoothness and boundedness.

B.6 Instrumental Variables

For multiple first stage objects, the influence function correction terms are generally additive (Newey,

1994) and our framework of course has the same feature. A good example is when T is endogenous

and instrumental variables are available. Suppose there is single endogenous variable T and a single

instrument Z. The standard approach would be two stage least squares. We enrich this to allow for

fully flexible observed heterogeneity in the effects of the instrument and the endogenous variable,

arriving at the two-equation model

Y = θ01(X) + θ02(X)T + V, (B.6)

T = ζ01(X) + ζ02(X)Z + U, (B.7)
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where E[V | X, Z] = E[U | X, Z] = 0. For estimation, and moreover, derivation of an orthogonal

score, we simply plug (B.7) into (B.6) to obtain the reduced form equation

Y = α0(X) + β0(X)Z + Ṽ ,

α0(x) = θ01(x) + θ02(x)ζ01(x), β0(x) = θ02(x)ζ02(x), Ṽ = θ02(X)U + V.

(B.8)

This approach directly generalizes two-stage least squares to handle high-dimensional, complex

heterogeneity, but notice that the linearity structure is maintained. To estimate the first stage

parameter functions we simply apply (3.3) where the loss is the sum of two squared losses and the

architecture in Figure B.1 is used twice. The leading case for inference would be the average partial

effect µ0 = E[θ02(X)] = E[β0(X)/ζ02(X)]. We again see the familiarity of the assumptions required:

we need strong instruments, which here means we need ζ02(X) to be nowhere zero. Any other

function H(X, α0, β0, ζ01, ζ02; t
∗) could be used.

The influence function will be of the standard form in this case, with essentially two copies of

the linear case above. Define θ = (α0, β0, ζ01, ζ02)
′, w = (y, t, z), t̃ = (1, t)′, z̃ = (1, z)′ and I2 the

2× 2 identity matrix. Then

ℓθ(w,θ(x)) = −
(
y − α0(x)− β0(x)z
t− ζ01(x)− ζ02(x)z

)
⊗ z and ℓθθ(w,θ(x)) = I2 ⊗ z̃z̃′.

Therefore Λ(x) = I2 ⊗ΛZ(x), where ΛZ(x) = E[z̃z̃′ |X = x].

As before, our score is not the only possibility for estimation and inference IV models. Our

approach aims for ease of use and transparency, both by sticking to the two stage least squares and

by the structural compatibility of deep learning. Restricting to homogeneous effects, Chernozhukov

et al. (2018a) study partially linear IV models and study three different possibly orthogonal scores,

each requiring different functions in the first step and in the correction term. The same could be

done in our unrestricted model. It is not obvious which score is best.

B.7 Two Step GMM

In Section 3 we focused on the case where the final parameter of interest was both just identified

and available in closed form, that is, µ0 = E[H(X,θ0(X), t∗)] as in Equation (3.4). However, our

first-step correction can also be used in GMM settings. In this case, the parameter of interest would

be defined by the set of moment conditions E[H̃(X,θ0(X),µ0, t
∗)] = 0 for some H̃ . If the first step
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was parametric, as in (3.1), then this would be standard two-step GMM and inference would follow

from Newey and McFadden (1994, Theorem 6.1). In the enriched case the first step correction factor

shares the same format, but is nonparametric in nature (just as before), and is given by (cf (4.1))

ϕ(y, t,x,Λ,θ) = H̃θ(x,θ(x); t
∗)Λ(x)−1ℓθ(y, t,θ(x)).

Following Chernozhukov et al. (2022a), adding this correction to the original moments yields the

orthogonal moment conditions E[H̃(X,θ0(X),µ0, t
∗)− ϕ(y, t,x,Λ,θ)] = 0. Chernozhukov et al.

(2022a), extending Chernozhukov et al. (2018a), show that the advantages of DML carry over to

GMM based on these moments. Inference in our case follows directly from their results. Forming

standard errors will require estimation of ∂E[H̃(X,θ0,µ0, t
∗)]/∂µ. See Chernozhukov et al. (2022a)

for details, including discussion of cross-fitting, efficient weighting, and preliminary estimation. As

before, our contribution here is methodological, not theoretical per se. Our first step correction

factor applies quite generically and again, automatic differentiation can be used if necessary.

Appendix C Proofs

C.1 Bounds Structural Deep Learning – Theorem 1

Here we prove Theorem 1, using the proof method of Farrell, Liang, and Misra (2021). Some details

will be deferred to that paper.

Define θn ∈ Fdnn as the best approximation to θ0 in the class of DNNs as defined in the theorem

statement. Let ϵn denote the error of the approximation:

θn = argmin
θ∈Fdnn

∥θ − θ0∥∞, ϵn = ∥θn − θ0∥∞.

Under Assumption 2 this error is controlled by the width and depth of an MLP, and we specify to

this case at the end of the proof. For now we leave the error generic to allow for other approximation

assumptions (such as other smoothness classes) and other architectures.

By Assumption 1 and that θ̂ optimizes ℓ over Fdnn in the data,

c1E
[
∥θ̂(X)− θ0(X)∥22

]
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≤ E[ℓ(Y ,T , θ̂(X))]− E[ℓ(Y ,T ,θ0(X))]

≤ E[ℓ(Y ,T , θ̂(X))]− E[ℓ(Y ,T ,θ0(X))]− En[ℓ(Y ,T , θ̂(X))] + En[ℓ(Y ,T ,θn(X))]

= (E− En)
[
ℓ(Y ,T , θ̂(X))− ℓ(Y ,T ,θ0(X))

]
+ En [ℓ(Y ,T ,θn(X))− ℓ(Y ,T ,θ0(X))] .

Applying Farrell, Liang, and Misra (2021, Equation (A.2)) to the second term of the last line above,

we find that with probability 1− e−γ

c1E
[
∥θ̂(X)− θ0(X)∥22

]
≤ (E− En)

[
ℓ(Y ,T , θ̂(X))− ℓ(Y ,T ,θ0(X))

]
+ c2ϵ

2
n + ϵn

√
2C2

ℓ γ

n
+

7CℓMγ

n
. (C.1)

We now apply the localization-based analysis of Farrell, Liang, and Misra (2021) to the first term

above and then collect the results. Suppose that for some r0, E[∥θ̂(X)− θ0(X)∥22]1/2 ≤ r0, which

can always be attained given the boundedness. Let F0
dnn be the subset of Fdnn such that θ ∈ F0

dnn if

E[∥θ(X)−θ0(X)∥22]1/2 ≤ r0. Then by Theorem 2.1 in Bartlett, Bousquet, and Mendelson (2005), for

G = {g = ℓ(y, t,θ(x))− ℓ(y, t,θ0(x)) : θ ∈ F0
dnn}, we find that, with probability at least 1− 2e−γ ,

the empirical process term of (C.1) is bounded as

(E− En)
[
ℓ(Y ,T , θ̂(X))− ℓ(Y ,T ,θ0(X))

]
≤ 6EηRnG +

√
2C2

ℓ r
2
0γ

n
+

23 · 3MCℓ

3

γ

n
, (C.2)

where

RnG = sup
g∈G

1

n

n∑
i=1

ηig(wi) = sup
θ∈F0

dnn

1

n

n∑
i=1

ηi (ℓ(y, t,θ(x))− ℓ(y, t,θ0(x))) .

is the empirical Rademacher complexity and EηRnG is its expectation holding fixed the data, i.e.

over the i.i.d. Rademacher variables ηi. The argument given in Section A.2.2 of Farrell, Liang, and

Misra (2021) does not apply directly to EηRnG because θ is vector valued. Instead, we replace

Lemma 2 therein with Maurer (2016, Corollary 1), which in our context yields (below ηik’s denote

i.i.d. Rademacher random variables)

Eη sup
θ∈F0

dnn

1

n

n∑
i=1

ηi (ℓ(y, t,θ(x))− ℓ(y, t,θ0(x))) ≤
√
2CℓEη sup

θ∈F0
dnn

dθ∑
k=1

1

n

n∑
i=1

ηik
(
θk(xi)− θ0k(xi)

)
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≤
√
2Cℓ

dθ∑
k=1

Eη sup
θk∈F0

dnn,k

1

n

n∑
i=1

ηik
(
θk(xi)− θ0k(xi)

)
,

with the second inequality following because the class of DNNs Fdnn we use is decomposable with

respect to each coordinate, and therefore we can bound one coordinate at a time.

We then apply Section A.2.1 and Lemmas 3 and 4 of Farrell, Liang, and Misra (2021) to the

term for each component function θk, k = 1, . . . , dθ, yielding

Eη sup
θk∈F0

dnn,k

1

n

n∑
i=1

ηik
(
θk(xi)− θ0k(xi)

)
≤ 32r0

√
Pdim(Fdnn,k)

n

(
log

2eM

r0
+

3

2
log n

)
,

with probability 1 − exp−γ , where Pdim(F) is the pseudo-dimension of the class F . Therefore,

whenever r0 ≥ 1/n and n ≥ (2eM)2,

Eη sup
θ∈F0

dnn

1

n

n∑
i=1

ηi (ℓ(y, t,θ(x))− ℓ(y, t,θ0(x))) ≤ Kr0

√
Pdim(Fdnn)

n
log n,

for a constant K that depends on Cℓ and dθ.

This last bound is then combined with (C.2) and put into (C.1) and we find that

c1E
[
∥θ̂(X)− θ0(X)∥22

]
≤ 6Kr0

√
Pdim(Fdnn)

n
log n+

√
2C2

ℓ r
2
0γ

n
+

23 · 3MCℓ

3

γ

n
+ c2ϵ

2
n + ϵn

√
2C2

ℓ γ

n
+

7CℓMγ

n

≤ r0

6K

√
Pdim(Fdnn)

n
log n+

√
2C2

ℓ γ

n

+ c2ϵ
2
n + ϵn

√
2C2

ℓ γ

n
+K2

γ

n

≤ r0

K1

√
WL log(W )

n
log n+

√
2C2

ℓ γ

n

+ c2ϵ
2
n + ϵn

√
2C2

ℓ γ

n
+K2

γ

n
, (C.3)

for constants K1 and K2, where the final inequality applies Theorem 6 in Bartlett et al. (2017) to

bound the pseudo-dimension of ReLU networks in terms of their depth L and total parameters W .

The bound of Equation (C.3), reached under the assumption that E[∥θ̂(X)− θ0(X)∥22]1/2 ≤ r0,

provides the key input into Sections A.2.3 and A.2.4 of Farrell, Liang, and Misra (2021), which now

go through with only change to the constants to capture the dependence on dθ. Following those
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steps exactly we find that with probability 1− e−γ1 ,

E
[
∥θ̂(X)− θ0(X)∥22

]
≤ C

(
WL log(W )

n
log n+

log log n+ γ1
n

+ ϵ2n

)
En

[
∥θ̂(X)− θ0(X)∥22

]
≤ C ′

(
WL log(W )

n
log n+

log logn+ γ1
n

+ ϵ2n

)
,

(C.4)

for positive constants C and C ′ which do not depend on n but depend on the constants given in

Assumption 1 and as well as the dimensionalities, including dθ.

To specialize this result to the MLP case, for which W ≤ CH2L, we use the approximation result

from Theorem 1 of Yarotsky (2017), or its restatement in Lemma 7 of Farrell, Liang, and Misra

(2021). This result tell us that for each θ0k, the following holds for H, L, and the approximation

error ϵn:

H = H(ϵn) ≤W (ϵn)L(ϵn) ≤ C2ϵ
− dc

p
n (log(1/ϵn) + 1)2,

L = L(ϵn) ≤ C · (log(1/ϵn) + 1).

Therefore, a network that is dθ times wider can yield the same approximation for θ0.

Importantly, only dc matters here. To see why, suppose X1 is binary. Then for two smooth,

dX − 1-dimensional functions θ0k,1 and θ0k,0, it holds that θ0k(x) = x1θ0k,1(x2, . . . , xdX ) + (1 −

x1)θ0k,0(x2, . . . , xdX ). Adding a single node to each hidden layer allows the network to pass forward

the input x1 and multiply it with two separate learned functions just prior to the parameter, giving

exactly θ̄k,n(x) = x1θ̄0k,1(x2, . . . , xdX ) + (1− x1)θ̄0k,0(x2, . . . , xdX ). (Intuitively, this is the same as

the combination of α̂(x) and β̂(x) in Figure B.1, with t there playing the role of the binary x1 here.)

The same argument can be applied to every category of the discrete data and to each function to

be learned. Since dX is fixed, this results in only a constant increase in the width of the network.

Put together, we take ϵn = n
− p

2(p+dc) , i.e. H ≍ n
dc

2(p+dc) log2 n, L ≍ log n, and we obtain the final

result.

C.2 Influence Function and Asymptotic Normality

To prove Theorem 2 we first derive the influence function, then we apply standard DML results to

obtain the limiting distribution. Our derivation of the influence function applies Newey (1994). For
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deeper treatments of influence functions, including efficiency bounds and conditions for existence,

see Newey (1990), Newey (1994), van der Vaart (1998, Chapter 25) and Ichimura and Newey (2022).

The starting point is a parametric submodel, indexed by a parameter η. Because our first stage

(3.3) is explicitly based on enriching the parametric structural model (3.1), our submodels are as

well-behaved as the original model. For the calculation, distributions and other nonparametric

objects are indexed by η, and thus we define θ(x; η) and µ0(η) as

θ(·; η) = argmin
b

∫
ℓ (w, b(x)) fw(w; η)dw (C.5)

and

µ(η) =

∫
H (x,θ(x; η); t∗) fx(x; η)dx, (C.6)

where fw and fx are the distributions of w = (y′, t′,x′)′ and x respectively. For notational simplicity,

we will assume throughout the derivation that such densities exist. The true data generating process

is obtained at η = 0. When evaluating at η = 0 we will often omit the dependence on η, such as

fx(x; η) = fx(x), θ(x; 0) = θ0(x), or E[·] for expectations with respect to the true distribution.

The pathwise derivative approach proceeds, as in Newey (1994) and others, by finding a function

ψ(w) such that
∂µ(η)

∂η

∣∣∣∣
η=0

= E[ψ(W )S(W )], (C.7)

for the (true) score S(w) = S(w; η)|η=0.

The first step is differentiating (C.6) with respect to the parameter η, and evaluating this at

η = 0. The product rule and the chain rule yield

∂µ(η)

∂η

∣∣∣∣
η=0

=
∂

∂η

{∫
H (x,θ(x; η); t∗) fx(x; η)dx

}∣∣∣∣
η=0

=

∫
H (x,θ(x; 0); t∗)

∂fx(x; η)

∂η

∣∣∣∣
η=0

dx+

∫
∂H (x,θ(x; η); t∗)

∂η

∣∣∣∣
η=0

fx(x; 0)dx,

=

∫
H (x,θ0(x); t

∗)
∂fx(x; η)

∂η

∣∣∣∣
η=0

dx+

∫
Hθ(x,θ0(x); t

∗)θη(x)fx(x)dx, (C.8)

where θη(x) = θη(x; 0) is the dθ-vector gradient of θ(x; η) with respect to η, evaluated at η = 0,
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given by

θη(x; 0) =
∂θ(x; η)

∂η

∣∣∣∣
η=0

,

and Hθ(x,θ0(x); t
∗) is the dµ × dθ Jacobian of H with respect to θ, evaluated at η = 0, that is,

the matrix with {h, k} element, for h = 1, . . . , dµ, k = 1, . . . , dθ, given by

[
Hθ(x,θ0(x); t

∗)
]
h,k

=
∂Hh(x, b; t

∗)

∂bk

∣∣∣∣
b=θ(x;0)

,

withHh the hth element ofH and bk the k element of b. For intuition, note that element h = 1, . . . , dµ

of the dµ-vector Hθ(x,θ0(x); t
∗)θη(x) is

∂Hh

∂η

∣∣∣∣
η=0

=

dθ∑
k=1

∂Hh(x, b; t
∗)

∂bk

∣∣∣∣
b=θ(x;0)

∂θk(x; η)

∂η

∣∣∣∣
η=0

.

We will show that both terms of Equation (C.8) above can be written as expectations of products

with the full score S(w), as required by (C.7). We will often use the standard facts that scores are

mean zero and that

S(y,x, t) = S(y, t | x) + S(x). (C.9)

The first term of Equation (C.8) is

∫
H (x,θ0(x); t

∗)
∂fx(x; η)

∂η

∣∣∣∣
η=0

dx = E [H (X,θ0(x); t
∗)S(X)]

= E [H (X,θ0(x); t
∗)S(Y ,X,T )] , (C.10)

where the first equality holds because the marginal score obeys S(x)fx(x) = ∂fx(x; η)/∂η|η=0 and

the second equality follows from the usual mean zero property of scores and (C.9):

E [H(X,θ0(x), t
∗)S(Y ,T |X)] = E

[
H(X,θ0(x), t

∗)E [S(Y ,T |X) |X]
]
= 0.

This first term is then the standard “plug-in” portion of the influence function, that is, the term that

would appear if θ0(x) were known (or if θ̂(x) were fixed). The second term of Equation (C.8) will

give rise to the correction factor that accounts for the nonparametric estimation.
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To find this correction factor, we must find θη(x) = ∂θ(x; η)/∂η|η=0. This is a key step in the

derivation, and crucially leverages the structure of the model ℓ and the fact that ℓ depends on θ(·)

only through evaluation at a single point and only through X. We will use these facts to derive and

expression for ∂θ(x; η)/∂η, which involves the appropriate scores and then may be substituted into

(C.8) to yield the required form.

We begin with the fact that the first order condition holds as an identity in η and conditional on

X. That is, as an identity in η,

Eη [ℓθ(W ,θ(x; η))|X = x] ≡ 0, (C.11)

where ℓθ is the dθ-vector gradient of ℓ with respect to θ, given by

ℓθ(w,θ(x; η)) =
∂ℓ (w, b)

∂b

∣∣∣∣
b=θ(x;η)

.

The expectation is also indexed by η in the submodel, as the density depends on η. To be explicit,

as an identity in η we have

∫
∂ℓ (w, b)

∂b

∣∣∣∣
b=θ(x;η)

fy,t|x(y, t; η | x)dydt ≡ 0.

Define ℓθθ(w,θ(x; η)) as the dθ × dθ matrix of second derivatives of ℓ (w, b) with respect to b,

evaluated at b = θ(x; η). That is, ℓθθ(w,θ(x; η)) has {k1, k2} element given by

[
ℓθθ(w,θ(x; η))

]
k1,k2

=
∂2ℓ (w, b)

∂bk1∂bk2

∣∣∣∣
b=θ(x;η)

,

where bk1 and bk2 are the respective elements of b. With this notation, differentiating the above

identity with respect to η and applying the chain rule we find

∫
∂ℓ (w, b(x))

∂b

∣∣∣∣
b=θ(x;η)

∂fy,t|x(y, t; η | x)
∂η

dydt

+

∫
ℓθθ(w,θ(x; η))θη(x; η)fy,t|x(y, t; η | x)dydt = 0,

where the second term captures the derivatives of ℓθ(w,θ(x; η)) with respect to η, and recall, θη(x; η)
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is the dθ-vector gradient of θ with respect to η, and is the key ingredient.

Evaluating this result at η = 0, we obtain

E [ℓθ(W ,θ0(x))S(Y ,T |X)|X] + E [ℓθθ(W ,θ0(x))θη(x)|X] = 0, (C.12)

where S(Y ,T | X) is the conditional score and is obtained because S(y, t | x)fy,t|x(y, t | x) =

∂fy,t|x(y, t; η | x)/∂η
∣∣
η=0

. Rearranging (C.12), and using that θ is only a function of X, gives

E [ℓθθ(W ,θ0(x))|X]θη(x) = −E [ℓθ(W ,θ0(x))S(Y ,T |X)|X] .

Then, because Λ(x) := E [ℓθθ(W ,θ0(x))|X = x] is invertible, we have

θη(x) = −E [ℓθθ(W ,θ0(x))|X]−1 E [ℓθ(W ,θ0(x))S(Y ,T |X)|X]

= −E
[
Λ(x)−1ℓθ(W ,θ0(x))S(Y ,T |X)

∣∣X]
.

Substituting this into the second term of Equation (C.8) and applying iterated expectations, we have

∫
Hθ(x,θ0(x); t

∗)θη(x)fx(x)dx = −E
[
Hθ(X,θ0(X); t∗)E

[
Λ(X)−1ℓθ(W ,θ0(x))S(Y ,T |X)

∣∣X] ]
= −E

[
E
[
Hθ(X,θ(X); t∗)Λ(X)−1ℓθ(W ,θ0(x))S(Y ,T |X)

∣∣X] ]
= −E

[
Hθ(X,θ0(X); t∗)Λ(X)−1ℓθ(W ,θ0(x))S(Y ,T |X)

]
.

Next, because the first order condition holds conditionally,

E
[
Hθ(X,θ0(X); t∗)Λ(X)−1ℓθ(W ,θ0(x))S(X)

]
= E

[
Hθ(X,θ0(X); t∗)Λ(X)−1E [ℓθ(W ,θ0(x)) |X]S(X)

]
.

Therefore, continuing from the previous display and applying (C.9), the second term of Equation

(C.8) is of the required form:

−E
[
Hθ(X,θ0(X); t∗)Λ(X)−1ℓθ(W ,θ0(x))S(Y ,T ,X)

]
(C.13)
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Combining Equations (C.10) and (C.13) with (C.8), we find that

∂µ(η)

∂η

∣∣∣∣
η=0

= E [H (X,θ0(x); t
∗)S(Y ,X,T )]

− E
[
Hθ(X,θ0(X); t∗)Λ(X)−1ℓθ(W ,θ0(x))S(Y ,T ,X)

]
. (C.14)

Thus we have verified Equation (C.7) with

ψ(w) =H (x,θ0(x); t
∗)−Hθ(x,θ0(X); t∗)Λ(x)−1ℓθ(w,θ0(x)). (C.15)

This is not an influence function as it lacks the appropriate centering, but of course E[µ0S(W )] =

µ0E[S(W )] = 0, and thus we can freely center this ψ(t) and still obey (C.7).

C.2.1 Asymptotic Normality

The asumptotic Normality of Theorem 2 follows from Theorems 3.1 and 3.2 of Chernozhukov et al.

(2018a) upon verifying Assumptions 3.1 and 3.2 therein. Assumption 3.1(a) holds for ψ(y, t,x,θ,Λ)−

µ0 given in Equation 4.1: the first term of ψ has mean µ0 by definition in (3.4) while the second is

(conditionally) mean zero as assumed in Assumption 3, with Λ(x)−1 uniformly bounded. Assumption

3.1(b), linearity, holds by definition of (3.4) and the form of the score in Equation 4.1. Assumption

3.1(c) holds by Assumption 3, in particular the assumed smoothness and the nonsingularity of Λ(x).

Assumption 3.1(d), Neyman orthogonality, is verified directly by the calculation of the influence

function. Assumption 3.1(e) holds trivially as the matrix J0 therein is the identity. Assumption 3.2,

parts (b) and (d) follow directly from the moment conditions imposed. Conditions (a) and (c) follow

from Equations (3.7) and (3.8) of Chernozhukov et al. (2018a) and the assumed convergence of the

first stage estimates.

C.3 Proof of Corollary B.1

For this derivation, define T̃ = (1,T ′)′ and recall that θ0 = (α0,β
′
0)

′ (and similarly for realizations,

estimators, etc). First, consider identification. Since G is invertible and conditional expectations

are always identified, the quantity G−1(E[Y | X = x,T = t]) is identified. Suppose that θ0(x) is

not identified. Then there exists θ1(x) and θ2(x) such that G−1 (E[Y |X = x,T = t]) = θ1(x)
′t̃ =
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θ2(x)
′t̃ a.e. or equivalently that for θ∗(x) = θ1(x)−θ2(x), θ∗(x)′t̃ = 0. But θ∗(x)′t̃ = 0 a.e. implies

that

0 = E
[(
θ∗(x)

′t̃
)2

|X = x

]
= θ∗(x)

′E[T̃ T̃ ′|X]θ∗(x),

but because the middle matrix is positive definite, this means that θ∗(x) is zero. For linear G, this

argument is given in Huang and Shen (2004), among others.

The estimation bounds follow immediately from Theorem 1, given the conditions of Assumption

4. The fact that E[T̃ T̃ ′ |X] is (uniformly) positive yields

EX,T

[(
θ̂(X)′T̃ − θ0(X)′T̃

)2
]
= EX

[(
θ̂(X)− θ0(X)

)′
E[T̃ T̃ ′ |X]

(
θ̂(X)− θ0(X)

)]
≥ CEX

[(
θ̂(X)− θ0(X)

)′ (
θ̂(X)− θ0(X)

)]
.

This verifies the curvature condition on the loss function. The continuity condition holds because

the loss is smooth in g and the linear index can be recovered from g(G(θ(x)′t̃)). The structure of

the network ensures that the network and the smoothness of the loss imply that the approximation

and bounds immediately apply to the function g(G(θ(x)′t̃)), and the smoothness of these functions

mean that the linear index θ(x)′t̃ can be recovered.
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