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Abstract

The implications of academic collaborations with industry have long been
the nexus of contentious debate. The prevailing concern is that industry causes
research to lose its fundamental depth and become commercially driven. This
paper presents evidence that these concerns are misplaced for areas of research
that have commercial value–that is, the specific domains for which these con-
cerns are raised. The empirical analysis uses large-scale, manually improved
bibliometric data from artificial intelligence research. For identification, I use
the unexpected and significant success of the neural network techniques re-
vealed at the ImageNet 2012 benchmark competition, which sharply increased
the industry’s demand for AI scientists, but more so for scientists with higher
expertise in the breakthrough field. While industry affiliation significantly in-
creases the usefulness of research, it does not diminish its novelty. In addition,
industry affiliation raises both the publication and the quality of science pro-
duced by academic scientists. Results are consistent with the explanation that,
at least in the medium term, academics in short supply can negotiate higher
academic freedom while utilizing commercial resources for their research.
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1 Introduction

With the increasing proximity of commercial technologies to cutting edge science,

firms have risen to become producers of knowledge (Sohn, 2021; Zucker & Darby,

2014). Several studies have seen this as a diffusion of academic science to industry,

an important impetus for the growth of technological innovation (Zucker et al., 1998;

Jaffe, 1989). Others, however, have cautioned against a deviation of research towards

topics of commercial importance and delays in the dissemination of knowledge (Blu-

menthal et al., 1996; Cohen et al., 1998; Henderson et al., 1998). Several studies

have explored potential implications of university-industry interface for academic re-

search in the context of academic entrepreneurship (Stuart & Ding, 2006), patenting

of university inventions (Azoulay et al., 2009), university-industry research centers

(Cohen et al., 1994), and collaborative research (Evans, 2010). The effect of industry

affiliation of academics scientists with firms on the rate and direction of scientific

production, however, has received barely any attention. This paper focuses on this

issue using detailed hand-collected data on the industry affiliation of scientists in the

field of artificial intelligence research.

The field of AI research is ideal for evaluating the effect of industry affiliation

on research. Apart from the dramatic rise in the macro-level economic and social

significance of AI, this field offers a unique opportunity for causal inference in the

context of industry affiliation. In 2012, a team of researchers from the University of

Toronto (hereafter AlexNet) demonstrated a step-function increase in the predictive

power of the artificial neural networks (hereafter NN) approach to machine learning,

causing a sharp increase in the demand for scientific labor from industry. However,

this increase was higher for scientists whose line of research was closer to the successful

technique and lower for those in distant fields.

The figures in Figure 1 offer a visual summary of the impact of ImageNet 2012

on the university-industry interface based on publications in the top-5 conference

proceedings in the field of AI. The top figure shows the fraction of authors affiliated

with industry by whether the paper was NN or not. While industry is increasingly

active in both domains, the rate of increase is significantly larger for NN research.

The bottom graph plots the two-way fixed effect estimates of within-author changes
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in industry affiliation. Specifically, it shows the change in the probability of scientists’

industry affiliation before versus after 2012 and across scientists who had NN expertise

before 2012 and those who did not. Compared to the base year of 2012, NN experts

affiliated with industry 8 percentage points more, a 67% increase compared to the

yearly average of scientists’ industry affiliation, and nearly 80% compared to this

yearly average before 2012. On the one hand, these steep increases may be viewed as

promising signals of a rapid diffusion of knowledge to industry. On the other hand,

policy makers, university administrators and the popular press express concerns about

a shift in the production of scientific knowledge from basic to applied.

In the first set of results, the instrumental variable results show that industry

affiliation increases scientists’ paper out by 70%, however, the results appear to be

driven mostly by authors who affiliate after the shock, with an average effect of only

11% boost in publications overall. In terms of the direction of research, I find that

industry affiliation does not significantly decrease the novelty of research, though

it dramatically boosts the commercial potential of the research. In terms of the

latter, I find that industry affiliation causes a five-fold increases in the average annual

patent cites to the affiliated scientists’ publications. This suggests that the scarcity

of NN experts in light of the sharp increase in industry’s demand for their talent may

have increased their ability to negotiate non-pecuniary benefits. In negotiating their

compensation, researchers bargain with firms not only over the disclosure of their

knowledge through publication (Stern, 2004), but also over their freedom in choosing

the direction of their research. Therefore, increased demand for a fairly fixed supply of

scientific experts may have paved the path to the affiliates’ maintaining their academic

freedom while utilizing superior commercial resources for research.

The main contribution of this paper is to add important nuance to the theoret-

ical prediction that firms hire scientists in later-stage domains to direct research to-

wards higher-payoff outcomes Aghion et al. (2008). My findings suggest that control-

rights considerations is also a function of the labor market characteristics, and so

industry affiliation may not always result in a push away from curiosity-driven work

done in universities. In particular, merely attributing disclosure regimes to organi-

zational structure as, say, university or industry (Nelson, 1959; Levin et al., 1987)

overlooks considerable differences in market conditions as well as the state of scien-
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Figure 1: Disproportionate Change in NN Industry Research and
Industry-Affiliation of Scientists with NN Expertise after ImageNet 2012
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Notes: Figure 1a shows yearly average industry affiliation of authors on papers published in the
proceedings of the top-5 AI conferences NeurIPS, AAAI, CVPR, ICLR, and ICML. Figure 1b
shows the coefficient estimates β from the linear regression
Industry Affiliationit = NN Experti ×Yeartβ + γi + δt + εit, where standard errors are clustered
by scientist. The coefficient estimates show within-scientist changes in the probability of affiliating
with industry before versus after the shock and by whether the scientist was in the top quartile of
NN expertise based on their publications between 2000 and 2012.
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tific research being explored. Gans et al. (2008), for example, suggest this by noting

industrial research may be amenable to the norms of open science. Therefore, my

empirical findings support the idea that the quality of research by public and private

sector can converge due to the underlying goals of investigators or research spon-

sors (Stokes, 1997; Geison, 1995), but also due to broader market-level factors and

competitive forces.

The remainder of this paper proceeds as follows. In Section 2, I provide a brief

overview of the literature. In Section Section 3, I provide a brief history of AI research

on neural networks, the focus of my empirical setting. In this section, I also describe

the ImageNet 2012 event that serves as an exogenous shock for my identification

strategy. I describe data in Section 4 and my empirical strategy in Section 5. The

main results are reported in Section Section 6.

2 University-Industry Collaboration and Research

An upswing in universities’ commercial efforts has driven researchers to study the

influence of opportunities to commercialize scientific research on the production of

academic science. Most notably, academic patenting and its implications for the rate

and direction of research have received significant attention (Agrawal & Henderson,

2002; Henderson et al., 1998). In addition, scholars’ pursuit of collaborative research

with industry has gone from sporadic and frowned-upon to pervasive and encouraged.

Such collaborations commonly transpire in four forms: academic entrepreneurship,

patenting of university inventions, university-industry research centers, and collabo-

ration on journal publications. This paper shares with this fourth track of research a

focus on the individual scientists as the level of study.

Much of the policy debate on the university-industry interface has focused on

the impacts of the two sectors’ collaboration on the rate and direction of scientific

inquiry. A small but growing number of studies have taken on the more specific

question of how opportunities for commercialization or collaboration with industry

may influence research itself. For example, Azoulay et al. (2009) report a moderate

shift in the content of scientists’ research towards questions of commercial interest

and Evans (2010) reports similar results by showing that industry nudges academic
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research towards more speculative and exploratory research. On the other hand,

Bikard et al. (2018) suggest that in commercially important research areas, industry

collaboration results in more follow-on papers and fewer follow-on patents than does

purely academic research does. My findings concur with this conclusion but focus on

the formal affiliation of academic scientists with industry, as opposed to collaborative

research.

The classical view of industry’s role in science is that hiring scientists enables

controling the direction of scientific research (Aghion et al., 2008). Scientists, on the

other hand, bargain over norms of open science, such as the ability to publish their

results and the type of research they are able to pursue (Stern, 2004; Gans et al.,

2008). A key input to the realized outcomes is the career motivations of scientists.

Roach & Sauermann (2014) show that PhDs who have a strong preference for peer

recognition and contribution to society have a particularly high ‘price of publishing.’

More broadly, however, the bargaining power of scientists hinges on the expected

value of their knowledge to the firm as well as the market competition to capture

this value. A highly sought-after PhD whose expertise is rare relative to the market

demand may have no reason to accept a wage discount for the right to publish – it

may be part of their reservation wage. Furthermore, scientific talent who are pursuing

research careers in industry but presumably receive competing offers need to evaluate

their options. Thus, firms may indeed need to publish high-quality research that

appeals to the academic talent in order to attract and retain the best and brightest

from universities (Rosenberg, 1990; Simeth & Raffo, 2013).

These arguments imply that science experts who are in short supply may be

particularly well positioned to benefit from collaborating with industry. The de-

sired natural experiment to establish this proposition is a scientific breakthrough

that signals significant commercial value for a technique that is not expected to be

successful, suddenly raising commercial sector’s demand for some talent but not oth-

ers. Although the supply will eventually adjust and the scientists’ bargaining power

will dissipate, the equilibrium condition is likely to last in the medium term given

the lengthy process of training new PhDs. Switching fields is also highly expensive

and often requires learning by collaboration with those trained in the target specialty

(Zucker et al., 1998). The next section describes how features of research in artificial
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intelligence provides a natural experiment comparable to the one described.

3 Neural Networks: from the 1940s to date

In 1943, Warren McCullock and Walter Pitts first proposed a neural network model

for mathematical computations at the University of Chicago. Their creation could

model the basic OR/AND/NOT functions but lacked a mechanism for learning. In

1949, Donald Hebb, a professor at McGill University, theorized in his influential book

“The Organization of Behavior” that learning occurs through changes in the synaptic

connectivity of the human brain. In 1957, Frank Rosenblatt, a psychologist at Cornell

University inspired by the Hebbian theory of learning, advanced McCulloch-Pitts’

neural network model and conceived the idea of Perceptrons: he proposed a linear

regression-like model for enabling artificial neurons to learn (Rosenblatt, 1957). This

led to the construction of Mark I Perceptron in 1960 (Figure 2), the first computer

that could learn and classify simple shapes. The impression that this model of neural

network could simply be expanded to solve difficult problems of AI led to an absurd

hype that came to an end in the early 1970s with major cuts to and the freezing of

research funding, a period widely known in the popular culture as the First AI Winter.

This downturn is widely ascribed to the 1969 book “Perceptrons: An Introduction to

Computational Geometry” by Marvin Minsky and Seymour Papert of MIT (Minsky

& Papert, 1988), who showed that Rosenblatt’s approach to AI could not learn the

simple XOR function, meaning that it was a dead end and should be abandoned.

Among others, Paul Werbos, a PhD candidate at Harvard, dealt with the issue

raised by Minsky and Papert in his 1974 PhD thesis. He suggested that the operation

termed backpropagation could train multilayer neural network (Werbos, 1974) - note

that “neurons” in artificial neural network is a generalization of Rosenblatt’s idea of

Perceptrons. Approximately a decade later, David Rumelhart and Ronald Williams

from UC Berkeley and Geoffrey Hinton from Carnegie Mellon University published

two papers that popularized backpropagation and brought neural network back to life

(Rumelhart et al., 1986b,a). A year after this paper was published, Hinton moved to

Canada, and later convinced the Canadian Institute for Advanced Research (CIFAR)

to fund his research. Two years later, an influential paper by researchers at Technische
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Figure 2: Mark I Perceptron at the Cornell Aeronautical Laboratory
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Figure 3: Yann LeCun demonstrating the first convolutional network that could
recognize handwritten digits in 1993.

Universität Wien and UC San Diego showed that multilayer neural network could

be used to approximate any mathematical function (Hornik et al., 1989) - that is,

neural network are a sort of universal approximator. In the same year, Yann LeCun

and his colleagues at Bell Labs successfully applied backpropagation with a modified

architecture for neural network called Convolutional neural network (CNN) to the

recognition of handwritten zip code digits provided by the U.S. Postal Service (LeCun

et al., 1989) (Figure 3). This algorithm later became the core engine of the nationally

deployed cheque-reading systems.

Regardless, by the late 1980s it was clear that backpropagation could not train a

different model of neural network called Recurrent neural network (RNN), which was

useful for machine learning applications with variable inputs and variable outputs,

such as speech recognition. Although in 1997 two professors introduced a method that

made training RNNs possible (Hochreiter & Schmidhuber, 1997), lack of sufficient

compute power to train these models fast enough and an overall loss of the scientific

community’s faith in neural network brought about what is known as the Second AI

Winter. One of the highlights of this period is that almost all papers with the subject

of neural network were routinely rejected by top-tier journals and for conference
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proceedings.

Hinton was, however, able to convince CIFAR to fund his new program on neu-

ral computation during this time when the ”mainstream machine learning community

could not have been less interested in neural nets.”1 Soon after, Hinton and two of his

students, Simon Osindero and Yee-Whye The, published a breakthrough paper that

popularized what became known as deep learning (Hinton et al., 2006). Although

this and subsequent empirical papers on deep learning showed impressively low error

rates in image recognition on a standard image dataset called MNIST, simpler shallow

techniques from the late 90s had already shown similarly low error rates of approxi-

mately 1%. Thus, it was difficult to market the importance of deep learning with high

performance on the MNIST dataset only. Scientific benchmarks that are widely used

by researchers in this field is itself an under-explored but important characteristic of

this field.

A few years later, Andrew Ing of Stanford University showed that Graphical

Processing Units (GPUs) are 70 times faster for training deep neural network than

are conventional CPUs (Raina et al., 2009). With the creation of very large neural

network trained with GPUs, better performance results followed. Shortly after, grad-

uate students who worked with Hinton on speech recognition using deep learning and

GPUs went on to internships with Microsoft (2009) and Google (2011), where they

helped to replace both companies’ existing speech recognition technology infrastruc-

tures with deep neural network.2 This collaborative work between Hinton’s group

at the University of Toronto and research groups at Microsoft, Google, and IBM

was summarized in a paper by 11 authors from all four groups (Hinton et al., 2012).

As well, in 2011, Andrew Ng, along with Google’s computer scientists, formed the

Google Brain Project, which remains one of the largest and most productive industry

research labs in the field of machine learning.

Finally, in late 2012 Hinton and two of his graduate students Alex Krizhevsky

and Ilya Sutskever, applied deep convolutional neural network with GPUs to a bench-

mark image recognition and classification competition called Large Scale Visual Recog-

1Kate Allen. How a Toronto professor’s research revolutionized artificial intelligence, Science and
Technology reporter, Apr 17 2015. http://bit.ly/1cEyL8R

2Leading breakthroughs in speech recognition software at Microsoft, Google, IBM. University of
Toronto News. November 26, 2012. http://bit.ly/2hL9K40
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Figure 4: Geoffrey Hinton, Alex Krizhevsky and Ilya Sutskever won the ImageNet
Competition with AlexNet algorithm in 2012.

nition Challenge (widely known as the ImageNet Competition) and won the compe-

tition with a 15.3% error rate, over 70% better than the second closest error rate that

year (Figure 4). My interviews with machine learning scientists from both academia

and industry suggest that the work by Hinton et al at the ImageNet Competition was

the beginning of the influx of industry’s interest in machine learning research that

ensued.

4 Data

Data is a corpus of academic publications in the large umbrella field of artificial in-

telligence research. Specifically, I collect all papers published in the proceedings of

five top AI conferences from 2000 to 2016. I use academic conference proceedings

instead of academic journals because, as a norm due to rapid progress int he field, the

bulk of research in AI appears in proceedings. These conferences are International

Conference on Machine Learning (ICML), the International Conference on Learning

Representations (ICLR), the Conference on Neural Information Processing Systems

(NeurIPS), the main conference of the Association for the Advancement of Artificial
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Intelligence (AAAI), and the Conference on Computer Vision and Pattern Recogni-

tion (CVPR). These conferences are identified based on interviews with 15 leading

AI scientists, who broadly viewed them as high impact and academically oriented.

Roughly half of the consulted scientists are faculty members at universities and half

are from industry.

To capture changes in the direction of research, I use a measure of novelty

described in Section 5. I also a more established and accurate measure of commercial

potential. This measure is based on the number of patent-to-paper citations, which

I obtain by linking each paper to the Reliance of Science database (Marx & Fuegi,

2020, 2022).

To ensure accuracy, I hand-collect the titles of the papers directly from con-

ference proceedings published online. This process yields 18,636 papers. Then, I

search each title in the Microsoft Academic Graph (MAG) to collect additional bib-

liometric data (Sinha et al., 2015).3 At the time of data collection, MAG contained

over 200 million publications, offering a well-documented application programming

interface (API) for data collection, and an extensive coverage of computer science

conference proceedings, which significantly facilitates data collection. However, MAG

has several serious limitations in terms of coverage and accuracy that I addressed by

hand-collecting data from other sources such as Google Scholar, CiteSeerX, arXiv,

DBLP Computer Science Bibliography, Semantic Scholar, and personal webpages of

the individual scientists, faculty, and corporate labs.

Another major sources of my bibliometric data is OpenAlex (Priem et al., 2022)

(hereafter, “OA”). In May 2021, Microsoft announced that MAG will be retired

on December 31, 2021. At this time, a nonprofit organization called OurResearch

launched the OA project to continue and improve on the services previously provided

by MAG. While MAG serves as an important source of the OA’s research catalogue,

3I use Microsoft Academic as my primary source for collecting basic information on conference
proceedings of NeurIPS, ICML, ICLR, AAAI, and CVPR (Sinha et al., 2015). To do this, I use
Microsoft Academic Knowledge Exploration Service (MAKES) Semantic Interpretation API and
Entity API. These two APIs provide access to a variety of schemas from which I collect the fol-
lowing attributes for each paper: title, paper ID, conference series name, authors’ names, authors’
affiliations, fields of study, citation count, publication year, references, and the link to the PDF file
of the publication. For more information, visit https://aka.ms/msracad.
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OA has greatly increased the quality and coverage of its data by expanding its sources

to other major data providers such as Crossref, a DOI registration with data on 150

million scientific articles. In addition, the OA data has made important improvements

in disambiguating author names and using advanced natural language processing

algorithms to assign topics to papers. To utilize these enhanced features, I also collect

the bibliometric data by OA on each of the conference papers, and when appropriate,

reconcile this information with the MAG data to maximize quality. In the remainder

of this section, I will note if any merging or data reconciling between the two sources

have taken place.

4.1 Identifying authors and affiliations

Unlike the ISI Web of Science that lists first initial, a middle initial, and the last

name of authors (Agrawal et al., 2017), MAG automatically indexes the full name

of authors. Nonetheless, it is reasonable to assume there are still errors in such

automatic operation, particularly in assigning unique identifiers to authors due to

name ambiguity. As a first step to disambiguate author names, I cluster author names

whose first and last two name characters are identical. In each cluster, I manually

check each pair of names and cross check names with the papers from which they

have been collected.4 I also conduct a battery of additional tests to identify unusual

author attributes that may point to name ambiguity. For example, a name ambiguity

was detected and rectified by a test that tagged each author with more than four

affiliation changes during the study period. The final step in name disambiguation

was to identify and resolve conflicts between these author names and those provided

by OA. Before any sample attrition, this process yields 22,065 authors.

For institutional affiliation of scientists, I again started with MAG. MAG in-

dexes the institution affiliation of authors by automatically scanning the front page of

papers. This automatic system, however, is prone to error. For example, a common

4For example, a variation of the name Yann LeCun is Yann Le Cun, which appears in the data
as two distinct names. The first two and last two characters of the names, Ya and un, match. Thus,
the clustering algorithm puts them together for a manual correction. Increasing the threshold to
a three-character match from each end may result in a false negative error that is too high, and
lowering the threshold to a one-character match from each end will result in clusters that are too
large and infeasible to check manually.
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error identified in the manual inspection of data is that MAG appears to commonly

captures the affiliation of the author whose name appears spatially adjacent to that

of the focal author on the front page. This is particularly the case when there are sev-

eral authors or when author names are printed relatively close to each other. While

OA provides significantly enhanced institutional affiliation data, here I also detected

systematic errors during my manual inspections. A particularly salient error occurs

when the affiliation of authors is incorrectly specified in open-source repositories, or

the paper is simply not included in such a repository. This is because OA indexes au-

thor names by crawling digitized information on available databases, thus necessarily

inheriting errors and missing information.

Given industry affiliation is the main objective of interest in this paper, and the

low confidence in available data, I decided to gather this information manually by

viewing the front page of each paper and recording each author’s institutional affilia-

tion, or affiliations if they listed more than one institution under their name. While

quite costly, it appeared to be the only viable path to gather reliable information.

Next, in order to collect a unique list of institutions, I manually map all research

centers, schools, and departments within larger entities to their corresponding insti-

tutions. For example, I map Brookes Vision Group to the University of Oxford and

Wyss Institute for Biological Inspired Engineering to Harvard University. Finally, I

label each institution as industry if the institution is for-profit entity of any kind.

Most institutions can be easily assigned a label since they have clear identifiers of

type in their names such as ”University,” ”School of,” or ”Inc.” For all other cases

that are not obvious, I manually search and label the institution. Before any sample

attrition, this process yields 1,484 unique institutions, with 15% labeled as industry.

4.2 Field of Study

The conference proceeding papers in my data do not list keywords, which are an

essential step towards differentiating between NN and and non-NN papers, as well as

developing secondary measures of scientists’ expertise in NN based on their publica-

tions. MAG provides automatically generated topics using NLP predictive algorithms

called hierarchical topic modeling. This model generates a list of keywrods associated

with each paper, but my manual inspections revealed high variability in the quality
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and detailedness of the keywords generated. Here lies another major improvement

made possible by OA. Specifically, OpenA builds on a more accurate clustering al-

gorithm that assigns topics by taking into account a multitude of factors beyond the

title and abstract of the paper, but also including the paper’s citation network and

journal. More importantly, the model is trained on a labeled dataset with micro-level

field assignment to papers. A key feature of OA topics is that, unlike MAG, each pa-

per is assigned topics at a comparable level of detail, and then hierarchically mapped

to subfields, fields, and the overarching scientific domains. For each paper, I gather

the lowest-level topic assigned to it by OA.

While a significant step forward, the topics alone do not suggest to what extent

each paper is relevant to the NN specialty. While some topics (e.g., “Neural Network

Fundamentals and Applications”) can be clearly identified as NN, other topics (e.g.,

“Advances in Transfer Learning and Domain Adaptation”) may not be immediately

obvious as strongly related to NN. A manual inspection is not feasible. With 543

unique topics in my data, a significant breadth of knowledge is required to objectively

assign a relevance score to each topic. Fortunately, assigning a relevance score is the

sort of task that is quite amenable to the novel large language models. To do this, I

use the most advanced commercial GPTs’ available in 2024, OpenAI’s ChatGPT4o

and Anthropic’s Claude Opus 3. In both cases, I prompt the language model with

the list of unique topics in my data and the command to assign a score from 0 to 1

to each topic based on the extent to which the topic builds on or contributes to deep

learning. The two scores are highly correlated, though my manual checks show that

Claude Opus performed slightly better.

Given only a minority of topics are scored as highly related to NN–69 out of

543 topics, I manually checked for type I error and found no errors. To assess type

II error, I used a fuzzy match algorithm to detect a set of 14 scientific keywords

that strongly indicate an NN paper in the title of each paper. I then compared the

Claude Opus probabilities with this highly mechanical approach and found that in

only 40 papers the Claude Opus assigned a score less than 0.9 to the topic of a paper

with keyword match probability of more than 0.9. An inspection of these 40 papers

revealed that, in most cases, the paper’s topic was correctly assigned by OA (e.g.,

research related to meteorology), but a low NN-relevance probability was assigned
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because the paper was an application of NN to problems in a disparate field (e.g.,

“Advanced Techniques in Reservoir Management”). Replacing the Claude score with

the keyword match score in these 40 cases result in the measure NNRelevance. Each

paper is labeled as NN, if it has an NNRelevance score of 0.9 or higher.

5 Empirical Strategy

This section describes measures and the empirical strategy used to estimate the main

results. There are two sets of outcomes analyzed, pertaining to the rate and direction

of research. For explanatory variables, the two main types of variable used identify

industry affiliation and neural network expertise of the scientists. The strategy for

causal identification of the effect of industry affiliation is an instrumental variable

approach that exploits the sudden increase in private sector’s demand for scientific

labor after 2012 which varied based on scientists’ existing expertise in NN meth-

ods. The remainder of this section describes the methodology used for measures and

identification in more detail.

5.1 Outcomes: Rate & Direction

Rate of Research: For changes in the rate of research I use two established mea-

sures of academic productivity, published papers and citation-weighted publications.

Since the analysis is done at the author-year level, the measure of publications cal-

culates the yearly average papers produced by each scientist. An issue with using

publication counts is that because scientific fields differ in their baseline productivity,

effect sizes would be difficult to interpret as large or small. Therefore, I also normal-

ize the yearly average papers by each scientist. A key consideration in normalizing

publications is that temporal shocks such as changes in public funding for research

can shift baseline productivity across years. To account for this fact, I normalize the

publication counts by year.

The primary shortcoming of using raw publication counts is that it lacks in-

formation about the quality of the knowledge produced. The de facto approach to

account for quality is to use citation-weighted publications. However, this measure
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comes with its own problems. In particular, the number of academic cites received as

a measure of quality is inherently biased due being right-truncated. When citation

information is gathered at a specific point in time, the econometrician does not ob-

serve the citations that a later-published paper would have received, had she waited

just as long after publication as an earlier-published paper. One remedy is to only

count cites received by a given paper within a fixed period of time after the paper is

published. This approach requires ensuring each of the backward cites contain reli-

able bibliometric information, which can become infeasible in fields such as AI that

receive hundreds of thousands of references from across disciplines. This remedy also

fails to account for the fact that field-level discovery shocks that raise references can

happen at a time outside of the fixed window selected.

Due to these challenges, I use the alternative measure of normalizing citations

received by year. Specifically, I calculate each scientist’s total yearly cites, then

normalize this number across all scientists within the same year.

Direction of Research: The two measures used to assess the direction of research

are commercial potential and novelty. As described in Section 4, the measure of

commercial potential is based on the number of citations made by patents to academic

papers (Marx & Fuegi, 2022, 2020). This measure is similar in nature to academic

cites, thus bearing the same right-truncation issues described earlier. Therefore, I

tackle these issues similarly by normalizing patent references to authors’ papers by

year. In particular, I calculate each scientist’s total patent cites received in a given

year, then normalize across all scientists’ patent cites within that year.

Measuring novelty in research is challenging and critically depends on how it

is interpreted. For example, one can view the number cites, the measure I use for

capturing the rate of research, as an indication of novelty. Such a definition pre-

sumes novelty as research that is both unique and useful. In this paper, I use a more

constrained definition of novelty as research that is distinct in recombining existing

ideas. Specifically, I index each paper’s references as proxy for the underlying knowl-

edge that institute the focal paper’s ideas, then calculate the extent to which the

recombination used is atypical compared to that of other papers.
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Using backward cites to capture the nature of ideas encoded in scientific papers

has a long tradition in social science studies of science and innovation. For example.

For example, Azoulay et al. (2007) show that it is possible to use bibliometrics data as

a “proxy for inter-person differences in the level of commercial orientation of scientific

research.” Papers with similar references not only draw from the same composite of

prior knowledge, but also are highly likely to contribute to the same literature. More

closely related to the present paper, I build my measure of novelty on Uzzi et al. (2013)

who use papers’ mix of references as a proxy for novelty and conventionality of the

content of research and show that both novelty and conventionality are associated

with a higher probability of a “hit paper.”

Let T be the set of years in the dataset, Jt be the set of papers published in

year t, and Rj be the set of references in paper j. The frequency fr,t of a reference r

in year t is calculated as:

fr,t =
∑
j∈Jt

1(r ∈ Rj)

where 1(r ∈ Rj) is an indicator function that is 1 if r is in Rj, and 0 otherwise.

Next, the reference co-occurrence frequency ct(r1, r2) of a pair of references

(r1, r2) in year t is:

ct(r1, r2) =
∑
j∈Jt

1(r1 ∈ Rj ∧ r2 ∈ Rj)

where 1(r1 ∈ Rj ∧ r2 ∈ Rj) is an indicator function that is 1 if both r1 and r2 are in

Rj, and 0 otherwise.

Then, the novelty score for a paper j published in year t is calculated based on

the average frequency and co-occurrence frequency of its references. The steps are as

follows:

1. Calculate the average reference frequency f̄j,t:

f̄j,t =
1

|Rj|
∑
r∈Rj

fr,t

2. Calculate the average co-occurrence frequency c̄j,t:
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c̄j,t =
1(|Rj |
2

) ∑
(r1,r2)∈Rj

ct(r1, r2)

where
(|Rj |

2

)
is denotes the number of possible pairs of references in paper j.

3. Calculate the novelty score Nj,t:

Noveltyj,t =
1

f̄j,t · c̄j,t
where, by design, the novelty score is standardized to the range of 0 to 1.

5.2 Estimation Strategy

The baseline regressions are:

yit = βIndustry Affiliationit + γi + δt + εit

where yit is one of the four main measures of the rate and direction of research, γi

and δt are individual scientist and year fixed effects, and Industry Affiliation is an

indicator that equals one for the first year in which the scientist affiliates with industry

and all subsequent years. In my sample, this measure is equal to an indicator that

equals to 1 if the author has at least one industry affiliation in each year. This is

because no author stops affiliating with industry once they do it for the first time.

Put differently, no author who moved to industry ever publishes again in subsequent

years without indicating industry affiliation in at least one of their publications in

that year.

Instrumental Variable: The instrumental variable strategy relies on the assump-

tion that the industry demand shock to the scientific labor was higher for scientists

with higher expertise in the breakthrough technique, neural networks. To construct a

measure of expertise, I use information about the proximity of each scientist’s pre-2012

publications to neural network research. Specifically, I transform the NNRelevance

variable described in Section 4 in three steps to produce a scientist-level measure of

NN expertise.
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NNExpertisei =
1

ni

ni∑
j=1

(
NNRelevanceij

aj
× (tj − 1999)

)
where ni is the number of pre-2012 publications by scientist i, aj is the number of

authors on paper j, and tj is the publication year of paper j.

The first transformation is based on the consideration that to the extent publi-

cations signal corporate labs about a given scientist’s expertise in a given field, those

signals are attenuated by the number of authors on the paper. In the absence of an

objective measure of the level of each author’s contribution, I divide the NNRelevance

of each paper by its count of authors. Second, it is also reasonable to assume that the

more recent publications to the shock provide more precise information about one’s

real research interests. A scientist may have published a paper with high NNRele-

vance, but they may have long switched topics. This is especially likely given before

the 2012 shock NN was viewed by the majority of the scientific community as un-

promising path to AI. To account for this recency effect, I further linearly weight each

paper’s NNRelevance by how close the published year of the paper is to the shock

year of 2012. To maximize available information, I use the full history of papers

in my data between 2000 and 2012. Lastly, I calculate the continuous measure of

NNExpertise as the within-scientist average of the resulting weighted NNRelevance

metric described.

Industry Affiliation, is then instrumented with:

IVit = 1(t > 2012)× Expertiseit.

The IV strategy in this paper assumes that the authors’ expertise in neural

networks

6 Results

This section shows results in two parts. The first set of results show the effect of

industry affiliation on the rate of research based on publications and citation-weighted

publications. The second set of results show the effect of industry affiliation on the

direction of research using the measure of novelty and commercial potential.
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Table 1: Industry Affiliation and Publications

DepVar: Pubs Normalized Pubs

(1-1) (1-2) (1-3) (1-4) (1-5) (1-6)

Industry Affiliation 0.097∗ 0.305∗∗∗ 0.187∗∗∗ 0.054 0.153∗∗∗ 0.150∗∗∗

(0.051) (0.063) (0.064) (0.041) (0.050) (0.050)

Mean of DV 1.692 1.692 1.692 −0.000 −0.000 −0.000

Scientist FE X X X X
Year FE X X

N 11,371 11,371 11,371 11,371 11,371 11,371

Notes: This table shows the relationship between the scientist’s move to industry and their yearly
average publications. Standard errors clustered by scientist in parentheses. Statistical significance
is *(10%), **(5%), or ***(1%).

6.1 Rate of Research

Table 1 shows that the change in industry affiliation is correlated with an increase in

the number of publications. For brevity, I will focus on the results in Columns 3 and

6, the specification that includes both scientist and year fixed effects. Column 3 shows

that affiliating with industry is associated with 0.187 more publications per year or

11% increase on a base yearly average publication of 1.69. Alternatively, Column 6

shows that this increase is equivalent to 0.15σ.

While these effects are large and significant, they do not account for the quality

of publications. To account for quality, results in Table 2 shows estimates using the

same specification, except for the dependent variable being the average yearly citation-

weighted publications. Column 3 shows that after accounting for time-invariant au-

thor qualities and transitory shocks, industry affiliation is associated with 143 more

cites per paper, an 83% increase over the base yearly average. The estimate in Col-

umn 6 shows that this effect translates to 0.26σ, which together with the results in

Table 1 suggests that those who move to industry not only publish more papers, but

also publish higher quality ones.

While suggestive, these results do not account for scientists selection into col-

laborating with industry. The key concern here is that the unobserved qualities of
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Table 2: Industry Affiliation and Citations

DepVar: Cites Normalized Cites

(2-1) (2-2) (2-3) (2-4) (2-5) (2-6)

Industry Affiliation 143.438∗∗∗ 121.133∗∗ 143.523∗∗∗ 0.307∗∗∗ 0.247∗∗∗ 0.259∗∗∗

(27.147) (55.014) (53.926) (0.051) (0.081) (0.080)

Mean of DV 171.579 171.579 171.579 0.000 0.000 0.000

Scientist FE X X X X
Year FE X X

N 11,371 11,371 11,371 11,371 11,371 11,371

Notes: This table shows the relationship between industry affiliation and their yearly average
citation-weighted publications. Standard errors clustered by scientist in parentheses. Statistical
significance is *(10%), **(5%), or ***(1%).

the scientists drive both their productivity as well as higher demand from industry to

collaborate with them. The instrumental variable estimates shown in Table 3 aim to

tackle this issue. As discussed in Section 5 the instrumental variable strategy works

by exploiting the unexpected success of the neural networks approach to machine

learning, which differentially increased industry’s demand for scientists with higher

neural networks expertise. All estimates include the full set of fixed effects.

Column 1 in Table 3 shows the first-stage estimates along with the weak iden-

tification test of the instrumental variable. Given I do not assume IID errors, the

usual Cragg-Donald Wald test is invalid (F -statistic = 70), so instead I show the

F -statistic of the cluster-robust Kleibergen-Paap Walk test, which is larger than the

rule-of-thumb value of 10. In addition, for each of the second-stage results, I show the

p-value of the Anderson-Rubin Wald test, which in the case of an exactly identified

model, provides weak-instrument robust test of the significance of the endogenous

regressor in the structural equation.

The second-stage results in Columns 2 and 3 show that yearly average publica-

tions and annually normalized publications increase by 72% and 1.04σ, respectively.

Similarly, Columns 4 and 5 show that yearly average citation-weighted publications

and its normalized analogue increase by nearly a factor of 3 and 1.04σ, respectively. In

all cases, the IV results are statistically significant, though also meaningfully larger
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Table 3: The Effect of Industry Affiliation on the Rate of Research

1st Stage 2nd Stage

DepVar:
(3-1)

Industry Affiliation
(3-2)
Pubs

(3-3)
Normalized Pubs

(3-4)
Cites

(3-5)
Normalized Cites

Post2012 × NN Expert 0.030∗∗∗

(0.006)
Industry Affiliation 1.216∗∗ 1.037∗∗ 503.449∗∗ 1.040∗∗

(0.566) (0.443) (231.503) (0.457)

Mean of DV 1.692 −0.000 171.579 0.000
Scientist FE X X X X X
Year FE X X X X X

Kleibergen-Paap Wald F 29
p-value Anderson-Rubin Wald χ2 0.026 0.013 0.030 0.021
N 11,371 11,371 11,371 11,371 11,371

Notes: This table shows 2SLS IV estimates of the effect of affiliating with industry on yearly average
publications and citation-weighted publications. Standard errors clustered by scientist in parenthe-
ses. Statistical significance is *(10%), **(5%), or ***(1%).

than the OLS estimates. The effect size differences suggest a positive correlation

between Industry Affiliation and the error term, reinforcing the intuition that higher-

quality scientists are more likely to select into collaborating with industry labs. One

explanation is that these scientists may face higher labor demand from companies.

6.2 Direction of Research

As described in Section 5, I use two measures of direction, novelty and commercial

potential, where the latter is proxied by the number of patent-to-paper citations.

Before turning to numerical estimates, it is demonstrative to assess how the direction

of research overall changed after the ImageNet 2012 event, irrespective of the activity

at the university-industry interface. Figure 5 offers two graphical summaries of field-

level changes in direction. In each, I plot two-way fixed effects estimates of changes in

the measure of research direction before versus after the 2012 shock, and across neural

network and non-neural network papers. Specifically, for each, I report estimates in

β from the linear regressions of the form:

yj = αNeural Networkj + Neural Networki ×Yearjβ + Yearjγ + εj.

where Neural Networkj is an indicator for whether paper j is a neural network paper–
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that is, the NNRelevance measure is 0.9 or higher, and Yearj is a vector of indicators

for its year of publication.

The top plot of Figure 5 shows a sharp drop in the novelty of neural network pa-

pers compared to publication on other research topics after the ImageNet 2012 event.

Conversely, the bottom graph shows a comparably large increase in the commercial

potential of neural network publications, as measured by the number of in-patent

cites to the papers. At the surface, these figures suggest that neural network research

has become less novel and more applied, which is aligned with the type of popular

and policy concerns noted earlier. However, it is important to note that while these

results show field-level changes in the direction of research, they do not suggest that

these changes are driven by industry collaboration of academic scientists.

Table 4 shows the OLS and IV estimates of the effect of industry affiliation

on the measures of direction of research. Comparing the first two columns show

that while the OLS estimates are significant and negative, the 2SLS IV estimate are

insignificant, corroborated with the Anderson-Rubin Wald test of the significance

of the endogenous regressor. The next two columns show the same results with

dependent variable equal to novelty score normalized by year. While the IV results

are insignificant, the correlation in Column 3 shows that those who affiliate with

industry demonstrate a 0.1σ reduction in the novelty of their research. Overall, these

results do not provide substantive evidence of a change in the novelty of research as

a result of industry affiliation, though it shows that those who affiliate produce, on

average, less novel research.

The remaining results focus on the effect of industry affiliation on the commer-

cial potential of research, as measured by the yearly average patent cites received by

scientists’ papers. For brevity, I will focus on the IV results shown in Columns 6 and

8. Column 6 shows that industry affiliation increases the scientists’ patent cites by 22.

Compared the baseline average of 4.5 patent cites per year, this increase is equivalent

to a staggering 500% rise in patent citations. Alternatively, results using normalized

patent cites as dependent variable show that industry affiliation increase patent cita-

tions by 1.06σ. Note also that the IV estimates are meaningfully larger than the OLS

results. This is in part expected because the IV estimates show the local treatment

effect for scientists who affiliate with industry, whereas OLS provides the average
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Figure 5: Disproportionate Change in the Direction of Neural Network Research
after the ImageNet 2012 Competition
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Notes: These figures show the TWFE estimates of changes in the novelty (top graph) and
commercial potential (bottom graph) of research before and after the ImageNet 2012 shock, and
across NN and non-NN publications.
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Table 4: The Effect of Industry Affiliation on the Direction of Research

DepVar: Novelty Score Normalized Novelty Score Patent Cites Normalized Patent Cites

(4-1)
OLS

(4-2)
IV

(4-3)
OLS

(4-4)
IV

(4-5)
OLS

(4-6)
IV

(4-7)
OLS

(4-8)
IV

Industry Affiliation −0.021∗∗∗ −0.093 −0.101∗∗∗ −0.539 5.658∗∗∗ 22.931∗∗∗ 0.235∗∗∗ 1.058∗∗

(0.008) (0.114) (0.038) (0.543) (1.396) (7.668) (0.081) (0.478)

Mean of DV 0.294 −0.000 4.495 0.000
Scientist FE X X X X X X X X
Year FE X X X X X X X X

p-value Anderson-Rubin Wald χ2 0.416 0.320 0.003 0.025

N 11,371 11,371 11,371 11,371

Notes: This table shows the OLS and 2SLS IV estimates of the effect of industry affiliation on the
direction of research. The measures of the direction of research used as dependent variable are in the
column super headers Standard errors clustered by scientist in parentheses. Statistical significance
is *(10%), **(5%), or ***(1%).

effect of industry affiliation. Secondly, the large difference between the estimates may

also be driven by bias in the OLS estimates. Together these results suggest that

while industry affiliation increases the commercial potential of the research produced

by those who affiliate with industry, it does not appear to significantly reduce the

novelty of research.
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