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Abstract

We evaluate the economic forces that contribute to Google’s large market share in web search. We
develop a model of search demand in which consumer choices are influenced by switching costs, quality
beliefs, and inattention, and estimate it using data from a field experiment with US desktop internet
users. We find that (i) requiring Google users to make an active choice among search engines does not
change market shares, implying that switching costs play a limited role; (ii) Google users who are paid
to try Bing for two weeks update positively about its relative quality, with a significant share preferring
to continue using it; (iii) switching defaults increases Bing market share by more than correcting quality
beliefs, consistent with persistent inattention. Correcting beliefs and removing choice frictions would
increase Bing’s market share by 17.5 percentage points and increase consumer surplus by $2.83 per
consumer-year. Policies that affect defaults lower Google’s market share more than those requiring active
choice. In the final part of the paper, we use Microsoft search logs to assess the impact of additional data
on search result relevance. The results suggest that sharing Google’s click-and-query data with Microsoft

may have a limited effect on market shares.
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1 Introduction

Search engines are the gateway to the internet, the starting point for 69 percent of all online activities and 44
percent of online purchases.! According to a bipartisan report by The U.S. House Judiciary Subcommittee
on Antitrust (2020), search engines are part of “the infrastructure of the digital age” and have the potential

to “pick winners and losers throughout [the] economy.”?

Due to this key position in the online ecosystem,
better search engines can unlock substantial benefits for consumers and firms. Strengthening competition
and improving efficiency in the web search market is therefore an important goal for policy.

Google currently holds approximately 90 percent of the global web search market. Antitrust authorities
on both sides of the Atlantic allege that Google has cemented a dominant market position through anticom-
petitive practices, such as contracts that make Google the default search engine for many consumers, and
that Google’s advantages are reinforced by economies of scale in data.> Google counters that its success
is driven by its high quality (e.g., Varian 2015), that competition is “one click away” given the ease of
switching, and that increasing returns to data are small over the relevant range.

We study two questions at the core of this debate. First, why is Google’s market share so large? It may
be due simply to higher quality. It might stem from users’ lack of exposure to alternative search engines,
which leads to misperceptions about their quality. It might also result from default effects, which could
strengthen Google’s position directly through switching costs and inattention, and indirectly by limiting
exposure to alternatives. Economies of scale could reinforce many of these advantages. Second, how would
widely discussed policy interventions such as active choice screens, alternative defaults, and mandatory data
sharing impact market efficiency? We answer these questions using a field experiment, observational data
analysis, and counterfactual simulations based on model estimates, focusing on the competition between
Google and Bing in the U.S. desktop search market.*

In our model, internet users make a binary choice between two search engines (Google and Bing) in
each period. In an initial period, their web browser determines the initial default search engine. There
are two sources of inertia in switching away from the default: a switching cost that reduces switching by

marginal users, and inattention that prevents some users from making an attentive choice. Users may also

ISee SEO Statistics (2024) and Ecommercedb (2024).

2Companies that operate essential online services have recently faced more regulatory scrutiny. The EU’s Digital Markets Act
(DMA) regards services that are “integral to the operation of digital businesses” as core platform services (CPS) and companies that
operate such CPS as “Gatekeepers”. Gatekeepers fall under the more stringent regulatory oversight of the DMA. Google Search is
classified as a CPS and Google as a Gatekeeper.

3The UK Competition and Markets Authority (2020) has expressed concerns that “we are currently in a catch 22 situation,
whereby demand-side remedies would not be sufficiently effective until search engines have access to the level of search data needed
to improve their results.” Based on similar arguments, the U.S. Department of Justice sued Google in 2020 (United States v. Google
LLC), alleging that Google has unlawfully exploited its monopoly power to dominate the search engine industry (Department of
Justice, 2020). The EU’s competition authority brought a case against Google in 2003, the outcome of which required Google
to pay a $4.1 billion fine for requiring handheld manufacturers for Android devices to make Google the default search engine
(European Commission, 2018). Following this decision, Google implemented a choice screen where users are prompted to select
their preferred search provider when setting up a new device.

4We focus on Google and Bing because they had 79 and 14 percent shares of the desktop general search market in 2023
(StatCounter 2023), and no other competitor had more than 4 percent.



begin with incorrect beliefs about the quality of the other search engine. Users switch away from the default
if they are paying attention and if the perceived quality improvement of the other search engine outweighs
the switching cost.

We designed our experiment to provide both model-free evidence on the key forces and information to
identify the model’s parameters. We recruited a sample of 2,354 desktop internet users from Prolific and
asked them to take a baseline survey and a follow-up survey two weeks later. Participants first answered
questions about their web search preferences. Then they installed a web browser extension that records
search engine queries and clicks for a period starting two weeks before the first survey and ending two
months after.’> We also conducted a qualitative exit survey at the end of the study. We limit our analysis to
the 73 percent of users whose self-reported search engine usage is consistent across several measures before
the first study.®

We randomized participants into a control group and three treatment groups. The Active Choice group
was asked what search engine they would like to be their default and then was guided step-by-step through
implementing their choice. The Default Change group was offered $10 to change their default search en-
gine for two days; users that accepted were similarly guided through implementing their choice and then
received no further instructions or incentives on the follow-up survey. The Switch Bonus group was offered
a payment to change their default search engine for 14 days, and then were asked to make an active choice
on the follow-up survey. The majority of this group was offered a $10 payment; smaller groups were offered
either $1 or $25. The $10 Switch Bonus group was further subject to a factorial design based on two inter-
ventions implemented by our browser extension: (i) the Ranking Degradation condition, which decreased
the relevance of Bing’s results by reversing the order of organic search results on the first page, and (ii) the
Ad Blocking condition, which removed most ads from Bing’s search result pages.

During the two weeks before Survey 1, 96 percent of participants used Google for the majority of their
searches.” They rated Google substantially better than Bing across several dimensions, including overall
quality. The main reasons they used Google were that it presents the most relevant links (69 percent), and/or
that it is the browser default (56 percent). By contrast, 4 percent of participants used Bing for the majority
of their searches. They rated Bing only somewhat better or equal to Google among most dimensions.
The only exceptions were rewards and Al chat integration, for which they rated Bing substantially better.
They primarily used Bing because of rewards (66 percent)—consistent with the fact that Bing has a rewards
program whereas Google does not—and because it was the browser default (53 percent). Most of our results

focus on Google users, given their greater prevalence in our sample.

SWe can record queries based on the browser history before the first survey but only see click data beginning with the first
survey. Furthermore, our extension does not record the text of users’ search terms or the URLSs they click on.

%To be exact, we limit our analysis to users who for whom the same search engine (Bing or Google) is (i) reported on Survey 1
as the search engine they “usually use,” (ii) reported on Survey 1 as the search engine used for address bar search, (iii) the search
engine for more than half of searches recorded by Search Extension before installation, (iv) the address bar default recorded by
Search Extension before installation. These users also need to have made at least 10 searches on this search engine in the baseline
period.

7Relative to the universe of desktop users, Google users are overrepresented in our sample. For our counterfactual computations
we will reweight the sample to match the shares in the US population.



The Active Choice intervention had almost no effect on Google users, of whom only 1.84 percent chose
to switch to Bing. The small rate of switching suggests that eliminating switching costs would not mean-
ingfully reduce Google’s market share. By contrast, among Bing users, 19.7 percent chose Google when
required to make an active choice, suggesting that Bing users may have larger switching costs and/or may
not have made an attentive choice in the past.

In the $10 Switch Bonus group, 72 percent of users accepted our offer to switch to Bing for two weeks.
Assignment to this group substantially increased users’ self-reported perceptions of Bing’s quality, with
an increase in their overall quality rating of 0.452 standard deviations and an increase in their ratings on
specific dimensions of up to 0.52 standard deviations. Of those who accepted the offer, 33 percent actively
chose to keep using Bing after Survey 2. Our endline survey confirms that this reflected quality updating:
64 percent of participants who actively decided to keep using Bing reported that it was better than expected.
Additionally, 59 percent reported that they had gotten accustomed to using Bing. Thus, Google users’ lack
of experience with Bing is a significant driver of Google’s large share at baseline in our sample. For Bing
users, the discrepancy between choices before and after exposure to Google is lower, indicating that Bing
users are generally well-informed about Google’s quality.

The Default Change intervention led to a persistent increase in Bing’s market share among baseline
Google users, with 81 percent of users in this group accepting the $10 to switch their baseline default search
engine to Bing for two days. Among those who complied, we observe a gradual decline in Bing’s market
share in this group from the initial 100 percent, to 66.4 percent after one week, to 60 percent after two weeks.

Through the lens of our model, these patterns suggest that the Default Change group participants who
keep using Bing do so for two reasons. First, like users in the Switch Bonus group, their valuation of Bing
increases due to experience. Second, an additional group of users may continue to prefer Google but may not
switch back due to persistent inattention. Our exit survey is consistent with these hypotheses: 34.9 percent
of Default Change group users who keep using Bing do so because they prefer it, while 44.2 percent forgot
to switch back or were too lazy to do so. The takeaway from this result is two-fold. First, defaults create
a lasting mismatch between preferences and choices. Second, the friction caused by defaults persists long
enough to induce learning about unobserved product quality, leading to a lasting effect by altering users’
perceptions.

Our randomized price variation uncovers substantial heterogeneity in participants’ willingness to accept
switching search engines. Among Google users, a $1 payment to switch to Bing for two weeks raised Bing’s
market share to 31.5 percent, meaning that many users are close to indifferent. When instead offered $10,
Bing’s market shared increased to 64.4 percent. At $25, Bing’s market share still only increased to 74.1
percent, meaning that many users have strong preferences.

Users noticed our Ad Blocking and Ranking Degradation changes: on Survey 2, Ranking Degradation
users reported that Bing results were significantly less relevant, and the Ad Blocking group reported that
Bing had fewer ads. However, market share responses were limited. Among baseline Google users who

accepted the offer to try Bing, we do not detect significant changes in subsequent market shares: Ranking



Degradation reduced Bing’s market share by 3.44 percent (s.e.=2.85), and Ad Blocking decreased Bing’s
market share by 1.28 percent (s.e.=5.2).

To estimate the parameters of our model, we use the generalized method of moments (GMM) to match
predicted and observed market shares for different treatment groups at different time periods of the ex-
periment. We find negligible switching costs, that 33.4 percent of users are never attentive, and that the
remaining 66.6 percent of users are attentive with probability 82 percent in each two-week period. We also
find that on average people would have to be paid $3.11 to use Bing instead of Google for two weeks. After
two weeks of experience with Bing, the average required payment shrinks to $2.84. Although this differ-
ence is small when measured in terms of dollars, many users have weak preferences over search engines
and hence learning is enough to shift market shares significantly. Parameters capturing the responsiveness
to search result quality and ad-loads are statistically indistinguishable from zero.

For our analysis on the scale economies in data, we utilize internal search logs from Bing. To distinguish
the impact of increased data on search result relevance from time-invariant confounders, we follow novel
search terms that have not previously been used on Bing over time as they gather additional searches.® Our
results suggest that the relationship between result relevance and volume of data is log-linear. Furthermore,
if Bing had access to Google’s data, click-through rates (a standard industry measure of result relevance)
would increase from 23.50% to 24.79%. In an appendix, we extend this analysis to also account for the
possibility of cross-query learning, yielding similar results.

We then consider several counterfactuals. First, we simulate the effect of shutting down all demand-
side frictions—switching costs, inattention, and misperceptions about quality. In our sample, Bing’s market
share increases from 4.73 percent to 22.2 percent, implying that these frictions are a substantial barrier that
prevents Bing from increasing its market share. Consumer surplus increases by $2.83 per consumer per
year.

We then simulate the effects of active choice screens that appear when web browsers are first installed,
as currently required in the European Union. To simulate this scenario, we shut down switching costs and
inattention, but we continue to allow users to have misperceptions about quality. Driven by the limited
effects of our Active Choice intervention, our model predicts that choice screens would increase Bing’s
market share by only 0.87 percentage points. This small increase underscores that, although choice screens
could eliminate certain forms of frictions, they would only have a limited impact because they do nothing to
avoid the larger barrier to competition that exists because of users’ misperceptions about quality.

These results suggest that if regulators want to significantly impact market shares, they should focus
their efforts on exposing a large fraction of consumers to Bing. We consider some interventions that could
achieve this. We simulate the effects of switching search engine defaults to Bing on Chrome and Google on
Edge. This switch increases Bing’s market share by 42.1 percentage points. However, it decreases consumer
surplus by $77.1 per consumer per year. Consumer surplus decreases because a large number of users will

now use Bing even though they strongly prefer Google. We find similar results in a counterfactual where all

8This strategy addresses (e.g.) the existence of navigational queries (“facebook.com”) which are both easy and common.



browsers are mandated to use Bing as their default. °

Our previous results highlight a conundrum for competition policy. While choice screens increase con-
sumer surplus by a modest amount, they have almost no effect on market shares. Changing defaults, on
the other hand, has a large effect on market shares, but only at the expense of a large decrease in consumer
surplus. This raises the question of whether a policy exists that can reduce market concentration without
(substantially) lowering consumer surplus. One possible approach is to mandate that Bing be set as the
default on all browsers upon installation, followed by a requirement that browsers present a choice screen
after some time. This would allow users to experience Bing before making a choice. Such policy would
reduce Google’s market share by 18.6 percentage points, while only decreasing consumer surplus by $0.25
cents per consumer per year—a small fraction of the harm caused by simply setting Bing as the default.

Finally, in a more speculative analysis, we simulate the effects of providing Google’s search results and
click data (“click-and-query” data) to Bing, using the economies of scale estimated from the Bing search
logs. This data sharing has a modest effect on market shares and consumer surplus. Although there is a
moderate increase in the quality of Bing, the overall effect on the market is small as our experimental results
suggest that consumers respond little to the relevance of search results.

Our results have several important limitations. First, our sample is more educated, has higher income,
and is more white than the population of U.S. adults and may, therefore, also not be representative on unob-
served factors such as price sensitivity. Second, we focus only on desktop search in browsers. Desktop is
important per se—representing 55 percent of the total (search + non-search) web traffic in 2023 (StatCounter
2024b)—but switching costs could be higher on mobile and on non-browser search bars that are integrated
into Windows, Android, and iOS operating systems. Third, the economy of scale analysis requires stronger
identifying assumptions than our experimental estimates.

Our work contributes to several related literatures. First, we contribute to the literature on competition
and antitrust concerns in the web search market (Ostrovsky 2021, Duque 2022, Decarolis, Li and Paternollo
2023) and the surrounding policy discussion (Patterson, 2012; Stigler Committee on Digital Platforms, 2019;
UK Competition and Markets Authority, 2020; Dinielli et al., 2023; Heidhues et al., 2023).10 Decarolis et al.
(2023) is particularly related and uses observational data to investigate the effect of remedies by European,
Russian, and Turkish regulators. The EU and Russia mandated a choice screen that allowed users to pick
their preferred search provider. The Turkish Competition Authority prohibited Google from granting itself
privileged access on devices through contractual arrangements with device manufacturers. They find large
effects from the Turkish and Russian interventions but small effects from introducing a choice screen in
the EU. The results from our active choice treatment line up with the small effect size of the EU’s choice

screen. The results from our switch treatment suggest that an active choice intervention would be a more

9 Although regulators are unlikely to impose this mandate, they may instead prevent Google from bidding to be the default while
allowing its competitors to bid. This would likely result in Bing becoming the default on all browsers.

10Existing work on the search engine market has focused on the advertising side: (Varian, 2007; Edelman et al., 2007; Athey and
Ellison, 2011; Blake et al., 2015). In addition there are studies assessing the value of digital services that don’t charge prices to
consumers (Brynjolfsson et al., 2019), of which search engines are an important example.



successful remedy if users were fully informed about product quality and that defaults prevent some users
from becoming informed. In addition, our experiment more broadly investigates the sources of Google’s
large market share and quantifies the equilibrium effects of different remedies.

Second, we extend previous work on the competitive effect of defaults and inattention (DellaVigna and
Malmendier, 2006; Carroll et al., 2009; Handel, 2013; Ericson, 2014; Ho et al., 2017; Fowlie et al., 2021;
Einav et al., 2023). Our results highlight an important new role of defaults in a market setting. Even
when switching costs and inattention are relatively small, defaults can matter by preventing consumers from
gaining experience with an alternative whose quality they initially underestimate.

Third, we extend previous empirical work on economies of scale in search (Chiou and Tucker 2017; He
et al. 2017; Azevedo et al. 2020; Schaefer and Sapi 2023), and in data more broadly (Bajari et al. 2019;
Tucker 2019), by combining our estimates of the returns to scale with experimental estimates to quantify
the equilibrium implications of anti-trust remedies and the resulting welfare effects for consumers.

Fourth, and more broadly, we contribute to a literature that experimentally studies digital markets. For
example, prior studies have focused on consumer surplus from social media (Allcott et al., 2020), price
salience Blake et al. (2021), addiction to digital services (Allcott et al., 2022), substitution pattern across
online services (Aridor, 2022), and the welfare consequences of platforms when people experience fear of
missing out (Bursztyn et al., 2023). To facilitate such studies, Farronato et al. (2024) introduces an open
source browser extension, which has also benefitted the development of the extension for this project.

Sections 2-8, respectively, present the model, experimental design, data, model-free experimental re-

sults, structural estimation, economy of scale analyses, counterfactuals, and conclusion.

2 Model

We now present our model of demand for search engines.

2.1 Search engine choices

Consumers indexed by i make a binary choice between two search engines j € {B,G} in periods indexed
by ¢. We think of this choice as determining the search engine for both direct navigation and address bar
searches.!! Consumer i’s search engine choice in period 7 is denoted x;;.

The consumer’s web browser is exogenous. We define t = T' < 0 as the period when the browser is first
installed on the computer, and we define t = 0 as the period before the experiment begins.We refer to the
original default search engine on the consumer’s web browser as o and to the alternative search engine as
—o. For example, for Chrome users, the original default is Google (0 = G), and the alternative search engine
is Bing (—o = B).

"n our experimental sample, only 6.64 percent of users search more than 10 percent of the time on a search engine that is not
their current browser default.



The price agent i receives for using search engine j in period 7 is p;j;. Normally, p;;; = 0 but our

experimental interventions will vary prices. Variables a}, r7,

relevance, and other unobserved characteristics. We define { J=ad;+pri+ ¢ 7 as j’s “quality.” The term

and & + refer to j’s ad load, search result

&;j is an idiosyncratic preference shifter that does not vary across time periods.

Each period’s flow utility from j is

uiy = Npije + & + &, (D

withn > 0.

Users may be imperfectly informed about the quality of search engines. We denote the quality agent
i perceives at time ¢ by {;j; == ata;j; + prije + &ijr. Although the true quality § ; is constant, the perceived
quality §;;; depends on time because users’ perceptions may change over time, as we explain below. The
perceived flow utility is given by

uijr = Npiji + Cije + &ij. ()

We assume that users have correct beliefs about their original default search engine o, so §;,; = ¢ and

uior = uy,. Users that have never chosen the alternative search engine —o, on the other hand, may be

imperfectly informed about its quality. In that case, perceived quality §; _,, takes a different value f_(,t =

Ad_,+pi_,+ 5,0,. and perceived flow utility is

iijje = Npije + &+ €. 3)
After one period of experience with —o, consumers become fully informed, so their perceived quality be-
comes §; ., = C*,.

There are two sources of inertia. First, there is a switching cost ¢ of getting to the choice screen
and changing the default. Second, there is inattention among consumers. A fraction ¢ of users never
pay attention (we say they are “permanently inattentive”), so they always stay with their original default
search engine. The remaining fraction 1 — ¢ of users are probabilistically inattentive. In each period, with
exogenous probability 7 they are “attentive” and thus consider the choice between search engines, and with
probability 1 — 7 they are “inattentive” and instead continue with their default.

If inattentive in period ¢, consumers stick with the search engine they used in the previous period:
xiy = x;;—1. If attentive in period ¢, the consumer maximizes utility over an infinite horizon with per-period

discount factor §:

Xy = arg_ max {uiji— 01, , +8Vips1 ()} @)

where Vi, (j) is the perceived continuation value after having chosen search engine j.
We now define variables (without j subscripts) for differences between the alternative search engine

and the original default search engine: Av; :=v_, —v, for any variable v. Concretely, Ap;; := pi o1 — Diot»



AC*=C*, = Al =G —or — Gios, and Ag; =€ _, — & ,. We also define Ag = 5_0 — {7, since users
always perceive the utility of the original default search engine correctly. Define s, € [0,1] as j’s market
share in period ¢.

We make three assumptions, each of which is empirically realistic, that simplify this dynamic switching
problem into an effectively static decision. Firstly, consumers do not perceive any uncertainty about quality
£ 5, so there is no option value to exploration. Secondly, consumers weakly underestimate the quality of
the alternative search engine (50 < £* ), so experience weakly increases —o’s market share. Finally, the
time between browser installation (r = 7T') and the beginning of the experiment (+ = 0) is long enough that
all consumers that are not permanently inattentive have made an attentive choice, so market shares are in
steady state at r = 0.

We believe that the first assumption is psychologically realistic, and it is also consistent with what we
observe in the Active Choice treatment. The second assumption is also consistent with our experimental
estimates of experience effects. The final assumption is consistent with the lack of market share trends
before our experiment and in our Control group.

Given these assumptions, and since Ag; remains constant over time, the consumer’s decision is static: if it
is optimal to switch in the future, it is optimal to switch immediately. Thus, attentive consumers effectively
make a static decision of whether to permanently choose B or G, where they account for the perceived

discounted utility u; /(1 — &) of each search engine. The problem 4 thus simplifies to

Uijt
it = —ol; . 5
o {25 =} ®

At baseline—before we treat users—prices are equal to zero. Hence, the perceived discounted utility

from permanently continuing with the original default search engine is

C: + &io
= 6
=35 (0)
The utility from permanently switching to the alternative search engine is
5—0 +E& 0o
22 0 6. 7
=35 (N
Differencing these two equations and re-arranging, an attentive consumer chooses to switch to —o if
AC+Ag—c(1—8)>0. (8)

Therefore, the probability that a consumer that pays attention chooses —o is P(AL — o (1 — 8) > —Ag;).
A fraction ¢ of users is permanently inattentive, and thus will keep o forever. The remaining fraction
(1 —¢) will eventually pay attention at some point and choose the search engine that maximizes perceived

utility. Thus, at time t = 0, —o’s market share is



s-00=(1-9)s (AL~ o(1-8)). ©

where S(x) is the cumulative density function of —Ag;.

Equation 9 illustrates four reasons why Google might have high steady-state market share: (i) consumers
correctly perceive that Bing is worse (Af = A{* < 0), (ii) consumers incorrectly perceive Bing is worse
(Aé’ < AL¥), (iii) Google is many users’ initial default and the switching cost o is large, or (iv) Google is
many users’ initial default and the fraction ¢ of permanently inattentive users is large. The social optimum
is attained in a counterfactual where consumers learn the true { and make active choices with zero switching
cost. In that scenario, the market share of —ois s_, 0 = S(AL").

In Section 5.1 we show formally how our experimental treatments identify the parameters ( 1, o, 7,
0,AC*, Z:',{, —*,, o, and p) of this model and Section 5 how to estimate them.

3 Experimental Design

3.1 Overview

Figure 1 illustrates the experimental design and timeline. There are two surveys. The invitation to Survey 2
is sent the morning of the 15th day after participants complete Survey 1. In addition, we sent an exit survey

to some S and D group users.

Recruitment, screening, and demographics. In late February and early March 2024, we recruited par-
ticipants from the Prolific online platform. To qualify for the study on Prolific, participants have to be a US
resident at least 18 years old on a desktop computer. We instruct the Prolific system to deliver a gender-
balanced sample.

Survey 1 begins with screening questions around the participant’s device, web browser, and search
engine use. In one question, participants are asked to search for the term “potato” through their browser’s
address bar and report the search engine that they are directed to. We call that search engine the baseline
default search engine. For Google (Bing) users, we call Bing (Google) the alternative search engine. The
survey then asks, “What search engine do you usually use on this web browser?” We call that search engine
the search engine usually used.

Participants can continue with Survey 1 only if they pass the following screens: (i) They report that
when browsing the web on their current device, they are using that web browser 100 percent of the time,
(i) they report that they do not frequently share that computer with other people, (iii) they report that their
baseline default search engine is either Google or Bing, (iv) they report that their search engine usually used
is either Google or Bing, (v) they access the Survey through a Desktop computer using Edge or Chrome.
Our analysis is restricted to participants for whom the same search engine (Bing or Google) is (i) reported

on Survey 1 as the search engine they “usually use,” (ii) reported on Survey 1 as the search engine used for

10



address bar search, (iii) the search engine for more than half of searches recorded by our browser extension
before installation, (iv) the address bar default recorded by our browser extension before installation. These
users also need to have made at least 10 searches on this search engine in the baseline period.

Participants who pass the screening questions and consent to participate are then asked demographic
questions. This is followed by a series of questions eliciting opinions about Google and Bing, including

why they use the search engine usually used.

Search engine rating questions. We ask four questions on Survey 1 and for some participants on Survey
2. We refer to these four questions as the search engine rating questions. We first ask people to rate Google
versus Bing in terms of overall quality and then on specific dimensions. Possible answers are Google is a
lot better, Google is a little better, they are about the same, Bing is a little better, and Bing is a lot better.
The answer order is randomly flipped, so that half of participants see “Google is a lot better” on the left and
half see it on the right.

The specific quality dimensions we ask for are: (i) Relevance and ordering of search result links, (ii)
Features on search result pages (e.g., weather info), (iii) Relevance of ads, (iv) Al chat, (v) Privacy, (vi)
Rewards or loyalty points, (vii) Please choose “Bing is a lot better” if you are still paying attention. The
possible answers are the same as before. The last question is an attention check. The rows are presented in
random order.

Lastly, we ask participants about how they feel about the number of ads, separately for Bing and Google.

Possible answers to these two questions are way too many, too many, right amount, too few, and way too

few.

Search Extension. Participants are then asked to install Search Extension, a browser extension devel-
oped for this study. Figure Al shows what users see when they first install the extension. As a standard
Chrome/Edge browser extension, it is unobstrusive and it is not visible on the browser interface after the
installation. Search Extension records the dates, times, and information identifying the source (i.e., address
bar vs. the search engine website) of all searches on all general web search engines (google.com, bing.com,
etc.) for all searches after installation and (via the browser’s recorded search history) for the 20 days before
installation. For each search after installation, it records whether the user clicked on a search result, and if
so, the rank of the result. Because we observe the source of the search, we can infer the address bar default if
the user searched via the address bar. Search Extension does not record any data from Incognito or InPrivate
tabs on Chrome or Edge, nor does it record any data from additional browsers on which it is not installed.
The main screen of the extension has a Test Extension button that, when clicked, opens a new browser win-
dow and performs a test search from the address bar, allowing us to record the address bar default search
engine. Participants are asked to click the Test Extension button at the end of both Surveys 1 and 2.

Search Extension includes two intervention functionalities that we can turn on or off for use in the

treatments described below. First, the Ranking Degradation functionality reverses the order of organic
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results on search result pages. Thus, the bottom results are moved to the top, and the top results are moved
to the bottom. Second, the Ad Blocking functionality removes all ads that it detects on search result pages.
Search Extension does not make users aware of these functionalities or whether they are turned on. These

interventions occur at a split-second when the page loads and are imperceptible to the user.

Compensation. In addition to the treatment’s incentive payments, participants are paid a base payment of
$25: $5 each for completing Survey 1 and Survey 2, $5 for installing Search Extension, and $10 for keeping

Search Extension installed for two months after completing Survey 1.

3.2 Treatment Groups

Users are randomized into four treatment groups, one of which has further sub-treatments. We now describe
the user experience in each group for the rest of the study after installing Search Extension on Survey 1.
Participants whose baseline default search engine is Google are randomized into all groups, with the
proportions in Figure 1 and below. Participants whose baseline default search engine is Bing are randomized
into only two groups (A and S10CC, see below), with 50-50 probability. We randomize Bing users only into
these two groups to increase power, because there are relatively few Bing users. Moreover, we expect most
Bing users to be familiar with the quality of Google and therefore do not expose them to our extension
interventions, which could be perceived as artificial. We do not include a Control group for Bing users

because in our pilots, market shares did not change over time.

Control (group “C,” 4 percent of baseline Google users). After installing Search Extension, the Control
group is shown information about how to change the bookmarks on their web browser, in a similar format to
the treatment information that the other groups receive. In our pilots, this information about how to change

bookmarks did not change search engine market share.

Active Choice (group “A,” 10 percent of baseline Google users). After installing Search Extension, the
Active Choice group is told that we will now show them how to change the default search engine. To avoid
experimenter demand effects, the survey clearly states that “whether you change it or not is up to you.” The
survey then asks, “when we get to the screen where you can set your default search engine, what would you
like your default to be?” We call this the person’s desired default. The survey then shows people how to
change the default search engine, asks people to copy and paste the correct settings page URL (to confirm
that they were on the correct page), asks people to set the address bar default search engine to their desired
default, and asks to confirm that they had done so or explain why not. We call this experience the active

choice intervention.

Default Change (group “D,” 10 percent of baseline Google users). After installing Search Extension,

the Default Change group is told that we will pay them $10 if they switch their default to Bing and make at
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least 90 percent of their searches (and at least 4 searches in total) on Bing over the next 2 days. Participants
are told that we will show them how to change the default search engine. The survey then asks, “Would you
like to accept the additional $10 to make Bing your primary search engine for the next 2 days?” As in the
Active Choice condition, the survey then shows people how to change the default search engine and asks
people to copy and paste the correct settings page URL (to confirm that they were on the correct page). For
participants that said they would like to accept the offer, the survey asks people to change the address bar
default search engine and to confirm that they have done so or explain why not.

For these first three groups (C, A, and D), we want a second survey only to measure the default search
engine and to make sure that all groups have the same number of surveys. Thus, Survey 2 for those three

groups is a “placebo survey” where they are simply asked to click the Test Extension button.

Switch Bonus (group “S,” 72 percent of baseline Google users). The Switch Bonus condition has the
exact same Survey 1 as the Default Change group, with three exceptions. First, the payment may be different:
the Switch Bonus group is divided into three subgroups, offered payment p of $1, $10, or $25, with 6, 64,
and 6 percent probability among baseline Google users, respectively. Second, the length of the switch is
different: participants are told that we will pay them $p to switch their default to the alternative search
engine and make at least 90 percent of their searches (and at least 20 searches in total) on the alternative
search engine over the next 14 days (not just the next 2 days). Third, to avoid considerations of future inertia,
participants are told that “on the second survey in 14 days, we will remind you how to switch your default
search engine.”

On Survey 2, the 14-Day Switch group is asked the search engine rating questions and then receives the
active choice intervention described above.

For baseline Google users, the $10 Switch Bonus group (with 64 percent of the sample) is further

factorialized into a two-by-two matrix of two search results interventions implemented by Search Extension:

* Ranking Degradation (group “R,” 50 percent of S group). Starting immediately, Search Extension

turns on the ranking degradation functionality on Bing.

* Ad Blocking (group “A,” 50 percent of S group). Starting immediately, Search Extension turns on the
ad blocking functionality on Bing.

We refer to the 25 percent subset of the S group assigned to the Ranking Degradation Control and Ad
Blocking Control groups as group “S10CC”. We make the $10 Switch Bonus group relatively large and the
Ad Blocking and Ranking Degradation conditions relatively forceful because we expect limited power to

detect effects of these two interventions on market shares.

3.3 Exit Survey

We sent our exit survey at the end of the experiment to a random subset of Switch Bonus and Default

Change group participants who kept the new default to understand why they did so. Eligible participants
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were offered $5 for completing it. The survey experience was similar across the Switch Bonus and Default
Change groups, each of which was asked “Why did you decide to keep using [Bing/Google]? Please choose
all that apply.” However, the available options are different.

For the Switch Bonus group, the possible answers were (i) Before the experiment, I had always wanted
to use [Bing/Google] but hadn’t gotten around to it, (ii) [Bing/Google] was better than I thought it would
be, (iii) I got accustomed to [NotReportedDefaultSE] or (iv) Other, with forced free form response.

For the Default Change group, the possible answers were (i) I wanted to keep using Bing, (ii) I forgot to
change back to Google, (iii) Changing back to Google was too much effort, (iv) Other, with forced free form

response.

4 Experimental Results

4.1 Data

Table 1 shows the sample sizes at each point of the recruitment funnel. The sample reported in each row
is a strict subset of the row above. Out of 5,280 participants who saw the study advertisement on Prolific,
2,543 either chose not to participate in the survey or did not pass our screening questions. Out of 2,737 who
passed the screening questions, 218 were either not comfortable installing the extension or did not want
to commit to staying in the study for three months. An additional 128 users were disqualified by us for
attempting to complete the survey multiple times. Of the 2,390 remaining users, 664 users did not pass our
requirement of (i) having conducted at least ten searches with their stated preferred search engine during
the 20 days preceding the experiment and (ii) reporting that they “usually use” the search engine that our
extension identifies them as using. After these restrictions, there are 1,660 users who finished Survey 2. Our
final analysis sample consists of 1,461 users who stayed in the survey until the end of the experiment (two
months past Survey 1).?

Table 2 shows demographic covariates for the sample and for U.S. adults. Our sample is nearly balanced
on gender but younger, more educated, more white, and higher-earning than the U.S. adult population. It
also includes a higher share of desktop Google users.

Appendix Table Al tests for balance on those same covariates across the randomized treatment condi-
tions. Since baseline Google users and baseline Bing users have different treatment assignment probabilities,
we present separate balance tests for those two samples. For neither Google nor Bing users, are we able to
reject the null hypothesis that our treatment assignment is balanced on these observed demographic vari-
ables.

Appendix Table A2 shows our tests for differential attrition across treatments at various stages of the
experiment. Among Google users we reject the null of balanced attrition after Survey 2. Surprisingly, this

is mostly driven by the S25 group who can earn the largest incentive payment. Among users assigned to

120ur results are essentially identical if we use the 1,660 users who stayed two days past Survey 2
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the S25 group, 92 percent finish Survey 2 whereas completion rates in the other treatments range from 92
percent to 99.4 percent. However, importantly, we cannot reject the null of balanced deinstallation of the
extension (even between S25 and other groups). Depending on the treatment, we collect extension data from
92.7 percent to 97.4 percent of participants two weeks after Survey 2. Starting two weeks after Survey 2
more users deinstall the extension.

We find that our subjects are attentive while taking our survey: our ratings survey includes an attention
check that 96.1 percent of Google users and 100 percent of Bing users pass.

Table 3 shows summary statistics. Participants conduct searches on over 60 percent of days, averaging
about 11 searches daily. Using pre-experiment browser history data collected by the search extension, we
compare search behavior before and during the experiment (i.e. the eight weeks after Survey 1). We find
no statistically significant difference in either the frequency of search days or the average number of daily
searches between these periods, indicating that participants are not substituting to other browsers or devices.
We further investigate search volumes by treatment groups in A3. Lastly, the table confirms that there is

only a minimal amount of multi homing in our sample for both Google and Bing users.

4.2 Initial Survey Ratings of Google and Bing

Figure 2 shows the responses to the question on Survey 1 that asks participants about why they use Google or
Bing. A significant share of participants attribute their usage to the browsers default option. These shares are
comparable across Bing (52.6 percent) and Google users (56 percent). The share of Google users who report
that they use their search engine because it serves the most relevant links is 68.7 percent while it is only 26.3
percent for Bing users, a large and statistically significant difference. The starkest difference across Google
and Bing users is in terms of rewards: 65.8 percent of all Bing users say they use Bing because of rewards
while only 1.94 percent of the Google users mentions rewards. This is consistent with the fact that using
Bing can earn users Microsoft Rewards worth up to $10 per month, whereas Google offers no such rewards
program.

Figure 3 shows how participants responded to the search engine rating questions on Survey 1. The top
rows present the average quality ratings on a five-point scale, coded from -2 (“Google is a lot better”) to
+2 (“Bing is a lot better”). The bottom row presents the average feelings about the number of ads on a
five-point scale, coded from -2 (“way too few”) to +2 (“way too many”).

Google users strongly prefer their search engine on almost all dimensions, including overall quality,
the relevance of search results, result page features, relevance of ads, Al chat integration, and privacy. The
only exception are rewards for which they express a slight preference for Bing. Meanwhile, Bing users
only slightly prefer Bing on overall quality, result page features, Al chat integration, and privacy. However,
Bing users strongly prefer Bing in terms of rewards. Regarding the relevance of links and ads, Bing users’

responses are not statistically distinguishable from zero (indicating indifference).
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4.3 Effects of Treatment Interventions

Our main focus will be the effect of treatment interventions on market shares over time, which we present
in Figure 5. To compute the market share at time ¢, we first compute the market share for each subject
separately and then average shares across subjects.'? Panels (a) and (b) presents results for baseline Google
users. The $10 Switch Bonus group presented here is limited to Search Extension Intervention Control
(S10CC) participants who did not experience the Ad Blocking or Ranking Degrade interventions. Panel (c)
limits to baseline Bing users. It only includes the two groups to which they were assigned, Active Choice
and Switch Bonus with Search Extension Intervention Control (S10CC).

In panels (a) and (b), we see that the market share of Bing among baseline Google users was virtually
zero before the experiment. This reflects the fact that most of these users exclusively used Google. We also
see in panel (a) that control group users did not change their behavior during the experiment: less than 0.314
percent of overall searches in the fourteen days since Survey 1 were conducted with Bing. In panel (c) we
observe that baseline Bing users did use Google to some extent before the experiment, but its market share

was only about 5 percent.

Active Choice. Participants in the Active Choice treatment were asked about their preferred default search
engine and then guided trough the process of implementing this default. Figure 5 shows that this intervention
had almost no effect on the search engine usage of baseline Google users, increasing Bing’s market share
to a mere 1.86 percent. This result is consistent with the relatively small effect of the choice screen that
Google implemented on Android devices in response to the European Commission’s antitrust ruling in 2018
(Decarolis et al., 2023; European Commission, 2018). This suggests that most baseline Google users would
choose Google even when there are no switching costs, indicating that switching costs play only a minor
role in Google’s large market share.

Among baseline Bing users, on the other hand, we find that the market share of Google increased to 18.2
percent in the Active Choice group. This suggests that switching costs are more effective in retaining Bing
users or that more Bing users have not yet made an active choice. Thus, active choice screens may end up

increasing the market share of Google.

Switch Group. We now focus on the market shares of baseline Google users in the $10 Switch Bonus
group. Recall that this is the treatment in which we offered participants $10 to switch to the alternative
search engine for two weeks at the end of which they made an active choice. In this section, we focus on
Switch group participants who experienced Bing without any interventions from our browser extension. A
large fraction of these users switched to Bing, and 51.2 percent satisfied the conditions to receive the $10.
During the two-week incentive period, the market share of Bing in this treatment group was 64.4 percent, as

can be seen in Figure 5.

13We can also define market shares by first computing the search engine chosen by every subjects (the one with the most searches)
and aggregating across subject. We obtain very similar results.
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Many of these users kept on using Bing after the end of the incentive period and after Survey 2, when
they were asked to make an active choice (following the exact same steps as Active Choice users in Survey
1). During the week after Survey 2, the market share of Bing among those who accepted our offer and
qualified for the incentive payment was 37.8 percent, and it was still 35.1 percent during the last week of the
experiment.

This marks a stark departure from the Active Choice group. The resulting marketshare of 22 percent for
the Switch Group in the last week of the experiment (which includes participants who declined our offer)
is substantially higher than the 2.46 percent in the Active Choice group. The only difference between these
two groups is that Switch Group participants were exposed to Bing for two weeks. Our results hence suggest
that they corrected their beliefs about the quality of Bing upwards.

This interpretation is reinforced by our results from ratings surveys and our exit survey. Recall that our
ratings survey asked participants to rate the relative quality of Bing versus Google on various dimensions.
Table 5 shows the averages and standard deviations of the initial ratings in Survey 1 along with the change
in the relative ratings from Survey 1 to Survey 2. A higher relative rating indicates a stronger preference for
Bing. On average, Google users’ rating of Bing significantly improves on all dimensions except the number
of shown ads. These changes are sizable if we compare them to the baseline survey ratings and their standard
deviation. For instance, the effect on the overall quality rating between Google and Bing corresponds to a
third of the initial gap between Google and Bing and more than half a standard deviation. In our exit survey
64.1 percent of former Google users responded that Bing is better than expected, 59 percent that they got
accustomed to it, 5.13 percent that they always wanted to use it, and 28.2 percent gave other reasons in a
free form text response.'*

Among baseline Bing users, we find that 38 percent of SI0CC users satisfy the conditions to obtain our
$10 payment. Among those who satisfied the conditions, the market share of Google is 98.2 percent during
the two-week incentivized period. We also find that an important fraction of these users decide to stay with
Google: the market share of Bing among S10CC was 36.6 percent during the week after Survey 2, and it
was still 35.1 percent during the last week of the experiment. However, this market share is not statistically
different from the market share among Active Choice users. Thus, the market share response suggests that
Bing users appear to be well informed about the quality of Google. The results from the ratings survey are
mostly consistent with this interpretation. Bing users in general update less towards Google with only the
update on overall quality and Al chat being significant and the quality update being smaller compared to the

standard deviation of baseline ratings than for Google users.

Default Change. Recall that participants in the Default Change treatment, which only includes baseline
Google participants, were asked to change their default for two days in exchange for $10. After the initial
survey there was no further communication with these subjects until they participated in the placebo survey

which was sent out on day fourteen. 57.7 percent satisfied the conditions to receive the $10 payment, and

14 These responses do not sum to 100 percent because participants could give multiple responses.
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among them Bing’s market share during the two-day incentivized period was 97.7 percent.

After the end of the incentive period, we see that the use of Bing trends down gradually during the first
few weeks. Among participants that received the payment, Bing’s market share was 66.4 percent after seven
days, and 60 percent after fourteen days.!> This gradual decline is consistent with our stochastic model
of inattention; in the absence of inattention, we would have expected to see a sudden drop in usage after
the end of the incentivized period. The market share eventually stabilizes at 53.2 percent after four weeks,
significantly higher than the 38.2 percent who still use Bing in the Switch group at this time.

There are different explanations for this persistently high market share of Bing after the default change.
First, some users may never be attentive. Indeed, we know that some participants must be persistently
inattentive because the market share of Bing in the Default group is significantly higher than the 38.2 percent
in the Switch group at the end of the experiment. A second possible explanation is that users have changed
their perceptions of Bing during the incentive period and during the subsequent days they used Bing because
of inattention. Such learning would be consistent with the significant amount of learning we observe in the
Switch Bonus Group after two weeks of exposure to Bing.

The results from our exit survey suggest that both explanations play a role: while 44.2 percent of partic-
ipants reply that they still use Bing because they forgot to switch back or that switching back was too much
effort, 34.9 percent of participants reply that they kept using Bing because they prefer it. The significant
share of people who revise their perceptions about Bing after the default change suggests another important
effect of Google’s default agreements, which is to prevent users from learning about about the search engine
that would otherwise be the default.

Price Responsiveness. Panel (b) of Figure 5 shows the market shares of Switch Bonus users in our differ-
ent price groups. We see evidence of a clear price response during the incentive period. Even a $1 payment
leads to a 31.5 percent Bing market share—which is 29.64 percent higher than the Active Choice market
share—suggesting that an important fraction of users have very weak preferences. A $10 payment increases
Bing’s market share to 64.4 percent and a $25 payment results to 74.1 percent. The small additional gains in
Bing’s marketshare for higher prices implies that the distribution of willingness to accept is fat-tailed. There
is a drop in all Bing market shares once the incentive period ends during Survey 2. Post-Survey 2 market
shares are higher for higher payments, consistent with our interpretation that users that are exposed to Bing
update their beliefs about its quality upwards: in higher payment groups a larger fraction of users update

their beliefs, resulting in higher market shares after the incentive period ends.

4.4 Effects of Ranking Degradation and Ad Blocking

We discuss the effect of Ranking Degradation and Ad blocking on click-through rates (CTR), search engine

ratings, and market shares. Recall that Bing users were randomized into $10 Switch Bonus Group but not

I5We do not observe any meaningful change in the time trend when these users received the placebo Survey 2.
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into the sub-treatments that experienced Ad Blocking or Ranking Degrade. All results in this section are

therefore based on Google users in the $10 Switch Bonus group.

Click-through rates. We first investigate the effect of these interventions on interactions with the result
page. Letting w® and w?' be dummies for the Rank Degradation and Ad Blocking group respectively, we
measure these effects in the cross section of participants in the $10 Switch Bonus group, using the following

specification:

Yi:,U-FTRW?—i-TAWiA—i-Ei. (10)

Here, y; captures ways in which a participant can interact with the result page, T and 74 are the coeffi-
cients of interest and [ a constant. Results are shown in Table 6.

The first specification is a manipulation check that shows that our Ranking Degradation treatment was
successful. The outcome in this specification is the average original rank of clicked links. The original rank
refers to the rank that a search result would have had were it not for our interventions (e.g., a result with
original rank 1 would have been the top-ranked result.) We find that participants click on worse results as
measured by Bing’s original ranking. Absent interventions, users click on results at the beginning of the
results page with an average original rank of 1.68. With Ranking Degrade, the original rank significantly
increases to 5.2, which means that users click on results that they would normally encounter at the end of
the result page.

Specifications (3)-(5) measure substantive effects of Ranking Degradation on various click-through
rates. These click-through rates measure whether participants find the results useful and will also serve
as our main measure of result relevance in the returns-to-scale analysis. Our results suggest that participants
find the results after Ranking Degradation less useful, as indicated by a significantly reduced overall click-
through-rate on organic links by almost 19 percent (see specification (4)), and especially of the (new) top
link whose CTR falls by 63 percent (see specification (5)). When the results are degraded, participants more
likely click on ads, which also leads to an overall smaller effect on the CTR if ads are considered.

Specification (2) is another manipulation check, showing that the Ad Blocking intervention works as
intended: participants exposed to the intervention click on significantly fewer ads (as almost all have been
removed.) Because we are able to block most ads, the effect size is even large when compared to the
constant, which measures the number of ad clicks in the control group. Ad Blocking, however, does not
significantly affect participants interaction with organic search results nor does it much affect overall click-

through rates.

Survey ratings. Table 6 shows how these interventions affect the responses to our ratings survey questions.

Define y;; and y;, as responses on Surveys 1 and 2:
(vio —yi1) = u+ *wk w4 g (11)
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The coefficient 1 on the constant term captures the average change in responses for the S1I0CC group—i.e.,
how responses change without either of the Search Extension interventions. The coefficients on the 7% and
74 capture the effects of the Ranking Degradation and Ad Removal treatments on the response changes.
Table 6 shows the results, where larger values indicate a more favorable view of Bing relative to Google.
Ranking degradation significantly reduces the positive updating towards Bing on overall quality, the
relevance of results, the result page features, and the relevance of ads. Interestingly, the effect size of
Ranking degradation on the relevance of results is similar to (though a little larger than) the constant. This
indicates that Google users in Survey 1 expect the results of Bing to be (almost) as bad as we make them
with Ranking Degradation. Ad Blocking significantly reduces the positive update about the relevance of ads

and the result page features.

Market shares. Figure 6 shows the effects of the Ranking Degradation and Ad Blocking treatments on
Bing market shares. As before, r; and a; are indicator variables for the Ranking Degradation and Ad Block-
ing treatments. Let y; be Bing’s market share with ¢ indexing periods for this analysis. The periods are:
0-14 days before Survey 1, 0-7 days after Survey 1, 8 days after Survey 1 to the day before Survey 2, 0-7
days after Survey 2, and >7 days after Survey 2. We estimate the effects for each period ¢:

Yit:TfW/f+T;4W?+Bt+8it~ (12)

We let the coefficients ¥ and 7/ vary by period . We use robust standard errors, clustered by person. Figure
6 shows the TR and 7 coefficients for each period. We would expect the interventions to have zero effect
before Survey 1 (when they are not yet active), a limited effect between Survey 1 and Survey 2 (when they are
active but users are incentivized to stick with their choice) and a more stark effect after Survey 2 (on which
all users make an unincentivized active choice after experiencing Bing with the respective modification).
Both interventions reduce Bing’s market share after the active choice in Survey 2. These effects, however,
are not significant despite the fact that the extension intervention changes both participants behavior on the
result page and their relative rating of Bing versus Google. A possible explanation for this result is that
participants simply do not place enough weight on these attributes relative to other considerations, such as

the interface and Bing rewards.

5 Model Estimation

Our main estimation is through generalized method of moments (GMM). To gain intuition for identification,
we first derive transparent equations that connect structural parameters to observed market shares.

We let ¢ index (approximately) two-week periods. Period ¢t = 0 correspond to the 14 days before Survey
1, ¢t =1 to the 14 days between Survey 1 and when Survey 2 is sent, and = 2,3, ... are successive 14-day

periods after Survey 2.
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In the model, consumers make a binary choice between Bing and Google. In the data, a small number
of people multi-home or occasionally use other search engines. For estimation purposes, we say those users
chose the search engine where they conducted the most searches.

Our model predicts browser-specific market shares, but our experimental treatment varies at the baseline
search engine level.For instance, Bing users are paid to switch to Google in the S group, and Google users
are paid to switch to Bing. To simplify the computation of market shares, we assume that people who had
already switched away from their browser’s default search engine (e.g., Chrome users who search on Bing)
would also continue to do so if we payed them an incentive payment to stick with their currently chosen

search engine. This allows us to compute market shares at the browser level, as in our model.

5.1 Identification
For identification, we derive equations that relate structural parameters to observed market shares. Figure 7

guides our discussion. It highlights which elements of our experimental data identify each parameter.

Error distribution and price response 1. By comparing market shares of the Switch Bonus group at
different payment offers during the incentivized period, we can identify the error distribution S(-) and the
price response 1], as shown in Figure 7. Consider a Switch Bonus user who is offered a price p to use search

engine n after Survey 1. The utility from declining the Switch Bonus and staying with search engine o is
Co +€io+06Vii—2(0). (13)

The utility from accepting the Switch Bonus and switching the defaultto j = —o is

np‘f’gfo‘i’gifo‘*'avi,t:Z(_O) : (14)

Survey 1 tells participants that, regardless of their t = 1 choice, they will be guided through the choice
screens on Survey 2 and consumers therefore do not expect any switching costs at time ¢ = 2. Furthermore,
we have assumed that consumers believe they know (:L(, with certainty, so there is no perceived value from
exploration. Therefore, V;;—; (0) = V;;—> (—o0) and the continuation values drop out from the comparison.

Having this in mind, the consumer chooses —o if

np+A(f+A£,~>0. (15)

The modeled market share of search engine —o at time ¢ = 1 is thus

s =S (np+al). (16)

The parameters 1 and Af simply play the role of a scale factor and a shifter, so we can rewrite this expression

as
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$P _ =H(p), (17)

—o,l=

where H () is the cumulative density function of willingness to accept,—1/1 - (Ag; + A{), a linear transfor-
mation of the error. As the left hand side of Equation 17 is data, different price offers directly identify values
of H(-) at different points. As is standard in discrete choice models, we normalize the mean and variance of
Ag;. This gives us the distribution S(-) of the normalized error Ag; from the shape of H (p).!¢
When S(-) is known, any two price points identify 1, for instance:

571(5525 )_Sfl(sSI )

—o,t=1 —o,t=1

25-1

TI:

Perceived difference in quality AZ:f . The perceived difference in quality is identified by market shares
among Active Choice users, as depicted in Figure 7. Since these users made an active choice on Survey
1, we assume that their market shares from that point on are not driven by switching costs or inattention.
Instead, they are entirely determined by perceived differences in quality.

Formally, for Active Choice users, the market share of the alternative search engine —o is as in equation
(9), with zero price difference Ap and without the switching cost (1 —§):

A1 =S(AD). (18)

The relevant difference in quality is Ag , capturing the fact that these users have not used search engine —o
and might thus have wrong perceptions about its quality. We invert this equation to obtain the following

expression for the perceived difference in quality AZ:’ :

AL =57"(s, 1), (19)

where S~!(x) is the inverse of the cumulative density function of —Ag;.

Learning {* — 5,0. To identify learning, we compare the active choices made by Switch Bonus users
after they had two weeks to learn about search engine —o with the choices made by Active Choice users,
who are not familiar with search engine —o (see Figure 7).

When Switch Bonus subjects in the Search Extension Intervention Control group make their Survey 2

active choice, they have had time to learn {* , the true quality of search engine —o. They thus choose it if

AL* + Ag; > 0. (20)

16Technically, H(-) would be non-parametrically identified if we had a switch treatment for each price point p. In that case,
S(-) would be non-parametrically identified up to a scale and location normalization. In practice, we have enough price points to
determine that a log-normal fits our data well, according to which some participants are close to indifferent between Google and
Bing whereas others require large payments to abandon Google for two weeks.
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Assuming np; > §* — 5 , that is, that the Switch Bonus was large enough that all consumers who would

choose Bing under perfect information were induced to try Bing, the market share of 7 is thus

SSICC, =85(ALY). Q1

This experienced quality difference {* depends on whether the consumer is in the Ranking Degrade or Ad
Block groups.
Comparing this expression with the market share for Active Choice users (equation 18) and rearranging

gives the following expression:
= Co=85"(s2005) =S (10 21) - (22)

Attention probability 7. To explain how we identify 7, we will first explain how the market share in the
default group evolves.!” Let §* be long-run share of the alternative search engine in the D group (that is the
share after everybody who is not permanently attentive has made an attentive choice). Also, lets”,, be the
share of the alternative search engine directly after treatment. Let 7 be the rate at which participants who are
not permanently attentive become attentive in a given week.!®With these definitions, the share of users who
still use the alternative search engine in a given week is given by a weighted average of permanently inat-
tentive users and users that become stochastically attentive; the users who become stochastically attentive
converge away from s” _ to §*.

—O%

S[—)(),week:w = (PSI—)()* + (1 - (P) [(1 - f[)w : S[—)o* + (1 - (1 - ﬁ)w) : 5*] : (23)

Intuitively, among those users who (i) are not permanently inattentive and (ii) would like to switch
back, only a fraction % actually switch back during a given week (which corresponds to half a period in our
model). Therefore, the share of users switching away from the alternative search engine in a given week
decays geometrically with a rate &, and we can identify that rate of decay from the following expression

(which follows directly from Equation 23):

D

S—o,week:Z - s[—)o,weekzl = (1 - ﬁ:) (s[—)o,week:l - Sl—)o,*) ) (24)

D

—0

to obtain our payment—and s

where sZ_, is the initial market share directly after treatment—that is, the fraction of users who switched

D

= o week—yw Tepresents the market share among the D group ar the end of week

d.Hence, we can derive the following expression for & directly as a function of market shares

170ur explanation assumes that learning has not yet occurred, which means that the derived expressions are only correct for week
one and two. This suffices for identification of the parameters.

18Given that is defined for a two-week period, this is given by # =1 — (1 —)!/2.
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SZo.week=1 — S—o,*

sP k=2 —sP k=1 ’
—o,week= —o,week=
r=1-|—2 v . (25)

Switching costs o and permanent inattention ¢. As suggested by Figure 7, the switching cost o and
inattention parameter ¢ are jointly identified from the difference between the active choice and control
marketshare as well as the long run D group market-share. In particular, switching costs and inattention both
create inertia: consumers are less likely to switch from the search engine they previously used, increasing
the difference between the active choice and control group and the long-run default marketshare. However,
as we will argue next, they are separately identified because o affects each of these quantities symmetrically
while inattention has a stronger effect on the long-run D group marketshare.

First, both types of inertia create a gap between the shares for Control users—who are subject to both
forms of inertia—and for Active Choice users—who are not subject to them. The gap between those market

shares is given

oiz0—Coro =5 (A0) = (1-0)5 (AL~ o(1-8)), (26)

and is increasing in both ¢ and ¢.
Second, both types of inertia lead to higher market shares for the Default Change group after the in-
centive period. High switching costs and permanent inattention both imply that the geometric decay pro-

cess that describes the market share over time will settle at a higher level. To state this formally, we now

D
—o,t

obtain an expression for s 00> the value the market share s converges to as ¢t — co. Remember that
§ =S (Aé:’ +o(1-0 )) is the hypothetical long-run marketshare of the alternative search engine among D
group users, assuming (i) everybody is attentive, and (i) nobody has yet learned its true quality {* . Simi-
larly, let s* = S(AL*+ o (1 — §)) be the hypothetical long-run marketshare of the alternative search engine
among Dgroup users, assuming (i) everybody is attentive and (ii) users have learned its true quality. With
these definitions, we can express the actual long-run marketshare of the alternative search engine as

Ser)w:¢s91)*+(1_¢) [§*+(1_ﬂ)2(‘9*_§*)] ’ (27)

which is indeed increasing in ¢ and ©.
To see why s, is the long-run marketshare, suppose first that agents learn the true quality of the
alternative search engine instantaneously after switching. Then the geometric decay process described by

equation (23) would start at s”
D

—O%

o« and would converge to s* (instead of §*), and the market share would

converge to ¢s~,, + (1 — ¢)s* as time goes to infinity. However, since we assume that it takes two weeks to
learn the true quality of —o, there is a fraction [1 —(1- 7?)2} (s* —§) of attentive uses who switch back too

early—they switched back in the first two weeks but they would not want to switch back if they had waited
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and learned. After accounting for those users, we obtain Equation 27.'°

P = 052, + (1= 9) [§* + (1 —7)* (5" —5)] . (28)

This market share increases with inattention, as more people will be stuck with the search engine they are
paid to use. It also increases with switching costs: ¢ increases the market shares §* and s*, as explained
earlier. This expression assumes that learning is a discontinuous process: agents have misperceptions on
day 13, but they are suddenly corrected on day 14. In future versions of this paper, we will allow for
alternative models of learning. The parameters ¢ and ¢ are thus jointly identified by two expressions that
relate them to market shares, equations (26) and (28). Rather than proving formally that the solution to
these two expressions is unique, we will provide an intuitive argument that both parameters affect both
expressions quite differently. To make the argument simpler, we will consider what happens if there are no
misperceptions, in which case we get s”,.. = ¢s2,, + (1 — ¢)s*.

First, suppose there is no switching cost. In that case, s* 0430~ s€0$t20 = ¢S(AL*) = s os>0- Then

note that permanent inattention affects both expressions as follows:

R

Thus, it affects the gap between the A and C groups to the extent that a lot of people want to use —o. As we
saw in Section 4, few people want to use Bing among Chrome users (less than 3%), so permanent inattention
will have little effect on this difference. On the other hand, ¢ has a large impact on the long-run D share as
long as (i) our treatment induces a large fraction of people to use —o in return for a payment, and (ii) a large
fraction would not want to use it were it not for the fact that they are being paid. Conditions (i) and (ii) are
both true in the data, as we saw in Section 4: over 75% of users switch in response to our payment, while

the fraction who actually want to use is around 20%.Based on these numbers, we should expect the effect of
D

permanent inattention on s° . to be on the order of ten times larger than the effect on s* 0150~ s€0’t20.
Now suppose that there is no permanent inattention. Then s* o —s€ - =S(A{*)—S(AL* — (1 —§))

and s?,., = s*. Switching costs affect both expressions as

d d
m(ﬂmo 5%, 20) =8 (A —0(1-8))  and msém =S5 (AL*+0(1-6)).

Therefore, the effect on both expressions should be roughly similar as long as the density of marginal users
does not change too much.

The main takeaway from this analysis is that switching costs roughly have the same impact on s* 050~
s¢ or>0 and sP .., whereas permanent inattention has a much larger impact on s . This enables us to

identify both parameters.

19%We do not observe choices at t = oo as our sample ends after eight weeks, so our estimation (Section 5.2) uses an adjusted
expression. However, given our estimates from Section 5.3, the probability of paying attention after eight weeks is on the order of
one thousandth, so the difference between these two expressions is negligible.
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Quality preferences o and p. Comparing the $10 Switch Bonus at time ¢t = 2 across the Ranking Degra-
dation and Ad Blocking conditions identifies preferences for the components of quality. Similar to equation
21, the market share for a Switch Bonus user in the Search Extension Intervention I € {RC,CA,RA} is given
by

S, =5(AL"). (29)

where A’ is the quality implied by intervention I. Note that if I = CC — that is, if the user was assigned to
the control group for both Ranking Degradation and Ad Blocking —, then A{! = AC*.

Recall that search engine quality is given by {; = aa;+ pr;+&;. The effect of Ranking Degradation
on quality difference is (XS — (€5 = ¢4 — (4 = p (R0 —r<C). Thus, comparing Ranking Degradation
relative to its control on ¢ > 2 market shares (equations 21 and 29) and rearranging gives

—1 S10RC —1 S10CC
S (sfo,t22) ) (sfo,ZZZ)

= (30)
P PRC—C
s : : - o SI0RA S10CA . : : :
A similar expression can be obtained by comparing s> %, and 57, $,. Let r; be defined in units of click

through rates. Then, the right-hand side of equation (30) is observed in the data: it is the ratio of two
treatment effects. Analogous equations also hold for the Ad Blocking condition, where we define a; such

that observed Bing ad load is a; = 1.

5.2 Estimation

We estimate our model parameters by the generalized method of moments (GMM). The parameters that
we estimate are the perceived quality difference AZ: , learning { — C:,, the price response 7], the amortized
switching cost 6(1 — 8), the fraction of inattentive consumers ¢, and the per-period probability of paying
attention among attentive consumers 7.

To estimate the error distribution, we assume it follows a lognormal distribution that we normalize so
that S(—1) = 0 and S(0) = 1/2.2° Since S(0) = 1/2, the interpretation of preference shifters AC and AC* is
that they represent differences from the level of quality that would result in market shares of one half. After
these two normalizations, the distribution has one remaining parameter a € (0, o) that captures the skewness
of the error distribution. As a approaches zero, the error distribution converges to a normal (i.e., symmetric)
distribution. As a approaches infinity, the distribution becomes skewed with a long tail of customers that
have a strong preference in favor of Google. We estimate the quality difference Af and learning { — 50
separately for Chrome and Edge users. We set the rest of the parameters to be the same for all users.

The moments we use are based on the market shares that we observe in the data, which we present in
Table 7. The first set of moments are simply market shares: the baseline market share s_,g, the Active

Choice market share s or>1> the market shares for the Switch Bonus group during the incentivized period at

20The PDF of the normalized error distribution is exp (—log(x+1)?/(2a%)) / (vV2ma(1 +x)).
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S 10 —1> 55! 1(?_ICZC], and the post-survey 2 market shares of the Switch Bonus group

under different interventions s519CC, §S10RC | (SI0CA "and §S19R4  Following the arguments in Section 5.1,

S25

and 8 =1

different prices s
these shares identify the error distribution, perceived differences in quality, learning, the price response, and
quality preferences.

To write out these nine moment conditions, we use m to index the moments that we target. For example,
m can represent baseline choices for Chrome users, SI0CC choices during the incentivized period for Edge
users, or Active Choice choices at time ¢ > 2 for Chrome users. We denote by s,,(0) the market share
predicted by our model for moment m when the model parameters are 8. We also define y,,; to be subject

i’s choice corresponding to moment m. Our first nine moment conditions take the form

gml(9> :ymi_sm(e)y E[gml(e*)] :O,

where 6% is the vector of true parameters.
To identify the attention probability 7, we exploit the market shares of the Default Change group right
after Survey 1, after one week, and after two weeks. Rather than using these four market shares directly, we

exploit our expression for the identification of 7 (equation 24). The moment condition that we use is

gmi(e) = (1 - n)l/z(ym,i,weekzl _ym,i,*) - (ym,i,week:2 _ym,i,week:l)a E[gmz(e*)] =0

where y,,; « denotes D group choices right after survey 1, and y,; week=2 and y, ; week—2 denote D group
choices at the end of weeks 1 and 2.

To identify switching costs and inattention, we need moments for s* 0450~ s¢ or>0 and sP ... We already
included moments corresponding to s_,o (which is the same as s€07t20) and s4 or>1> SO We must include an

additional moment for s2,_.. We use an empirical analogue of equation (28),
gmi(6) = Ymico— OYmis — (1= 9) [§(0) + (1 -7)* (s°(6) =5°(0))],  Elgmi(6")] =0

where y,,; . denotes D group choices right after survey 1, and y,, ;.. denotes D group choices after a long
period has occured. In practice, we do not observe choices more than two monts after the experiment starts,
so our actual estimation uses an adjusted version of this moment that uses D group choices at the end of

our experiment.’!

However, given our estimates from Section 5.3, the probability of not having payed
attention after eight weeks is on the order of one thousandth, so the difference between these two moments

are negligible.

2lwe now derive the expression for s o.week—g that we use for estimation. After two weeks (that is, after learning) the fraction
of people that would like to switch if attentive is no longer s ox — S but sP o« — 8. The geometric decay process thus resembles

equation 23, but it goes from s, to s* (and not from s°,,, to §*). After accounting for the fraction [1— (1— ﬁ)ﬂ (s* —5*) of users

that switched back too early, we obtain the following expression for the market shares after week 2:

52 weekews2 = 9570+ (1—9) [s* + (1 —(1- fr)z) (s —§)+ (1—7)" <s£’,,* fs*ﬂ .
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There are two important issues we must deal with before computing these moment conditions and the
GMM objective function. First, given the nature of our experiment, we don’t observe all moments for
every participant. For a participant that was randomized into S10CC, for instance, we observe the moments
corresponding to SIOCC choices at times t = 1 and ¢ > 2, but we don’t observe any of the Default Change
or Active Choice choices. Second, we used different randomization probabilities for original Google and
Bing users, so unconditional means would overweight Bing users in most of our treatments. Appendix B
explains how we address these two issues by using different weights for different participants.

Our main demand estimates are given by
6 = argmingG(0)'QG(6)
where 0 is the full vector of the parameters that we estimate, G,,(0) is the average of g;,,(6) across users,
and Q is a weighting matrix. We use two-step GMM, where we first set Q = Cov(G(0))~! for some arbitrary
6, and then, in our second step, we set Q to be the optimal weighting matrix given the initial set of estimates.

5.3 Demand Parameter Estimates

Table 8 presents the demand parameter estimates. We find that the parameter a for the error distribution is
quite high—that is, the error distribution is very skewed. This means that there is a large density of users
that are close to indifferent between both search engines as well as a fat tail of users with strong preferences
in favor of Google. On the other hand, there are essentially no users with strong preferences in favor of
Bing. We estimate such a skewed distribution because a small price increase from $0 to $1 in the S group
had a large impact on market shares (from 2.58 percent to 33.7 percent) whereas a large price increase from
$10 to $25 only increased market shares from 67.7 percent to 75 percent.

We now discuss two important implications of a skewed error distribution. First, a given change in price
or quality has a large impact on market shares when the marginal users are those that are close to indifferent
between both search engines (when the market share of Google is high), but it only has a modest impact
when the marginal users belong to the fat tail of users with strong preferences in favor of Google (when the
market share of Google is high). This feature drives many of our findings below. Second, the combination
of a fat tail and permanent inattention implies that there are large consumer surplus losses due to agents
with strong preferences that nevertheless use an undesired search engine because they are inattentive. For
that reason, when computing consumer surplus, we censor the error distribution at $25 to avoid such large
changes in surplus.

We now discuss parameters for Chrome users as well as the rest of the parameters for all users—which
are mainly identified from data on Chrome users because they account for most participants in our sample.
We use our estimate of the price response 1) to interpret all other parameters in units of dollars per two-
week period. For Chrome users who have not used Bing, we observe a negative Bing preference shifter Ag

(equivalent to a payment of $3.11 per two-week period), consistent with the low market share of Bing in the
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data. After learning Bing’s quality, its perceived utility increases by $0.27 per two-week period. Learning
about Bing affects those users who are close to indifferent between both search engines, where there is a
large density of users. Thus, as we note above, a small change in the perception of quality is enough to
generate a large change in market shares.

The estimated switching costs o(1 — ) are small (0.4 cents), given the small effect on market shares of
the Active Choice intervention—which, as we explain in Section 5.1, are mainly driven by switching costs
rather than inattention. One the other hand, we find that inattention plays an important role. 33.4 percent of
users are permanently inattentive. The per-period attention probability 7 =0.824 means that during every
two-week period most users that are not permanently inattentive make an attentive choice, whereas less than
one fifth stay with their previous search engine. Our estimates for the preferences for quality indicate that our
ad block intervention decreased utility as much as a price decrease of $0.131, and the ranking degradation
resulted in a decrease in utility of $0.109. Neither of these two effects is significant.

For Edge users, we find a negative Google preference shifter Ag that is equivalent to a payment of $7.61
per two-week period, consistent with the high share of Bing among Edge users. Based on our estimate of
¢ — 5 , we also find that there is learning about Google, which is equivalent to a payment of $1.15 per two-
week period. This is larger than the dollar value of learning we find among Chrome users. To understand
why, recall that the marginal consumer among Edge users belongs to the fat tail of users that have strong
preferences for Google; hence, a large price difference is necessary to justify the change in shares from 36.8

percent to 38.9 percent due to learning.

6 Economies of Scale in Data

We suspect that there are economies of scale in providing users with well-ranked search results. In particular,
as a search engine responds to more searches for a search term it learns which results users prefer and can
subsequently rank these results higher. For the analysis in this section we use data on search terms and clicks
from Bing.

We are interested in estimating the causal effect of the number of past searches of a given search term
on the current relevance of results for that term. As is standard industry practice, we will use click-related
outcomes as our measure of the relevance of the links presented in a search results page. In particular, our
measure of relevance is the probability that a user clicks on the top-ranked result. Henceforth, we will refer
to search terms as queries and instances where a user enters a query as searches.

Google argues that the effect of additional search data on improving result rankings diminishes quickly,
implying that increased scale has little effect on the relevance of results (e.g. Varian 2015). This argument
is less convincing if there are many rail queries (i.e., queries with few searches) for which additional click
and query data may still be valuable. Indeed, examining all searches made on Bing in 2021, we find that
the distribution of queries exhibits a long tail: Figure 8 shows what fraction of searches accrues to queries

with different occurrence rate. More than 38.7 percent of searches are for rare queries that are searched less
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than 100 times. For this reason and for reasons of identification that we explain below, we will focus on new
queries.

For our analysis, we randomly sample 43,991 new search terms, i.e., search terms for which Bing has
no search record between January 2021 and January 2022. For these search terms, we record each search in

the subsequent year (i.e., between January 2022 and January 2023).2?

6.1 Empirical Strategy

We are interested in recovering the relationship between result relevance r,, for query ¢ at time ¢ and the

number of searches n,;:

Tgt = f(nqt; 0) + €4t

In estimating this relationship we need to address two potential confounders. First, there could be
persistent differences in the difficulty of serving results across queries. For instance, navigational queries
(“facebook.com™) are both very common and easy to answer at any scale. Thus, a simple cross-sectional
comparison may bias results in favor of finding returns to scale. To control for such persistent differences
in the difficulty of serving results across queries, we use previously unseen queries over time as they gather
their first searches and control for query fixed effects (as in He et al. (2017)). However, this strategy does
not address time-varying confounders.

To deal with such time-varying confounders we rely on a key identifying assumption, which seems
plausible in this context: any causal effect of more search data on clicks has to be due to the results that
the search engine serves.?? Before we describe how we formalize this identification strategy, we conduct an
event study to motivate our approach.

Figure 9 shows click-through rates against the number of searches a given query has had since its first
or second ranking change. Updates to the ranking lead to an increase in click-through-rates, which indicates
that over time the search engine learns to serve more useful results. We also observe a general downward
trend in click-through rates that is unrelated to the results the search engine serves. This may be due to
compositional changes in the types of users over the lifetime of a query and could confound the returns to
scale estimates. For instance, suppose a query is concerned with a news event. For users that arrive early
in the query’s lifetime the event is, well, news — and hence they are likely to click on results. By contrast,
users that arrive later may already know of the event, and just want to verify the date on which it occurred

— something that can be accomplished without the need to click. If we did not account for time-varying

22The resulting panel dataset at the (query, search)-level records (i) the date of each search, (ii) various click-related outcome
measures (was there any click, was the top result clicked, was there any click from which the user did not immediately return) for
each search, and (iii) an identifier for the URL that was top-ranked for these searches. We report summary statistics for this dataset
in Table A4 in Appendix D.1. Optimally, we would like to subset to queries which Bing has never seen, but we are limited by
Bing’s retention period of 24 months.

23This assumption would be violated, for example, if the search engine also uses data to improve the interface of the search
results. However, to cause concern such interface adjustments would have to be query specific, which seems less plausible.
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confounders, this difference in user types over a query’s lifetime could bias our estimation.

Our identifying assumption — that the causal effect of more data can only operate through the search
ranking — allows us to apply the front door criterion (Pearl and Mackenzie, 2018; Imbens, 2020; Bellemare
et al., 2024) to purge confounding variation in click-through rates, such as the observed secular trends. The
directed acyclical graph (DAG) in Figure 10 illustrates our strategy. In this graph, n, refers to the number
of prior searches for a given query, ¢, to the links that the search engine serves, r; to the click-through rate
(i.e., our measure of result relevance), and u, is a confounder that affects both the number of prior searches
and the click-through rate, such as a changing composition of users over the lifetime of a query. The causal
effect of additional prior searches (i.e., additional data) on the links served is given by 7 and the causal effect
of the links served on click-through rate is J.

Regressing r; directly on n, would be biased by the confounding variation in u,. The key insight from
this graph is that by regressing r, on ¢, after conditioning on 7,, one can isolate the causal variation in data
that leads to changes in click-through rates. The intuition is that we stack many event studies like Figure
9: like in the event-study, we isolate the effect on CTR that comes with a change in the ranking. We then
regress the predicted value 7 = 8 -4, on n, and obtain the causal effect as the product - 8.2* In Appendix
D.3, we explain how we combine this identification strategy with controls for heterogeneity across queries

and how we address the fact that ¢; is not a scalar in our setting.

6.2 Estimation

We now move on to estimating the relationship between search result relevance (as proxied by the click-
through rate) and the number of prior searches for a given query g on date . While we investigate the
relationship non-parametrically in Appendix D.2, for simplicity’s sake we specify a functional form for the
main analysis. We choose a simple functional form that allows for different relationships between data and

CTR, including linear (6 = 0), logarithmic (6 = 1), and more concave than logarithmic (6 > 1):

("qt)Fe —1
1-6

This specification requires estimation of a non-linear model with high-dimensional fixed effects for

Fgr = Oy + + &4 31

which we develop a simple procedure in Appendix D.4. Since our equilibrium model does not distinguish
between different queries, we choose an overall intercept & by matching the average click-through rate
predicted by our model to that in our experimental data.>

We exhibit the resulting estimates in Table 9. We can strongly reject the null that data does not matter

24Unlike in an instrumental variables setting, this product of two reduced-form causal effects is the object of interest. In the case
of instrumental variables, one is interested in estimating the causal effect of a mediator X on Y and exploits the exclusion restriction
that the effect of the instrument can only operate through the mediator. By contrast, we are interested in the total effect of n; on ¢,
and we exploit the exclusion restrictions that the relationships between n; and r; and r; and ¢; are each unconfounded.

25This average is computed by integrating over the complete query frequency distribution and weighting each query by its number
of searches. While we would optimally use lifetime query frequencies (i.e., query ¢ has seen n views since inception), we actually
observe query frequencies over a one year period.
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(B =0). As to the shape of the returns from data, the estimates strongly point towards a log-linear rela-
tionship between CTR and number of searches. Thus, doubling the amount of searches will lead to a fixed
increase in CTR, no matter the starting point. Our estimates imply that, if Bing had access to Google’s data,
CTR would increase from 23.50% to 24.79%.

We exhibit the fit of the model in Figure 11, where we compare the model predictions to a binscatter
plot of the data. The model fits well across many orders of magnitudes. Furthermore, our estimates are not
too different from those in prior studies. He et al. (2017, Fig. 4 and 5) find that going from 300 to 1,900
searches yields a CTR improvement of about 2pp for both (anonymous) search providers they have data
for.?® Our estimates imply an improvement of 1.49pp, coming in slightly below their estimates. However,
Schaefer and Sapi (2023, Fig 5(c)) find that going from 1 to 5,000 searches yields a CTR improvement of
3-5pp. Our estimates imply a slightly larger improvement of 6.08pp.

We can use our fitted model to calculate counterfactual average click-through rates on Bing if its market
share were to be multiplied by A: the new click-through rate " after such an increase in market share is

given as a function of the old click-through rate r by

r’:(xl_ﬁeqtll_e- (ra+&)~

This expression will be used in the computation of long-run counterfactuals below.

We close this section by noting several limitations in our approach. First, our model is estimated ex-
clusively off new queries. This could be problematic if the effect of data differs between new queries and
other types of queries. Second, extending our model to queries with many views requires extrapolation as
new queries typically do not reach such high levels of popularity. Thus, if our functional form is not flexible
enough, any specification error could be amplified by extrapolation outside of the support of our data. Still,
the fit of our model ameliorates this concern. Furthermore, a priori, it is most plausible that the returns from

additional data are strongest for queries that are not frequently searched.

7 Counterfactuals

Using our model estimates, we now evaluate the effect of proposed anti-trust policy interventions. With
this goal, we consider several counterfactuals. As a benchmark, we compare them to a Status Quo sce-
nario, in which demand behaves just as in the control group, and market shares are given by s_, = (1 —
0)S (A§ 61— 6)).

In our first counterfactual, No Frictions, all demand frictions are eliminated: users are perfectly attentive,
they are informed about the true quality of search engines, and there is no switching cost. Therefore, market

shares are given by s_, = S(A{*): the only determinant of demand is the difference in the true quality of

26We convert their results on the effect of the number of clicks to estimates of the effect of the number of searches by dividing
by their average CTR of 0.5.
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search engines. Although this counterfactual is not likely to occur in practice, it is useful as a benchmark in
which, when not accounting for economies of scale in data, the market achieves the social optimum.

The second counterfactual represents the introduction of a Choice Screen like the one introduced by
Android in Europe after the European Commission’s 2018 decision. At the time of installing their browser,
users are presented with a screen that allows them to choose their default search engine. This eliminates
frictions due to inattention and switching costs, but users may still be imperfectly informed about search
engine quality. Therefore, demand behaves just as in the Active Choice group, with s_, = § (Af ).

In the third counterfactual, Correct Perceptions, all users are perfectly informed about the true quality
of both search engines. However, unlike the No Frictions counterfactual, users are still subject to switching
costs and there is inattention. The market share is thus given by s_, = (1 — 9)S(AL* — o (1 —9)).

We then consider two counterfactuals that consider the effects of changing default search engines. In
Default Change, the original default search engine on Chrome becomes Bing and the original search engine
on Edge becomes Google. Thus, switching costs operate in the opposite direction as in the status quo, and
the market share is given by s_, = ¢ + (1 — ¢)S(AL* + o (1 — 8)).In Bing Default, the default search engine
upon installing a new browser is Bing on all browsers. This approximates proposed remedies that would
not allow Google to bid for default positions. Presumably, Bing would be able to outbid its competitors, so
it would become the default on all browsers. For Edge users, the market will operate as in the status quo,
whereas it would operate as in Default Change for Chrome users.

We also consider a Bing Default + Delayed Choice Screen counterfactual that aims to achieve the bene-
fits of changing defaults while mitigating consumer surplus losses. Bing becomes the default search engine
on all platforms, as in the Bing Default counterfactual. Additionally, a choice screen is presented to con-
sumers to avoid welfare losses due to inattention. However, showing a choice screen upon installation would
render the default change ineffective, as users would choose their preferred search engine before gaining any
experience with the default. To address this, we consider a choice screen that is shown two weeks after in-
stallation, giving users time to learn the true quality of Bing. During the first two weeks, market shares
are the same as in the Bing Default counterfactual, but afterward, they shift to those in the No Frictions
counterfactual for Chrome users and to those in the Choice Screen counterfactual for Edge users. To com-
pute consumer surplus, we give weight 2/52 to the consumer surplus before the choice screen and weight
50/52 to the consumer surplus after the choice screen. This approximates what would happen if consumers
reinstalled their browser every year, with the default resetting to Bing.

We then consider a Bing Payments counterfactual in which Bing pays users $10 (on top of their ex-
isting Bing rewards program) to induce them to use Bing more. This allows us to determine the extent
to which payments can level the playing field in favor of Bing. Shares are therefore given by s_, =
(1—9)S <A§ —o(l-98)+n p3> , where the payment pp is positive for Chrome users but negative for Edge
users.

In our final two counterfactual, regulators mandate data sharing between search engines, as proposed

by certain antitrust authorities. This allows both search engines to exploit the data from all users, so the
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relevance of the results presented by both search engines is what it would be if each search engine was a
monopolist and was able to observe data from all users in the market. As data sharing can only have an
impact on market shares if consumers are aware of the quality of the alternative search engine, we consider

two scenarios: Correct Perceptions + Data Sharing and No Frictions + Data Sharing.

Direct effects and equilibrium effects We present two results for each counterfactual. First, we analyze
the direct impact of these policies on demand, without accounting for returns to scale from data. These
effects should be thought of as the short-run effect of these policies, before the relevance of the results
presented by both search engines changes in response to changes in market shares. To obtain these results,
we compute market shares and consumer surplus based on the following demand function (at prices equal

to zero for all counterfactuals except for Bing Payments):

s=D(p,5*.{;%). (32)

In this expression, s is the vector of market shares, p is the vector of prices, {* is the vector of true qualities,
and Z is the vector of the qualities perceived by agents who have not experienced search engines. This
demand function differs across counterfactuals % as described above. For the Status Quo, for instance,
market shares are given by s_, = (1 — 9)S(A — 6 (1 —§)), and they are s_, = S(A) for the Choice Screen
counterfactual. Appendix C gives full expressions for all counterfactuals.

In our second set of results, we analyze the effect of these counterfactuals in equilibrium, accounting for
economies of scale in data. We use our model of economies to scale from Section 6 to endogenize search
result relevance, capturing the fact that search engines with a larger market share will be able to use data to

improve the relevance of their results. The true quality is thus described by the following relationship:

" =2(s;%). (33)

In counterfactuals in which there is no data sharing, the function Z(s;%) is given by the expression ;=
aa;+p x CTR(s;/§;) +&; . This follows from substituting our results about click-through rates from
Section 6 into our definition of quality § ;=aaj+pri+ &¢;. In counterfactuals in which there is data
sharing, each search engine’s quality is as if they had a market share of one, so Z(s;%) is as derived from
the expression {7 = ata; +p x CTR(1/5;)+¢&; .

An equilibrium consists of a joint solution of equations 32 and 33 in s and {*. Let s°4(%’) and {°4(%)
denote the equilibrium shares and qualities given counterfactual ©". From these equilibrium quantities, we
can compute consumer surplus in equilibrium from the the demand function D(p, {*4(%),C;%). Appendix
C presents the exact expressions we use to compute counterfactuals.

Since our estimation of returns to scale in data relies on strong assumptions, this second set of counter-
factuals should be interpreted as a speculative exercise that attempts to get a sense of the magnitude of the

effects that may arise in equilibrium.
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Results Table 10 presents our counterfactual results. Panel A presents counterfactuals that do not account
for equilibrium effects. The No Frictions counterfactual leads to an important increase in the market shares
of alternative search engines. The market-wide effect is an increase in Bing’s market share from 4.73
percent to 22.2 percent, which increases consumer surplus by $2.83 per consumer per year. The Choice
Screen and Correct Perceptions counterfactuals decompose these effects into information frictions due to
misperceptions of quality and due to permanent inattention and switching costs (although switching costs
negligible, so they have almost zero impact). We find that the Choice Screen only decreases Google’s
overall market share by 0.87 percentage points: while it causes some Chrome users to switch to Bing, this
is offset by some Edge users switching to Google. Despite the small effect on shares, it does have a positive
impact on consumer surplus (73.8 percent of the gains from No Frictions), since more people end up using
their preferred search engine. These numbers suggest that regulators’ focus on choice screens has been
misguided, since they can only achieve minor effects on market shares. These results are consistent with
Decarolis et al. (2023), who find that introducing choice screens in the EU had a limited impact on market
shares.

In the Correct Perceptions counterfactual, we can see that Google’s overall market share decreases by
11 percentage points. This highlights that a key element that is necessary to achieve a significant reduction
in Google’s market share is to correct consumers’ misperceptions. We now look at policies that expose a
larger fraction of the population to the alternative search engine, thus reducing those misperceptions.

In the Default Change counterfactual, we find that Bing’s overall market share goes up by 42.1 percent-
age points. However, this intervention reduces consumer surplus by a significant $77.1 per consumer per
year because an important fraction of users are now defaulted into an undesirable search engine. The effect
is so big because there are many users with strong preferences for Google who nevertheless use Bing be-
cause they are permanently inattentive.”” The Bing Default counterfactual achieves very similar aggregate
results.

Our counterfactuals suggest that two of the most commonly proposed policies to curb Google’s dom-
inance have important drawbacks. Choice screens increase consumer surplus, but they barely move the
needle in terms of market shares. Default changes have a big impact on market shares, but they come at
the cost of a large reduction in consumer surplus. However, the Bing Default + Delayed Choice Screen
intervention might achieve the best of both approaches. By setting Bing as the default for two weeks, it
corrects people’s perceptions. After two weeks, it allows them to make an active choice, thus avoiding the
large consumer surplus losses. Ultimately, this policy reduces Google’s market share by 18.6 percentage
points, while limiting consumer surplus losses to less than $1 per customer per year.

Finally, the Bing Payments counterfactual achieves a large increase in the market share of Bing. While it
also achieves a large increase in consumer surplus, this is mainly because of the payment consumers receive.

Panel B presents results from our equilibrium counterfactuals. In the first eight rows, we find that

27 As we explain in Section 5.3, we censor the error at $25, so this value is not driven by the fat tail of the error distribution that
we estimate. These numbers should thus be thought of as a conservative lower bound for what the actual welfare effects could be.
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economies of scale from data reinforce the direct effects of interventions on market shares by around one
tenth. Additionally, we observe that economies of scale only have a limited effect on consumer surplus:
there are winners (Bing users) and losers (Google users), so the net effects are small. In the last two rows,
we see that Data Sharing affects market shares by only a few percentage points, and it only affects consumer
surplus by a few cents per consumer per year. These findings suggest that economies of scale play a role, but
it is secondary in comparison to the direct effects from demand frictions. This is the case, first, because we
measure modest economies of scale, and second, because we find a small demand response to the relevance

of the search results presented by search engines.

8 Conclusion

Google’s large market share in web search has caused concern among regulators in the US and the EU.
This paper sheds light on this debate, focusing particularly on the role of browser defaults and economies of
scale. Our results highlight that browser defaults are partially responsible for Google’s large market share
in web search. However, this does not arise only because of switching costs and users’ inattention. Our
findings show that consumer’s lack of exposure to Bing—which is, in part, driven by browser defaults—is
a key channel through which Google maintains a higher share than what it would have absent any frictions.
We also find that sharing Google’s click-and-query data with Microsoft may only have a minor effect on
market shares. Our findings suggest that the best way for antitrust authorities to ensure competition in web
search may be to implement policies that ensure that a large number of consumers are exposed to more than

one search engine.
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Table 1: Sample Sizes

Description Sample size
Saw study advertisement 5,280
Passed screening questions 2,737
Consented 2,736
Finished Survey 1 & Willing to commit 2,518
Not rejected for multiple responses 2,390
Consistent baseline search engine 1,726
Finished Survey 2 1,660
Balanced panel 1,461

Notes: This table presents sample sizes at each stage of the experiment. “Not rejected for multiple responses” drops
users that attempted to complete the survey multiple times to earn additional compensation. ‘“Consistent baseline
search engine” requires users to have at least 10 searches were observed during the 20 days preceding the experiment.
Furthermore, the same search engine (Bing or Google) needs to be (i) reported on Survey 1 as the search engine they
“usually use,” (ii) reported on Survey 1 as the search engine used for address bar search, (iii) the search engine for
more than half of searches recorded by Search Extension before installation, and (iv) the address bar default recorded
by Search Extension before installation. The “Balanced panel” refers to the users whose Search Extension was active
8 weeks after the beginning of the experiment. The sample in each row is a strict subset of the row above.

Table 2: Sample Demographics

1 2)
Analysis sample  U.S. adults
Income ($000s) 56.45 40.86
College 0.58 0.33
Male 0.45 0.49
Age 36.39 48.16
White 0.60 0.32
Baseline Google user 0.96 0.82

Notes: Column 1 presents average demographics for our analysis sample, and column 2 presents average demographics
of American adults. All but the bottom row in column 2 use data from the 2022 American Community Survey 1-year
estimates. There is no nationally representative estimate of the share of U.S. adults that use Google vs. Bing, but
StatCounter (2024a) reports that Google and Bing had 76 and 17 percent desktop search market shares in the U.S. in
December 2023, meaning that Google has 82 percent of the Google plus Bing market.
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Table 3: Summary Statistics

Description Sample Mean SE

Fraction of days with at least one search  All users before experiment 0.620  0.035
Fraction of days with at least one search  All users during experiment 0.652 0.033
Average number of daily searches All users before experiment 11.105 1.779
Average number of daily searches All users during experiment 10911 1.159
Average daily share of Google searches ~ Google users before experiment  0.978  0.001
Average daily share of Google searches  Bing users before experiment 0.035 0.008

Notes: This table provides summary statistics of participants’ search behavior both before (pre Survey 1) and during the
experiment (between Survey 1 and eight weeks after Survey 1). “All users” refers to participants across all treatment
groups. The statistics show the mean and standard error of individual-level averages.

Table 4: Browser and Search Engine Statistics

Operating system Browser Self-reported default search engine Share (Sample)

Mac Chrome Google 0.227
Bing 0.001

Edge Google 0.001

Bing 0.001

Windows Chrome Google 0.663
Bing 0.008

Edge Google 0.013

Bing 0.033

Notes: This table provides the unconditional share of (Operating System, Browser, Self-Reported Default Search
Engine)-triplets in our sample; the shares add up to 1.
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Table 7: Empirical Moments for Demand Estimation

) (2) 3)

Description Formula Estimate SE
Baseline Chrome users

Baseline and Control, t > 0 5f,z>0 0.012 0.003
Active Choice group Bing share, > 1 §‘2J;1 0.026  0.010
Default Change group Bing share, t = * SAZZ;* 0.783  0.036
Default Change group Bing share, t = 1 Spi=1 0.510 0.043
Default Change group Bing share, t =2 Spi—2 0.436  0.043
$1 Switch Bonus group Bing share, t = 1 S 0.337  0.056
$25 Switch Bonus group Bing share, r = 1 s“,fzf:] 0.750  0.046
$10 Switch Bonus (CC) group Bing share, t = 1 510 0.677  0.032
$10 Switch Bonus (CC) group Bing share, t > 2 @5},‘;2 0.206  0.027
$10 Switch Bonus (CR) group Bing share, > 2 sf‘,;z 0.158  0.023
$10 Switch Bonus (BC) group Bing share, t > 2 si[;z 0.146  0.024

Baseline Edge users

Baseline Google share, t =0 Sn1=0 0.273  0.000
Active Choice group Google share, t > 1 §2’,21 0.368  0.052
$10 Switch Bonus (CC) group Google Share,7 =1 §10 | 0.709  0.073

$10 Switch Bonus (CC) group Google Share, t > 2 s“,f},OZZ 0.389  0.054

Notes: This table presents the empirical moments used for the demand estimation procedure described in Section 5.
Standard errors clustered at the participant level.
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Table 8: Demand Parameter Estimates

(1 2 3)
Description Formula Estimate  SE
All users
Distribution shape a 2.877 0.529
Price response n 0.321  0.082
Permanent inattention [0 0.334  0.059
Attention probability /4 0.824  0.151

Amortized switching cost c(1-9) $0.004  0.007
Baseline Chrome users

Bing preference shifter Ag -$3.106  0.014
Learning e,-C, $0.270  0.139
Ad load response a(a®™ —a“C)  -$0.131  0.099
Quality response p(rfC —r<C)  -$0.109  0.097

Baseline Edge users

Google preference shifter Af -$7.612  2.488
Learning &, — ¢, $1.149  6.566

Notes: This table presents the parameter estimates from the demand estimation procedure described in Section 5.
Standard errors clustered at the participant level.

Table 9: Economy of Scale Estimates

Description Parameter Estimate SE
Click-through rate at inception a 0.1811 -
Value of additional data B 0.0056  (0.0007)
Shape of returns from data 0 0.9458  (0.0318)

Notes: This table presents our parameter estimates for the relationship between the amount of data and the
relevance of search results, as measured by the click-through-rate. See 31 for the functional form specifica-
tion.
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Table 10: Counterfactual Simulations

Panel A: Direct Effects

Chrome Edge Combined
(1 @3] (3) “ (%) (0)
Description Google share CS gain  Google share CS gain  Google share CS gain
Status Quo 0.99 0.00 0.22 0.00 0.95 0.00
No Frictions 0.80 0.87 0.35 43.95 0.78 2.83
Choice Screen 0.97 0.10 0.33 43.74 0.94 2.09
Correct Perception 0.87 0.54 0.23 0.14 0.84 0.52
Default Change 0.53 -80.76 0.57 0.60 0.53 -77.06
Bing Default 0.53 -80.76 0.22 0.00 0.52 -77.08
Bing Default + Delayed Choice Screen 0.79 -2.27 0.33 42.06 0.77 -0.25
Bing Payments ($10) 0.56 94.13 0.17 208.34 0.54 99.34

Panel B: Equilibrium Effects

Chrome Edge Combined
(1 ) 3) C)) (%) (6)

Description Google share  CS gain  Google share  CS gain  Google share  CS gain
Status Quo 0.99 0.00 0.22 0.00 0.95 0.00
No Frictions 0.77 0.97 0.35 45.03 0.75 2.98
Choice Screen 0.97 0.10 0.33 43.91 0.94 2.09
Correct Perception 0.85 0.54 0.23 1.22 0.82 0.57
Default Change 0.50 -80.00 0.56 1.20 0.51 -76.30
Bing Default 0.50 -80.01 0.22 1.83 0.49 -76.28
Bing Default + Delayed Choice Screen 0.77 -2.15 0.33 43.18 0.75 -0.09
Bing Payments ($10) 0.56 94.75 0.17 210.30 0.54 100.02
Data Sharing 0.84 1.10 0.23 2.83 0.81 1.18
Choice Screen + Data Sharing 0.76 1.69 0.35 46.25 0.74 3.72

Notes: This table presents the counterfactual simulation results from the procedure described in Section 7. CS gain
means consumer surplus gain, in $/consumer-year. Panel A computes the direct effects, i.e., the effects before taking
into account any potential change in result relevance implied by our economy of scale analysis. Panel B additionally
takes these changes into account.
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Figure 1: Experimental Design

t=0 (baseline) =1 t=2,3, .. .
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Notes: This figure illustrates our design. There are four treatment groups. The control group was guided through how
to change their bookmarks. The default group was paid $10 to switch their default from Google to Bing for two days.
The active choice group was asked about their preferred default and then guided to implement this choice. The switch-
bonus treatment group was asked to switch search engines in return for a bonus payment of either $1, $10, or $25.
The $10-group was further randomized in a two-by-two factorial design, which varies whether ads were blocked and
whether search results are degraded. The switch bonus group made an active choice after the fourteen days incentive
period.
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Figure 2: Why People Use Google or Bing
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Notes: This figure presents the share of baseline Google and Bing users that chose each answer to the following

question: “Why do you use [baseline search engine used] instead of [other search engine] for your searches on this
web browser? Choose all that apply.” Whiskers indicate 95 percent confidence intervals.
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Figure 3: Initial Ratings of Google and Bing

Overall quality - ] ——

Relevant links - ] —o—]

Result page _ o
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Google is a lot better About the same Bing is a lot better
Average rating

Ad quantity - MH

-2 0 2
Way too few Right amount Way too many
Average feeling about ads

Baseline search engine ® Google 4 Bing

Notes: This figure presents average responses to the search engine rating questions for baseline Google and Bing
users. The top rows present the average rating of Google and Bing on each reported dimension, in response to the
following questions: “Overall, how would you rate the quality of Google relative to Bing?” and “How would you rate
the quality of Google relative to Bing on the following dimensions?” Response options were “Bing is a lot better,”
“Bing is a little better,” “They are about the same,” “Google is a little better,” and “Google is a lot better,” coded as 2,
1, 0, -1, and -2, respectively. The bottom row presents the average response to the following question: “How do you
feel about the number of ads on [baseline search engine used]?” Response options were “way too many,” “too many,”

ELINY3

“right amount,” “too few,” and “way too few,” coded as 2, 1, 0, -1, and -2, respectively. Whiskers indicate 95 percent
confidence intervals.
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Figure 4: Switch Treatment ($10) Search Engine Rating Change
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Survey 2-
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Average rating

Baseline search engine ® Google 4 Bing

Notes: This figure presents average responses to the search engine rating questions for baseline Google and Bing
users who were assigned to the $10 Switch Bonus Control group (S10CC). The responses to the rating questions
were collected from both Survey 1 and Survey 2. The figure presents the average ratings of Google and Bing on
each reported dimension, in response to the following questions: “Overall, how would you rate the quality of Google
relative to Bing?” and “How would you rate the quality of Google relative to Bing on the following dimensions?”
Response options were “Bing is a lot better,” “Bing is a little better,” “They are about the same,” “Google is a little
better,” and “Google is a lot better,” coded as 2, 1, 0, -1, and -2, respectively. Whiskers indicate 95 percent confidence

intervals.
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Bing market share

Bing market share
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Figure 5: Search Market Shares:

(a) Baseline Google Users: Active Choice, Control and Default Change

Treatment
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— Default Change

L - ———
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Days after Survey 1

(b) Baseline Google Users: Switch Bonus
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= Switch control $10
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48



(c) Baseline Bing Users: Active Choice and $10 Switch Bonus Control

100%- Treatment

Incentive period Active Choice
Switch $10 Control

75%-

50%-

Google market share

25%-

0%-
-14 0 14 28 42 56

Days after Survey 1

Notes: This figure presents the alternative search engine market share by treatment group for each day of the exper-
iment; Days ¢ > 15 refer to Day ¢ — 15 after Survey 2 (for instance, Day 16 refers to the first day after the second
survey). As participants can take Survey 2 after the day on which they are invited, the plot skips days for some partic-
ipants. Panels (a) and (b) present results for baseline Google users, while Panel (c) presents results for baseline Bing
users. The dashed vertical lines mark the dates of the two surveys, and the shaded area indicates the incentive period
(which varies across treatments). To arrive at daily market shares, we first compute the daily market share for each
subject separately and then average shares across subjects. To smooth the plot, we do not directly plot these estimates,
but take averages within bins (0-, O+, [1-3], [4-6], [7-9], [10-12], [13-14], [15-15], [16-18], [18-20], [20-22], etc) and
plot the line connecting the dots given by within-bin averages of the search engine market share (on the vertical axis)
and Days after Survey 1 (on the horizontal axis.) 0- (respectively 0+) refers to searches on the day of the first survey
but before (respectively after) this survey.
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Figure 6: Effects of Ranking Degradation and Ad Blocking on Market Share

(a) Effects of Ranking Degradation

o
o
a

0.00 +

Effect on Bing market share

-0.05
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0 - 14 days 0 - 7 days 8 days after Survey 1 0 - 7 days > 7 days
before Survey 1 after Survey 1 until Survey 2 after Survey 2 after Survey 2
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(b) Effects of Ad Blocking
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c -0.05
o
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g —0.10

0 - 14 days 0 - 7 days 8 days after Survey 1 0 - 7 days
before Survey 1 after Survey 1 until Survey 2 after Survey 2
Period

Notes: Panels (a) and (b) present the effects of the Ranking Degradation and Ad Blocking treatments on Bing market
share by period of the experiment, estimated using equation (12). The sample includes only baseline Google users
who were offered $10 to switch to Bing for the 14 days between Survey 1 and Survey 2. Some of the participants
in the sample received ranking degradation or/and ad blocking treatment. Whiskers indicate 95 percent confidence

intervals. The dashed vertical lines mark the dates of the two surveys.

50

> 7 days
after Survey 2



Figure 7: Connection between experimental market shares and parameters.

Bing
Share
/W l
| o, ¢
i \‘ / Default
: S ()> n : .
| ! - Switch Bonus
| e
! ; Active Choice
o, ¢ AC
J‘ } Control
0 . . >
Survey 1 Survey 2 t

Notes: This figure illustrates, for Chrome users, how the market shares of Bing behave over time in each
treatment condition. It also shows which elements identify each of the model parameters.
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Notes: This graph provides the fraction of all searches for queries of a certain popularity. We count all
searches made on Bing in the period between 10/1/21 and 10/1/22, and group queries by how often they
were searched for. The shape of the distribution supports the commonly-held assumption that there are a
large number of tail queries each associated with a lower number of searches but jointly responsible for a

Figure 8: Distribution of Views Across Queries

9%

6%

Fraction of all searches

0% I

10° 10" 10®> 10® 10* 10° 10° 10’
Historical searches

considerable share of searches on Bing.

30.0%

27.5%

25.0%

First Switch (19,676 Queries)

22.5%1 !

Figure 9: Event Study Illustrating Effect of Ranking Change on CTR

20.0%

Click-through rate for top result

17.5%-

Click-through rate for top result

Notes: We regress the CTR on query fixed effects and a set of dummies measuring how many searches
happened since the k-th switch in the top-ranked result. The figures report the these dummies, providing
evidence that CTR increases at the time of a ranking change but otherwise follows a secular decline. The
secular decline motivates our identification strategy (as it suggests the presence of a potential confounder),

20

-10 0 10
Number of searches after switch

20

30.0%
27.5%
25.0%
22.5%
20.0% .
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and the positive effect of ranking changes suggests that rankings do affect CTR.
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Figure 10: Directed Acyclic Graph Underlying Estimation Strategy

Ny 7 4y 0 Tt

L

Ut

Notes: This DAG represents how we identify the causal effect of increasing the number of searches (;) on
the result relevance as measured by CTR (r,) while accounting for an unobserved confounder (u,) that could
(e.g.) represent how different types of users arrive over the lifecycle of a query. The key to our identification
strategy is the mediator ¢;, which represents the search engine’s ranking of links. In particular, the search
engine only learns from user data in the form of additional searches, and hence the relationship between n;
and /; is not confounded. Similarly, the relationship between ¢, and r; is not confounded conditional on r;.

Figure 11: Model Fit for Returns to Scale

31% A

30% A

29% A

28% A

Click-through rate for top-ranked result

27% A

1 10 100 1,000 10,000
Number of searches

Notes: We exhibit the model fit for (31) by exhibiting both the model predicted CTR as a function of the
number of prior searches for a query as well as a binscatter of the actually observed CTR as a function of
the number of prior searches. The model estimates a linear relationship between CTR and the logarithm of
the number of prior searches, and this relationship fits the observed data well.
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A Data Appendix

Figure Al: Search Extension Window

o @ Search Extension

Q] Search Extension

Identifier Code Word
SearchExtension9002 MIT_InternetStudy

Last Upload
[E TEST EXTENSION
Never

The MIT Search Engine Study will pay you $10 if you keep this extension installed for at least
two months after taking our initial survey and if you fill in our second survey.

Our browser extension records when and how often you search on any web search engine
(google.com, bing.com, etc.), for all searches including up to 20 days before installation. It
also records whether the search was conducted via the address bar or new tab page, whether
you clicked on a search result, and, if so, the rank of the result. It does not record anything
else. In particular, it never records your search terms or the links you click on.

We will store the recorded information on our secure servers and will only share the fully
anonymized data.

Notes: This figure shows the image of Search Extension. The participants click “Test Extension” button to
ensure that the extension sends the anonymized data to our data repository.
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Figure A2: Search volume in Switch Bonus groups
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Notes: This figure presents the average number of searches on any search engine by participants of the Switch Bonus
groups for each day of the experiment. The dashed vertical lines mark the dates of the two surveys. To arrive at
daily market shares, we first compute the daily market share for each subject separately and then average shares across
subjects.
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B Details about Estimation

To translate the data from our experiment into moment conditions that fit a standard GMM framework, we
think of our experiment using a potential outcomes setup. Hypothetically, there is a realized value y,,; of
participant i’s choice for every condition m. However, because of randomization, we do not observe many
of these choices and the corresponding moments. To address this issue, we rewrite our moment conditions

in the form

gmi(0) = Wi - (Ymi — sm(0)), E[gnmi(87)] =0

and
gmi(0) = Wi+ [(1 = 7) Ymi = Ypui) = i —¥mi)] s Elgmi(67)] =0

where wy,; are weights that allow us to account for the fact that some of the choices y,,; are unobserved.
Whenever y,,; is not observed, we simply set w,,; = 0. When y,,; is observed, we set wy,; to be the inverse
of the (empirical) probability that we observe y,,; conditional on i’s baseline search engine. Under these
weights, it is still the case that E[g,,;(6*)] = 0 despite the fact that some of these choices are unobserved and

that this occurs with different probabilities for baseline Bing and Google participants.

C Computation of Counterfactuals and Consumer Surplus

Consider the utility of agent i in some counterfactual €. The difference in the user’s perceived utilities—the

utility that drives choices—can be written as

Aui,cg = Avy + Aby + Ag;,

where Ave denotes differences in true mean utilities, Aby denotes additional differences due to biases
like misperceptions or non-welfare relevant switching costs, and Ag; denotes differences in idiosyncratic
preferences. To illustrate these terms, we now consider what they look like in the status quo. If we assume
that switching costs are welfare relevant, the term for true utilities is Avy = Al — 6(1 — §) to account for the
difference in the quality of the search engine and for the switching cost. The bias term is Aby = §*, — C_,
since the user is not aware of the true quality of the alternative search engine. We also consider the more
general case in which a fraction @ € [0,1] is welfare relevant. In that case, the remaining fraction of the
switching cost (1 — @)o (1 — ) is part of Aby.
The market share of search engine » is given by

S_o08 = S(AV{ + Abcg),
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where S(-) is the CDF of the difference in idiosyncratic preferences. If that difference is uniformly dis-

1
0 ij

1

tributed, S(x) = { x4 1 f% <x< %, and if it follows a logistic distribution, S(x) = = T

2
1
1 X > b
We now derive an expression for consumer surplus. In the absence of any misperceptions, the consumer

surplus relative to the utility of the original search engine is given by %V(Av%ﬂ), where V (x) = [*_S(x')dx.

1
0 X S 3
152
If the difference between idiosyncratic preferences is uniformly distributed, V (x) = % —% <x< % ,
1
X x> 5

and if it follows a logistic distribution, V' (x) = log (1 +exp(x)). The consumer surplus relative to the utility

of the original search engine in the status quo is given by

1
CSy = " [V(Aveg + Abg) — Ame - S(Avg + Abg ) + (Voo — Vo,s0)]

The first term in this expression gives the consumer surplus, relative to the utility of the original search
engine in %, if users’s true utility is indeed described by their perceived utility. The second term is an
adjustment due to biases that lead to suboptimal choices. For the share S(Avy + Aby ) of users that choose
the alternative search engine, their true utility is lower (or higher) to the extent that they have biases, —Abg .
The final term accounts for the fact that we want to measure utility relative to the status quo to be able
to compare consumer surplus across counterfactuals. We therefore must adjust consumer surplus by the

degree to which utility at the anchor point—the original search engine—changed relative to the status quo,

Vo, € — V0,50

C.1 Direct effects

We now give expressions for Avy, Aby, and (v, — Vo.sg) in each of our counterfactuals. Note that the
Data Sharing and Data Sharing + Choice Screen counterfactuals are only relevant in equilibrium, since they

involve a change in the quality of search engines that arises from the use of data.

Status Quo For the status quo, Avsg = A — wo (1 — 0) to account for differences in utilities and for
welfare-relevant switching costs. The bias term Absgp = &, — {*, — (1 — )o(1 — 8) accounts for misper-

ceptions and for the fraction of switching costs that is not welfare-relevant. Trivially, (v, 50 — vo,s0) = 0.

No Frictions Since there are no switching costs, Avyr = A{. Since there are no biases, Abyr =0 . And

the true quality of the original search engine is unchanged, so (v, nr — Vo.50) = 0.
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Choice Screen  Since there are no switching costs, Avcg = A{. Customers still have misperceptions about
search engines, so Abyr = f,(, —§*, . And the true quality of the original search engine is unchanged, so

(VO,NF - Vo,SQ) =0.

Correct Perceptions True utilities do not change, so Avep = AL — 0o (1 — &) . There are no mispercep-
tions, so Abcp = —(1 — w)o (1 — &) . And the true quality of the original search engine is unchanged, so

(Vo.cP — Vo,50) = 0.

Bing Payments Utilities change due to payments, so Avgp = NAp +A{ — 0o (1 — &) . Customers still
have the same biases as in the status quo, so Abcp = &, — {*, — (1 — @)o(1 — §) . The true quality of

the original search engine is unchanged, so v, yr — Vv, 50 = 0 for Chrome users. For Edge users, we must

account for the fact that the utility of using Bing increased by $10, so v, gp — v, 50 = NAP.

Default Switch Switching costs are still present but they go the other way around, so Avps = A{ + wo (1 —
0) . We assume there are no misperceptions about search engines, so Abcp = (1 — @)oo (1 —9) . Finally, the
true quality of the original search engine changes because it is now subject to switching costs so (v, nr —

V(),SQ) = —(DO'(] — 5)

Bing Default Edge users behave just as in the status quo: Avgp g = Al — w0 (1 —0), Abpp g = 5_0 —
¥, —(1—w)o(1-9),and (vo50 —Vo,s0) = 0.Chrome users behave just as in the Default Switch counterfactual:Avpp ¢ =
AC + (1)6(1 — 5), AbBD,C = (1 — (0)(7(1 — 5), and (Vo,BD,C _V(),BD,C) = —O)O'(l — 6)

Bing Default + Delayed Choice Screen During the first two weeks, the market behaves just as in the Bing
Default counterfactual. Starting on week 3, Edge users behave as in the Status Quo. Chrome users behave
as in the Perfect Information counterfactual: Avpcsc =Af —wo(1—6), Abpesc = —(1—w)o(1—3), and
(Vo,pcs,c — Vo,s0) = 0. We compute market shares and consumer surplus over a span of one year: we give

weight 1/26 to the first two weeks, and we give weight 25/26 to the market after week 3.

C.2 Equilibrium effects

To account for equilibrium effects, we must account for the fact that true qualities {; are now a function of
the share of people using search engines. Suppose that a share §; of people use search engine j across all

browsers. Following our economies of scale model, they are given by

N
:j<s-j>:p[a—ﬁe+(_sf ) ctr—as B4

5,50

We can thus derive the following expressions for Avy, Abg, and (v, 4 — Vo s0) in equilibrium.
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No Frictions  Since there are no switching costs, Avyr = A§ = §* (5_onr) — (1 —5_, nF). Since there
are no biases, Abyr = 0. The true quality of the original search engine changes with the new market shares,

SO VoNF —Vo.s0 = & (1 =5 o nF) — &) (1 =5 0.50).

Choice Screen Since there are no switching costs, Aves = AL = §* (5_p.cs) — & (1 —5_o.cs). Customers
still have misperceptions about search engines, so Abyr = &, — {_o(5_ocs5) — (1 — @)o(1 — &) . The true
quality of the original search engine changes with the new market shares, s0 vy vr — Vo 50 = & (1 —5_o nF) —
& (1=5_0s0)-

Correct Perceptions True utilities change due to new market shares, so Avep = * (5o cp) — (1 —
§_ocp) — @0 (1 —38) . There are no misperceptions, so Abcp = —(1 — )6 (1 — ) . The true quality of
the original search engine changes with the new market shares, so v, cp —vos0 = ¢ (1 —5_ocp) — &3 (1 —

§-0.50)-

Data Sharing True utilities change due to full data sharing, so Avps = §*,(1) — (1) — wo (1 —9) .
There are no misperceptions, so Abps = —(1 — ®)c (1 — &) . The true quality of the original search engine

changes because of data sharing, s0 v, ps —vo.50 = (1) — & (1 —5-550)-

Data Sharing + Choice Screen True utilities change due to full data sharing, and there are no switching
costs, s0 Avpsics = §—o(1) — &,(1) . There are no misperceptions, so Abpsics = —(1 —®)o(1 — ) . The
true quality of the original search engine changes because of data sharing, so v, psics —Voso = Go(1) —
Co(1—=5-050)-

Bing Payments Utilities change due to payments. Thus, Avgp = NAp+ §* (5_08p) — {5 (1 —5_08P) —
o (1—6) for Chrome users and Avgp = —NAp+C* (5_0.8p) — (1 —5_, pp) — @0 (1 — &) for Edge users.
Customers still have the same biases as in the status quo, so Abgp = &, — &, (5_o.8r) — (1 — @) (1 — §)
. The true quality of the original search engine changes with the new market shares, so v, pp — vy 50 =
Ca(1=5_ppr) — &) (1 —5_450) for Chrome users. For Edge users, we also need to account for the fact that

the utility of using Bing changed by $10, so v, gp —vo 50 = {5 (1 =55 8p) — {5 (1 —5_.50) + NAP.

Default Switch Switching costs are still present but they go the other way around, so Avps = * (5_,.ps) —
Ci(1—=5_,ps)+wo(l —6) . We assume there are no misperceptions about search engines, so Abcp =
(1—w)o(1—0) . Finally, the true quality of the original search engine changes due to quality and because
it is now subject to switching costs so (v, ps — Vo ,s0) = &3 (1 —5_ps) — &5 (1 —5_,50) — @ (1 —95).

Bing Default Edge users behave just as in the status quo, but qualities do change because of economies of
scale: AVBD,E = AC — (DG(I — 6), AbBD,E = C*O — Cjo (_ST,(,,BD) — (1 — 0))6(1 — 6) , and (Vo,SQ — V07SQ) =0.

10
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The true quality of Bing changes because it is now subject to switching costs, so (v, ppE — VosD.E) =
Cx(1—=5_p8p)— &) (1—5_,50). Chrome users behave just as in the Default Switch counterfactual:Avgp ¢ =
¢ y(8—08p) — & (1 =5 8p) + @5 (1 —3), Abgpc = (1 — ®)o(1 —6), and (vospc —Vospc) = &5 (1 —
5 omn) — G (1-5 050) — 00 (1—8),

Bing Default + Delayed Choice Screen During the first two weeks, the market behaves just as in the
Bing Default counterfactual. Starting on week 3, Edge users behave as in the Status Quo. Chrome users
behave as in the Perfect Information counterfactual: Avpcsc = &*,(5—o.nsc) — &) (1 —5_opsc) —wc(1—9),
Abpscc=—(1—w)o(1—3), and (vo psc.c —Vo,s0) = o (1 =50 psc) — C; (1 —5_0.50). We compute market
shares and consumer surplus over a span of one year: we give weight 1/26 to the first two weeks, and we

give weight 25/26 to the market after week 3.

C.2.1 Computing equilibria

In each of the above counterfactuals, we can plug in the above expressions into our expression for market

shares to obtain the following expression for market shares among users of browser b:

Sh—0 = S(Avp 5 (5_0) +Abp 5 (5-0)).
We can aggregate those market shares to obtain Google’s total market share

S = ncuS(Aven (1 —356) + Abcy (1 — 56)) +nepS(Avep « (56) + Abep%(56))
ncy +nep '

Finding an equilibrium consists of computing a solution §g « to the above equation. Once we obtain
such solution, it is straightforward to compute qualities, which we can use to compute Avy, Aby, and

(Vo.g — Vo,s0)- This allows us to compute equilibrium market shares and consumer surplus.

11
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D Economy of Scale

D.1 Summary Statistics

Table A4: Summary Statistics for Economy of Scale

Description Variable Mean Min Median Max
Number of Searches Nyt 374 1 155 2,980
Dummy: First Result Clicked? gt 0.23 0 0 1
Predicted Dummy: First Result Clicked? Pat 0.31 0.02 0.18 1.14
Number of Observations 12,194,034

Number of Queries 43,991

Number of Top-Ranked URLs 244,136

D.2 Descriptives

Before moving on to imposing a functional form, we use binscatters to present nonparametric plots of the
relationship between the predicted click-through rate and the number of searches, controlling for query fixed
effects. The left plot of Figure A3 exhibits the overall relationship, which seems to be roughly log-linear:
each additional doubling in the number of searches leads to an about equal increase in click-through rate.
The right plot separately analyzes this relationship for queries of differing popularity: while we find that
the average level of click-through rate varies by query popularity, the relationship seems to be robustly

well-described as linear in the log of the number of views.

12
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Figure A3: Non-Parametric Estimates of Returns to Scale
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Notes: These graphs show the over-time relationship between the number of searches for a particular query
and the rate of clicks on the top result (as disciplined by changes in the result shown first.) Formally
speaking, we follow Section 6.1 and first regress the click-through rate on fixed effects for the top-ranked
URL. We then use binsreg to analyze the relationship between the predicted click-through rate and the
number of searches, controlling for query FE. The left plot exhibits the overall relationship, which seems
to be roughly log-linear: each additional doubling in the number of views leads to an about equal increase
in clickthrough-rate. The right plot separately analyzes this relationship for queries of differing popularity:
while we find that the average level of clickthrough-rate varies by query popularity, the relationship seems
to be robustly well-described as linear in the log of the number of views.

D.3 Implementation Details for Identification Argument

In this appendix we discuss implementation details and explain how we combine this identification strategy
with controls for heterogeneity across queries and how we address the fact that ¢; is not a scalar in our
setting.

Indexing queries by ¢ and time by ¢, we first project CTR on a fixed effect for the top-ranked URL

while flexibly controlling for the number of searches a query has received so far, i.e.,

Tgr = 6q,u(q,t) + Mn(g.1) + &g (34)

where u(g,t) gives the index of the top-ranked result served on the search result page and n(q,t) gives
the number of searches that query ¢ has seen by time 7. As the regression includes a fixed effect 1,,),
we are flexibly controlling for the number of searches a query has received so far. We then use the fitted
estimates 7y, = &, ,
the relationship between searches and click-through rate. Intuitively, these fitted estimates will capture

(¢+) from just the query-by-URL fixed effect as our dependent variable in estimating
systematic improvements in CTR that are driven by Bing changing the order in which it serves search

results; by contrast, they will ignore changes due to pure temporal patterns (such as a secular trend in CTR.)

We now describe an identification strategy that follows the DAG in Figure 10. We focus on a single

13
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query and suppress the query subscript g so that observations are indexed by time . In the DAG, n;, represents
the number of searches for a given search term by time ¢, ¢, the rankings of links on the results page at t,
ry the resulting CTR, and i, the unobserved confounders. For now, we assume these are all scalars (though
they will not be in our eventual implementation.) The identification challenge is that #, may introduce a

correlation between r; and n;, since u; — n; and u; — ry. The regression

r,:(x—i-ﬁn,—i-é‘,

would therefore lead to biased estimates of 8, i.e. lim, e § # 7 % 8.
However, the confounder does not affect the ranking quality directly: there is no arrow from u; to 4;.

Hence, the following regression (Bellemare et al., 2024, eq. 7)
b =K+ yn + o

will yield an unbiased estimator ¥ of the effect of additional data (n;) on ranking of links (¢;). Similarly, we

can run (Bellemare et al., 2024, eq. 8)
I’t :A+6€t+¢nt+‘/t

to get an unbiased estimator 8 of the effect of the ranking of links (¢;) on CTR (7;). Multiplying together
these two numbers we get an unbiased estimator § x 5 of the effect of additional data on CTR.

In practice, we do not literally follow this recipe because of the complication introduced by the fact
that the ranking of links ¢; is not a scalar. Keeping with it being a scalar, we now explain our alternative

recipe. We predict CTR from ranking quality, i.e., we run
It :l+6€l+¢l’l[+vt

and form a prediction 7 = 5¢, of CTR based just on the current ranking quality. Then we regress this

prediction on the number of prior searches n;, i.e. we effectively run
”;t = l[/+nn[+€[

As 7 here is just /; multiplied by 5, this regression must yield ) = 5 x 7, i.e., our estimator is numerically
equivalent to what Bellemare and Bloem’s recipe would find.

Now, we introduce our complication: ranking quality is measured by the identity of the top-ranked
URL. Let u(r) index the URL top-ranked as of search 7 (recall we still assume there is just one search term,

so we do not need indices for search terms.) Then effectively /; is a vector of dummies: assuming there are

14
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U possible URLSs that could be ranked first for this query,

This multidimensionality of ¢; makes the regression that Bellemare et al. (2024) propose hard to interpret
and implement. Still, our alternative way of first forming predictions of CTR works, and as argued above,
in the scalar setting it would be exactly equivalent to employing the front-door criterion.

Thus, reintroducing the fact that there are multiple queries g to keep track of, in practice we follow
(34). That is, we first project CTR on a fixed effect for the top-ranked URL while flexibly controlling for
the number of searches a query has received so far. Subsequently, we use the fitted estimates from just
the query-by-URL fixed effect in this regression as our dependent variable in estimating the relationship

between searches and click-through rate.

D.4 Taylor Expansion to Address HDFE in NLLS

Our main estimating equation (35) describes a non-linear relationship between the number of previous
searches for a query and its click-through rate. However, the estimating equation also features a high-
dimension fixed-effect, which results in an incidental parameter problem. To address this concern, this
appendix develops a methodology that utilizes repeated Taylor expansions of an estimating equation to
derive exact estimates of non-linear parameters in the presence of fixed-effects.

To begin with, we find initial estimates (ﬁo, éo) by regressing demeaned c,; on demeaned %n}ﬁ’ 0
(computing this term and then demeaning for any trial value of the parameters.) However, as the underlying
regression is not linear, the resulting estimates from this exercise are only possibly poor approximations to

the true parameter values. To make progress, we turn the regression into a linear problem by utilizing a

B/\
1-6°

Taylor series expansion of 31 around initial estimates ( ﬁo, 6°). In particular,letting 9° = , we have

P = g+l @+ (0% — 0) log(ng nly® +0(0 — 6°)2 + O(y— 1) + £

5o 30 . . .
=0 and log(nq,)nl’e , it can be estimated while

gt qt
correctly accounting for the FE o, thus yielding new estimates (3 I él). We can then form a new Taylor

As this equation is linear in easily constructed regressors n

expansion around those estimates, yielding(ﬁz, 92) and so on. We iterate until convergence, and obtain

standard errors via block-boostrapping (resampling at the query-level.)

D.5 Effect of Data on Result Relevance

We now use our estimates in Table 9 to anticipate by how much Bing’s CTR would increase if it were to
obtain additional data, which could come either from an increase in its market share or from regulatory
provisions that require the sharing of click and query data. Note that all estimates in this subsection take a

partial equilibrium approach, i.e., they do not consider the effect that an improve in Bing’s CTR may have
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on its market share and the feedback loop that could potentially result from this effect. When moving to the
full model below, we will take into account this flywheel.

Suppose Bing was to obtain an additional 1000 searches on each query. This would result in an increase
of CTR from 23.50% to 25.05%, an increase of 1.55pp. We can see in Figure A4 that this increase mostly
comes from an improvement in serving results on tail queries. Similarly, what if Bing multiplied it’s market
share by 7, making it roughly equal to Google’s market share? In this case, our estimates imply that Bing’s
CTR would increase from 23.50% to 25.25%, an increase of 1.75pp.

Figure A4: Marginal Effect of Additional Impressions on Bing CTR by Query Popularity
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Notes: This figure shows the effect (in percentage points) on CTR of increasing the number of searches that
Bing observes for each query by 1000. The resulting improvement in CTR is concentrated on tail queries,
which benefit the most from additional data; queries that already had large quantities of data improve less.

More generally, we can use our parameter estimates to calculate counterfactual average click-through
rates on Bing if its market share were to be multiplied by A: the new click-through rate ¢’ after such an
increase in market share is given as a function of the old click-through rate by

B B

r’:a—mqt/l“e-(r—owrm)
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D.6 Cross-Query Learning

A complication that we do not address in the main text is that learning how to rank results on query ¢ may
not be limited to using data from query ¢ — customer behavior on impressions on related queries ¢’ are also
helpful. Denote the set of all queries (including the focal query q) as Q, and define a distance metric d(g,q’)
that measures the distance between any focal query ¢ and potentially related query ¢'. The distance between
any query and itself is zero, i.e., d(q,q) = O for all g. Similar to in the main text, we will assume that the

CTR on query g is given

1-6
1 /
qu:aq—i_ﬁm (Zf(d(QaQ);Y)an/t> +gql (35)

q'€Q

As before, o is a fixed effect that captures the fact that different queries may have different baseline CTR.
More importantly, 8 is our measure of the value of gathering additional data, and 6 measures economies
of scale, i.e., the speed at which this value declines with the amount of data already gathered. In particular,
0 ~ 0 implies linear returns to additional data, 8 ~ 1 implies logarithmic returns, and 6 >1 implies worse-
than-logarithmic returns.

Finally, f(-) is a function (parameterized by ¥) that maps the distance d(q,q’) between a focal query
g and a related query ¢’ into a monotonically declining weight. The speed at which these weights decay as
we consider more and more distant queries play an important role in the economies of scale: if the weight
decays only slowly, it may not matter if a search engine has never seen a query before as it can apply it’s
learnings from other, related queries. If the weight decays quickly, on the other hand, then not having seen a
particular query before would be a strong disadvantage in trying to serve its results. Given our limited data,

we will parameterize

f(d) = exp(—exp(y)d), (36)

so that ¥ = —oo corresponds to no decay with distance (i.e., all views on all queries matter to CTR on any
focal query) and Y — oo corresponds to the case of no cross-query learning (but still allows views on the
focal query to matter as limy_,..exp(—exp(y) x0) =1.)

To estimate (35), we supplement the data on new queries by obtaining, for each query in the original
dataset, similar data on the 50 other queries most related to the original query, as reported by Bing’s internal
metrics. We emphasize that this means we have data only on the most related queries in Q; to the extent that
there is little cross-query learning, we would expect this to not bias our results as searches for less related
queries would not yield additional learning on Bing’s side. The supplemental dataset contains, aggregated to
the daily level, the total number of searches for and clicks on results pages of each of these related queries,
again between 2022-01-24 and 2023-01-23. We note that, by construction, these related queries are not
necessarily new; hence, we also obtain the total number of impressions between 2021-01-24 and 2022-01-

23 for the related queries (this number is by definition zero for the focal queries.) Whenever we consider a
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running tally of searches in our estimation below, we consider the period between 2022-01-24 and 2023-01-
23 (when we see all searches) and add to the searches that have ocurred by any given date during this period
the searches that occurred in the prior year, i.e., from 2021-01-24 and 2022-01-23. However, we cannot
account for searches even further in the past due to Bing’s retention policy for query data. Finally, we have
access to Bing’s internal distance measure between the related queries and the original focal query.

As before, we use the fitted estimates 7,, using just the 5q7u(q7t) fixed effect from regression (8) as our
dependent variable in the estimation of (35). Computationally speaking, we obtain our estimates of (35)
via a non-linear least squares procedure and standard errors from a block bootstrap (where a block is a
focal query.) As our non-linearity correction from Section 6.2 did not yield substantively different estimates
there, we avoid implementing a more complicated version of this procedure in this robustness check and
simply report the parameters estimated via our demeaned non-linear least squares procedure, noting that
these estimates should be interpreted with caution.

As before, we calibrate the intercept ¢ such that the our average predicted CTR matches that from our
experiment. However, a complication emerges: to take this average, we need to know for each query in
the query frequency distribution how many views there are on related queries. However, we also require
information on the number of views on related queries. While we have this information for the new queries
(used in estimation above), we do not have this information for all queries that Bing sees. Hence, we need
to predict the value of the term in parentheses, i.e., ¥, co f(d(q,q); ¥) x searchesy, from just the number of

views on the focal query. We use the model

log( Z f(d(q,q');y) x searchesy,) = Po+ Bilog(searches,) +u, (37
q€Q0

We fit this equation on our sample of new queries (for which we observe views on related queries), and find
ﬁo =0.0509(0.0058) and ﬁl =0.9951(0.0010) with R? =0.94, suggesting that we can predict this quantity
very well. We can thus use

1

= 0+ B (exp(Bo + Bilog(ng))) ~* + 2

to predict CTR from just an observation of the number of views on a particular (focal) query. This
allows us to calibrate «.

We exhibit our results in Table AS. Most importantly, we still find returns that are essentially loga-
rithmic, though once taking into account spillovers, the returns are slightly more convex than logarithmic
(i.e., 8 < 1). Furthermore, we can strongly reject the null that additional searches have no impact on per-
formance (i.e., f is significantly different from zero.) Finally, our estimate of y suggests a limited role of
cross-query learning. This is illustrated by Figure AS, which plots the implied weight of searches on related
queries against their distance from the focal query. In particular, the horizontal axis measures the distance
to the focal query in units of Bing’s internal distance metric; these units are restricted to lie between zero

(only assigned for identical queries) and two (practically never assigned.) The solid black line indicates the
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weight that our estimates imply for views on a query at a certain distance from a focal query: for instance, at
distances of 0.01 our estimates imply a weight of about 0.4, suggesting that each search for a related query
at this distance is worth about 40 percent of a search for the original query when it comes to learning how to
rank search results. As query distances are hard to interpret, we exhibit the distribution of distances between
focal queries and their top-related query (in blue) or their tenth-most related query (in red). We can see
that it is rare for queries to have a related query at distance low enough to be assigned a significant weight.
Finally, to aid the reader’s interpretation of the query distance metric, we exhibit some randomly selected

examples of pairs of queries, plotted at their distance and distance-implied weight.

Table A5: Economy of Scale Estimates

Description Parameter Estimate SE
Click-through rate at inception o 0.1744 -
Value of additional data B 0.0056  (0.0007)
Shape of returns from data 0 0.9272  (0.0292)
Relative weight on related queries Y 3.8327  (0.6659)

Notes: This table provides the estimates of the parameters in (35), obtained via non-linear least squares.
Standard errors are from a block-bootstrap clustered at the focal query level.
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Figure A5: Cross-Query Learning
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Notes: This graph illustrates the (limited) extent of cross-query learning implied by our parameter estimates.
The horizontal axis measures the distance to the focal query in units of Bing’s internal distance metric;
these units are restricted to lie between zero (only assigned for identical queries) and two (practically never
assigned.) The solid black line indicates the weight that our estimates imply for views on a query at a
certain distance from a focal query: for instance, at distances of 0.01 our estimates imply a weight of about
0.4, suggesting that each view on a related query at this distance is worth about 40 percent of a view on
the original query when it comes to learning how to rank search results. As query distances are hard to
interpret, we exhibit the distribution of distances between focal queries and their top-related query (in blue)
or their tenth-most related query (in red). We can see that it is rare for queries to have a related query at
distance low enough to be assigned a significant weight. Finally, to aid the reader’s interpretation of the
query distance metric, we exhibit some randomly selected examples of pairs of queries, plotted at their
distance and distance-implied weight.

According to the estimates in Table AS, if Bing were to increase its market share by 7x, its CTR would
improve from 23.50% to 25.54%, an improvement of 2.04pp. As expected, this increase is slightly larger
than the 1.75pp that we found for an increase in market share by 7 in the main text. In other words,
accounting for cross-query spillovers slightly raises our estimates of the importance of economies of scale,

but does not lead to any changes in qualitative conclusions.
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