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Timing of GDP Estimates
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End of
Quarter

Advance
Estimate

Second
Estimate

When source 
data are available

When we’d
like it to be available

Motivation

Presenter
Presentation Notes
As we all know, GDP is estimated within 30 days after the end of the reference period, relying on a smorgasbord of reliable data from the Census Bureau, BLS among others. Some  source data, such as the Quarterly Services Survey, data are not available until after the advance estimate. 

[Hit button] In some cases, source data providers like Census have been willing to accelerate publication as advance estimates…

[Hit button] …However, this strategy can be costly and place more burden on survey respondents. For all other source data, we employ trending techniques to produce an extrapolation that reflects economic relationships. While economic intuition is engrained in these extrapolations, there is room for improvement.
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End of
Quarter

Advance
Estimate

Second
Estimate

Short-term prediction using machine 
learning (for services sector estimates)

Traditional 
Data

Alternative
Data

Motivation

Timing of GDP Estimates

Presenter
Presentation Notes
[Hit button] So, what if the ML and alternative data paradigm were applied…here? 

It would open the door to hundreds if not thousands of variables that hold some piece of the story and require scalable methods to efficiently sift through predictors from both traditional data produced by statistical agencies and new alternative data.
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We’re all not like Luke Skywalker. So, how does one hit the target? 

Motivation

Presenter
Presentation Notes
In other words, we all do not likely have luke skywalker abilities to feel where the economy is going.
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Perhaps ML models can serve as a guidance system to reduce the chance of missing.

Motivation

Presenter
Presentation Notes
So, maybe we can develop a system that can serve as a guidance system.



Objectives: ML for National Economic Accounts  
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 Identify which modeling considerations (e.g. algorithm, data, 
feature selection) are associated with accuracy gains for PCE 
services component.

M1 vs. M2
 Develop a framework to determine where 

predictions can be reliably applied to reduce 
revisions given sample size constraints.

Motivation

2 1 3

MLOther
Etc

Presenter
Presentation Notes

This research is aimed at understanding how ML can work for national economic accounts and investigate how prediction approaches can benefit advance estimates of GDP, particularly for services sector estimates. 

[Hit button]:  One of the challenges with prediction is that as soon as we depart from traditional linear models and data, the possibilities multiply expansively. Two or more algorithms can look at the same data and yield very different answers and sometimes very similar answers. So, which do we choose? Our primary goal is to understand which modeling considerations are central to improving accuracy.

[Hit button]: Second, we look to construct the economic analogue of hurricane tracks that help contextualize the chance that expected growth will happen. Given a manifold of perspectives of the same input information, 

[Hit button]: Third, we construct a simple framework for evaluating the costs of modeling decisions in terms of revision reductions. 





Hurdles: There’s more variables than records.
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Traditional statistical methods have trouble 
with  k > n
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Which variables to choose?!

Issue Solution
Many ML methods can efficiently sift through 

inputs that maximize predictive accuracy.
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Motivation

Presenter
Presentation Notes
But there are challenges to using new and more data and methods. Perhaps the most obvious is that macroeconomic time series tend to be relatively coarse. And when combined with alternative data that have only recently been made available, the time series becomes shorter. The result is that we can easily end up in a case where there are more variables than observations. 

Plain vanilla regression methods have trouble yielding solutions in this case. Typically, we would need to use our economic intuition to choose variables, but if we were to choose a 3 variable specification from 999 possible variables, we’re assuming that we have picked out the best parsimonious spec from 165 million possible specs. 

Alternatively, many statistical learning techniques are able to conduct implicit variable selection that cut through the noise. 





Hurdles: Small samples call for different strategies.
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Typical goal of prediction is to crown 
a definitive winner among all tested 

models. 

RMSE0

M1 M2

RMSE0

Algorithm 1

Algorithm 2
Algorithm 3

(While M1 is better than M2, in small 
samples there is effectively no difference)

For national accounts, the ideal is to find a 
general set of approaches that will consistently 

yield accuracy gains.

Issue Solution

M1 M2

(If M1 and M2 are derived from the same 
algorithm but with different inputs, we can 
form a strategy around a class of algorithm)

Motivation

Presenter
Presentation Notes
The typical goal in prediction is to crown an absolute winner. But in small samples, the inferential power loss function don’t necessarily kick. Effectively model 1 and 2 on the RMSE distribution of all tested models are about the same. Also, in prediction models, if testing 1000 models, there’s no guarantee that the same exact model will come out ahead every time.

For national accounts, we want a sure-fire stable solution that will consistently improve our odds of a good product, regardless of the data sources. Instead, we can test each algorithm and dataset under the same set of scenarios and see which dimension consistently comes out ahead. This is particularly important as the longevity of new alternative data sources may not be guaranteed.




Hurdles: Predictions must beat current methods.

10Motivation

Poor performing 
prediction model

Win margin = 
revision reduction

Ideal strong 
performing 

prediction model Current methods 
to beat

Presenter
Presentation Notes
Lastly, prediction is a matter of doing actually better in live-fire testing. Thus, absolute performance of predicting QSS is much less important than how predictions translate into revision reductions.



A Prediction Horse Race
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Prediction Horse Race Evaluate Absolute 
Performance

Identify Best Relative 
Reductions

1 2 3

�𝑦𝑦𝑖𝑖𝑖𝑖 = 𝑓𝑓𝑚𝑚[𝑔𝑔𝑘𝑘 𝑋𝑋𝑡𝑡,𝑌𝑌𝑖𝑖,𝑡𝑡−𝑝𝑝,

Predict the Quarterly 
Services Survey (QSS). 

Presenter
Presentation Notes
[15 seconds]

Our methodology falls into three steps. First, we train an exhaustive set of algorithms under varying conditions.  
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Step 1: A Prediction Horse Race

�𝑦𝑦𝑖𝑖𝑖𝑖 = 𝑓𝑓𝑚𝑚[𝑔𝑔𝑘𝑘 𝑋𝑋𝑡𝑡,𝑌𝑌𝑖𝑖,𝑡𝑡−𝑝𝑝
“Predict quarterly industry growth 𝒚𝒚𝒊𝒊𝒊𝒊 using a 

large number of combinations of algorithms, 

data, and variable selection methods”

Horse Race

Presenter
Presentation Notes
[30 s] 

The basic idea is that there is a whole universe of possible predictions that could be made for any services sector estimate. There should be some set of predictions that maximize our chances of reducing future revisions. 

Given what we have in our grasp, we can easily test combinations of algorithms, data, and variable selection approaches to see how consistent or divergent the predictions are. If all the models agree on future predictions, then we have a surefire solution to reducing revisions. If predictions are divergent, then we need to custom tailor a solution for each PCE component.



Step 1: Data in Horse Race

3/8/2019
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Credit Card Transactions 
First Data – Palantir/ Fed Board 
Revised Series
192 industries

Consumer Price Index
BLS

600+ indexes

Current Employment Survey
BLS
140 industries

Search Queries 
Google Trends
230 associated searches

Lagged QSS
U.S. Census Bureau

188 industry codes lagged for 
t-4 to t-1

Quarterly 
Services 
Survey 
U.S. Census Bureau

188 industry series
n = 31 quarters

Source data for significant 
proportion of PCE Services

Draw on a broad range of potential source data to compare traditional 
sources and alternative sources.

�𝑦𝑦𝑖𝑖𝑖𝑖 = 𝑓𝑓𝑚𝑚[𝑔𝑔𝑘𝑘 𝑋𝑋𝑡𝑡,𝑌𝑌𝑖𝑖,𝑡𝑡−𝑝𝑝

Horse Race

Presenter
Presentation Notes
As for data, our target is the Quarterly Services Survey released just before the third estimate of GDP, specifically quarterly growths for 188 revenue and expenditure series that feed the PCE Services component of GDP. The data cover a period of 2010-onwards, or 31 quarters. 

Our predictors are drawn from a variety of sources. Traditional include  BLS Current Employment Survey, Consumer Price Indexes and Lagged QSS

Alternative sources include credit card transactions collected by First Data, processed by Palantir following a methodology developed by the Federal Reserve Board. Also, we consider Google Trends data reflecting online search queries

We consider all combinations of these data sources – 25 combinations in all.



Step 1: Variable Selection Procedures in Horse Race

3/8/2019
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�𝑦𝑦𝑖𝑖𝑖𝑖 = 𝑓𝑓𝑚𝑚[𝑔𝑔𝑘𝑘 𝑋𝑋𝑡𝑡,𝑌𝑌𝑖𝑖,𝑡𝑡−𝑝𝑝

Cherry Picking Kitchen Sink

Include only conceptually 
similar variables.

All-in.

25 data set 
combinations

Horse Race



Step 1: Algorithms in Horse Race

3/8/2019
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�𝑦𝑦𝑖𝑖𝑖𝑖 = 𝒇𝒇𝒎𝒎[𝑔𝑔𝑘𝑘 𝑋𝑋𝑡𝑡,𝑌𝑌𝑖𝑖,𝑡𝑡−𝑝𝑝

Ridge Regression

Random Forest

CART

4Q Moving Average

LASSO Regression

Stepwise Regression

Extreme Gradient 
Boosting

Support Vector 
Machines

Multi-Adaptive 
Regression Splines

Horse Race

Presenter
Presentation Notes
On the algorithm side, we consider 9 types of algorithms that have been used for prediction applications. Each treats prediction problems differently due to very different properties. Also, some methods tend to be sensitive to tuning, thus we automated tuning for each model.



Step 1: Algorithms in Horse Race

3/8/2019
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Type of Method
Univariate
Multivariate Regression
Non-Linear or Non-Parametric

�𝑦𝑦𝑖𝑖𝑖𝑖 = 𝒇𝒇𝒎𝒎[𝑔𝑔𝑘𝑘 𝑋𝑋𝑡𝑡,𝑌𝑌𝑖𝑖,𝑡𝑡−𝑝𝑝

Ridge Regression

Random Forest

CART

4Q Moving Average

LASSO Regression

Stepwise Regression

Extreme Gradient 
Boosting

Support Vector 
Machines

Multi-Adaptive 
Regression Splines

Horse Race

Presenter
Presentation Notes
[10s] For example, we have a mix of regression methods as well as non-linear and non-parametric methods. Whereas regression is very well used in economics, non-parametric methods of learning patterns are not as common, but may capture interactions and non-linearities present in the data. 



Step 1: Algorithms in Horse Race

3/8/2019
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�𝑦𝑦𝑖𝑖𝑖𝑖 = 𝒇𝒇𝒎𝒎[𝑔𝑔𝑘𝑘 𝑋𝑋𝑡𝑡,𝑌𝑌𝑖𝑖,𝑡𝑡−𝑝𝑝

Ridge Regression

Random Forest

CART

4Q Moving Average

LASSO Regression

Stepwise Regression

Extreme Gradient 
Boosting

Support Vector 
Machines

Interpretation
Linear Interpretation
Other Interpretation
None

Multi-Adaptive 
Regression Splines

Horse Race

Presenter
Presentation Notes
[10s] Some of the methods are linearly interpretable via coefficients in the tradition that economics is accustomed. Others have measures of variable importance that indicate the general contributions of each input variable. And others just don’t have an interpretation.



Step 1: Algorithms in Horse Race

3/8/2019
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�𝑦𝑦𝑖𝑖𝑖𝑖 = 𝒇𝒇𝒎𝒎[𝑔𝑔𝑘𝑘 𝑋𝑋𝑡𝑡,𝑌𝑌𝑖𝑖,𝑡𝑡−𝑝𝑝

Ridge Regression

Random Forest

CART

4Q Moving Average

LASSO Regression

Stepwise Regression

Extreme Gradient 
Boosting

Support Vector 
Machines

Multi-Adaptive 
Regression Splines

Single or Ensemble (many in one)
Single
Ensemble

Horse Race

Presenter
Presentation Notes
[10s] And some methods use many smaller models as an ensemble to control bias and variance. 

A key thing to note is that we shouldn’t expect one algorithm to always be the best across all QSS series. It is part of the point to test various types of methods to converge on the optimal function form.



Methods: One-Step Ahead
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1

2

3

4

5

6

7

It
er

at
io

n
Train Test For Later Iterations

Train Test For Later Iterations

t-5        t-4         t-3         t-2         t-1          t          t+1       t+2         t+3        t+4        t+5

Time

Horse Race

Presenter
Presentation Notes
To validate that models are accurate and unbiased, we use a one-step ahead design: models are constructed on all data before a reference period, then scored to obtain a prediction. This procedure is applied to every scenario for 12 consecutive quarters. 



Methods: A Prediction Horse Race
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For this study 886,608 models were trained, 
based on the combinations of

industry   
x

data sets
x 

algorithm 
x 

variable selection 
x 

time period
Horse Race

Presenter
Presentation Notes
We conduct this process for 886,608 model scenarios, though in total, we estimated 4.5 million models.



Prediction tracks show how persistent a growth pattern is 
considering many different modeling scenarios.

3/8/2019

21Horse Race

Presenter
Presentation Notes
Predictions are promising, showing a general central tendency. For these high value areas, the prediction tend to converge on a central trend, which suggests that regardless of how the information is presented to the algorithms, the predictions in many cases will find their way.



3/8/2019

22

Some algorithms are more flexible in accounting for 
different ways of integrating information.

NAICS 6211: Physician Offices

Horse Race

Presenter
Presentation Notes
But there are clear differences when we dig into how each algorithm performs. We show physician office quarterly growth predictions and can see the treatment of data is different by each technique. [NEED COMMENTARY ON EACH METHOD]



Approach (Part 2): Evaluating Absolute Performance
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Prediction Horse Race Evaluate Absolute 
Performance

Identify Best 
Relative Reductions

1 2 3

�𝑦𝑦𝑖𝑖𝑖𝑖 = 𝑓𝑓𝑚𝑚[𝑠𝑠𝑘𝑘 𝑋𝑋𝑡𝑡 ,𝑌𝑌𝑖𝑖,𝑡𝑡−𝑝𝑝,

Measure what generally leads 
to an accuracy increase in the 
QSS

Absolute Performance

Presenter
Presentation Notes
With the predictions sorted, we can now get a sense if individual algorithms offer a consistent contribution to prediction tasks.



Model prediction error cannot be less than sampling error.

3/8/2019

24Absolute Performance

Presenter
Presentation Notes
First, we can do a



Average Absolute Accuracy
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𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑖𝑖,𝑘𝑘,𝑚𝑚 = 𝛽𝛽 + 𝛼𝛼𝑖𝑖 + 𝛾𝛾𝑚𝑚 + 𝜉𝜉𝑘𝑘 + 𝜀𝜀𝑖𝑖,𝑘𝑘,𝑚𝑚

Estimate a fixed-effects regression to parse out the 

average accuracy gain associated with each 

algorithm, data set, etc.

Absolute Performance

Presenter
Presentation Notes
Opening idea



3/8/2019
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Results: Average RMSE Improvement (Relative to Stepwise) 

0.56 0.43
0.16

0.00

-0.04
-0.25

-0.68

-1.48

-2.15

Random
Forest

XGBoost LASSO Stepwise
Regression

Ridge SVM Decision
Trees

MARS Moving
Average

Takeaway: There are some ML methods that yield marked gains. Others, not so much. 
But if a given model does not offer a gain on average, keep in mind that prediction is 
a game of winning at the margins. 

Absolute Performance



3/8/2019
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Average RMSE Improvement (Relative to Google Trends) 

0.97
0.87 0.81

0.39

0.00

BLS CES Dependent Lags First Data BLS CPI Google Trends

Takeaway: Measures of consumption and employment help the most. 
Also, the processes are strongly seasonal.

Absolute Performance

Presenter
Presentation Notes
This is not to say that Google Trends was not useful in this pursuit, but had the relative least contribution.



3/8/2019
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More data is not better, and cherry picking does not help.

Cherry Picking adds error to predictions.

Absolute Performance

-0.28

Two data sets add some additional error.-0.31
Three data sets add a disproportionate amount of error.-0.8

Cherry Picking vs. Kitchen Sink

Number of Data Sets

Presenter
Presentation Notes
This is not to say that Google Trends was not useful in this pursuit, but had the relative least contribution.



Revision Impacts
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Prediction Horse Race Evaluate Absolute 
Performance

Identify Best 
Relative Reductions

1 2 3

�𝑦𝑦𝑖𝑖𝑖𝑖 = 𝑓𝑓𝑚𝑚[𝑔𝑔𝑘𝑘 𝑋𝑋𝑡𝑡,𝑌𝑌𝑖𝑖,𝑡𝑡−𝑝𝑝,

Convert QSS into PCE and 
find sure-fire improvements 
compared with current

Presenter
Presentation Notes
Model performance is great, but what we want to know is which methods will improve which PCE methods on average. We establish measures to help estimate sustainable improvements.



Calculate Sustainable Improvements

30

Convert QSS into PCE 
services components

1

Calculate Percent 
Improved Periods

2
Calculate Relative Revision 

Reduction 

3

Revision Impacts

�𝐶𝐶𝑚𝑚 = 𝑔𝑔𝑐𝑐(𝑦𝑦𝑖𝑖𝑖𝑖

Presenter
Presentation Notes
Since QSS is an input into PCE Services estimates, we first transform predictions into simulated PCE estimates and calculate the average revision for each model for each component. We then compare that with how current methods perform in order to calculate the average dollar reduction in revisions. 



Percent Improved Periods (PIP)

31Revision Impacts

How often do models offer an improvement?

Calculate the Root Mean Squared Revision for each model m and current BEA methods.

Calculate average revision reduction using model m

1

2

Presenter
Presentation Notes
Since QSS is an input into PCE Services estimates, we first transform predictions into simulated PCE estimates and calculate the average revision for each model for each component. We then compare that with how current methods perform in order to calculate the average dollar reduction in revisions. 



Mean Revision Reduction Probability

32

Calculate the Root Mean Squared Revision for each model m and current BEA methods.

Calculate average revision 
reduction using model m

1

2

Estimate probability that any 
model will result in revision 
reduction for component C

3

Revision Impacts

Presenter
Presentation Notes
Since QSS is an input into PCE Services estimates, we first transform predictions into simulated PCE estimates and calculate the average revision for each model for each component. We then compare that with how current methods perform in order to calculate the average dollar reduction in revisions. 



Identifying predictable series comparing MRRP and PIP

3/8/2019

33Revision Impacts

Presenter
Presentation Notes
The great thing of having tested all model combinations on each algorithm is that we can now conduct direct comparisons to determine the cost of choosing the best method



Given the methods 
and data, some 
algorithms are far 
less predictable 
than others.

3/8/2019

34Revision Impacts

Presenter
Presentation Notes
The great thing of having tested all model combinations on each algorithm is that we can now conduct direct comparisons to determine the cost of choosing the best method 



Mean Revision Impacts for Random Forest models

3/8/2019

35Revision Impacts

Presenter
Presentation Notes
There are a large number of predictions, so for simplicity, I’ll take you through the example of for-profit physician services. Here, we’ve plotted all the Average Revision Reductions for each algorithm, dataset and modeling consideration. For example, all predictions of physicians services that use XGBoost on average yield a revision reduction over 12 quarters of testing. In other words, we want to see a graph with the density to the left of the dotted line at zero. 
�Let that soak in for a second. 



Next Steps

36

Conduct testing and operationalize a productionable prediction system.

Presenter
Presentation Notes
Opening idea
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