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Abstract

Using a unique dataset of the United States courts of appeals opinions, we exam-

ine how prose (writing style), precedent (citations to previous cases), and policy (dis-

senting votes) are indicative of a judge’s political affiliations by applying an ensemble

of supervised learning algorithms on opinion embeddings and citation network em-

beddings. We find that judges of different political parties use different languages,

cite different cases, and such differences are persistent over time. Finally, we focus

on circuit judges who were later promoted to the U.S. Supreme Court and find that

our circuit-based partisanship measures are predictive of their decisions as Justices.
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“I pay very little attention to legal rules, statutes, constitutional provi-
sions.... The first thing you do is ask yourself—forget about the law—what is
a sensible resolution of this dispute?... See if a recent Supreme Court prece-
dent or some other legal obstacle stood in the way of ruling in favor of that
sensible resolution. ... When you have a Supreme Court case or something
similar, they’re often extremely easy to get around.” (An Exit Interview with

Richard Posner, The New York Times, Sep. 11, 2017).

1 Introduction

It is perhaps not surprising when people have an easier time finding evidence to support
claims they prefer to be true than they do for claims they prefer to be false. This tendency,
often referred to as motivated reasoning, is a robust finding in lab experiments with human
subjects (Epley and Gilovich, 2016). In economics, meanwhile, there is growing interest
in this phenomenon, both empirically and theoretically (Bénabou and Tirole, 2016). But
outside of the lab, there is more limited empirical evidence of whether and how motivated
reasoning influences real-world decision-makers. The goal of this paper is to analyze
motivated reasoning in a high-stakes decision environment: U.S. circuit courts.

U.S. circuit court judges are powerful policymakers in the U.S. legal system, providing
the final decision on tens of thousands of cases per year (much more than the U.S. Supreme
Court). They can introduce new legal theories,1 shift standards or thresholds,2 and rule on
the constitutionality of federal and state statutes. If there is motivated reasoning among
these judges, that could have important legal and policy impacts.

There are a handful of key features of circuit courts that make them a desirable context
for this empirical work. First, there is random assignment of cases to judges (who sit
in panels, without juries),3 meaning that judges rule on similar legal issues on average.
Second, there is an adversarial system where the litigants are responsible for bringing all
the reasons (arguments and precedents) to a judge’s attention. This means that differences
in reasoning are not due to differences in knowledge.4 In addition, the briefs are filed prior
to judicial assignment, so strategic information provision according to judge type is not
feasible.

We have data on 300,000 circuit court decisions for the years 1891–2013. The mea-
sures of judicial reasoning, or polarization, are constructed from the judges’ votes, the

1E.g., "efficient breach" allowing parties to breach a contract and pay damages, rather than being obli-
gated to fulfill promises at all costs.

2E.g., shift from a "reasonable person" standard to a "reasonable woman" standard for what constitutes
sexual harassment.

3This randomness has been used in a growing set of economics papers (Kling (2006); David et al. (2015);
Belloni et al. (2012); Dahl et al. (2014); Mueller-Smith (2015)).

4That is, we can distinguish our results from mechanical failures of inference due to bounded rationality
or limited attention; in this adversarial setting briefs bring forward all the citable reasons.
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texts of the opinions, and the citations between opinions. Similar to Peterson and Spirling
(2018) and Gentzkow et al. (2019b), we define the measure as the accuracy with which
we can predict judge political affiliation based on contents of their case work.

Starting with judicial opinion writing (prose), we form a predictive model of judge
political party from the text of opinions. We use a document embedding model to repre-
sent the plain text of judicial prose opinions as a low-dimensional dense vector (Le and
Mikolov, 2014). We then show that the text can predict party affiliation. We compare the
predictive accuracy over time, and find that it has slowly but steadily decreased in the last
century.

Second, we look at polarization of citations (precedent). These citations provide the
legal reasons to justify a decision. We use an embedding algorithm for networks to embed
the citations (Grover and Leskovec, 2016). We then use these embeddings in the super-
vised learning model to predict partisan affiliation. Relative to prose, we find lower levels
of motivated reasoning in citations—that is, one cannot as accurately predict the judge’s
party affiliation based on the network embedding. The level of partisanship in precedent
ebbs and flows over time.

These results on texts and citations suggest that in U.S. circuit courts judges tend to
express ideological differences through writing style rather than choice of precedents.
These results complement the previous work with smaller samples by Choi and Gulati
(2008) showing that circuit judges tend to cite judges from the same party, and that of
Niblett and Yoon (2016) showing that circuit judges tend to cite Supreme Court cases
authored by judges from the same party.

We next look at some determinants of motivated reasoning. First, we find that neither
opinion texts nor citations become more (or less) partisan with judicial experience or age.
Second, we find that Democrats are more partisan (more easily predicted) on civil rights
and labor relations cases, while Republicans are more partisan on criminal, First Amend-
ment, and regulation cases. Thus policy priorities seem to vary based on the partisan
spectrum.5

Another important question is whether these measures of motivated reasoning are pre-
dictive of other choices beyond the opinions themselves. We focus on an important ex-
ample of this: circuit judges who later ascend to the Supreme Court. We find that the
motivated-reasoning measure is predictive of future Supreme Court voting. The measure
is correlated with but distinct from the Judicial Common Space score from Epstein et al.
(2007).

Finally, we look at polarization of policy. To do this, we look at judicial dissents
along party lines. We find that vote polarization increases: Dissents are increasingly cast
by judges sitting in the minority position (with two judges appointed by the opposing

5See, e.g., “How Conservatives Weaponized the First Amendment” (The New York Times, June 30,
2018).
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party). Democrats are more likely to issue minority dissents on civil rights cases, while
Republicans tend to issue minority dissents on First Amendment cases. These findings are
related to Sennewald et al. (2017), who hand-coded a large sample of district court cases
as liberal or conservative and showed that in recent decades Republican district court
judges vote more conservatively, and Democrat district court judges vote more liberally.
Our results also complement the large literature on polarization of votes between political
parties in Congress (e.g. (McCarty et al., 2016); (Andris et al., 2015)).

We build on a rich literature based on laboratory and vignette studies (Zeigarnik,
1927a; Haidt, 2000, including those of students (Braman and Nelson (2007); Kahan, 2013;
Sood, 2013). Our innovation is using the behavior of actual judges.

We consider whether our measure of motivated reasoning in the circuit courts predicts
Supreme Court decisions and whether they reflect social change. We also examine if
experience affects motivated reasoning, as recent studies find that experience reduces other
forms of bias, such as the gambler’s fallacy, priming, discrimination, and inattention (
Chen et al., 2016; Berdejó and Chen, 2017; Arnold et al., 2018; Amaranto et al., 2018).

In prior studies of motivated reasoning in law, law student subjects are exogenously
provided precedents (reasons) (Braman, 2006; Braman and Nelson, 2007) to address the
issue that differences in reasoning might be due to memory or knowledge. The experi-
ments fix the set of precedents to choose. But whether these studies on law students are
externally valid to judges or other policymakers is still an open question (Sood, 2013).

This paper also adds to the emerging empirical literature in economics using text data
(Gentzkow et al., 2019a), and the emerging theory literature that is interested in narratives
(Bénabou et al., 2018). Our findings are also related to Berdejó and Chen (2017) and
Chen (2017), which show the ideological bias of judges shifts before Presidential elections
through an increase in dissents and partisan voting, and that this electoral dissent has been
growing over time. Ash et al. (2017a) use phrases from court opinions and journal articles
to construct measures for the influence of law and economics in the federal judiciary. Ash
and Chen (2018a) show that document embeddings are weakly predictive of ideology.

Earlier efforts to measure polarization in text include Jensen et al. (2012), whose non-
penalized measure might overestimate polarization in early years. Ash et al. (2017b) use a
similar measure to analyze variation in polarized language in the Senate over the electoral
cycle. Outside of the U.S. Congress, Jelveh et al. (2018) use the text of academic articles
to predict political donations by economists. An important difference between our context
and these previous papers is that members of Congress (and economists) have discretion
over the topics they address, while judges are assigned topics randomly. Moreover, polit-
ical donations are made ex post, while the political party of appointment is ex ante. We
seek to predict a predetermined measure of ideology prior to reasoning on the case. A
parallel literature has looked at polarization of citizens rather than policymakers. Bertrand
et al. (2018) show that partisan affiliations are most associated with social attitudes (rather
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than consumption and time use).

2 Measuring Motivated Reasoning

Motivated reasoning is the well-documented tendency of individuals to actively seek out
confirmatory information. The mechanism is said to be implicit emotion regulation—the
brain converges on judgments that maximize positive affective states associated with at-
tainment of motives. In the lab, motivation is typically inferred by the degree to which
goal-related concepts are accessible in memory: The greater the motivation, the more
likely individuals are to remember, notice, or recognize concepts, objects, or persons re-
lated to that goal (Touré-Tillery and Fishbach, 2014).6 Recently, motivated reasoning has
been used to explain polarization. For example, when responding to moral dilemmas, sub-
jects come to snap judgements and generate an ex post justification (Haidt, 2000); or when
interpreting data on climate change, subjects update their beliefs in accordance with their
political party, and this was greatest among those scoring highest in cognitive reflection
(Kahan, 2013). So far, most research in this topic is based on lab experiments, and the
field evidence is still scarce.

Given the importance of understanding motivated reasoning in a field setting, it would
be natural to proceed to a theoretical framework that characterizes how motivated reason-
ing acts in the judicial decision-making process. Since opinions are observable decision
outcomes reflecting the reasoning process of judges, if “the person’s goal is to reach a
particular, politically congenial conclusion when reasoning" (Kahan, 2016), then by ob-
serving the contents of opinions, we should find a positive correlation between the contents
and the political party of judges.

We follow the model of motivated reasoning by Thaler (2019) and define a judge’s
Bayesian updating process as follows. An opinion Oi of a judge i is generated from
both the case itself and the probable political party of the judge Pi. While the political
party could usually act as a confounder in the generation of opinions, in our setting this
concern is alleviated by the fact that judges are randomly assigned to a panel of three for
most circuit court cases. Based on this institutional feature, we can assume that the case
materials and Pi are independent, and the probability P(Oi) (assumed to be well-defined,
here in this setting could be a function from a high-dimensional vector space to [0,1])
captures how the opinion would be formed based on case contents only. To see how the
party of the judge plays a role, we start from the posterior of the opinion conditional on

6The classic studies only measure the final decision, rather than reasoning (Zeigarnik 1927 (Zeigarnik,
1927b); Förster, Liberman, and Higgins 2005 (Förster et al., 2005)).
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the case and the party P(Oi|Pi):

P(Oi|Pi) =
P(Oi)P(Pi|Oi)

P(Pi)
M(Oi)

ϕ(Pi)

M(Oi) is the motive function mapping the space of case contents (in our case this is
a high-dimensional vector space) to the space of positive real numbers, and ϕ(Pi) is what
Thaler (2019) calls susceptibility. In this paper, as we are not estimating M(Oi) directly,
and we do not impose further restrictions on it as long as it is positive. If ϕ(Pi)> 0, then
judges would engage in motivated reasoning by distorting their updating process. We are
interested in the likelihood term P(Pi|Oi), which is defined as:

P(Pi|Oi) =
P(Oi|Pi)P(Pi)

∑p=R,DP(Oi|Pi = p)P(Pi = p)
M(Oi)

−ϕ(Pi)

We allow motivated reasoning to affect the posterior in both P(Oi|Pi) and M(Oi)
−ϕ(Pi).

The first channel refers to the case when judges recruit different evidence based on their
political stance when generating the opinion. If judges were not engaged in motivated
reasoning via the distorted updating process in Thaler (2019), this expression of posterior
is identical to the one used to measure group differences in Gentzkow et al. (2019b), where
the authors assume that a congressional speech Oi comprises a vector of word counts, and
therefore P(Oi|Pi) in that case is also a vector of probabilities. Here instead of using a
generative model, we relax the assumption that an opinion is characterized by a vector
of words/phrases drawn from a multinomial distribution and allow the opinions to have
different representations in terms of document and citation embeddings. In the absence
of motivated reasoning, we would expect P(Pi|Oi) to be close to 0.5, as political parties
would have no effect on the generation of opinions.

As it is practically infeasible to directly measure either individual judges’ evaluations
or updated beliefs of new information in real data where individuals don’t have to explic-
itly express their evaluations in [0,1], we leverage the availability of high-dimensional
data and recent advances in machine learning to construct indirect measures of moti-
vated reasoning using texts and citations. Measuring the posterior of P(Pi|Oi) is dif-
ficult since the opinion corpora and citations can be high-dimensional and hard to es-
timate. Similar to Gentzkow et al. (2019b), we compute the posterior P(Pi|Oi) using
supervised machine learning methods. If the algorithms yield a value that is far from
0.5, this would imply that judges might have engaged in motivated reasoning based on

P(Oi|Pi)P(Pi)
∑p=R,DP(Oi|Pi=p)P(Pi=p)M(Oi)

−ϕ(Pi). Although we are not able to causally decompose the
two channels in the data, we can indirectly measure the potential magnitude of the first
channel.
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3 Representing opinions in embedded space

Given the high-dimensional nature of the number of words and citations, we use docu-
ment embeddings and network embeddings to represent opinions and citation networks
in relatively low-dimensional spaces. For texts of opinions, the disadvantage of using
one-hot vectors (high-dimensional dummy vectors) for coding words is that as the size of
vocabulary grows, we may end up having dummies of very high-dimension, which is very
difficult to analyze especially if we use phrases or n-grams. Also, one-hot coding cannot
incorporate the relationship between words. Compared to the classic approach of coding
each word as one-hot vectors, embeddings are trying to leverage the idea that a word is
represented by its “neighboring words" (Firth, 1957). By maximizing the probability of
neighboring words, we can have latent vectors that preserve semantic meanings.

For texts, specifically, we employ the Distributed Memory Model of Paragraph Vectors
(PV-DM) by Le and Mikolov (2014) to characterize the opinion texts. The idea of PV-DM
is to find the latent vectors (embeddings) of both the opinions themselves and the words in
the opinions that can maximize the probability of words given their neighbors. We created
opinion embeddings of dimension 200 for each separate opinion based on the 50,000 most
frequent words across all opinions after lemmatization and Snowball stemming, net of stop
words.

For citations, we focus on citations in circuit court cases and create a weighted di-
rected graph of citations of 351,118 nodes, and transform the citation network into ci-
tation embeddings of two-hundred dimensions using the node2vec algorithm by Grover
and Leskovec (2016). The citation embeddings are low-dimensional representations for
citations that “maximize the likelihood of preserving network neighborhoods” of citations.

4 Data

Our data is comprised of texts, citations and votes from 355,529, 286,553 and 46,420
opinions published by the U.S. courts of appeals from year 1891 to 2013, including ma-
jority, concurring, and dissenting opinions written by a specific author (opinions labeled
per curiam, which are authored by the whole panel without designating a specific author
are excluded from the analysis) 7. Partisan policy is constructed using data on judge votes
in about 20,000 case by judges on the panels, which comes from the Songer database from
1925 to 2002. In addition, the cases are divided into 8 topics that are used in the Songer
database Songer (Last visited June 20, 2018). The eight topics are criminal, civil rights,
First Amendment, due process, labor relations, and economic activity/regulation. These
Songer topics are meant to capture the nature of the conflict between the litigants (Songer,
Last visited June 20, 2018).

7Please consult Berdejó and Chen (2017) Berdejó and Chen (2017) for more details of the dataset.
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5 Empirical Strategy

We use an ensemble of multiple supervised machine learning algorithms as our prediction
algorithm to compute the posterior P(Pi|Oi). We adopt a similar strategy used in Bertrand
and Kamenica (2018), where we exploit the availability of different supervised learning
algorithms and the advantage of ensemble method. The details of algorithms can be found
in the Appendix.

In the prediction task, the dependent variable of interest is the political party of circuit
court judges. This variable is binary, with value “1” referring to Democratic judges, and
“0” referring to Republican judges. The independent variables are opinion/citation em-
beddings and votes. We average the embeddings over the year for each judge to obtain
a measure of average performance in writing and citing. For votes, we use the ratio of
neutral, conservative, and liberal votes and the total number of votes in each year as inde-
pendent variables for each judge. If there is evidence of motivated reasoning, we should
observe the predicted posterior to be far from 0.5.

To best illustrate the contrast between the actual prediction and the permutation result,
we generate a random assignment of party membership of each judge.8 If the political
affiliation is randomly assigned to judges, random shuffling of membership should result
in random predictions and the permutation placebo posterior should stay around 0.5.

6 Empirical results

6.1 Predictability of opinions

One educated guess about polarization of judges is that they might be using phrases to
demonstrate their political stance. In that case, we should be able to observe a more accu-
rate prediction, with accuracy greater than 0.5, when judges generate phrases depending
on their party affiliations. Also, texts should be valid predictors of parties if judges of
different parties can be distinguished from the texts only. The results are reported as a
series of figures. Blue and red dots give individual partisanship measures for Democrats
and Republicans.

Based on predicted values for two parties for each individual, we define the prediction
accuracy for a judge of a certain party as follows: If the judge belongs to the Democratic
party, which is coded 1 in our sample, the prediction accuracy for that judge in a certain
year is 1 if the predicted values exceeds the threshold of 0.5 and vice versa. The opposite
is true for the Republican party. Throughout the analysis, we will look at this accuracy
measure and the average of prediction accuracy over time. Table 1 reports the prediction

8In Gentzkow et al. (2019b), they use the average share of Republican party during the year in which
a particular individual is active for random assignment. In practice, we found that this is similar to just
randomly assigning membership with probability of 0.5, so we also use 0.5 for random assignment.
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results for document embeddings. From that, it is clear to see that all algorithms perform
better than random guesses, and the final algorithm yields an F1 score of 0.646. Similarly,
the citation embeddings also exhibit higher than random predictive power.

We did not find any predictive power of votes cast by judges. This might be because we
are using only one variable as predictor and that in Songer’s dataset the number of votes
cast by Democrats and Republicans is very close. Without any background information
about the case, we cannot say that votes can predict the political parties, as the AUC score
is very low. The result makes sense, as voting behavior might be more salient of judges’
identities for the public and the researchers, and as a result judges would not generally
be partisan in terms of voting. That being said, we have seen in the literature that the
political party of judges would affect their voting behavior under some conditions. So the
predictive power of votes may be stronger under certain conditions but not generally.

We also run a robustness check by randomly shuffling the political party of judges. We
randomly assign party affiliations to judges with equal probability (0.5) for both parties. If
texts and citations can be indicators of political affiliations, random assignment of parties
should lead to random predictions. Our results show that this is indeed the case, as the
AUC measure and the prediction accuracy both remain about 0.5, meaning that if we
randomly assign parties to judges, the texts and citations are no longer indicative of parties.

Figure 1: Average prediction accuracy for texts, citations and votes
Note: These figures present the average prediction accuracy of a judge’s political party using texts, citations
and votes of his/her opinions in a certain year. The data is smoothed with a moving average of 3 years.
The solid lines represent results using true political parties as dependent variables, and the dashed lines are
results based on randomly generated parties with a probability of 0.5. The data source is the collection of
the United States courts of appeals opinions from 1891 to 2013 and the sample sizes for texts, citations and
votes are 13,108, 12,902 and 8,166. Please refer to the appendix for details on data and implementation of
prediction algorithms.

Interestingly, both texts and citations are highly indicative of judges’ political affilia-
tions. In most years, based only on the texts of opinions, a neutral observer can yield a
correct guess of a judge’s party 80% of the time, and 70% using citations alone. Given
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the fact that we are not providing any personal characteristics of judges to the models, the
results seem to indicate that judges may be engaging in motivated reasoning when making
decisions. The average prediction accuracy for votes, on the other hand, is not that high
most of the time. While the accuracy is high in the 1930s, it drops below 0.4 in the 1940s
and 1950s, and fluctuates around 0.55 thereafter. That is, conditional on the number of
conservative votes, liberal votes, and neutral votes of a judge in a given year, the observer
cannot make better guesses than random guesses. This result is interesting in the sense
that while the aggregated voting behaviors have poor predictive power for political parties,
scholars have found evidence that judges would exhibit partisan voting behaviors under
certain conditions.

In the panels of Figure 2, we can see that the average prediction accuracy for texts
and citations for judges of different parties are different across years. From year 1930 to
year 1980, the high accuracy is driven mainly by Democratic judges, while before 1930
and after 1980, the accuracy for Republican judges is higher than for Democrats. The
panel on the right of Figure 2 shows that the votes yield very poor predictions as the two
lines are horizontally located at 0 and 1 for the two parties, meaning that the algorithm
is predicting everyone to have similar values, and hence everyone belongs to the same
party across years. Robustness checks in Figure 3 show that random assignment of parties
successfully yield random predictions. As a robustness check, the accuracy for random
series is closely around 0.5.

Figure 2: Results for real data by party
Note: These figures present the average prediction accuracy of a judge’s true political party using texts,
citations and votes of his/her opinions in a certain year for judges of different parties. The data is smoothed
with a moving average of 3 years. The red lines represent results for Republican judges, and the blue lines
are results fore Democrats.
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Figure 3: Results for random data by party
Note: These figures present the average prediction accuracy of a judge’s randomly generated political affili-
ation using texts, citations and votes of his/her opinions in a certain year for judges of different parties. The
data is smoothed with a moving average of 3 years. The red lines represent results for Republican judges,
and the blue lines are results fore Democrats.

6.2 Benchmark results

Given the prediction results, we combine both texts and citations as inputs and created a
better model for predicting judges’ political affiliations using the same set of algorithm
described above, which we will refer to as the benchmark model. As we can see from
Panel (a) in Figure 4, the average prediction accuracy is always above 0.6, indicating that
combining citations with texts, on average we have a chance of 70%-80% to correctly pre-
dict a judge’s political party. The overall trend decreases slightly, while cases in 2013 are
not more indicative than those in the 1970s and 1980s. What’s more, if we look at Panel
(b), we can see that between 1930 and 1980, predicting whether a judge is Republican
is easier, while after 1980 the Democrats are easier to predict. Given the above results,
we could say that there seems to be a positive relationship between the political party of
judges and their reasoning process, as the latter can always predict political affiliations to
some extent. The right panel verifies the effect of random assignment of parties. Since
the average accuracy for both parties always lines up at different sides of the 0.5 line, it is
clear that the average accuracy is around 0.5.
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Figure 4: Prediction results of the benchmark model
Note: These figures present the average prediction accuracy of a judge’s randomly generated political affil-
iation using both texts and citations of his/her opinions in a certain year for judges of different parties. The
data is smoothed with a moving average of 3 years. In Panel (a), the solid lines represent results using true
political parties as dependent variables, and the dashed lines are results based on randomly generated parties
with a probability of 0.5. In Panel (b) and (c), the red lines represent Republican judges and the blue lines,
Democrats.

7 Exploring the heterogeneity

7.1 Age and Experience

Now that we have documented the evidence of motivated reasoning, we turn to examine
whether the bias goes away with experience. Compared to inexperienced judges, experi-
enced judges are less likely to suffer from the Gambler’s fallacy (Chen et al., 2016), less
likely to dissent and vote in partisan lines before presidential elections (Berdejó and Chen,
2017), and much less likely to make prediction errors when facing bail decisions of de-
fendants of different racial groups (Arnold et al., 2018). With experience, biases that are
Type I may be eroded. But Type II bias, which is more reflective and intentional, might
not diminish with experience.
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Figure 5: Prediction accuracy by age, experience and party
Note: This figure presents the relationship between the average prediction accuracy of a judge’s political
party and age/experience by party. The frequency plots for age and experience are presented below the main
figures.

Overall, we found little evidence supporting the claim that motivated reasoning might
vary across age or experience. While the prediction accuracy exhibits a U-shaped curve
for Republicans across ages, and fluctuates over time for Democrats (Panel (a), Figure 5),
we cannot distinguish the effect from small sample bias. Similarly, the predictability of
opinions with experience, whilst being stable for both Republican and Democratic judges
(Panel (b), Figure 5), fluctuates when judges have experience of over 30 years, which is
rarely seen in the data. A regression of age and experience over the predicted accuracy
shows that neither of them has any significant coefficient after controlling for potential
heterogeneities at circuit and judge level.

7.2 Case topics

Another interesting question to ask is to what extent judges engage in motivated reasoning
when they are assigned to a case of a specific topic. We answer this question by fitting
our benchmark model to subsets of cases. By looking at cases of different legal topics, we
can better understand under what circumstances the reasoning processes are most likely
to be biased. These results are reported in Figure 6. First, note that the predictions for
First Amendment and privacy are not stable over time, as the number of cases in these
categories is small 9. The prediction accuracies for criminal, civil rights, and due process
cases are low in the 1950s while those for labor relations and economic activity and reg-
ulations are very high during that time period. Overall, the benchmark model performs

9The First Amendment’s protections have been held to cover flag burning, cross burning, commercial
advertising, campaign funding, virtual child pornography, violent video games and DVDs, expressive as-
sociation, protests at military funerals and abortion clinics, false statements of fact, nude dancing, limits
to disciplinary measures in public schools, government employment actions, and conditions attached to
government benefits.
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well for due process and econ cases.
From Figure 7, it is clear the Democrats are easier predict for cases in civil rights and

labor relations (especially during the 1950s and 1960s), and Republican judges are known
for criminal and econ cases.
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Figure 6: Prediction Accuracy by topics
Note: This figure shows the average prediction accuracy of a judge’s political party using texts and citations
of his/her opinions in a certain year for cases of certain topics. The data is averaged using a rolling window
of 5.
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Figure 7: Prediction accuracy by topics
Note: This figure shows the average prediction accuracy of a judge’s political party using texts and citations
of his/her opinions in a certain year for cases of certain topics for each party. The data is averaged using a
rolling window of 5.
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7.3 Relationship with other metrics

We also compared our measure of motivated reasoning with existing measures of political
ideology of judges. Using the predicted posterior, the probability of being a Democrat
for judges given the opinion against the widely used measure JCS score by Epstein et
al. (2007), we show that two measures are correlated to some extent (ρ = −0.38). The
Democrats generally have a negative JCS score and have a higher probability of being a
Democrat and vice versa.

Figure 8: Predicted party and JCS Score (2018)
Note: This figure represents the relationship between the predicted probability of being a Democrat for
judges and the Judicial Common Space score by Epstein et al. (2007). The JCS Score is the updated year
2018 version obtained from Lee Epstein’s website: http://epstein.wustl.edu/research/JCS.html

7.4 Indication of Supreme Court votes

We can also use the motivated reasoning measure to see the correlation with the direction
of Supreme Court votes. Predicting the direction of Supreme Court votes has been a
very interesting problem that both academia and the general public is keen about. In
contrast to existing research that leverages case characteristics (Katz et al., 2017), we use
a proxy from actual behavior in the circuit courts. We also use the similarity of language
and citations with Judge Richard A.Posner (Ash and Chen, 2018b), Economics Vector
Similarity (Ash et al., 2020) and dissent patterns during electoral cycles (Berdejó and
Chen, 2017). Using data of the average predicted party from 15 circuit court judges who
were eventually appointed to the Supreme Court, as well as the Supreme Court Database
(Spaeth et al., 2019), we show in Table 1 that changing from the most Republican position
to the most Democratic position would be associated with decreases in the probability of
voting conservatively for Supreme Court decisions. In the table, it is also clear that the
measure of motivated reasoning is more negatively associated with the voting behavior.
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Table 1: Correlation between Predicted Party and Vote Polarization

Conservative Vote Coefficient Standard Errors N
Predicted Party -0.000460** (0.000204) 27,063
Dissent Vote Rate -0.000238* (0.000127) 43,477
Posner Smilarity -0.000412*** (0.000126) 43,141
Economic Vectors -0.000075 (0.000136) 43,141
Minority Dissent Rate -0.000218 (0.000160) 42,433
Electoral Dissent Rate -0.000247*** (0.000078) 41,672
Generate Dissent Rate 0.000540*** (0.000154) 35,659
Law Type Yes
Petitioner Type Yes
Petitioner Type Yes

Notes. Effect of Percentile of Probability of Being a Democrat, Dissent Rate, Posner Similarity, Economics
Vector Similarity, Minority Dissent Rate, Electoral Dissent Rate, Generating Dissent Rate on the direction
of decision of the court whose decision is reviewed being Conservative in separate horse races, controlling
for law types (legal provisions considered), petitioner and respondent types. Standard errors clustered at
judge level in the parentheses. Sample is Supreme Court decisions with judges from Circuit Courts with a
minimum case load of 50. *** p<0.01, ** p<0.05, * p<0.1.

8 Possible mechanisms

As mentioned above, the evidence for motivated reasoning is a mixture of two channels:
selection of evidence and distorted updating. Although we cannot empirically disentangle
these two effects in this paper, we can provide an upper bound for each channel. Here, we
take the predicted results using opinion embeddings as the “best guess” we could make,
and see how different channels may have contributed to the prediction. The first channel
is that judges of different parties simply use different phrases and words when describing
the same issue, as documented in Gentzkow et al. (2019b), and that the selection of texts
comprises selection and repetition processes. To indirectly provide evidence on this mech-
anism, we run another set of predictions using counts of the top 3,000 words instead of
embeddings. If the motivated reasoning is driven mainly through selective use of wording
rather than distorting beliefs, the prediction accuracy using word counts should be similar
to that using embeddings, as the set of words and the frequencies of words should also be
good indicators, citations aside, of selection of evidence.

As we can see from Figure 9, the prediction result of selection plus repetition effects
can achieve about 80% of the result using embeddings. This means that based on the set of
words and frequencies of words alone we can make correct guesses about 80% of the time.
The selection effect alone can achieve correct predictions for about 80% of that using both
selection and repetition data. The claim is supported by looking at the prediction result
of citations, as they are often considered as evidence for supporting a judge’s opinion as
well. The predictive power of citations is similar to that of text selection, which indicates
that the selection effect might be about 60 to 70% of the magnitude of using contents of
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opinions. The observations above may suggest that the distorted updating process may
still play a role in the evidence in this paper, as the text selection alone cannot achieve the
same level of prediction result. However, the precise magnitude of the second channel is
unknown due to data limitations and we are not able to jump to conclusions too soon.

Figure 9: Average Prediction Accuracy for text frequencies and selections
Note: This figure represents the average prediction accuracy for opinion embeddings, top 3,000 word counts
and top 3,000 word indicators. The data is smoothed with a moving average of 3 years.

9 Motivated Reasoning in Policy

Although we did not find much evidence of motivated beliefs using policy choices, as
indicated by voting, compared to that observed in prose and precedents, we can examine
the motivated reasoning of voting behavior by looking directly at the political motive.
That is, when a judge is of minority party when assigned to a panel, whether he or she
would cast dissent votes more often. As overall Republican and Democratic judges are
similarly likely to cast dissenting votes, if we could find evidence of the persistence and
significance of such a motive when a judge is in the minority, then we may say that there
is evidence of motivated reasoning in policy.
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9.1 Vote Polarization

Table 2: Vote Partisanship

Dissent Vote
(1) (2)

Minority 0.0103** -0.487**
(0.000895) (0.0549)

Minority * Year 0.000251**
(0.0000280)

N 799180 799180
Case FE Yes Yes
Judge FE Yes Yes
Cluster Judge Judge

Notes. Effect of being a minority judge (D of DRR or R of RDD) on the likelihood to cast a dissenting vote,
controlling for case and judge fixed effects. Standard errors clustered by judge. Sample is cases with judges
from both political parties. +p < .1,∗p < 0.05,∗∗ p < .01.
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Figure 10: Growth in Vote Partisanship
Notes. Left figure displays decade-by-decade effects of being a minority judge (D of DRR or R of RDD) on
the likelihood to cast a dissenting vote, controlling for case and judge fixed effects. Error spikes give 95%
confidence intervals. Right figure displays the share of dissenting votes every year. Vertical line is at 1970.

The section looks at partisanship using judge voting. Table 2 shows that minority judges
are 1 percentage points more likely to dissent and this grows over time. Since roughly
2% of votes cast are dissents, the effect size is substantial relative to the average. Figure
10 shows that minority dissent is growing more sharply than any other dissent, especially
after 1970 when the rate of dissent flattens.
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Table 3: Vote Partisanship by Topic
Dissent Vote

Criminal Civil Rght 1st Amend Due Process Labor Econ
Minority 0.0105** 0.0196** 0.0244** 0.0105** 0.0142** 0.00398**

(0.00124) (0.00245) (0.00870) (0.00118) (0.00247) (0.000920)
N 171019 46179 3278 179019 37262 232199
Case FE X X X X X X
Judge FE X X X X X X
Cluster Judge Judge Judge Judge Judge Judge

Notes. Effect of being a minority judge (D of DRR or R of RDD) on the likelihood to cast a dissenting vote
for cases of different topics, controlling for case and judge fixed effects. Standard errors clustered by judge.
Sample is cases with judges from both political parties. +p < .1,∗p < 0.05,∗∗ p < .01.

Table 4: Vote Partisanship by Topic and Party

Dissent Vote
Criminal Civil Rght 1st Amend Due Process Labor Econ

Minority 0.00959** 0.0112* 0.0382+ 0.00826** 0.00307 0.00534*
(0.00254) (0.00545) (0.0227) (0.00255) (0.00486) (0.00237)

Minority 0.00285 0.0184+ -0.0267 0.00483 0.0235* -0.00174
* Dem (0.00445) (0.00989) (0.0408) (0.00468) (0.00945) (0.00474)
N 171019 46179 3278 179019 37262 232199
Case FE X X X X X X
Judge FE X X X X X X
Cluster Judge Judge Judge Judge Judge Judge

Notes. Effect of being a minority judge (D of DRR or R of RDD), fully interacted with party, on the
likelihood to cast a dissenting vote for cases of different topics, controlling for case and judge fixed effects.
Standard errors clustered by judge. Sample is cases with judges from both political parties. +p < .1,∗p <
0.05,∗∗ p < .01.

Table 3 shows that almost all topics display vote partisanship. Table 4 shows that
Democrats issue more minority dissents in civil rights and labor cases. These findings
echo the greater degree of phrase partisanship among Democrats for civil rights cases.

21



Criminal Law Civil Rights

-.
0

2
0

.0
2

.0
4

D
is

s
e

n
tV

o
te

1890 1900 1910 1920 1930 1940 1950 1960 1970 1980 1990 2000 2010

Decades Before and After 1970

Criminal

-.
1

-.
0

5
0

.0
5

D
is

s
e

n
tV

o
te

1890 1900 1910 1920 1930 1940 1950 1960 1970 1980 1990 2000 2010
Decades Before and After 1970

Civil Rights

First Amendment Due Process

-.
1

-.
0

5
0

.0
5

.1
.1

5

D
is

s
e

n
tV

o
te

1890 1900 1910 1920 1930 1940 1950 1960 1970 1980 1990 2000 2010

Decades Before and After 1970

First Amendment

-.
0

2
-.

0
1

0
.0

1
.0

2

D
is

s
e

n
tV

o
te

1890 1900 1910 1920 1930 1940 1950 1960 1970 1980 1990 2000 2010

Decades Before and After 1970

Due Process

Labor Regulation

-.
2

-.
1

0
.1

.2

D
is

s
e

n
tV

o
te

1890 1900 1910 1920 1930 1940 1950 1960 1970 1980 1990 2000 2010

Decades Before and After 1970

Labor Relations

-.
0

1
0

.0
1

.0
2

.0
3

D
is

s
e

n
tV

o
te

1890 1900 1910 1920 1930 1940 1950 1960 1970 1980 1990 2000 2010

Decades Before and After 1970

Economics

Figure 11: Growth in Vote Partisanship by Topic
Notes. Figures display decade-by-decade effects of being a minority judge (D of DRR or R of RDD) on the
likelihood to cast a dissenting vote for cases of different topics, controlling for case and judge fixed effects.
Error spikes give 95% confidence intervals.

Figure 11 shows the changes in vote polarization by topic over time. There is some
degree of increased partisanship in criminal cases, starting in the 1960s. Civil rights par-
tisanship appears to have sharply increased in the 1980s and is presently at a high level
relative to partisanship in other legal topics. There is some cycling in First Amendment
partisanship, though the standard errors are wide due to the smaller sample. Due process
partisanship increased in the 1950s, a decade prior to criminal case partisanship. The
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figure indicates some partisanship in labor cases, perhaps cyclical as well with high par-
tisanship in the 1920s. There has been a marked increase in partisanship in economics
cases since the 1980s.

Together, these findings tend to corroborate findings in Berdejó and Chen (2017) and
Chen (2017) that there has been a marked increase in the role of partisan ideology in
appellate decisions over the last century.

10 Conclusion

Judges are nominally expected to sit above the partisan fray, but we find they are divisive
in their rhetoric and decisions. What are the doctrinal sources of ideological partisanship
in the judiciary? One idea is that the language used, or the authorities cited, might be
informative about motivated beliefs. We find that texts and citations are highly indicative
of a judge’s political party, but votes are not. The source of motivated beliefs seems to
be both the selective choice of evidence and distorted reasoning processes. Judges tend
to dissent along partisan lines—dissenting only against judges appointed by the opposing
party’s president. We also present a number of findings for future research. Does prose
concentration cause citation concentration, and does it lead to social change? One question
is whether motivated reasoning is conscious or unconscious, deliberate or implicit. The
fact that partisanship persists at the time of retirement and is expressed by a judge in his
exit interview would suggest that judges are deliberately engaging in motivated reasoning.
This suggests not all behavioral biases are “Type I” that can be eliminated by a nudge.
These findings also raise questions of what it means when judges (or potential nominees)
say they follow precedent if they cherry-pick their precedent.

23



References

Amaranto, Daniel, Elliott Ash, Daniel L Chen, Lisa Ren, and Caroline Roper, “Algo-
rithms as prosecutors: lowering rearrest rates without disparate impacts and identifying
defendant characteristics ‘Noisy’to human decision-makers,” Technical Report 2018. 1

Andris, Clio, David Lee, Marcus J Hamilton, Mauro Martino, Christian E Gunning,
and John Armistead Selden, “The rise of partisanship and super-cooperators in the
US House of Representatives,” PloS one, 2015, 10 (4), e0123507. 1

Arnold, David, Will Dobbie, and Crystal S Yang, “Racial bias in bail decisions,” The

Quarterly Journal of Economics, 2018, 133 (4), 1885–1932. 1, 7.1

Ash, Elliott and Daniel L Chen, “Judge Vectors: Spatial Representations of the Law
using Document Embeddings,” Technical Report 2018. 1

and , “Mapping the Geometry of Law using Document Embeddings,” Technical
Report 2018. 7.4

, , and Suresh Naidu, “The Impact of Legal Schools of Thought,” Technical Report
2017. 1

, , and , “Ideas Have Consequences: The Impact of Law and Economics on Amer-
ican Justice,” Technical Report 2020. 7.4

, Massimo Morelli, and Richard Van Weelden, “Elections and divisiveness: Theory
and evidence,” The Journal of Politics, 2017, 79 (4), 1268–1285. 1

Belloni, Alexandre, Daniel Chen, Victor Chernozhukov, and Christian Hansen,
“Sparse models and methods for optimal instruments with an application to eminent
domain,” Econometrica, 2012, 80 (6), 2369–2429. 3

Bénabou, Roland and Jean Tirole, “Mindful economics: The production, consumption,
and value of beliefs,” Journal of Economic Perspectives, 2016, 30 (3), 141–64. 1

, Armin Falk, and Jean Tirole, “Narratives, Imperatives and Moral Reasoning,” Tech-
nical Report, Working Paper 2018. 1

Berdejó, Carlos and Daniel L Chen, “Electoral cycles among us courts of appeals
judges,” The Journal of Law and Economics, 2017, 60 (3), 479–496. 1, 7, 7.1, 7.4,
9.1

Bertrand, Marianne and Emir Kamenica, “Coming Apart? Cultural Distances in the
United States over Time,” Working Paper 24771, National Bureau of Economic Re-
search June 2018. 5

24



Braman, Eileen, “Reasoning on the threshold: Testing the separability of preferences in
legal decision making,” The Journal of Politics, 2006, 68 (2), 308–321. 1

and Thomas E Nelson, “Mechanism of motivated reasoning? Analogical perception
in discrimination disputes,” American Journal of Political Science, 2007, 51 (4), 940–
956. 1

Chen, Daniel L, “Priming ideology: Why Presidential elections affect US judges,” Tech-
nical Report, Institute for Advanced Study in Toulouse (IAST) 2017. 1, 9.1

, Tobias J Moskowitz, and Kelly Shue, “Decision making under the gambler’s fallacy:
Evidence from asylum judges, loan officers, and baseball umpires,” The Quarterly Jour-

nal of Economics, 2016, 131 (3), 1181–1242. 1, 7.1

Chen, Tianqi and Carlos Guestrin, “Xgboost: A scalable tree boosting system,” in
“Proceedings of the 22nd acm sigkdd international conference on knowledge discovery
and data mining” ACM 2016, pp. 785–794. A

Choi, Stephen J and G Mitu Gulati, “Bias in Judicial Citations: A Window into the
Behavior of Judges?,” The Journal of Legal Studies, 2008, 37 (1), 87–129. 1

Dahl, Gordon B, Andreas Ravndal Kostøl, and Magne Mogstad, “Family welfare cul-
tures,” The Quarterly Journal of Economics, 2014, 129 (4), 1711–1752. 3

David, H, Nicole Maestas, Kathleen J Mullen, and Alexander Strand, “Does delay
cause decay? The effect of administrative decision time on the labor force participation
and earnings of disability applicants,” Technical Report, National Bureau of Economic
Research 2015. 3

Epley, Nicholas and Thomas Gilovich, “The mechanics of motivated reasoning,” Jour-

nal of Economic perspectives, 2016, 30 (3), 133–40. 1

Epstein, Lee, Andrew D Martin, Jeffrey A Segal, and Chad Westerland, “The judicial
common space,” The Journal of Law, Economics, and Organization, 2007, 23 (2), 303–
325. 1, 7.3, ??

Firth, John R, “A synopsis of linguistic theory, 1930-1955,” Studies in linguistic analysis,
1957. 3

Förster, Jens, Nira Liberman, and E Tory Higgins, “Accessibility from active and ful-
filled goals,” Journal of Experimental Social Psychology, 2005, 41 (3), 220–239. 6

Gentzkow, Matthew, Bryan Kelly, and Matt Taddy, “Text as data,” Journal of Eco-

nomic Literature, 2019, 57 (3), 535–74. 1

25



, Jesse M Shapiro, and Matt Taddy, “Measuring Group Differences in High-
Dimensional Choices: Method and Application to Congressional Speech,” Economet-

rica, 2019, 87 (4), 1307–1340. 1, 2, 8, 8

Grover, Aditya and Jure Leskovec, “node2vec: Scalable feature learning for networks,”
in “Proceedings of the 22nd ACM SIGKDD international conference on Knowledge
discovery and data mining” 2016, pp. 855–864. 1, 3

Haidt, Jonathan, “The Positive emotion of elevation.,” Prevention & Treatment, 2000, 3

(1). 1, 2

He, Haibo, Yang Bai, Edwardo A Garcia, and Shutao Li, “ADASYN: Adaptive syn-
thetic sampling approach for imbalanced learning,” in “2008 IEEE international joint
conference on neural networks (IEEE world congress on computational intelligence)”
IEEE 2008, pp. 1322–1328. A

Jelveh, Zubin, Bruce Kogut, and Suresh Naidu, “Political language in economics,”
Technical Report 14-57 2018. 1

Jensen, Jacob, Suresh Naidu, Ethan Kaplan, Laurence Wilse-Samson, David Ger-
gen, Michael Zuckerman, and Arthur Spirling, “Political polarization and the dy-
namics of political language: Evidence from 130 years of partisan speech [with com-
ments and discussion],” Brookings Papers on Economic Activity, 2012, pp. 1–81. 1

Kahan, Dan M, “Ideology, motivated reasoning, and cognitive reflection,” Judgment and

Decision Making, 2013, 8 (4), 407–424. 1, 2

, “The Politically Motivated Reasoning Paradigm, Part 1: What Politically Motivated
Reasoning is and How to Measure it,” Emerging trends in the social and behavioral

sciences: An interdisciplinary, searchable, and linkable resource, 2016, pp. 1–16. 2

Katz, Daniel Martin, Michael J Bommarito, and Josh Blackman II, “A general ap-
proach for predicting the behavior of the Supreme Court of the United States,” PloS

one, 2017, 12 (4). 7.4

Kling, Jeffrey R, “Incarceration length, employment, and earnings,” American Economic

Review, 2006, 96 (3), 863–876. 3

Le, Quoc and Tomas Mikolov, “Distributed representations of sentences and docu-
ments,” in “International conference on machine learning” 2014, pp. 1188–1196. 1,
3

McCarty, Nolan, Keith T Poole, and Howard Rosenthal, Polarized America: The

Dance of Ideology and Unequal Riches, MIT Press, 2016. 1

26



Mueller-Smith, Michael, “The criminal and labor market impacts of incarceration,”
Technical Report 2015. 3

Niblett, Anthony and Albert H Yoon, “Friendly precedent,” William and Mary Law

Review, 2016, 57 (5), 1789–1824. 1

Peterson, Andrew and Arthur Spirling, “Classification accuracy as a substantive quan-
tity of interest: Measuring polarization in westminster systems,” Political Analysis,
2018, 26 (1), 120–128. 1

Sennewald, Marc A, Kenneth L Manning, and Robert A Carp, “The polarization of
the judiciary,” Party Politics, 2017, 23 (6), 657–665. 1

Songer, Donald R., The United States Courts of Appeals Data Base Documentation for

Phase 1 Last visited June 20, 2018. 4

Sood, Avani Mehta, “Motivated Cognition in Legal Judgments—An Analytic Review,”
Annual Review of Law and Social Science, 2013, 9, 307–325. 1

Spaeth, Harold, Lee Epstein, Ted Ruger, Keith Whittington, Jeffrey Segal, and An-
drew D Martin, “2019 Supreme Court Database, Version 2019 Release 01,” 2019. data
retrieved from SCDB official website, http://Supremecourtdatabase.org. 7.4

Thaler, Michael, “The “Fake News” Effect: An Experiment on Motivated Reasoning and
Trust in News,” Technical Report 2019. 2

Touré-Tillery, Maferima and Ayelet Fishbach, “How to measure motivation: A guide
for the experimental social psychologist,” Social and Personality Psychology Compass,
2014, 8 (7), 328–341. 2

Zeigarnik, Bluma, “Das Behalten erledigter und unerledigter Handlungen [On finished
and unfinished tasks],” Psychologische Forschung, 1927, 9, 1–85. 1

, “On the retention of completed and uncompleted activities,” Psychologische

Forschung, 1927, 9, 1–85. 6

A Algorithms

We first use a grid search method with K-fold cross validation to tune the parameters used
in different algorithms (a list of commonly used algorithms) in order to maximize the eval-
uation metric of that algorithm (here we used the AUC score). To avoid the imbalanced
nature of party distribution over time, we use the ADASYN method (He et al., 2008) to
generate a more balanced dataset for each year and then combine them. We use a voting
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method based on the best estimator of each model to build an ensemble model based on
results obtained from the set of algorithms.

For each algorithm, we explain the prediction details here:

• Elastic Net. A10-fold cross validation is added to the algorithm to choose the opti-
mal mixing parameter of LASSO and ridge regression among a vector of possible
choices: [0.1,0.15,0.5,0.7,0.95,0.99,1].

• Decision Tree. We use a 10-fold cross validation to choose the optimal minimal
samples per leaf among a vector of possible choices: [1,5,10,20,50,100,150,500,1000].

• Random Forest. We use a 10-fold cross validation to choose the optimal minimal
samples per leaf among a vector of possible choices: [5,10,20,50,100,200,500,1000].

• XGBoost, by Chen and Guestrin (2016). We use a 10-fold cross validation to
choose the optimal maximum number of leafs among a vector of possible choices:
[3,5,10,20,50,100,200,500,1000].

• K-Nearest Neighbors. We use a 10-fold cross validation to choose the optimal num-
ber of neighbors among a vector of possible choices: [20,50,100,200,300,500].

B Tables

Table 5: Accuracy measures for texts

Method F1 AUC # Obs
Elastic Net 0.580465 0.612886 10834
Regression Tree 0.536084 0.551788 10834
Random Forest 0.636183 0.689901 10834
XGBoost 0.612663 0.655459 10834
K-Nearest Neighbors 0.645725 0.713193 10834
Voting Ensemble 0.660449 0.710464 10834
Voting Ensemble (Fit to all data) 0.784064 0.863709 13104

Notes. This table presents the accuracy measures used in machine learning literature to evaluate the perfor-
mance of models on text data with true political parties as the dependent variable. The overall sample size
is 13,104 and that of training set is 9,172 and 10,834 (with imbalance adjustments).
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Table 6: Accuracy measures for citations

Method F1 AUC # Obs
Elastic Net 0.550240 0.579149 10824
Regression Tree 0.536954 0.540574 10824
Random Forest 0.599737 0.631897 10824
XGBoost 0.570330 0.605895 10824
K-Nearest Neighbors 0.536515 0.549708 10824
Voting Ensemble 0.562083 0.600765 10824
Voting Ensemble (Fit to all data) 0.729144 0.814069 12902

Notes. This table presents the accuracy measures used in machine learning literature to evaluate the perfor-
mance of models on citations data with true political parties as the dependent variable. The overall sample
size is 12,902 and that of training set is 9,031 and 10,824 (with imbalance adjustments).

Table 7: Accuracy measures for votes

Method F1 AUC # Obs
Elastic Net 0.471786 0.545583 6780
Regression Tree 0.520459 0.514659 6780
Random Forest 0.515031 0.525478 6780
XGBoost 0.530421 0.527475 6780
K-Nearest Neighbors 0.515215 0.518930 6780
Voting Ensemble 0.516151 0.528231 6780
Voting Ensemble (Fit to all data) 0.549083 0.574787 8166

Notes. This table presents the accuracy measures used in machine learning literature to evaluate the perfor-
mance of models on votes data with true political parties as the dependent variable. The overall sample size
is 8,166 and that of training set is 5,716 and 6,780 (with imbalance adjustments).

Table 8: Accuracy measures for texts (random assignment of parties)

Method F1 AUC # Obs
Elastic Net 0.463165 0.491113 9,172
Regression Tree 0.482350 0.495381 9,172
Random Forest 0.497029 0.482323 9,172
XGBoost 0.492361 0.486638 9,172
K-Nearest Neighbors 0.492502 0.495888 9,172
Voting Ensemble 0.483310 0.488647 9,172
Voting Ensemble (Fit to all data) 0.572447 0.629546 13,104
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Table 9: Accuracy measures for citations (random assignment of parties)

Method F1 AUC # Obs
Elastic Net 0.471064 0.494033 9031
Regression Tree 0.504420 0.503781 9031
Random Forest 0.498264 0.499169 9031
XGBoost 0.497717 0.483135 9031
K-Nearest Neighbors 0.493625 0.488118 9031
Voting Ensemble 0.488595 0.489725 9031
Voting Ensemble (Fit to all data) 0.726268 0.809871 12902

Table 10: Accuracy measures for votes (random)

Method F1 AUC # Obs
Elastic Net 0.311351 0.479096 5716
Regression Tree 0.481547 0.512162 5716
Random Forest 0.503328 0.508123 5716
XGBoost 0.514833 0.520940 5716
K-Nearest Neighbors 0.513127 0.519841 5716
Voting Ensemble 0.429857 0.506484 5716
Voting Ensemble (Fit to all data) 0.461094 0.552189 8166

Table 11: Accuracy measures for the benchmark model (True data)

Method F1 AUC # Obs
Elastic Net 0.544053 0.602741 10805
Regression Tree 0.537567 0.543321 10805
Random Forest 0.615163 0.667248 10805
XGBoost 0.608761 0.652263 10805
K-Nearest Neighbors 0.567992 0.614501 10805
Voting Ensemble 0.597202 0.641618 10805
Voting Ensemble (Fit to all data) 0.797963 0.874513 12902

Notes. This table presents the accuracy measures used in machine learning literature to evaluate the perfor-
mance of models on texts and citation data with true political parties as the dependent variable. The overall
sample size is 12,902 and that of training set is 9,031 and 10,805 (with imbalance adjustments).
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Table 12: Accuracy measures for the benchmark model (Random data)

Method F1 AUC # Obs
Elastic Net 0.453190 0.498071 9031
Regression Tree 0.492913 0.493291 9031
Random Forest 0.517829 0.516573 9031
XGBoost 0.499507 0.499099 9031
K-Nearest Neighbors 0.501707 0.505247 9031
Voting Ensemble 0.481126 0.500978 9031
Voting Ensemble (Fit to all data) 0.654367 0.766358 12902

Notes. This table presents the accuracy measures used in machine learning literature to evaluate the perfor-
mance of models on texts and citations data with randomly assigned parties as the dependent variable. The
overall sample size is 12,902 and that of training set is 9,031 and 10,782 (with imbalance adjustments).

Table 13: Accuracy measures for word counts (selection + repetition)

Method F1 AUC # Obs
Elastic Net 0.624782 0.627117 10789
Regression Tree 0.561500 0.571367 10789
Random Forest 0.612472 0.652090 10789
XGBoost 0.627499 0.684207 10789
K-Nearest Neighbors 0.503988 0.508149 10789
Voting Ensemble 0.627694 0.666211 10789
Voting Ensemble (Fit to all data) 0.791955 0.860353 12872

Notes. This table presents the average prediction accuracy using frequencies of top 3,000 words. The overall
sample size is 12,872 and that of training set is 9,010 and 10,789 (with imbalance adjustments).

Table 14: Accuracy measures for word counts (selection only)

Method F1 AUC # Obs
Elastic Net 0.562698 0.620043 10763
Regression Tree 0.536067 0.548852 10763
Random Forest 0.594854 0.625151 10763
XGBoost 0.603702 0.650358 10763
K-Nearest Neighbors 0.424756 0.466769 10763
Voting Ensemble 0.573274 0.625026 10763
Voting Ensemble (Fit to all data) 0.700621 0.830583 12872

Notes. This table presents the average prediction accuracy using indicators of top 3,000 words. The overall
sample size is 12,943 and that of training set is 9,010 and 10,778 (with imbalance adjustments).

C Case Study

Asymmetric partisanship suggests that judges from one party are using more concentrated
language, which would indicate the party, but non-usage would not indicate member-
ship in either party. For example, the Contract with America was a smaller vocabulary
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that the Republican party used in 1994 that marked an increase in partisanship of con-
gressional speech. The civil rights language concentration by Democrats occurred in the
midst of civil rights changes, while First Amendment concentration by Republicans oc-
curred in the midst of the originalist movement (“How Conservatives Weaponized the
First Amendment,” The New York Times, 06/30/2018). A future question is whether con-
catenated vocabulary causes social change.

Originalism itself is an example of a neologism, coined by Paul Brest in 1980, when he
stated, “By ’originalism’ I mean the familiar approach to constitutional adjudication that
accords binding authority to the text of the Constitution or the intentions of its adopters.”
In Google Books, the term “originalism” does not appear until 1980, and around that time,
the time distance between the case and the cases it cites has grown. Moreover, citations of
the Bill of Rights experienced an inflection in growth around the 1970s, such that currently
30% of cases cite the Bill of Rights. Democrats have said “we are all Originalists now”.
Notably, the increase in citations of the Bill of Rights precedes the neologism in 1980,
potentially offering a case study of motivated reasoning.
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Figure 12: Originalism

Figure 13: Trend in Citing Bill of Rights Amendments
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D Prediction Out-of-Sample

Using all 26 Supreme Court judges (1946-2016) who sat on at least 50 circuit court cases,
we find that a judge who moves from the most Democrat to the most Republican in prece-
dent and phrase usage is 32 percentage points and 23 percentage points, respectively, more
likely to vote conservative. A judge who moves from the lowest to highest rank in vote
polarization is 25 percentage points more likely to vote conservative. This last result is
notable as either Democrats or Republicans can cast minority dissents, but this pattern
more saliently predicts conservative votes on the Supreme Court.
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